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Session I: Pricing (Lawyers, Guns, and Money)

Performance Study of Congestion Price based Adaptive Service
Xin Wang and Henning Schulzrinne, Columbia University

Protocol-independent multicast pricing
Tristan Henderson and Saleem Bhatti, University College London, UK

Cooperative Metering for Receiver initiated Service Level Agreement
Syed Umair Ahmed Shah and Peter Steenkiste, Carnegie Mellon University

Session II: Server and Gateway Media Transcoding and Packaging

A Server-centric Streaming Model
Jin Hwan Jeong and Chuck Yoo, Korea University

Design and Implementation of Programmable Media Gateways
Wei Tsang Ooi, Robbert van Renesse, and Brian Smith, Cornell University

Audio/Video Messaging for Multiple Devices
Jill Boyce, Mauricio Cortes, and J. Robert Ensor, Bell Laboratories, Lucent Technologies

Session III: Operating System Issues

The Case for Reexamining Integrated File System Design
Prashant Shenoy, University of Massachusetts

Measuring the Multimedia Performance of Server-Based Computing
Jason Nieh and Jae Yang, Columbia University

The Power of Virtual Time for Multimedia Scheduling
Andy Bavier and Larry Peterson, Princeton University

Session IV: Mobility and Entertainment Services

PRISM, an IP-based architecture for broadband access to TV and other streaming media
A. Basso, C. D. Cranor, R. Gopalakrishnan, M. Green, C. Kalmanek, D. Shur, S. Sibal, C. Sreenan and J.E. van
der Merwe, AT&T Research and University of Cork, Ireland

The Design of A Digital Amphitheater
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Allison Mankin, Maryann Maher, Jarda Flidr, Ladan Gharai, and Ron Riley, USC/Information Sciences Institute

Component-based Active Networks for Mobile Multimedia Systems
S. Schmid, J. Finney, A.C. Scott, and W.D. Shepherd, Lancaster University, UK

Automating the Creation of Personalized Mobile Multimedia Services
Kazuhisa Tanaka, Hitachi Ltd., Japan, and Andrew T. Campbell and Michael E. Kounavis, Columbia
University

Session V: Video Streaming and Caching

Scalable Video Delivery on the Web
B. Prabhakaran, Yu-Guang Tu, and Yin Wu, National University of Singapore

An Experimental Dynamic RAM Video Cache
Nicholas J. P. Race, Daniel G. Waddington, and Doug Shepherd, Lancaster University, UK

MiddleMan: A Video Caching Proxy Server
Soam Acharya, Inktomi Corp., and Brian Smith, Cornell University

Session VI: TCP-Based Media Transmission

Streaming Stored Continuous Media over Fair-Share Bandwidth
Despina Saparilla, University of Pennsylvania, and Keith W. Ross, Institut EURECOM

Speeding Up Short Data Transfers: Theory, Architectural Support, and Simulation Results
Yin Zhang and Lili Qiu, Cornell University, and Srinivasan Keshav, Ensim Corp.

A Rate Based RED Mechanism
Stefaan De Cnodder, Kenny Pauwels, and Omar Elloumi, Alcatel, Belgium

Session VII: Multicast Congestion Control and Reliability

Topology Sensitive Congestion Control for Real-Time Multicast
Srinivasan Jagannathan, Kevin Almeroth, and Anurag Acharya, University of California Santa Barbara

Pathological Behaviors for RLM and RLC
Arnaud Legout and Ernst W. Biersack, Institut EURECOM

A Centralized, Tree-Based Approach to Network Repair Service for Multicast Streaming Media
Dan Rubenstein, University of Massachusetts, and Nicholas F. Maxemchuk David Shur, AT&T Research
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Session VIII: TCP Friendliness versus Flow Isolation

LDA+ TCP-Friendly Adaptation: A comparison and measurement study
Dorgham Sisalem and Adam Wolisz, GMD Fokus and TU Berlin

Dynamic-CBT - Better Performing Active Queue Management for Multimedia Networking
Jae Chung and Mark Claypool, Worcester Polytechnic Institute

Goodput Control for Heterogeneous Data Streams
Jia-Ru Li, Xia Gao, Leiming Qian, and Vaduvur Bharghavan, University of Illinois at Urbana-Champaign

SF-FC: A Neighbor-State Based Flow Control with Soft Fairness
Yosuke Tamura, Yoshito Tobe, and Hideyuki Tokuda, Keio University, Japan

Session IX: Performance, Models, & Multicast

Modeling of Packet Loss and Delay and Their Effect on Real-Time Multimedia Service Quality
Wenyu Jiang and Henning Schulzrinne, Columbia University

Supporting the Need for Inter-Domain Multicast Reachability
Kamil Sarac and Kevin Almeroth, University of California Santa Barbara

WHIM: Watermarking Multicast Video with a Hierarchy of Intermediaries
Paul Judge and Mostafa Ammar, Georgia Institute of Technology

Session X: Network-Centric Coding

Incorporating Application-Level Knowledge Into the MPEG-2 Coding Model
Ketan Mayer-Patel, University of North Carolina at Chapel Hill

Providing Efficient Support for Lossless Video Transmission and Playback
Ali Saman Tosun, Amit Agarwal, and Wu-Chi Feng, The Ohio State University

Providing Smoother Quality Layered Video Stream
Srihari Nelakuditi, Raja R Harinath, Ewa Kusmierek, and Zhi-Li Zhang, University of Minnesota
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The 10th International Workshop on
Network and Operating Systems

Support for Digital Audio and Video
(NOSSDAV'2000)

 
26-28 June 2000

 
Chapel Hill, North Carolina

Advance Program
Registration information
Hotel Information
Call for papers (Note: Deadline extended to Friday, April 14, 5:00pm EST- hard deadline!)
Nossdav.org-the official Nossdav web site

 CALL FOR PAPERS
Objectives
The 10th International Workshop on Network and Operating Systems Support for Digital Audio and Video
(NOSSDAV'00) will be held in Chapel Hill, North Carolina in June'2000. This workshop brings together researchers,
developers, and practitioners from academia and industry to discuss the state of the art in networking and operating
systems to support multimedia applications. For nine years, NOSSDAV has proven to be an outstanding forum for
researchers involved in building innovative multimedia systems, networks and applications in both industry and
academia.

A key aspect of the workshop is that it provides extensive discussion periods during which attendees can informally
discuss their current work and future research directions. Traditionally, NOSSDAV has emphasized high quality
experimental research based on prototype or real systems. NOSSDAV2000 will continue this tradition.

Submissions
Submissions are sought in any area related to Network and Operating Systems Support for Digital Audio and Video.
The topics of interest include, but are not limited to:

network and operating system support for multimedia;
quality-of-service control and scheduling algorithm;
routing and congestion control;
differentiated and integrated services networks;
audio and video compression;
Internet and intra-net applications;
web servers and service;
caching and distribution of streaming media content;
multimedia conferencing, Internet telephony, distributed virtual environments, and other network applications.
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We solicit submissions of 5-page extended abstracts of technical papers, work-in-progress reports, and position
statements. These submissions will be reviewed by the members of the program committee. Submissions will be
selected on the basis of their potential to provoke discussion and the novelty of the ideas.

Accepted FULL papers and position statements will be presented at the Workshop and will appear in the published
proceedings. Roughly half of the workshop presentations will be allocated to each of these categories.

All submissions must be made through the web. We suggest that authors use the two-column IEEE format for the
submissions. To submit a paper, click here. If web-based submission is not possible, please send mail to
jeffay@cs.unc.edu to arrange for an alternative.

Important Dates
Submission Deadline for All Submissions:             7 April 2000 
Acceptance Notification:                               19 May 2000 
Workshop:                                           26-28 June 2000

NOSSDAV2000 Organizing Committee
Program Chairs

     Kevin Jeffay, University of North Carolina, Chapel Hill 
     Harrick Vin, The University of Texas at Austin

Program Committee
     Kevin Almeroth, University of California, Santa Barbara 
     Richard Black, University of Glasgow, UK 
     Wu-chi Feng, Ohio State University 
     Jim Griffioen, University of Kentucky, USA 
     Sugih Jamin, University of Michigan, Ann Arbor 
     Charles Kalmanek, AT&T Labs Research 
     Dilip Kandlur, IBM T.J. Watson Research Center 
     Robin Kravets, University of Illinois at Urbana-Champaign 
     Ian Leslie, Cambridge University, UK 
     Brian Levine, University of Massachusetts, Amherst 
     Ketan Mayer-Patel, University of North Carolina, Chapel Hill 
     Klara Nahrstedt, University of Illinois at Urbana-Champaign 
     Jason Nieh, Columbia University 
     Duane Northcutt, Sun Microsystems 
     Venkat Padmanabhan, Microsoft Research 
     Injong Rhee, North Carolina State University 
     Timothy Roscoe, Sprint Advanced Technology Labs 
     Henning Schulzrinne, Columbia University 
     Prashant Shenoy, University of Massachusetts, Amherst 
     Doug Shepherd, Lancaster University, UK 
     Raj Yavatkar, Intel

Prashant Shenoy
Last modified: Tue Jul 18 00:02:33 EDT 2000
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The University of North Carolina at Chapel Hill
Department of Computer Science 

Distributed and Real-Time Systems Research Group

NOSSDAV 2000 Program

The 10th International Workshop on Network and Operating Systems
Support

for Digital Audio and Video

June 25-28, 2000
Chapel Hill, NC, USA

Sunday, June 25
19:00 - 22:00 Welcoming Reception

Monday, June 26
8:30 - 8:45 Welcome and Opening Remarks

8:45 - 10:15 Session 1: Pricing (Lawyers, Guns, and Money)

Performance Study of Congestion Price based Adaptive Service
Xin Wang and Henning Schulzrinne, Columbia University

Protocol-independent multicast pricing
Tristan Henderson and Saleem Bhatti, University College London, UK

Cooperative Metering for Receiver initiated Service Level Agreement
Syed Umair Ahmed Shah and Peter Steenkiste, Carnegie Mellon University

10:30 - 12:00 Session 2: Server and Gateway Media Transcoding and Packaging
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A Server-centric Streaming Model
Jin Hwan Jeong and Chuck Yoo, Korea University

Design and Implementation of Programmable Media Gateways
Wei Tsang Ooi, Robbert van Renesse, and Brian Smith, Cornell University

Audio/Video Messaging for Multiple Devices
Jill Boyce, Mauricio Cortes, and J. Robert Ensor, Bell Laboratories, Lucent Technologies

12:00 - 13:30 Lunch at the Carolina Inn

13:30 - 15:00 Session 3: Operating System Issues

The Case for Reexamining Multimedia File System Design
Prashant Shenoy, University of Massachusetts

Measuring the Multimedia Performance of Server-Based Computing
Jason Nieh and Jae Yang, Columbia University

The Power of Virtual Time for Multimedia Scheduling
Andy Bavier and Larry Peterson, Princeton University

15:30 -
17:30

Session 4: Mobility and Entertainment Services

PRISM, an IP-based architecture for broadband access to TV and other streaming media
A. Basso, C. D. Cranor, R. Gopalakrishnan, M. Green, C. Kalmanek, D. Shur, S. Sibal, C. Sreenan and J.E.
van der Merwe, AT&T Research and University of Cork, Ireland

The Design of A Digital Amphitheater
Allison Mankin, Maryann Maher, Jarda Flidr, Ladan Gharai, and Ron Riley, USC/Information Sciences
Institute

Component-based Active Networks for Mobile Multimedia Systems
S. Schmid, J. Finney, A.C. Scott, and W.D. Shepherd, Lancaster University, UK

Automating the Creation of Personalized Mobile Multimedia Services
Kazuhisa Tanaka, Hitachi Ltd., Japan, and Andrew T. Campbell and Michael E. Kounavis, Columbia
University

19:00 - 22:00 Reception and demonstrations of distributed virtual environment systems and technologies.

Tuesday, June 27
8:30 - 10:00 Session 5: Video Streaming and Caching

Scalable Video Delivery on the Web
B. Prabhakaran, Yu-Guang Tu, and Yin Wu, National University of Singapore

An Experimental Dynamic RAM Video Cache
Nicholas J. P. Race, Daniel G. Waddington, and Doug Shepherd, Lancaster University, UK
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MiddleMan: A Video Caching Proxy Server
Soam Acharya, Inktomi Corp., and Brian Smith, Cornell University

10:30 - 12:00 Session 6: TCP-Based Media Transmission

Streaming Stored Continuous Media over Fair-Share Bandwidth
Despina Saparilla, University of Pennsylvania, and Keith W. Ross, Institut EURECOM

Speeding Up Short Data Transfers: Theory, Architectural Support, and Simulation Results
Yin Zhang and Lili Qiu, Cornell University, and Srinivasan Keshav, Ensim Corp.

A Rate Based RED Mechanism
Stefaan De Cnodder, Kenny Pauwels, and Omar Elloumi, Alcatel, Belgium

12:00 - 13:30 Lunch at the Carolina Inn

13:30 -
15:00

Session 7: Multicast Congestion Control and Reliability

Topology Sensitive Congestion Control for Real-Time Multicast
Srinivasan Jagannathan, Kevin Almeroth, and Anurag Acharya, University of California Santa Barbara

Pathological Behaviors for RLM and RLC
Arnaud Legout and Ernst W. Biersack, Institut EURECOM

A Centralized, Tree-Based Approach to Network Repair Service for Multicast Streaming Media
Dan Rubenstein, University of Massachusetts, and Nicholas F. Maxemchuk David Shur, AT&T
Research

15:30 -
17:00

Session 8: TCP Friendliness versus Flow Isolation

TCP-Friendly Adaptation: A comparison and measurement study
Dorgham Sisalem and Adam Wolisz, GMD Fokus and TU Berlin

Dynamic-CBT - Better Performing Active Queue Management for Multimedia Networking
Jae Chung and Mark Claypool, Worcester Polytechnic Institute

Goodput Control for Heterogeneous Data Streams
Jia-Ru Li, Xia Gao, Leiming Qian, and Vaduvur Bharghavan, University of Illinois at Urbana-
Champaign

SF-FC: A Neighbor-State Based Flow Control with Soft Fairness
Yosuke Tamura, Yoshito Tobe, and Hideyuki Tokuda, Keio University, Japan

19:00 - 22:00 Banquest and outrageous opinion session

Wednesday, June 28
8:30 - 10:00 Session 9: Performance, Models, & Multicast
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Modeling of Packet Loss and Delay and Their Effect on Real-Time Multimedia Service Quality
Wenyu Jiang and Henning Schulzrinne, Columbia University

Supporting the Need for Inter-Domain Multicast Reachability
Kamil Sarac and Kevin Almeroth, University of California Santa Barbara

WHIM: Watermarking Multicast Video with a Hierarchy of Intermediaries
Paul Judge and Mostafa Ammar, Georgia Institute of Technology

10:30 - 12:00 Session 10: Network-Centric Coding

Incorporating Application-Level Knowledge Into the MPEG-2 Coding Model
Ketan Mayer-Patel, University of North Carolina at Chapel Hill

Providing Efficient Support for Lossless Video Transmission and Playback
Ali Saman Tosun, Amit Agarwal, and Wu-Chi Feng, The Ohio State University

Providing Smoother Quality Layered Video Stream
Srihari Nelakuditi, Raja R Harinath, Ewa Kusmierek, and Zhi-Li Zhang, University of Minnesota

12:00 - 13:30 Lunch at the Carolina Inn

For further information on the program or workshop events please contact the program chair Kevin Jeffay and Harrick
Vin

Related Links

NOSSDAV Registration Form and Hotel Information
Carolina Inn Web-Site
Travel information and directions to the Carolina Inn
Call For Papers
NOSSDAV.org Web-Site

NOSSDAV2000 Organizing Committee

Program Chairs

Kevin Jeffay University of North Carolina, Chapel Hill
Harrick Vin The University of Texas at Austin

Program Committee

Kevin Almeroth University of California, Santa Barbara
Richard Black University of Glasgow, UK
Wu-chi Feng Ohio State University

mailto:jeffay@cs.unc.edu
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mailto:vin@cs.utexas.edu
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Jim Griffioen University of Kentucky, USA
Sugih Jamin University of Michigan, Ann Arbor
Charles Kalmanek AT&T Labs Research
Dilip Kandlur IBM T.J. Watson Research Center
Robin Kravets University of Illinois at Urbana-Champaign
Ian Leslie Cambridge University, UK
Brian Levine University of Massachusetts, Amherst
Ketan Mayer-Patel University of North Carolina, Chapel Hill
Klara Nahrstedt University of Illinois at Urbana-Champaign
Jason Nieh Columbia University
Duane Northcutt Sun Microsystems
Venkat Padmanabhan Microsoft Research
Injong Rhee North Carolina State University
Timothy Roscoe Sprint Advanced Technology Labs
Henning Schulzrinne Columbia University
Prashant Shenoy University of Massachusetts, Amherst
Doug Shepherd Lancaster University, UK
Raj Yavatkar Intel

- Last revised: Sun May 14 20:56:29 EDT 2000
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The University of North Carolina at Chapel Hill
Department of Computer Science 

Distributed and Real-Time Systems Research Group

NOSSDAV 2000 Registration Form

The 10th International Workshop on Network and Operating Systems
Support

for Digital Audio and Video

June 25-28, 2000
Chapel Hill, NC, USA

To maintain the atmosphere of a workshop, registration is limited to 70 persons on a first-come-first-served
basis.

To register, complete the following form and mail, e-mail, or FAX, to: (for an ASCII version of this form click here.)

Ms. Madelyn Mann
Department of Computer Science
University of North Carolina at Chapel Hill
Chapel Hill, NC 27599-3175
USA

Email: mann@cs.unc.edu
voice: +1 919-962-1922
FAX: +1 919-962-1799

Registration Information

First Name: _________________________________ Last Name: _________________________________

Affliation: _________________________________

Street Address:
_________________________________

_________________________________

_________________________________

State/Provence:
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City: _________________________________ ________________________________

Zip/Postal Code:
________________________________ Country: ________________________________

email address: ________________________________

telephone: ________________________________ FAX: ________________________________

Workshop Registration Fee: $350 USD

Registration fee includes admission to the workshop, copy of proceedings, continental breakfasts, lunches, coffee
breaks, and the conference banquet. Registration will close on June 16, 2000.

Payment Information:

Credit Card (Visa/Mastercard): ____________________________________

Credit card number: ____________________________________

Expiration Date: ____________________________________

Name as it appears on the credit card: ____________________________________

Total Charges Authorized: ____________________________________

Please note that any credit card information you fax, email, or sen via physical mail will be entered on-line into a
secure payment server for processing. Please check the box to indicate your approval of this transmission. _____

Payment may be also made by check or money order in US dollars payable to:

Department of Computer Science, UNC-CH

Written requests for refunds must be received no later than June 19, 2000. Refunds are subject to a $50 processing fee.
All no-show registrations will be billed in full.

For further information please contact the program chair Kevin Jeffay

Hotel Information

NOSSDAV 2000 will be held at the historic Carolina Inn in Chapel Hill, NC. The Carolina Inn is a Chapel Hill
landmark and one of the Historic Hotels of America. A block of rooms has been reserved for NOSSDAV 2000 at a
rate of $129 USD per night. Single and double rooms are available at the same rate.

To reserve a room please contact the Inn directly at:

mailto:jeffay@cs.unc.edu
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The Carolina Inn
211 Pittsboro Street
Chapel Hill, NC 27516
USA

Telephone: +1 919-933-2001 or
+1 800-962-3400

FAX: +1 919-918-2795

When reserving a room, please identify yourself as a member of NOSSDAV 2000. To guarantee room
availability as well as the conference room rate, reservations must be made no later than June 3, 2000.

Related Links

NOSSDAV Program and Schedule of Events
Carolina Inn Web-Site
Travel information and directions to the Carolina Inn
Call For Papers
NOSSDAV.org Web-Site

NOSSDAV2000 Organizing Committee

Program Chairs

Kevin Jeffay University of North Carolina, Chapel Hill
Harrick Vin The University of Texas at Austin

Program Committee

Kevin Almeroth University of California, Santa Barbara
Richard Black University of Glasgow, UK
Wu-chi Feng Ohio State University
Jim Griffioen University of Kentucky, USA
Sugih Jamin University of Michigan, Ann Arbor
Charles Kalmanek AT&T Labs Research
Dilip Kandlur IBM T.J. Watson Research Center
Robin Kravets University of Illinois at Urbana-Champaign
Ian Leslie Cambridge University, UK
Brian Levine University of Massachusetts, Amherst
Ketan Mayer-Patel University of North Carolina, Chapel Hill
Klara Nahrstedt University of Illinois at Urbana-Champaign
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Jason Nieh Columbia University
Duane Northcutt Sun Microsystems
Venkat Padmanabhan Microsoft Research
Injong Rhee North Carolina State University
Timothy Roscoe Sprint Advanced Technology Labs
Henning Schulzrinne Columbia University
Prashant Shenoy University of Massachusetts, Amherst
Doug Shepherd Lancaster University, UK
Raj Yavatkar Intel
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Department of Computer Science
College of Arts and Sciences
The University of North Carolina at Chapel Hill

Directions and Other Visitor Information

Location | Getting to the Area | Visitor Parking | Chapel Hill Transportation | Map of Chapel Hill | Area Hotels | Our Address

Location

NOSSDAV will be held at the historic Carolina Inn on the equally historic campus of the University of North
Carolina at Chapel Hill. The town of Chapel Hill is located in the Research Triangle area of North Carolina, which is
situated approximately in the center of the state. The Research Triangle is formed by Chapel Hill and by the cities of
Raleigh and Durham, with the Research Triangle Park at their center. Visit the following pages for more information
on our general environment, and the Research Triangle area. For a map of the entire Triangle area, we suggest
visiting www.mapquest.com.

Getting to the Area

By Air: The Triangle area is served by Raleigh-Durham International Airport (RDU). American Airlines provides
direct daily international flights to RDU from London's Gatwick Airport. Other airlines, including Air Canada,
Continental, Delta, Midway, Northwest, Metrojet, Trans World, United, and US Airways, provide service to cities
within North America, with connections to cities abroad.

There is currently no public bus or rail transportation between the airport and the surrounding communities. Some of
the larger area hotels have shuttle services. Taxis are available outside each terminal, near the baggage claim. The
Triangle Transit Authority offers public van transportation from the airport to specific destinations (919-549-9999).
R&G Airport Shuttle is based at RDU and delivers passengers to area businesses and universities for approximately
$18 (800-840-2RDU). Some of our faculty use a shuttle service, LTD, (919-840-1836), which charges $25 one way
and $40 return for the ride between the airport and Chapel Hill. Calling ahead is recommended. Most of the major car
rental companies have offices at RDU. For more information on transportation, see RDU's ground transportation page.
By Rail: For train travelers, there are Amtrak stations in Raleigh and Durham. Call 1-800-USA-RAIL for information
and reservations.

By Car: Drivers may reach the Research Triangle area on interstates 40 or 85. More detailed driving directions to the
Carolina Inn:

From the North

Take Interstate 95 South to Petersburg, Va., then take Interstate 85 South to Durham, N.C.
Take Exit 174-B (a left exit) onto Highway 15-501 South. There will be a sign for Chapel Hill at the exit.
Continue on this highway for several miles.
You will cross over Interstate 40 and almost immediately you will enter Chapel Hill. Highway 15-501 South will
fork shortly after this; take the left fork to stay on Highway 15-501 South and continue until you reach Highway
54 West. (the sign says UNC-Chapel Hill). Take this exit.
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When you reach the bottom of the exit ramp you will be on Highway 54 West (which at this point is also called
South Road). Continue on this road through three stoplights. At the fourth stoplight (South Columbia Street, a
one way street), turn right and proceed one block to the next stoplight (Cameron Ave.) As you drive this one
block the Carolina Inn is on your left. Turn left on Cameron Ave. and proceed 1 block to Pittsboro St. Turn left
on Pittsboro St. The entrance to the Inn is on your left.

From the West

Take Interstate 85 North through Greensboro and Burlington, then take Interstate 40 East. Exit from the highway
at Exit 266.
Turn right at the top of the exit ramp. You will be on Highway 86 South and you will stay on this road for 4.2
miles. The name of the road will change -- from N.C. 86, to Airport Road, to Columbia Street -- but there will
be route signs saying "86" all the way.
You will drive through a major intersection for Franklin Street, Chapel Hill's main street which marks the border
between UNC's north campus and the town.
After passing through this intersection, you will pass through one set of lights for a pedestrian crossing, then at
the next set of lights (Cameron Avenue), the road you are on (at this point called Columbia Street) becomes a
one-way street and you can only turn left or right. The Carolina Inn is directly ahead of you on the right. Turn
right on Cameron Ave. and proceed one block to Pittsboro St. Turn left on Pittsboro. The entrance to the
Carolina Inn is on your left.

From the East and RDU Airport

From the East, take Interstate 40 West travelling towards Chapel Hill. From RDU Airport, follow signs to
Interstate 40 West.
Stay on Interstate 40 West for 12 miles, and get off at Exit 273-B, Highway 54 West (2nd ramp; pass under the
bridge first).
Follow Highway 54 West for approximately 4.5 miles. The road will be renamed a couple of times but keep
going on the same road until you reach the stoplight at South Columbia Street (in the center of campus). At
South Columbia Street (a one way street at this point), turn right. Proceed one block to the next stoplight
(Cameron Ave.) As you drive this one block the Carolina Inn is on your left. Turn left on Cameron Ave. and
proceed 1 block to Pittsboro St. Turn left on Pittsboro St. The entrance to the Inn is on your left.

Chapel Hill Transportation

Bus Services
The town of Chapel Hill has a number of bus routes that serve the town and campus, including a free campus shuttle
and transportation to park and ride lots. The Blue Line bus runs between Chapel Hill and Durham with stops at UNC-
Chapel Hill and Duke University. The UNC Department of Public Safety's page provides more information about
bus service (select "Chapel Hill Transit Information").

Taxi Services
Local taxi services include:

Airport and Intown Taxi, 500 W. Rosemary Street, Chapel Hill (919-942-4492)
Tar Heel Taxi, 110 N. Graham Street, Chapel Hill (919-933-1255)

Map of Chapel Hill
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This map shows the Carolina Inn, Sitterson Hall (the Computer Science Department), parking locations, major streets
in Chapel Hill, and the location of several area hotels (see the section below on hotels). Please widen your window to
see the full map (it it would be less readable if we reduced it to fit the standard page width).

Area Hotels

(see map above for location)

Best Western University Inn, Raleigh Road, Chapel Hill, N.C., 27514 (919-932-3000)
Carolina Inn, 211 Pittsboro Street, Chapel Hill, N.C., 27516 (919-933-2001)
Chapel Hill Inntown (not pictured) (extended stays: 7 day minimum), 609 Hillsborough Street, Chapel Hill,
N.C., 27514 (919-967-3743)
Comfort Inn, 3508 Mt. Moriah Road, Durham, N.C., 27707 (919-932-9522)
Days Inn, 15-501 Bypass, Chapel Hill, N.C. 27514 (919-929-3090)
Hampton Inn, 15-501 North, Chapel Hill, N.C., 27514 (919-968-3000)
Homewood Suites Hotel, (not pictured) 3600 Mt. Moriah Road, Durham, N.C., 27707 (919-401-0610)
Holiday Inn, 15-501 Bypass, Chapel Hill, N.C. 27514 (919-929-2171)
Omni Europa Hotel, 1 Europa Drive, 15-501 North, Chapel Hill, N.C. 27514 (919-968-4900)
Siena Hotel, 1505 E. Franklin Street, Chapel Hill, N.C. 27514 (919-929-4000)

Our Address

Department of Computer Science
Sitterson Hall, South Columbia Street
University of North Carolina
Chapel Hill, NC 27599-3175 USA

Phone: (919) 962-1700
FAX: (919) 962-1799
Email: geninfo@cs.unc.edu

Page maintained by: Department of Computer Science, UNC-Chapel Hill
Server Manager: webmaster@cs.unc.edu
Content Manager: pubs@cs.unc.edu
Last Content Review: 15 November 1999

To the Department's home page 
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NOSSDAV
Proceedings
Order Form

The 10th International Workshop on
Network and Operating System Support 

for Digital Audio and Video

June 26-28 2000
Chapel Hill, North Carolina, USA

Harcopy versions of the NOSSDAV 2000 Proceedings are available for $35 USD.

To purchase a copy, complete the following form and mail, e-mail, or FAX, to: (for an ASCII version of this form
click here.)

Ms. Madelyn Mann
Department of Computer Science
University of North Carolina at Chapel Hill
Chapel Hill, NC 27599-3175
USA

Email: mann@cs.unc.edu
voice: +1 919-962-1922
FAX: +1 919-962-1799

Shipping Information

First Name: _________________________________ Last Name: _________________________________

Affliation: _________________________________

Street Address:
_________________________________

_________________________________

_________________________________

City: _________________________________ State/Provence:

mailto:mann@cs.unc.edu
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________________________________

Zip/Postal Code:
________________________________ Country: ________________________________

email address: ________________________________

telephone: ________________________________ FAX: ________________________________

Payment Information

Payment Information:

Credit Card (Visa/Mastercard): ____________________________________

Credit card number: ____________________________________

Expiration Date: ____________________________________

Name as it appears on the credit card: ____________________________________

Total Charges Authorized: ____________________________________

Please note that any credit card information you fax, email, or send via physical mail will be entered on-line into a
secure payment server for processing. Please check the box to indicate your approval of this transmission. _____

Payment may be also made by check or money order in US dollars payable to:

Department of Computer Science, UNC-CH

Back to the NOSSDAV 2000 On-Line Proceedings.

- Last revised: Weds Jun 27 20:56:29 EDT 2000
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Paper #1
Performance Study of Congestion Price 

based Adaptive Service 

Xin Wang and Henning Schulzrinne
Columbia University

Abstract:

In a network with enhancements for QoS support, pricing of network services based on the level of service, usage, and
congestion provides a natural and equitable incentive for applications to adapt their sending rates according to network
conditions. In this paper, we first propose a dynamic, congestion-sensitive pricing algorithm, and also develop the
demand behavior of adaptive users based on a physically reasonable user utility function. We then develop a
simulation framework to compare the performance of a network supporting congestion-sensitive pricing and adaptive
reservation to that of a network with a static pricing policy. We also study the stability of the dynamic pricing and
reservation mechanisms, and the impact of various network control parameters. The results show that the congestion-
sensitive pricing system takes advantage of application adaptivity to achieve significant gains in network availability,
revenue, and user-perceived benefit relative to the fixed-price policy. Congestion-based pricing is stable and effective
in limiting utilization to a targeted level. Users with different demand elasticity are seen to share bandwidth fairly, with
each user having a bandwidth share proportional to its relative willingness to pay for bandwidth. The results also show
that even a small proportion of adaptive users may result in a significant performance benefit and better service for the
entire user population - both adaptive and non-adaptive users. The performance improvement given by the congestion-
based adaptive policy further improves as the network scales and more connections share the resources.

Download a copy of this paper in either: Compressed PostScript (490K) - or - PDF (460K) format.

Back to the NOSSDAV 2000 On-Line Proceedings.
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Paper #2
Protocol-independent multicast pricing

Tristan N.H. Henderson and Saleem N.
Bhatti

University College London

Abstract:

Current multicast pricing proposals are dependent on specific routing protocols or require changes to the existing IP
multicast model. Given that multicast has only seen limited deployment thus far, such schemes may become redundant
if the multicast service model changes. We believe that instead of altering multicast delivery methods to suit particular
pricing schemes, a multicast pricing scheme should be designed around the generic concept of multipoint
communication, without depending on the underlying transmission methods. We highlight limitations of existing work
in this area and present a work-in-progress; a framework that enables this separation between transmission and
pricing.

Download a copy of this paper in either: Compressed PostScript (29K) - or - PDF (52K) format.

Back to the NOSSDAV 2000 On-Line Proceedings.
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Paper #3
Cooperative Metering for Receiver-Initiated

Service Level Agreement

Syed Umair Ahmed Shah & Peter Steenkiste
Carnegie Mellon University

Abstract:

The Differentiated Service architecture is an attempt to provide a simple, flexible and scalable model of service
differentiation based on the nature of the forwarding behavior required for the traffic. Service Level Agreements are
established between the users and the service provider that specify the traffic contract to which both the sides agree to
as well as the guarantees promised by the service provider. One such class of agreements can be that the traffic
contract and guarantees are provided for the traffic going into a single or group of receivers from multiple sources. For
many distributed applications, like a distributed simulation, where results are being gathered by a central server from
several points in the network, it would be helpful if the server could control the share of each source or the aggregate
traffic from multiple sources in a dynamic and fair manner. In this paper we present a simple strategy to provide a fair
and conservative scheme for sharing the resources of the incoming link. The scheme parameters allow the provider to
easily configure and adapt to the requirements of a range of traffic agreements.

Download a copy of this paper in either: Compressed PostScript (106K) - or - PDF (134K) format.

Back to the NOSSDAV 2000 On-Line Proceedings.
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Paper #4
A Server-Centric Streaming Model 

Jin Hwan Jeong & Chuck Yoo 
Korea University & Sun Microsystems

Abstract:

The current streaming technology is based on a model that a server sends encoded streams and that a client does
decoding and rendering in real time. In this model, a client must have a powerful hardware and must have specific
decoders to handle various compression algorithms (e.g. MPEG, H-263, etc.). This paper starts with a different
assumption: network bandwidth is available so that it is no longer a bottleneck. Based on this assumption, we present a
new streaming model where both the server and the client participate in the decoding process. The new model reduces
the processing requirement at client to the level that a thin device with 486-class CPU (called Sun Ray 1) is able to
play the full-size (640X480) NTSC video at 30 frame/sec. Furthermore, the decoding at client becomes independent of
any compression algorithm so that Sun Ray 1 can play streams of various compression algorithms without specific
decoders.
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Paper #5
Design and Implementation of

Programmable Media Gateways

Wei Tsang Ooi, Robbert van Renesse
& Brian Smith

Cornell University

Abstract:

Treating the network as a processor that can perform computation has several benefits. Processing at strategic locations
in the network may reduce bandwidth requirements. Low-powered devices that are connected to the Internet can be
off-loaded as well. In this paper we present Degas, a programmable media gateway system. Degas allows users to
upload small programs, called deglets, into a Degas gateway to filter, transform or mix video streams from a multicast
session. We describe a declarative, event-driven programming model for writing deglets. We also discuss a simple
mechanism used by gateways to optimize and execute the operations specified in the deglets. Finally, a method for
selecting a suitable gateway to run deglets is outlined.
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Paper #6
Audio/Video Messaging for Multiple Devices

Jill Boyce, Mauricio Cortes
and J. Robert Ensor

Bell Laboratories, Lucent Technologies

Abstract:

This paper describes an infrastructure that supports data transforms and transmissions as part of multimedia
communications. The infrastructure is made up of a specialized resource manager -- called media flow manager --
which creates and manages media flows. A media flow is the movement of a set of data -- through a collection of
media processing units -- from a set of sources to a set of sinks. The paper describes the programming interface
presented to applications by the media flow manager and the programming interface between the media flow manager
and media processing units. It also describes how the media flow manager is being used to build an audio/video
messaging application, and it describes the design and function of a particular media processing unit -- a video
transcoder -- used by the messaging application.
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Paper #7
The Case for Reexamining Integrated

File System Design

Prashant Shenoy
University of Massachusetts

at Amherst

Abstract:

Research in integrated file systems -- file systems that support different types of data and applications with diverse
performance requirements -- has stagnated since the commercial failure of video-on-demand systems in the 1990s.
However, the past two years have seen an acceleration in the development and deployment of several new technologies
aimed at web-based multimedia applications. These technologies have opened up a fertile research ground for new file
system optimizations and rekindled interest in integrated file systems. In this paper, we describe some of these
technology trends, examine their implications on file system design, and present a sampling of the new research
problems that arise due to these technological changes. Based on these observations, we argue for a renewed effort in
designing next-generation integrated file systems.
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Paper #8
Measuring the Multimedia Performance

of Server-Based Computing

Jason Nieh
Columbia University

&
S. Jae Yang

Ziff-Davis Media, Inc.

Abstract:

The server-based computing (SBC) model is becoming an increasingly popular approach for delivering computational
services with reduced administrative costs and better resource utilization. In this paper, we examine how effectively
SBC architectures support multimedia applications. We focus on the effectiveness of the remote display protocol used
in three popular SBC platforms for supporting video applications, Citrix Metaframe, Windows Terminal Server, and
AT&T VNC. Our results show that SBC can be a viable approach for delivering VCR-quality video in LAN
environments, but that existing solutions are inadequate at network access bandwidths found in broadband
environments. Our results also show that SBC can deliver video with comparable network efficiency as streaming
media solutions. We show that there is wide variation in the performance of the remote display technologies and
discuss the factors that influence their performance.
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Paper #9
The Power of Virtual Time
for Multimedia Scheduling

Andy Bavier & Larry Peterson
Princeton University

Abstract:

Many multimedia scheduling algorithms implement fair sharing of the CPU among processes. However, often a share
of the CPU does not adequately satisfy the timing constraints of applications such as MPEG video. Several schedulers
have been proposed to address this problem; each provides CPU shares but also features innovative uses of virtual time
to better support multimedia applications. To give the reader a flavor of the work in this area, we first compare the
mechanisms by which the SMART, BERT, and BVT algorithms provide better multimedia performance. Second, and
more significantly, we propose a design methodology for producing multimedia schedulers with provable realtime
behaviors using virtual time. Virtual time abstracts critical information from a complex mathematical description of
the ideal system. This information is then used to schedule tasks so that the system conforms to its ideal description in
real time. Virtual time is a bridge between theory and code, and this is its power.
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Paper #10
PRISM, an IP-based architecture

for broadband access to TV and
other streaming media

A. Basso, C. D. Cranor, R. Gopalakrishnan,
M. Green, C. Kalmanek, D. Shur, S. Sibal,

C. Sreenan & J.E. van der Merwe
AT&T Labs - Research &

University College Cork, Ireland

Abstract:

IP-based networks such as the Internet have been the focal point for innovative technologies, services, and
applications. These networks have enabled hugely successful services like the World Wide Web, and they are even
attracting traditional services such as telephony. The service model for accessing Web content offers tremendous
control and choice to users. In particular the on-demand nature of this model provides users instant access to content of
their choice.

Another class of services enabled by IP networks is the delivery of streaming audio and video content. While the Web
service model also extends to IP-based streaming content, the user experience today does not compare favorably with
the quality of broadcast TV. Current broadcasting technologies such as TV, cable, and satellite offer high quality but
provide limited choice and do not allow users to access content at arbitrary times (i.e. no on-demand access).
Broadcasting is geared towards a "push" model where content distributors control what content is made available to
viewers and the time at which it is broadcast. Furthermore, broadcasting systems are essentially closed ...

Download a copy of this paper in either: Compressed PostScript (65K) - or - PDF (67K) format.

Back to the NOSSDAV 2000 On-Line Proceedings.

- Last revised: Weds Jun 27 20:56:29 EDT 2000

file:///C|/Users/Bear/Desktop/nossdav00/10.ps.gz
javascript:if(confirm('http://www.nossdav.org/2000  \n\nThis file was not retrieved by Teleport Pro, because it is addressed on a domain or path outside the boundaries set for its Starting Address.  \n\nDo you want to open it from the server?'))window.location='http://www.nossdav.org/2000'


NOSSDAV 2000 Paper #11

file:///C|/Users/Bear/Desktop/nossdav00/11.html[3/9/2010 10:18:49 PM]

Paper #11
The Design of a Digital Amphitheater

Allison Mankin, Ladan Gharai, Ron Riley
Maryann Perez Maher & Jaroslav Flidr

USC / Information Sciences Institute

Abstract:

In this paper, we present the design of what we have termed a Digital Amphitheater (DA). The DA is a network
teleconferencing architecture and application that aims to assemble together remote participants into a virtual lecture
hall or amphitheater. One of the main uses that we envision for the DA is that of hosting a technical conference with
hundreds of remote participants. (In fact we plan to usetheDA to host a program meeting with roughly 200 remote
attendees.) Although the design of the DA makes use of existing multicast conferencing technologies, a new active
service architecture was developed to meet the challenge of working with hundreds of simultaneous video streams.
Low rate video streams are coalesced in real-time so that each participant receives only a few video streams, instead of
a separate stream from each participant. The active service approach includes that DA users dynamically locate
instances of video merge service. The basic design and architecture of the DA are presented, along with measurements
pertaining to the thesis that the DA will allows commodity PCs to participate in hundred sender videoconferences.
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Paper #12
Component-based Active Networks for

Mobile Multimedia Systems

S. Schmid, J. Finney, A.C. Scott
& W.D. Shepherd

Lancaster University, UK

Abstract:

New network technologies are often restricted by the limitations of todayUs network devices. This lack of flexibility
and extensibility hinders or delays the evolution and deployment of new mechanisms. We believe that active networks
have the potential to overcome these limitations by replacing current network devices with programmable nodes.

This work-in-progress report introduces a novel component-based active router architecture designed to provide
support for emerging network technologies, and demonstrates the flexibility and extensibility of this architecture by
addressing some of the most pressing handoff problems present in next generation IP based mobile multimedia
systems.
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Paper #13
Automating the Creation of Personalized

Mobile Multimedia Services using Cellware

Kazuhisa Tanaka
Hitachi Ltd., Japan

Michael E. Kounavis & Andrew T. Campbell
Columbia University

Abstract:

Personal mobility services are likely to be diverse and sophisticated in nature. We introduce 'Cellware', an architecture
that automates the creation of personalized mobile services. Cellware attempts to capture the diversity of personal
mobility services using a simple programmable abstraction called a 'cell'. Cells are event-driven middleware
components that can be customized by scripts to perform personalized communication functions, such as call/session
forwarding or event notification. Combining cells results in the dynamic creation of more complex personal mobility
services. In this short paper, we provide an overview of our architecture and discuss some simple services that have
been implemented using an initial implementation of cellware.
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Paper #14
Scalable Video Delivery on The Web

B. Prabhakaran, Yu-Guang Tu, & Yin Wu
National University of Singapore, Singapore

Abstract:

In this paper, we present a scalable video delivery application on the web. This application makes use of an object-
level scalable web framework for handling large multimedia objects such as digitized movies or multimedia lectures.
This scalable framework automatically monitors access patterns, replicates, and maintains large multimedia objects
among the servers without the need for full URL replication. The framework employs a traceable HTTP redirection
approach to avoid cyclic redirections among distributed web-based video servers.
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Paper #15
An Experimental Dynamic RAM Video Cache

Nicholas J. P. Race, Daniel G. Waddington
& Doug Shepherd

Lancaster University, UK

Abstract:

As technological advances continue to be made, the demand for more efficient distributed multimedia systems is also
affirmed. Current support for end-to-end QoS is still limited; consequently mechanisms are required to provide
flexibility in resource loading. One such mechanism, caching, may be introduced both in the end-system and network
to facilitate intelligent load balancing and resource management. We introduce new work at Lancaster University
investigating the use of transparent network caches for MPEG-2. A novel architecture is proposed, based on router-
oriented caching and the employment of large scale dynamic RAM as the sole caching medium. The architecture also
proposes the use of the ISO/IEC standardised DSM-CC protocol as a basic control infrastructure and the caching of
pre-built transport packets (UDP/IP) in the data plane. Finally, the work discussed is in its infancy and consequently
focuses upon the design and implementation of the caching architecture rather than an investigation into performance
gains, which we intend to make in a continuation of the work.
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Paper #16
MiddleMan:

A Video Caching Proxy Server

Soam Acharya
Inktomi Corporation

Brian Smith
Cornell University

Abstract:

This paper describes MiddleMan, a collection of coop-erating proxy servers connected by a local area network (LAN).
MiddleMan differs from majority of existing proxy research in that it concentrates exclusively on video. Other
approaches are optimized for HTML documents and images.

MiddleMan offers several advantages. By caching videos near clients, MiddleMan reduces start-up delays and the
possibility of adverse Internet conditions disrupting video playback. Additionally, MiddleMan reduces server load by
intercepting a large fraction of server accesses and can easily scale to a large number of users and web video content.
It can also be extended to provide other services such as transcoding.
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Paper #17
Streaming Stored Continuous Media

over Fair-Share Bandwidth

Despina Saparilla
University of Pennsylvania 

Keith W. Ross
Institut EURECOM

Abstract:

We investigate the impact of the long-term behavior of fair-share bandwidth on transmission schemes for streaming
stored Continuous Media (CM). To obtain typical fair-share bandwidth conditions, we perform a series of Internet
experiments in which we monitor TCP bulk-data transfers between various sites, and collect average TCP throughput
traces. The collected traces exhibit high-variability over a broad range of time scales as well as self-similar scaling
behavior over longer time scales. Under fair-share bandwidth conditions, we evaluate the performance of a series of
data transmission schemes for non-layered CM, and of several bandwidth allocation schemes for streaming layered
CM. Our findings demonstrate that prefetching during playback over intervals of several minutes is necessary for
achieving best quality. For layered CM encoded into two layers, we propose a threshold-based inter-layer bandwidth
allocation scheme, and a measurement-based heuristic for dynamically computing the threshold. Our empirical results
show that, using conservative estimates for future average bandwidth, our heuristic is highly reliable.
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Paper #18
Speeding Up Short Data Transfers:
Theory, Architectural Support, and

Simulation Results

Yin Zhang
Lili Qiu

Cornell University

Srinivasan Keshav
Ensim Corporation

Abstract:

Today's Internet traffic is dominated by short Web data transfers. Such a workload is well known to interact poorly
with the TCP protocol. TCP uses the slow start procedure to probe the network for bandwidth both at connection start
up and upon restart after an idle period. This usually requires several roundtrips and is inefficient when the duration of
a transfer is short.

In this paper, we propose a new technique, which we call TCP/SPAND, to speed up short data transfers. In
TCP/SPAND, network performance information is shared among many co-located hosts to estimate each connection's
fair share of the network re-sources. Based on such estimation and the transfer size, the TCP sender determines the
optimal initial congestion window size. Instead of doing slow start, it uses a pacing scheme to smoothly send out the
packets in its initial congestion window. We use extensive simulations to evaluate the performance of the resulting
system. Our results show that TCP/SPAND significantly reduces latency for short transfers even in presence of
multiple heavily congested bottlenecks. Meanwhile, the performance benefit does not come at the expense of degrading
the performance of connections using the standard TCP. That is, TCP/SPAND is TCP friendly.
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Paper #19
A Rate Based RED Mechanism

Stefaan De Cnodder, Kenny Pauwels
& Omar Elloumi
Alcatel Belgium

Abstract:

The Random Early Detection (RED) algorithm [8] is becoming a de-facto standard for congestion avoidance in the
Internet and other packet switched networks. Recently several research and working groups have been discussing
parameter settings of RED. Although there were some recommendations dealing with the adequate settings of RED
parameters, and some router vendors suggest some default values, the research community is still debating and still
lacking the exact engineering rules network operators are looking for [13]. With the recent increasing interest in
Differentiated Services, where packets with different priorities can share the same queue and where an enhanced
variant of RED, i.e. weighted RED or n-RED, handling different priorities is used, the parameter settingsU complexity
increases accordingly. We propose Rate Based n-RED (RB n-RED): a new active queue management algorithm that
preserves the design principles of RED and results in the same behavior as RED while reducing the number of
parameters to only one. The basic idea is that the rate at which packets are dropped is a function of the long-term
average arrival rate in addition to the average queue size used for RED. Our simulation results show that in all the
cases RB n-RED gives the same performance results as a "well-configured" n-RED.
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Paper #20
Topology Sensitive Congestion Control

for Real-Time Multicast

Srinivasan Jagannathan, Kevin C. Almeroth
& Anurag Acharya

University of California Santa Barbara

Abstract:

The multicast-based distribution of streaming media is conjectured to be an important component of future net-work
services. Congestion control has emerged as a major hurdle in the large-scale deployment of such services.
Heterogeneity in transmission media, end-systems, and traffic flows have significantly increased the complexity of the
problem. Researchers have sought to address the problem through such mechanisms as layered encoding and TCP-
style formulae. The end-to-end paradigm has been the guiding principle for these approaches. In parallel, many tools
are being developed that provide snapshots of network internals. Of interest to us are tools that accurately construct or
estimate the topology of a multicast tree. In this paper, we explore whether these tools can assist in providing
congestion control for real-time multicast. Through this exercise we find that the multicast tree topology, if available,
can be used to regulate the flow of streams. In this paper, we seek to understand the additional benefits of using this
information by focusing on the extreme case where the complete tree topology is known. We develop an algorithm
which uses this information and layered streams to provide robust congestion control. We evaluate our algorithm using
ns, the network simulator. Our results show that our algorithm is robust and converges to "fair" subscription levels for
each receiver.
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Paper #21
Pathological Behaviors for RLM and RLC

A. Legout & E. W. Biersack
Institut EURECOM, France

Abstract:

RLM [4] and RLC [7] are two well known receiver-driven cumulative layered multicast congestion control protocols.
They both represent an indisputable advance in the area of congestion control for multimedia applications. However,
there are very few studies that evaluate these protocols, and most of the time, these studies conclude that RLM and
RLC perform reasonably well over a broad range of conditions. In this paper, we evaluate both RLM and RLC and
show that they exhibit fundamental pathological behaviors. We explain in which context these pathological behaviors
happen, why they are harmful, and why they are inherent to the protocols themselves and cannot be easily corrected.
Our aim is to shed some light on the fundamental problems with these protocols.
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Paper #22
A Centralized, Tree-Based Approach to

Network Repair Service for Multicast
Streaming

Media

Dan Rubenstein 
University of Massachusetts at Amherst

Nicholas F. Maxemchuk & David Shur
AT&T Labs - Research

Abstract:

IP multicast provides best-effort delivery. Packets encounter variable delays and may be lost because of transmission
errors and buffer overflows. Real-time multimedia streaming services require that most packets arrive at the receivers
prior to an application deadline. Multicast quality on the current Internet is often inadequate for these applications. We
have solved this problem by placing repair servers inside the network. The repair servers recover missing packets by
communicating with each other, then re-multicast the re-paired stream to nearby receivers on a new address. Multicast
reception in the constrained area is typically much better than in the wide area Internet.

In this paper we address the problem of constructing a repair graph. The repair graph shows which repair servers each
repair server communicates with to recover missing messages. Our objectives when constructing this graph conflict
with each other. We want high reliability: every repair server to recover as many missing messages as possible, as
quickly as possible. But we also want low cost: this recovery should use as little of the network bandwidth as possible.
We present a centralized algorithm to generate re-pair graphs. We demonstrate through simulation that these graphs
achieve a level of reliability that is almost as high as that achieved by repair graphs specifically designed for high
reliability. At the same time, our graphs maintain a cost that is almost as low as the cost in repair graphs designed for
low cost.
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Paper #23
LDA+ TCP-Friendly Adaptation:

A Measurement and Comparison Study

Dorgham Sisalem
GMD FOKUS

Adam Wolisz
TU Berlin/GMD Fokus

Abstract:

In this paper, we present an end-to-end adaptation scheme, called the enhanced loss-delay based adaptation algorithm
(LDA+) for regulating the transmission behavior of multimedia senders in accordance with the network congestion
state. LDA+ uses the real-time transport protocol (RTP) for collecting loss and delay statistics which are then used for
adjusting the transmission behavior of the senders in a manner similar to TCP connections suffering from equal losses
and delays. The performance of LDA+ is then investigated by running several simulations as well as measurements
over the Internet. Additionally, by conducting simulations, the performance of LDA+ is compared to that of other
TCP-friendly congestion control schemes presented in the literature.
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Paper #24
Dynamic-CBT:

Better Performing Active Queue Management
for Multimedia Networking

Jae Chung & Mark Claypool
Worcester Polytechnic Institute

Abstract:

The explosive increase in the volume and variety of Internet traffic has placed a growing emphasis on congestion
control and fairness in Internet routers. Approaches to the problem of congestion, such as active queue management
schemes like Random Early Detection (RED) use congestion avoidance techniques and are successful with TCP flows.
Approaches to the problem of fairness, such as Fair Random Early Drop (FRED), punish misbehaved, non-TCP flows.
Unfortunately, these punishment mechanisms also result in a significant performance drop for multimedia flows that
use flow control and do not scale since they require per-flow state information. We extend Class-Based Threshold
(CBT) [4], and propose a new active queue management mechanism as an extension to RED called Dynamic Class-
Based Threshold (D-CBT) to improve multimedia performance on the Internet. The performance of our proposed
mechanisms is measured, analyzed and compared with other mechanisms (RED and CBT) in terms of throughput and
fairness through simulation using NS. The study shows that D-CBT improves fairness among different classes of
flows.
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Paper #25
Goodput Control for Heterogeneous Data

Streams

Jia-Ru Li, Xia Gao, Leiming Qian
& Vaduvur Bharghavan

University of Illinois at Urbana-Champaign

Abstract:

Congestion control tries to answer the question: "At what rate should a sender transmit data under current net-work
conditions?" While answering this question is sufficient to maximize the goodput of traditional bulk data streams,
emerging multimedia applications generate heterogeneous data streams where different frames have different quality
of service requirements in terms of priority, deadlines, and inter-frame dependence. Consequently, the goodput of a
multimedia stream depends not only on answering the above question, but also the question "Which packets should the
sender transmit given its current transmission rate?" In this paper, we make the case that the "goodput control"
mechanisms that answer this question should be considered as a critical component of future multimedia transport
protocols.

We present an objective definition of goodput at the transport layer, and show that optimizing this goodput function
has exponential complexity in the general case. We then present a set of simple online packet dropping algorithms that
can be used at the sender side in order to approximate the optimum within a bounded ratio, and show that our goodput
control mechanisms improve the application level reception quality for the flow.
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Paper #26
SF-FC: A Neighbor-State Based Flow Control

with Soft Fairness

Yosuke Tamura, Yoshito Tobe
& Hideyuki Tokuda

Keio University, Japan

Abstract:

Many audio and video stream applications in the Internet require good network performance but not perfect reliability.
Such applications should employ congestion control and should not shut down the TCP flows by restricting buffering
too much.

However, the Internet is not a small local community, and it is impossible to rely on all developers to incorporate end-
to-end congestion control in their Internet applications. The network should take part in controlling its own resource
utilization.

Most research for fair queuing tend to focus on reducing processing overhead and achieving exact fairness for each
flow. In this paper we claim that perfect fair queuing is not effective for end users in the current complicated network
environment.

We propose Soft Fair Flow Control(SF-FC) which is a light weight router mechanism that employs simple FIFO
queuing, and shows high performance than other fair queuing. SF-FC provides fair network resource allocation to non-
adaptive and adaptive flows. Each SF-FC router informs the upstream SF-FC router of its link state. Based on the
received state, SF-FC dynamically sets the packet discard rate of the non-adaptive flows.
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Paper #27
Modeling of Packet Loss and Delay

and Their Effect on Real-Time Multimedia
Service Quality

Wenyu Jiang & Henning Schulzrinne
Columbia University

Abstract:

Internet packet loss and delay exhibits temporal dependency. If packet n is lost, packet n + 1 is also likely to be lost. It
leads to bursty network losses and late losses in real-time multimedia services such as Voice over IP (VoIP). This may
degrade perceptual quality and the effectiveness of Forward Error Correction (FEC). To characterize this burstiness,
we first discuss the modeling of packet loss and delay. We propose the joint use of the extended Gilbert model and the
inter-loss distance (ILD) metric to characterize temporal loss dependency. For delay, we introduce a metric called the
conditional cumulative distribution function. We have applied these models to some Internet packet traces to validate
the necessity and effectiveness of these models. We then evaluate the effect of these dependencies on VoIP by
investigating the final loss pattern (FLP) after applying playout delay adjustment and FEC. Our results through a set of
simulations confirmed that the FLP is still bursty.
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Paper #28
Supporting the Need for Inter-Domain

Multicast
Reachability

Kamil Sarac & Kevin C. Almeroth
University of California Santa Barbara

Abstract:

Internet multicast is transitioning from the flat, virtual topology known as the Multicast Backbone (MBone) to a
hierarchical, globally deployed service. This transition introduces a number of important management issues. In
particular, it is believed that the success of multicast on a large scale partly depends on the availability of good
management tools. In this paper, we address the specific management problem of monitoring multicast reachability.
We first define the semantics of multicast reachability and how they differ from unicast reachability. We then motivate
the importance of being able to monitor multicast reachability. Based on this discussion, we have developed a system,
called sdr-monitor, to monitor reachability on a global scale. Using sdr-monitor we have collected almost a year of
reachability data. In analyzing the data, we first process it to remove artifacts caused by using sdr. We then analyze the
data to calculate a percentage of reachability in the multicast infrastructure. While we find that the current
infrastructure is significantly unstable, the main reasons are likely the newness of inter-domain multicast and the
challenge of developing "in-the-network" services on top of IP.
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Paper #29
WHIM: Watermarking Multicast Video with

a
Hierarchy of Intermediaries

Paul Judge & Mostafa Ammar
Georgia Institute of Technology

Abstract:

Fingerprinting, watermarking content to identify the recipient, provides a good deterrence to unauthorized duplication
and propagation of multimedia streams. This is straightforward in a unicast environment; however, in a multicast
environment, inserting a fingerprint at the source does not provide any security since many receivers will share a
common fingerprint. A simple solution would be to fingerprint the data for each user at the source and unicast the
different streams. We aim to achieve a more scalable solution while maintaining and even increasing the level of
security. To achieve this,we have developed WHIM, a scalable system that allows multicast content to be marked with
distinct information for distinct receivers securely. This system introduces two new concepts: 1)generating a
watermark based on the receiver's location in a tree overlaying the network and 2)inserting the watermark in the
content incrementally as it traverses an overlay network. We propose and evaluate several forms of this architecture
and show how it improves scalability while increasing security.
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Paper #30
Incorporating Application-Level Knowledge

into the MPEG-2 Coding Model

Ketan Mayer-Patel
University of North Carolina at Chapel Hill

Abstract:

Current multimedia standards (in particular video standards) are inflexible and designed for specific applications, often
without regard for heterogenous network environments like the Internet. Application-level semantics about the content
and context of video information should be reflected in how video is coded and transmitted. Current standards are
inflexible because interpretation and management of different elements of the video stream are implicit and
intertwined. Encoded video formats can be recast into a more flexible model by separating the generation,
management, and transmission of different video elements. A more flexible coding framework will allow applications
to better manage network transmission of video stream elements in a manner that reflects application-level knowledge
and requirements. Furthermore, the coding model can be adapted to changing network conditions. This paper
specifically addresses how reference frame management in the MPEG standards can be recast into a more flexible
coding model. By separating the management of reference information from the coding of specific frames, we enable
the standard to be more effectively used when application-level knowledge of the video content is present. A number
of interesting network strategies are enabled by the proposed revised model.
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Paper #31
Providing Efficient Support for Lossless

Video Transmission and Playback

Ali S| aman Tosun, Amit Agarwal
& Wu-chi Feng

The Ohio State University

Abstract:

As networking technologies evolve, the ability to support the low-latency transmission of lossless video for
applications such as scientific visualization or medical imaging will continue to become more important. With all the
research focused on lossless and near-lossless image compression, little gains in compression performance have been
achieved over the last decade. In this paper, we introduce a system that provides comparable compression ratios to
current lossless compression techniques but makes it more amenable to network transmission and playback. Working
with computer graphics researchers, this system provides the appropriate tradeoff of constraints and performance for
their needs.

Download a copy of this paper in either: Compressed PostScript (462K) - or - PDF (195K) format.

Back to the NOSSDAV 2000 On-Line Proceedings.

- Last revised: Weds Jun 27 20:56:29 EDT 2000

file:///C|/Users/Bear/Desktop/nossdav00/31.ps.gz
javascript:if(confirm('http://www.nossdav.org/2000  \n\nThis file was not retrieved by Teleport Pro, because it is addressed on a domain or path outside the boundaries set for its Starting Address.  \n\nDo you want to open it from the server?'))window.location='http://www.nossdav.org/2000'


NOSSDAV 2000 Paper #32

file:///C|/Users/Bear/Desktop/nossdav00/32.html[3/9/2010 10:19:00 PM]

Paper #32
Providing Smoother Quality Layered Video

Stream

Srihari Nelakuditi, Raja R. Harinath
Ewa Kusmierek & Zhi-Li Zhang

University of Minnesota, Minneapolis

Abstract:

In recent years, one of the most popular Internet applications is web-based audio and video playback, where stored
video is streamed from the server to a client on-demand. Rigid playback deadlines coupled with constraints on
resources such as network bandwidth and client buffer make video delivery a challenging task [2]. These resources
could be limited in such a way that it may not be possible to deliver full-quality video. In such a situation, it is
desirable to minimize the degradation in the video quality while operating within the resource constraints [9]. Layered
encoding is proposed to provide finer control on video quality: the video signal is split into layers and a subset of these
layers is chosen such that the resource constraints are met [5]. However it is not a trivial task to select layers such that
better but consistent quality playback is ensured when the network conditions are constantly varying.

In our work, we address this layer selection problem in layered video delivery and show how smoother 1 quality video
play-back can be provided by utilizing the client buffer for prefetching. We first define smoothness criteria, design
metrics for measuring it, and then develop off-line algorithms to maximize smoothness for the case where the network
bandwidth is varying but known a priori. We then describe an adaptive algorithm for providing smoothed layered
video delivery that doesnUt assume any knowledge about future bandwidth availability. The results of our experiments
for measuring and comparing the performance these schemes are then presented. We conclude the paper with a brief
discussion on our future work.
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Performance Study of Congestion Price based
Adaptive Service

Xin Wang, Henning Schulzrinne
Dept. of Computer Science

Columbia University
1214 Amsterdam Avenue

New York, NY 10027
xwang@ctr.columbia.edu, schulzrinne@cs.columbia.edu

Abstract— In a network with enhancements for QoS support, pricing of
network services based on the level of service, usage, and congestion pro-
vides a natural and equitable incentive for applications to adapt their send-
ing rates according to network conditions. In this paper, we first propose
a dynamic, congestion-sensitive pricing algorithm, and also develop the de-
mand behavior of adaptive users based on a physically reasonable user util-
ity function. We then develop a simulation framework to compare the per-
formance of a network supporting congestion-sensitive pricing and adaptive
reservation to that of a network with a static pricing policy. We also study the
stability of the dynamic pricing and reservation mechanisms, and the impact
of various network control parameters. The results show that the congestion-
sensitive pricing system takes advantage of application adaptivity to achieve
significant gains in network availability, revenue, and user-perceived bene-
fit relative to the fixed-price policy. Congestion-based pricing is stable and
effective in limiting utilization to a targeted level. Users with different de-
mand elasticity are seen to share bandwidth fairly, with each user having
a bandwidth share proportional to its relative willingness to pay for band-
width. The results also show that even a small proportion of adaptive users
may result in a significant performance benefit and better service for the
entire user population - both adaptive and non-adaptive users. The perfor-
mance improvement given by the congestion-based adaptive policy further
improves as the network scales and more connections share the resources.

I. I NTRODUCTION

Resource reservation and adaptive services are two basic mod-
els for allocating resources to multimedia applications. Com-
pared to resource reservation, the adaptation approach has the
advantage of better utilizing available network resources, which
change with time. But if network resources are shared by com-
peting users, users of rate-adaptive applications do not have any
incentive to scale back their sending rate below their access band-
width, since selfish users will generally obtain better quality than
those that reduce their rate. In a network with enhancements for
QoS support, pricing of network services based on the level of
service, usage, and congestion provides a natural and equitable
incentive for applications to adapt their sending rates according
to network conditions. Increasing the price during congestion
gives the application an incentive to back-off its sending rate and
at the same time allows an application with more stringent band-
width and QoS requirements to maintain a high quality by paying
more.

Earlier we presented a Resource Negotiation and Pricing
(RNAP) protocol and architecture [20]. RNAP enables the user
to select from available network services with different QoS
properties and re-negotiate contracted services, and enables the
network to dynamically formulate service prices and communi-
cate current prices to the user. Our framework offers a middle
ground, where resources are reserved, but resource commitments
are made only for short intervals, instead of indefinitely. Prices
may vary for each interval, encouraging applications to adjust

their resource demands to network congestion. Unlike best-effort
adaptive approaches, applications are guaranteed resources and
there is no assumption that applications are cooperative. Our
model allows the network operator to create different trade-offs
between blocking admissions and raising congestion prices to
prevent overload.

In this paper, we first propose a dynamic, congestion-sensitive
pricing algorithm, and also develop the demand behavior of
adaptive users based on a physically reasonable user utility func-
tion. We then develop a simulation framework to compare the
performance of a network supporting congestion-sensitive pric-
ing and adaptive reservation to that of a network with a static
pricing policy. We also study the stability of the dynamic pricing
and reservation mechanisms. We try to answer questions such as
how much do the network and users gain in terms of revenue and
perceived benefit (or value-for-money) under the dynamic and
static systems, and how do various pricing and adaptation pa-
rameters affect the functioning of the dynamic system. The sim-
ulation framework is based on the RNAP model, but we try to de-
rive results and conclusions applicable to static and congestion-
driven, dynamic pricing schemes in general.

In Section II of this paper, we present a brief outline of
the RNAP framework. In Section III, we discuss various net-
work pricing models and their suitability. We discuss in detail
a volume-based, congestion-sensitive pricing strategy, also pre-
sented earlier in [20]. In Section IV, we consider user adapta-
tion in response to congestion-dependent pricing. We present a
physically reasonable form of user utility function, and derive a
specific demand function for a given network price based on this
utility function. In section V, we describe the simulation topol-
ogy and parameters, and performance metrics. In Section VI,
we discuss simulation experiments in detail, and in Section VII,
we describe some related work. We summarize our findings in
Section VIII.

II. RESOURCENEGOTIATION THROUGHRNAP

In the RNAP framework [20][22], we assume that the network
makes services with certain QoS characteristics available to user
applications, and charges prices for these services that, in gen-
eral, vary with the availability of network resources. Network
resources are obtained by user applications through negotiation
between the Host Resource Negotiator (HRN) on the user side,
and a Network Resource Negotiator (NRN) acting on behalf of
the network. The HRN negotiates on behalf of one or multi-
ple applications belonging to a multimedia system. In an RNAP
session, the NRN periodically provides the HRN updated prices
for a set of services. Based on this information and current ap-



plication requirements, the HRN determines the current optimal
transmission bandwidth and service parameters for each applica-
tion. It re-negotiates the contracted services by sending aReserve
message to the NRN, and receiving aCommitmessage as confir-
mation or denial.

The HRN only interacts with the local NRN. If its applica-
tion flows traverse multiple domains, resource negotiations are
extended from end to end by passing RNAP messages hop-by-
hop from the first-hop NRN until the destination network NRN,
and vice versa. End-to-end prices and charges are computed by
accumulating local prices and charges asQuotationandCommit
messages travel hop-by-hop upstream towards the HRN.

III. PRICING STRATEGIES

A few pricing schemes are widely used in the Internet to-
day [16]: access-rate-dependent charge (AC), volume depen-
dent charge (V), or the combination of the both (AC-V). An AC
charging scheme is usually one of two types: allowing unlim-
ited use, or allowing limited duration of connection, and charging
a per-hour fee for additional connection time. Similarly, AC-V
charging schemes normally allow some amount of volume to be
transmitted for a fixed access fee, and then impose a per-volume
charge. Although time-of-day dependent charging is commonly
used in telephone networks, it is not used in the current Internet.

User experiments [3] indicate that usage-based pricing is a fair
way to charge people and allocate network resources. Both con-
nection time and the transmitted volume reflect the usage of the
network. Charging based on connect-time only works when re-
source demands per time unit are roughly uniform. Since this
is not the case for Internet applications and across the range of
access speeds, we only consider volume-based charging.

In this paper, we study two kinds of volume-based pricing:
a fixed-price (FP) policy with a fixed unit volume price, and a
congestion-price-based adaptive service (CPA) in which the unit
volume price has a congestion-sensitive component. We now de-
scribe the latter system in more detail, and also present a generic
pricing framework to accommodate the different pricing models.

A. Fixed Pricing

In the fixed price model, the network charges the user per vol-
ume of data transmitted, independent of the congestion state of
the network. The per-byte charge can be the same for all ser-
vice class (“flat”, FP-FL), depend on the service class (FP-PR),
depend on the time of day (FP-T) or a combination of time-
of-day and service class (FP-PR-T). Since our focus is on the
congestion-based dynamic pricing, and the fixed-price system
serves as a reference, we assume a general fixed pricing struc-
ture that represents all the four categories depending on the un-
derlying network service infrastructure and the service provider’s
business model.

B. Congestion-based Pricing

If the price does not depend on the congestion conditions in
the network, customers with less bandwidth-sensitive applica-
tions have no motivation to reduce their traffic as network con-
gestion increases. As a result, either the service request blocking
rate will increase sharply at the call admission control level, or
the packet dropping rate will increase greatly at the queue man-
agement level. Having a congestion-dependent component in the
service price provides a monetary incentive for adaptive applica-
tions to adapt their service class and/or sending rates according to

network conditions. In periods of resource scarcity, quality sen-
sitive applications can maintain their resource levels by paying
more, and relatively quality-insensitive applications will reduce
their sending rates or change to a lower class of service.

The total price of CPA will be composed of a component that
depends on congestion and a fixed volume-based charge. Thus,
with four variations on the fixed volume-based charge outlined
above, we have the pricing models CP-FL, CP-PR, CP-T, CP-
PR-T. This is summarized in Table 1.

We assume that routers support multiple service classes and
that each router is partitioned to provide a separate link band-
width and buffer space for each service, at each port. We con-
sider one of the classes. We use the framework of the compet-
itive market model [19]. The competitive market model defines
two kinds of agents: consumers and producers. Consumers seek
resources from producers, and producers create or own the re-
sources. The exchange rate of a resource is called its price. The
routers are considered the producers and own the link bandwidth
and buffer space for each output port. The flows (individual flows
or aggregate of flows) are considered consumers who consume
resources. The congestion-dependent component of the service
price is computed periodically, with a price computation interval
τ . The total demand for link bandwidth is based on the aggregate
bandwidth reserved on the link for a price computation interval,
and the total demand for the buffer space at an output port is the
average buffer occupancy during the interval. The supply band-
width and buffer space need not be equal to the installed capacity;
instead, they are the targeted bandwidth and buffer space utiliza-
tion. The congestion price will be levied once demands exceeds a
provider-set fraction of the available bandwidth or buffer space.
We now discuss the formulation of the fixed charge, which we
decompose intoholding chargeandusage charge, and the for-
mulation of thecongestion charge.

B.1 Usage Charge

The usage charge is determined by the actual resources con-
sumed, the average user demand, the level of service guaranteed
to the user, and the elasticity of the traffic. For example, on a
per-byte basis, best-effort traffic will cost less than reserved, non-
preemptable CBR traffic. The usage price (pu) will be set such
that it allows a retail network to recover the cost of the purchase
from the wholesale market, and various static costs associated
with the service. The usagechargecu(n) for a periodn in which
V (n) bytes were transmitted is given by:

cu(n) = puV (n) (1)

B.2 Holding Charge

The holding charge can be justified as follows. If a particu-
lar flow or flow-aggregate does not utilize the resources (buffer
space or bandwidth) set aside for it, we assume that the scheduler
allows the resources to be used by excess traffic from a lower
level of service. The holding charge reflects revenue lost by the
provider because instead of selling the allotted resources at the
usage charge of the given service level (if all of the reserved re-
sources were consumed) it sells the reserved resources at the us-
age charge of a lower service level. The holding price (ph) of a
service class is therefore set to be proportional to the difference
between the usage price for that class and the usage price for the
next lower service class. The holding price can be represented
as:



pih = αi(piu − pi−1
u ), (2)

whereαi is a scaling factor related to service classi. The hold-
ing chargech(n) when the customer reserves a bandwidthR(n)
is given by:

ch(n) = phR(n)τ (3)

whereτ is the duration of the period.R(n) can be a bandwidth
requirement specified explicitly by the customer, or estimated
from the traffic specification and service request of the customer.

B.3 Congestion Charge

The congestion price for a service class is calculated as an it-
erative tâtonnement process [19]:

pc(n) = min[{pc(n− 1) + σ(D, S)(D − S)/S, 0}+, pmax] (4)

whereD andS represent the current total demand and supply re-
spectively, andσ is a factor used to adjust the convergence rate.
σ may be a function ofD andS; in that case, it would be higher
when congestion is severe. The router begins to apply the con-
gestion charge only when the total demand exceeds the supply.
Even after the congestion is removed, a non-zero, but gradually
decreasing congestion charge is applied until it falls to zero to
protect against further congestion. In our simulations, we also
used a price adjustment threshold parameterθ to limit the fre-
quency with which the price is updated. The congestion price is
updated if the the calculated price increment exceedsθpc(n−1).

The maximum congestion price is bounded by thepmax.
When a service class needs admission control, all new arrivals
are rejected when the price reachespmax. If pc reachespmax
frequently, it indicates that more resources are needed for the
corresponding service.

For a periodn, the total congestion charge is given by

cc(n) = pc(n)V (n). (5)

Based on the price formulation strategy described above, a
router arrives at a cost structure for a particular RNAP flow or
flow-aggregate at the end of each price update interval. The total
charge for a session is given by

cs =

N∑
n=1

[phR(n)τ + (pu + pc(n))V (n)] (6)

whereN is the total number of intervals spanned by a session.
In some cases, the network may set the usage charge to zero,

imposing a holding charge for reserving resources only, and/or a
congestion charge during resource contention. Also, the holding
charge would be set to zero for services without explicit resource
reservation, for example, best effort service.

C. A Generic Pricing Structure

We have now discussed several approaches to charging the
customer for network services, and described one of them (us-
age sensitive congestion based pricing) in detail. The following
generic equation represents the charge incurred by a customer for
a single billing cycle in all these cases:

cost = cac(Rac) + p(Rac)(t− Tm)+ +

I∑
i=1

Nb∑
n=1

[pih(n)Ri(n)τ

+(piu(n) + pic(n))V i(n)](V i − V im)+ (7)

Here I is the number of service classes in the network,i rep-
resents a particular service class,cac represents the access rate
dependent fixed charge,p(Rac) is the unit time connection price
charged for the excess time above a contracted free of charge
durationTm, t is the total duration of a billing cycle,Nb is the
number of price update intervals during a billing cycle,V i is the
total volume of classi traffic transmitted during the billing cycle,
V im is the volume of traffic from classi that is free of charge,
and other parameters have the same meaning as in Section III-B.
Multiple service classes may be used during a billing cycle, ei-
ther at different times, or simultaneously for different co-existing
applications (for example, belonging to a teleconference applica-
tion). Generally,ph andpu usually vary only slowly, on the order
of hours, whilepc will change much more rapidly. For the dif-
ferent charging modes discussed in previous sections, equation 7
contain different items shown in table I.

As equation 7 shows, a volume based charging scheme can
also have an access charge component. In that case, the network
may either specify a certain threshold volume below which only
the access charge applies, or alternatively, specify a threshold rate
Rm (less than or equal to the access link rate), so that the volume
threshold for a single price updation period is of the formRm×τ .
Setting a contracted threshold rate instead of a threshold volume
encourages users to smooth out their traffic, and thus allows re-
sources to be provisioned more economically.

In our simulations, we implement both a congestion-
dependent pricing model for the CPA service, and a fixed price
model for the FP service. Since we do not consider service class
interactions, and do not consider time-of-day dependence, in ef-
fect, we implement the CP-FL and FP-FL models. However, we
believe the results from the CPA and FP to be applicable to all
the CP and FP pricing models, as well as the access charge in-
clusive CP model, in a lot of important respects, since the most
important and influential feature of the models is the presence or
absence of congestion-dependent pricing.

IV. U SERADAPTATION

In a network with congestion dependent pricing and dynamic
resource negotiation (through RNAP or some other signaling
protocol),adaptiveapplications with a budget constraint will ad-
just their service requests in response to price variations. In this
section, we discuss how a set of user applications performing a
given task (for example, a video conference) adapt their sending
rate and quality of service requests to the network in response to
changes in service prices, so as to maximize the benefit orutility
to the user, subject to the constraint of the user’s budget.

Although we focus on adaptive applications as the ones best
suited to a dynamic pricing environment, the RNAP framework
does not require adaptation capability. Applications may choose
services that provide a fixed price and fixed service parameters
during the duration of service. Generally, the long-term average
cost for a fixed-price service will be higher, since it uses network
resources less efficiently. Alternatively, applications may use a
service with usage-sensitive pricing, and maintain a high QoS
level, paying a higher charge during congestion.

We consider a set of user applications, required to perform
a task ormission. The user would like to determine a set of
transmission parameters (sending rate and QoS parameters) from
which it can derive the maximum benefit, subject to his budget.
We assume that the user defines quantitatively, through autil-
ity function, the perceived monetary value (say, 15 cents/minute)
provided by the that set of transmission parameters towards com-



Charging Access Connection Time Holding Usage Congestion Class-Based Time-dependent
Scheme
AC yes yes
FP-FL optional yes yes
FP-PR optional yes yes yes
FP-T optional yes yes yes
FP-PP-T optional yes yes yes yes
CP-FL optional yes yes yes
CP-PR optional yes yes yes yes
CP-T optional yes yes yes yes
CP-PR-T optional yes yes yes yes yes

TABLE I

THE CHARGING STRUCTURE OF DIFFERENT SCHEMES

pleting the mission.
Consumers in the real world generally try to obtain the best

possible “value” for the money they pay, subject to their budget
and minimum quality requirements; in other words, consumers
may prefer lower quality at a lower price if they perceive this as
meeting their requirements and offering better value. Intuitively,
this seems to be a reasonable model in a network with QoS sup-
port, where the user pays for the level of QoS he receives. In our
case, the “value for money” obtained by the user corresponds to
the surplus between the utilityU(·) with a particular set of trans-
mission parameters (since this is the perceived value), and the
cost of obtaining that service. The goal of the adaptation is to
maximize this surplus, subject to the budget and the minimum
and maximum QoS requirements.

We now consider the simultaneous adaptation of transmission
parameters of a set ofn applications performing a single task.
The transmission bandwidth and QoS parameters for each appli-
cation are selected and adapted so as to maximize the mission-
wide “value” perceived by the user, as represented by the surplus
of the total utility, Û , over the total costC. We can think of the
adaptation process as the allocation and dynamic re-allocation of
a finite amount of resources between the applications.

In this paper, we make the simplifying assumption that for
each application, a utility function can be defined as a function
only of the transmission parameters of that application, indepen-
dent of the transmission parameters of other applications. Since
we consider utility to be equivalent to a certain monetary value,
we can write the total utility as the sum of individual application
utilities :

Û =
∑
i

[U i(xi)] (8)

wherexi is the transmission parameter tuple for theith applica-
tion. The optimization of surplus can be written as

max
∑
i

[U i(xi)− Ci(xi)]

s. t.
∑
i

Ci(xi) ≤ b

ximin ≤ xi ≤ ximax (9)

whereximin and ximax represent the minimum and maximum
transmission requirements for streami, andCi is the cost of the
type of service selected for streami at requested transmission
parameterxi.

In practice, the application utility is likely to be measured by
user experiments and known at discrete bandwidths, at one or a

few levels of loss and delay, possibly corresponding to a subset
of the available services; at the current stage of research, some
possible services are guaranteed [18] and controlled-load service
[23] under the int-serv model, Expedited Forwarding (EF) [10]
and Assured Forwarding (AF) [9] under diff-serv. In this case, it
is convenient to represent the utility as a piecewise linear function
of bandwidth (or a set of such functions). A simplified algorithm
is proposed in [21] to search for the optimal service requests in
such a framework.

We can make some general assumptions about the utility func-
tion as a function of the bandwidth, at a fixed value of loss and
delay. A user application generally has a minimum requirement
for the transmission bandwidth. It also associates a certain min-
imum value with a task, which may be regarded as an “opportu-
nity” value, and this is the perceived utility when the application
receives just the minimum required bandwidth. The user termi-
nates the application if its minimum bandwidth requirement can
not be fulfilled, or when the price charged is higher than the op-
portunity value derived from keeping the connection alive. Also,
user experiments reported in the literature [13][2] suggest that
utility functions typically follow a model of diminishing returns
to scale, that is, the marginal utility as a function of bandwidth
diminishes with increasing bandwidth. Hence, a utility function
can be represented in a general form as:

U(x) = max(U0 +w log
x

xm
, 0) (10)

wherexm represents the minimum bandwidth the application re-
quires,w represents the sensitivity of the utility to bandwidth,
andU0 is the monetary “opportunity” that the user perceives in
the application.

When the utilities of all the applications are represented in the
format of equation 10, the optimization process for a system with
multiple applications can be represented as:

max
∑
j

[Uj0 +wj log
xj

xjm
− pjxj ]

s. t.
∑
j

pjxj ≤ b

and xj ≥ xjm,∀j (11)

If the user can obtain the optimal bandwidth for the system at
a cost below his budget, then the user demand that maximizes the
perceived surplus can be shown to be:

xj =
wj

pj
(12)
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Hence,wj represents the money a user would spend based on its
perceived value for an application.

If the total bandwidth a system can obtain is bounded by the
budget, then the optimal demand becomes:

xj =

b wj∑
l
wl

pj
(13)

Therefore, when the budget is a constraint, each application in
a system receives a share based on the user’s perceived value of
this application.

V. SIMULATION MODEL

In this section, we describe our simulation model for the CPA
and FP policies. The policies are simulated at the call level, that
is, we consider user resource contention due to the total user re-
quested bandwidth exceeding the provisioned system bandwidth,
rather than due to the burstiness of user traffic. Depending on the
service type and network infrastructure, the network may learn
user resource requirements explicitly through a signaling proto-
col, or implicitly by traffic measurement. We simulate explicit
resource reservation and price signaling through RNAP.

We used thenetwork simulator[1] environment to simulate
two different network topologies, shown in Fig. 1 and Fig. 2.
Topology 1 contains two backbone nodes, six access nodes, and
twenty-four end nodes. Topology two contains five backbone
nodes, fifteen access nodes, and sixty end nodes. Topology two
was also used in [6]. All links are full duplex and point-to-point.
The links connecting the backbone nodes are 3 Mb/s, the links
connecting the access nodes to the backbone nodes are 2 Mb/s,
and the links connecting the end nodes to the access nodes are
1 Mb/s. At each end node, there is a fixed numberNs of sending
users. We use topology 1 in most of our simulations to allow us
to simulate congestion from a single bottleneck node, and only
use topology 2 to illustrate the CPA performance under a more
general network topology in Section VI-G.

User requests are generated according to a Poisson arrival pro-
cess and the lifetime of each flow is exponentially distributed

with an average length of 10 minutes. In topology 1, users from
the sender side independently initialize unidirectional flows to-
wards randomly selected receiver side end nodes. At most12Ns
flows (48 sessions withNs set to 4) can run simultaneously in
the whole network. In topology 2, all the users initialize unidi-
rectional flows towards randomly selected end nodes. At most
60Ns users (360 sessions withNs set to 6) are allowed to run
simultaneously in the whole network.

The users are assumed to have the general form of the util-
ity function shown in Section IV.w, the elasticity factor, (and
also the user’s willingness to pay) is uniformly distributed be-
tween $0.125/min and $0.375/min for a 64kb/s bandwidth. The
opportunity costU0 is set to the amount a user is willing to pay
for its minimum bandwidth requirement, and is hence given by
U0 = phigh × xmin, wherephigh is the maximum price the user
will pay before his connection is dropped. Users re-negotiate
their resource requirements with a period of 30 seconds in all the
experiments.

The unit bandwidth price charged by the FP policy, and the
unit bandwidth usage price charged by CPA,pu, are both set to
$0.15/min for 64 kb/s transmission. The holding priceph in the
CPA policy is assumed to be zero, since all simulations are cur-
rently performed within a single service class, and interactions
between service classes are not considered. The targeted link uti-
lization of the CPA policy is 90% unless otherwise specified, and
congestion pricing is applied when instantaneous usage exceeds
this threshold. The price adjustment procedure is also controlled
by a pair of parameters, the price adjustment stepσ from equa-
tion 4 and the price adjustment threshold parameterθ, defined in
Section III-B.3. Unless otherwise specified, values ofσ = 0.06
andθ = 0.05 are used.

In the simulation, we show the performance of the system for
a range ofoffered loads. The offered load is defined as the ra-
tio between the total user resource requirement at the bottleneck,
and the bottleneck capacity. Under the FP policy, the total user
resource requirement is also the actual resource demand from all
the users. Under the CPA policy, the total user resource require-
ment is what the total resource demand would be if there were
no resource contention at the bottleneck and the network did not
impose an additional congestion-dependent price.

Both economic and engineering performance metrics are of
interest in our study. We define the following engineering perfor-
mance metrics:

Bottleneck bandwidth utilization:The average bandwidth uti-
lization at the bottleneck node is measured by averaging the
reserved bandwidth (expressed as a ratio of the link capac-
ity) over all negotiation periods.

User request blocking probability:The user request blocking
probability is the percentage of user reservation requests be-
ing denied by the system, due to insufficient provisioned
resources. Unsuccessful re-negotiation during an ongo-
ing session is not considered as a block, and the old re-
source reservation will be maintained upon failure of re-
negotiation.

We also define the following economic performance metrics:

Average and total user benefit:The user benefit is the per-
ceived value a user obtains through a transmission of a cer-
tain bandwidth (which may vary during the transmission
due to adaptation by the user) and of a certain duration, cal-
culated using the user’s utility function. Clearly, the user
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Fig. 3. Performance metrics of CPA and FP policies as a function of offered load:
(a) bottleneck utilization; (b) blocking probability; (c) total network revenue;
(d) total user benefit; (e) average user benefit.

obtains no benefit if its connection request is blocked. The
average user benefit is the average of perceived benefits ob-
tained by all the users, and the total user benefit is the sum
of perceived benefits obtained by all the users.

Price: We monitor the end-to-end price quoted by the network
during a simulation as a measure of the stability of the price
adjustment / user adaptation process.

User Charge:A user is charged based on its bandwidth re-
quirements during a user session and the corresponding
price quoted by the network.

Network revenue:Network revenue is the total charge paid to
the network for all the admitted requests during a simula-
tion.

VI. RESULTS AND DISCUSSION

In this section, we show simulation results from the set of ex-
periments described in section Section V.

A. FP Policy versus CPA Policy

We first compare the performance under the FP policy and the
CPA policy, with the default conditions specified in Section V.
Figs. 3 (a)-(d) depict the results of the simulations:

• Fig. 3 (a) shows the variation of the utilization as a func-
tion of the offered load, expressed as a fraction of the link
capacity. The network utilization under FP policy increases
continuously with the increase of offered load. The utiliza-
tion of CPA policy initially increases with the increase of
the offered as expected, and then saturates at the targeted
reservation level of 0.9 as the offered load increases beyond
a threshold 1.1. This is as expected, since the objective of

the CPA policy is to provide the users the incentive to back
off their individual resource requirements in period of re-
source contention so that the total resource demand remain
within the targeted level.

• Both policies admit all connections until the total link ca-
pacity is saturated. Fig. 3 (b) indicates that the blocking
probability of FP scheme increases almost linearly as the
offered load increases beyond 0.9, while the blocking rate
of CPA increases initially and then starts to decrease after
reaching a maximum at offered load 1.1. This is because
the price adjustment step is proportional to the excess band-
width above the targeted utilization and increases progres-
sively faster with offered load at higher loads, and the user
bandwidth request decreases proportionally with the price
according to the general utility function of Section IV. The
blocking probability of FP policy is almost 40 times larger
than that of the CPA policy at the heaviest load.

• Fig. 3 (c) compares the network revenue under both FP
and CPA policies as a function of the offered load. The
FP policy flattens out after the onset of request-blocking,
indicating that the average number of accepted connections
increases slowly beyond this point. With the CPA policy, the
revenue increases more than linearly after the network uti-
lization saturates at the targeted level. The loss of revenue
due to the scaling down of individual bandwidth requests
is more than offset by gains due to the admission of more
connections and the increase in the congestion price.

• Fig. 3 (d) shows that the user benefit flattens out for both
policies after the onset of request blocking. The total ben-
efit gained under CPA is higher than that under FP beyond
this point, and the difference increases as the offered load in-
creases. As illustrated in Section IV, there is a potential op-
portunity cost associated with a request being blocked. The
decrease in perceived benefit per connection of CPA due to
the reduction of bandwidth is offset by the increase in the
number of admitted connections, each of which receives an
“opportunity”. In effect, the CPA policy allows the network
bandwidth to be used more efficiently under high loads.

• Fig. 3 (e) shows the average perceived benefit per user
against offered load. For the FP policy, individual user
requests do not depend on the offered load, and conse-
quently, the average benefit peradmitteduser is independent
of offered load. However, a progressively smaller fraction
of users is admitted by the FP policy as offered load in-
creases. Therfore, the average perceived benefit across all
users decreases sharply with the load. The CPA has a much
smaller blocking probability, which gives a higher average
perceived benefit as load increases. This should serve as an
incentive for users to choose the CPA policy over the FP
policy.

We now consider the dynamics of the system price, user band-
width demand, and user expenditure during the simulation. The
results are shown in Figs. 4 (a)-(e).

• Figs. 4 (a) and (b) show the dynamic variation of the sys-
tem price and user bandwidth demand respectively at three
different levels of offered load. The bandwidth demand is
shown for an “average” user, that is, one whose minimum
and maximum bandwidth requirements are averages of the
corresponding requirements of the user population. The
price and bandwidth are nearly static at a load of 0.8, and
are adjusted more frequently at higher offered loads, due to
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Fig. 4. System dynamics under CPA: variation over time of system price (a),
and average user demand (b), at on offered load of 1.2; time-average and
standard deviation of system price (c), average user demand (d), and average
user expenditure (e), plotted against offered load.

the more frequent arrival and departure of users.
• Figs. 4 (c) and (d) show the average and standard devia-

tions of the system price and user bandwidth demand as
a function of the offered load. The standard deviation in
both figures shows the same trend as the blocking speed
of Fig. 3 (b), an increase to a certain level and then a de-
crease. Initially, the price and demand deviations increase
as load increases due to the more aggressive congestion con-
trol. At heavy loads, the increased multiplexing of user de-
mand smooths the total demand, and therefore reduces fluc-
tuations in the price.

• From the perspective of the user, the session cost (expendi-
ture) and application level QoS performance are the most
significant metrics. Fig. 4 (e) shows when the users adapt
under the example utility function of Section IV, the user
can operate at a stable expenditure, and therfore under a
fixed budget, meeting one of the fundamental goals of de-
mand adaptation.

The total variation in price over a range of loads also depends
on the basic usage price and holding price values, which should
be set to reflect the long term user demand for different service
classes, so that demand fluctuations above the congestion thresh-
old are short-term and infrequent, and congestion pricing is only
occasionally employed to smooth out traffic peaks. We are still
studying the interaction of long term network resource provision-
ing with the short term network resource negotiation.

The results in this section indicate that the CPA policy takes
advantage of application adaptivity for significant gains in net-
work availability, revenue, and perceived user benefit, relative
to the fixed-price policy. The congestion-based pricing is stable
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Fig. 5. Performance of CPA and FP policies at different values of target conges-
tion control thresholdρ: (a) bottleneck utilization; (b) blocking probability;
(c) total user benefit; (d) time-average and standard deviation of system price
under CPA.
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Fig. 6. Performance of CPA and FP at different values ofσ: (a) bottleneck
utilization; (b) blocking probability.

and effective. If the nominal (un-congested) price is set to cor-
rectly reflect long-term user demand, the congestion-based pric-
ing should effectively limit short-term fluctuations in load.

B. Variations of Network Control Parameters

In this section, we study the impact of certain network control
parameters on the network and user metrics. The parameters are:
the congestion control threshold (or targeted link utilization)ρ
beyond which the congestion-dependent price component is im-
posed; the price scaling factorσ, used to control the rate at which
a congested link is brought back to the targeted utilization; and
the price adjustment thresholdθ, which limits the frequency with
which the price is updated. The parameters are varied one at a
time.

In Fig. 5, the user benefit decreases if the target utilization is
set either too low or too high. Also, with too low a target, demand
fluctuations are higher, while too high a targeted level results in
a high blocking rate. Increasing the price scaling factorσ (which
affects the speed of reaction to congestion) significantly reduces
the blocking probability (Fig. 6). However, too large a value ofσ
results in network under-utilization at offered loads close to the
target utilization, and also results in large network dynamics. If
the price adjustment threshold parameterθ is set too high, there
is no meaningful price adjustment and adaptive action. Below
a certain level, further reductions inθ do not give performance
benefits or disadvantages (Fig. 7).
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Fig. 7. Performance of CPA and FP at different values ofθ: (a) blocking proba-
bility; (b) time-average and standard deviation of system price under CPA.

(a) 0.5 0.6 0.7 0.8 0.9 1 1.1 1.2 1.3 1.4 1.5
50

60

70

80

90

100

110

120

130

A
ve

ra
ge

 u
se

r 
ba

nd
w

id
th

 (
kb

/s
)

Offered network load

w = 0.20
w = 0.25
w = 0.30

(b) 0.5 0.6 0.7 0.8 0.9 1 1.1 1.2 1.3 1.4 1.5
1.8

2

2.2

2.4

2.6

2.8

3
x 10

−3

A
ve

ra
ge

 u
se

r 
ch

ar
ge

 (
$/

m
in

)

Offered network load

w = 0.20
w = 0.25
w = 0.30

Fig. 8. Effect of the elasticity factorw on bandwidth allocation and user ex-
penditure: (a) average bandwidth reserved by users with the three different
values ofw; (b) average expenditure of users with the three different values
of w

C. Effect of User Demand Elasticity

In this experiment, we study the effect of the user demand elas-
ticity factorw on the system performance. A smaller value of
w corresponds to a more elastic demand, since the bandwidth-
dependent component of the utility is smaller, and the user can
reduce its bandwidth request in response to a price increase with
only a small decrease in utility. As explained in Section IV,w
also represents a user’s willingness to pay for bandwidth.

Users with different demand elasticity are seen to share band-
width fairly, with each user having a bandwidth share propor-
tional to its relative willingness to pay for bandwidth (Fig. 8). In
effect, users with more stringent bandwidth requirements choose
to pay a higher charge and “borrow” bandwidth from users with
more elastic requirements when the network is congested.

D. Effect of Session Multiplexing

We vary the number of customers sharing a system and eval-
uate the effect of the increased multiplexing of session requests
under both CPA policy and FP policy as the number of sessions
is increased. We keep the network topology and user utility dis-
tributions unchanged, but scale the link capacity proportionally
with the maximum number of flows.
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Fig. 9. Performance of CPA and FP with different number of customers sharing
the system: (a) bottleneck utilization; (b) blocking probability.
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Fig. 10. System dynamics with different number of customers sharing the same
bottleneck: variation over time of system price (a), and average user demand
(b), at an offered load of 1.2; time-average and standard deviation of system
price (c) and average user demand (d), plotted against offered load.
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Fig. 11. Performance of CPA when only some of the users adapt their bandwidth
requests: (a) bottleneck utilization; (b) blocking probability.

Fig. 9 (a) shows that the overall link utilization under FP in-
creases as the number of connections increases, at a given of-
fered load. The link utilization under CPA also increases with
the number of flows at moderate to high loads, but the utilization
is eventually limited to the targeted level. Fig. 9 (b) shows that,
as the number of connections increases, the blocking probability
decreases under both FP policy and CPA policies. This is be-
cause that the larger number of connections lead to better traffic
multiplexing and hence more efficient use of network bandwidth.
However, the improvement is much more pronounced under the
CPA policy than under the FP policy, particularly when the net-
work is saturated. Under CPA, the blocking rate with 96 connec-
tions is up to 50 times smaller than that with 24 connections.

Fig. 10 depicts the price and demand dynamics as the network
scales. Figs. 10 (a) and (b) show that the frequency of price and
demand adjustment do not change appreciably with the number
of connections. As expected, both price and user bandwidth de-
mand become smoother as more users share the network, and this
is confirmed by the smaller standard deviations shown in Figs. 10
(c ) and (d).

The results in this section indicate that performance of the CPA
policy further improves as the network scales and more connec-
tions share the resources.

E. Adaptive and Non-adaptive Users

In this section, we consider the environment where some users
adapt their bandwidth requests under the CPA policy, while oth-
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Fig. 12. Performance when CPA users select bandwidth only at session set-up,
compared with performance when they continue to adapt during the session
(a) bottleneck utilization; (b) blocking probability.

ers maintain fixed service requests even when the congestion
price is imposed. The latter group represents users with a will-
ingness to pay that is high enough to maintain their maximum
bandwidth requirements even at the highest price charged by the
network. In this set of simulations, we restrict the maximum
price so that the price does not increase without bound when all
of the users are non-adaptive.

The results show that even a small proportion of adaptive users
may result in a significant performance benefit and better service
for the entire user population - both adaptive and non-adaptive
users - particularly up to a certain threshold load. The total user-
perceived benefit is seen to increase with the proportion of adap-
tive users (Fig. 11).

We should also expect CPA to have an additional inherent ad-
vantage over the FP policy even when most of the users are non-
adaptive. In reality, the usage price shown in Section III-B would
reflect the estimated long-term network load. The congestion
price would be only used to smooth out temporary peaks, and the
general usage pattern would result in optimal utilization at the
offered usage price. However, a vendor charging a static price
(FP) would need to charge a certain premium above this optimal
price, as a risk premium, while the CPA policy allows the vendor
to operate around the optimal price and use congestion pricing to
protect against demand peaks.

F. Session Adaptation and Adaptive Reservation

Under RNAP, applications can either pick a bandwidth when
starting a session and keep that bandwidth during the session or
adjust its resource demands during each negotiation interval. We
refer to these modes as initial adaptation and ongoing adaptation,
respectively.

Fig. 12 (a) shows that initial adaptation results in a slightly
lower network utilization at moderate-to-high loads, about 3-5%
smaller than the utilization under ongoing adaptation. This is
because if a session arrives during a traffic peak, it will request
a smaller bandwidth, which will not be scaled back after the the
demand is driven down. Fig. 12 (b) shows that as expected,
adaptation during a session allows for more efficient bandwidth
usage and the blocking probability is reduced by half.

G. CPA Performance with Traffic Interactions from Different
Paths

In the experiments above, we studied the performance of CPA
when the traffic shares a common bottleneck. In this section,
we assume network topology 2 in Fig. 2, with the potential for
multiple bottlenecks to exist, and for these bottlenecks to interact.

In the simulation, traffic is generated symmetrically from all
users, as described in Section 5. The five backbone links are the
potential bottleneck links. Note that in reality, the backbone links
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Fig. 13. Performance metrics of CPA and FP policies as a function of offered
load using topology 2: (a) bottleneck utilization; (b) blocking probability.

are normally over-provisioned. We target the backbone links to
be bottlenecks only for the convenience of simulation. We mon-
itor the utilization at one of the backbone links, and calculate
all the other parameters across the whole network. Fig. 13 (a)
and (b) shows that both the utilization and blocking probability
show trends similar to those for a single bottleneck, except that
the variation of the utilization and blocking probability is not as
smooth due to the coupling of the traffic between different paths.

H. Other Mechanisms to Reduce Network Variations

The user adaptation behavior also influences the variation in
bandwidth seen by application as well as the overall network be-
havior. A user can, for example, only requests a change in band-
width if the price change exceeds a given range. This reduces
both the frequency of bandwidth adjustment and the user sur-
plus. The initial adaptation described in Section VI-F is the limit
case where user reservation reflects only the price quoted at the
beginning of the session.

A somewhat similar scenario can be envisioned in a core net-
work, in which bandwidth reservation is carried out by other net-
work providers rather than by individual users. In this case, the
providers can change their bandwidth requests in multiples of a
large block of bandwidth, only when the user flow-level demand
to the customer providers changes by a certain increment. This
can reduce both network dynamics and signaling overhead in the
core network, and has been discussed in greater detail in [20].

VII. RELATED WORK

Microeconomic principles have been applied to various
network traffic management problems. The studies in
[15][14][11][7] are based on a maximization process to deter-
mine the optimal resource allocation such that the utility (a func-
tion that maps a resource amount to a satisfaction level) of a
group of users is maximized. These approaches normally rely on
a centralized optimization process, which does not scale. Also,
some of the algorithms assume some knowledge of the user’s
utility curves by the network and truthful revelation by users of
their utility curves, which may not be practical.

In [5][4][7][8][17], the resources are priced to reflect demand
and supply. The pricing model in these approaches is usage-
sensitive - it has been shown that usage-sensitive pricing re-
sults in higher utilization than traditional flat (single) pricing [5].
Some of these methods are limited by their reliance on a well-
defined statistical model of source traffic, and are generally not
intended to adapt to changing traffic demands.

In general, the work cited above differs from ours in that it
does not enter into detail about the negotiation process and the
network architecture, and mechanisms for collecting and com-
municating locally computed prices. Some of the work also as-



sumes immediate adjustment of the price in response to the net-
work dynamics, or require the user to maintain a static demand
until a optimal price is found, which is not practical. Our work is
concerned with developing a flexible and general framework for
resource negotiation and pricing and billing, and evaluating the
performance benefits of congestion-sensitive pricing and adapta-
tion through simulations, decoupled from specific network ser-
vice protocols. Our work can therefore be regarded as comple-
mentary to some of the cited work.

In [12], a charging and payment scheme for RSVP-based QoS
reservations is described. A significant difference from our work
is the absence of an explicit price quotation mechanism - instead,
the user accepts or rejects the estimated charge for a reservation
request. Also, the scheme is coupled to a particular service envi-
ronment (int-serv), whereas our goal is to develop a more flexible
negotiation protocol usable with different service models.

VIII. C ONCLUSION

We have considered a framework for incentive-driven rate and
QoS adaptation. In the framework, users respond actively to
changes in price signaled by the network by dynamically adjust-
ing network resource usage by the application, so as to maximize
the perceived utility relative to the price, subject to user budget
and QoS constraints. We have discussed different pricing mod-
els, and outlined a dynamic, congestion-sensitive pricing algo-
rithm. We have also described the user demand behavior based
on a physically reasonable user utility characteristic.

The main focus of this paper has been the simulation of the
above framework. Through simulations, we have compared the
performance of a network under the congestion price based adap-
tation policy (CPA) with that under a fixed price based policy
(FP). We have also studied the stability of the adaptation pro-
cess, and nature of network dynamics, under the CPA policy. In
general, CPA policy takes advantage of application adaptivity for
significant gains in network availability, revenue, and perceived
user benefit (in terms of the user utility functions), relative to the
fixed-price policy. The congestion-based pricing is stable and
effective in limiting utilization to a targeted level. If the nomi-
nal (un-congested) price is set to correctly reflect long-term user
demand, the congestion-based pricing should effectively limit
short-term fluctuations in load.

We have investigated the impact of various network control
parameters on the network and user metrics. The user bene-
fit decreases if the target utilization is set either too low or too
high. Also, with too low a target, demand fluctuations are higher,
while too high a targeted level results in a high blocking rate.
Increasing the price scaling factorσ (which affects the speed of
reaction to congestion) significantly reduces the blocking proba-
bility. However, too large a value ofσ results in network under-
utilization at offered loads close to the target utilization, and also
results in large network dynamics. If the price adjustment thresh-
old parameterθ is set too high, there is no meaningful price ad-
justment and adaptive action. Below a certain level, further re-
ductions inθ do not give performance benefits or disadvantages.

Users with different demand elasticity are seen to share band-
width fairly, with each user having a bandwidth share propor-
tional to its relative willingness to pay for bandwidth. The results
also show that even a small proportion of adaptive users may re-
sult in a significant performance benefit and better service for the
entire user population - both adaptive and non-adaptive users.
The performance improvement given by the CPA policy further
improves as the network scales and more connections share the

resources.
In this paper, we assume that users do not have the option of

choosing a different path or provider, reflecting current network
reality. However, pricing in the presence of competition or alter-
native paths remains an interesting open issue.
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Abstract

Current multicast pricing proposals are dependent on
specific routing protocols or require changes to the existing
IP multicast model. Given that multicast has only seen lim-
ited deployment thus far, such schemes may become redun-
dant if the multicast service model changes. We believe that
instead of altering multicast delivery methods to suit partic-
ular pricing schemes, a multicast pricing scheme should be
designed around the generic concept of multipoint commu-
nication, without depending on the underlying transmission
methods. We highlight limitations of existing work in this
area and present a work-in-progress; a framework that en-
ables this separation between transmission and pricing.

1 Introduction

Multicast has long been viewed as an attractive service
for the Internet for enabling multiparty applications, and has
become an important research area. More than a decade af-
ter its inception, however, there has been little multicast de-
ployment by commercial Internet Service Providers (ISPs)
and most end-users still lack multicast capabilities [2]. One
impediment to the broader deployment of multicast has been
the current service model’s inability to provide an easy and
effective pricing structure; UUnet’s vice-president of mar-
keting has said that “Pricing multicast is very non-intuitive
because there’s no correlation between the number of recip-
ients and the cost for network services” [6]. Diot et al. [12]
cite pricing as a major issue in their analysis of the require-
ments for further multicast deployment.

The main motivations for network accounting and
pricing are understanding/influencing behaviour, mea-
suring policy compliance, and rational cost alloca-
tion/recovery [22]. In other words, as well as providing a
method for network providers to recover costs, pricing is
intended to make users aware of the costs of their actions,
which will encourage them to act in a socially-optimal way.
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This will enable the introduction of different qualities of
service (QoS), since without responsibility for costs, users
will always choose the highest QoS available. A multicast
pricing scheme should therefore provide incentives for both
end-users and network providers to adopt and use multicast
efficiently. As well as this, the scheme should be simple to
implement if it is to be adopted by network providers.

Existing work into multicast pricing has been closely tied
to a specific routing protocol, required changes to the ex-
isting multicast service model, or been limited to a specific
session type such as single-source. We believe that a multi-
cast pricing scheme must be independent of any underlying
network protocols. It is unclear whether multicast will be-
come universally deployed in its current form, as research
into new methods for multicast shows [14, 29]. Multipoint
communication, however, is likely to become popular irre-
spective of the method of transmission. Appropriate incen-
tives and requirements for pricing should thus be determined
from user behaviour in multipoint scenarios.

Not limiting the scheme to any specific transmission
method minimises changes to existing infrastructure, makes
it more flexible and reduces the possibility of redundancy in
the event of protocols being obsoleted. Given the variety of
multicast routing protocols, a protocol-independent pricing
scheme can handle inter-domain transmissions more easily,
and be used by all ISPs. If the same scheme can be used for
single and multiple-source, or dynamic and static member-
ship sessions, different sessions will be comparable in price,
i.e., more stable and predictable prices for end-users. The
INDEX project [8] has shown such stability to be desirable.

In Section 2 we list some of the existing work in this area
and the issues that a multicast pricing scheme should con-
sider. Section 3 outlines the framework that we are devel-
oping, and in Section 4 we present our conclusions.

2 Related work and issues

2.1 Terminology

Internet pricing is studied by computer scientists and
economists, each of whom use their own, often distinct,



terms to describe similar concepts. We have chosen to use
definitions from a variety of sources. We use the terms pric-
ing, charging and billing as in Stiller et al. [28]. Multi-
cast is sending to a set of hosts using a single address [7],
whereas multipoint is “any type of communication within a
group” [11]. Both flow and session refer to the transmission
of a sequence of multicast packets. A flow is considered to
be a single media stream from a single source, while a ses-
sion may consist of one or more flows grouped by context,
e.g., the audio and video streams of a film.

2.2 Pricing

Herzog et al. [17] is the earliest work on multicast pric-
ing. Their scheme, ELSD (Equal Link Split Downstream),
splits costs amongst downstream receivers and allocates no
costs upstream. This is shown to be an optimal cost alloca-
tion for single-source sessions with a source-rooted tree, but
requires changes to the IP multicast service. ELSD is mod-
ified in [16] for multiple-source sessions, at the expense of
some scaleability. It is not clear, however, that ELSD works
for dynamic sessions.

EXPRESS [18] modifies IP multicast for large-scale
single-source applications. Multiple-source sessions are
catered for by a “session relay” approach, where all sources’
traffic is sent via one node. This master node becomes a sin-
gle point of failure, and may not be able to cope with delay-
intolerant applications.

Carle et al. [5] examine multicast in an ATM intserv en-
vironment. Charges are determined based on requested and
received QoS, with the charging protocol encapsulated in
RSVP. Since prices are determined a posteriori, they are un-
predictable, and the scheme depends on RSVP.

In “split-edge pricing” [3], both sender and receiver ini-
tially pay a share of the cost of a transmission, and claims
over the value of the transmission are settled later. Network
providers agree prices for offering each subscription level to
their neighbours, and these charges are summed to create the
price for a complete transmission. It is shown that for mul-
ticast pricing both sender and receiver need to pay, because
otherwise an incentive exists for downstream providers to
lie about the number of receivers. This problem still ex-
ists with split-edge pricing, however, since senders and re-
ceivers settle claims after transmission, and no mechanism is
provided for verifying the number of downstream receivers.
This is the “collusion prevention” axiom of Herzog’s the-
sis [16], which also states that this problem cannot be solved
through cost allocation alone.

Einsiedler et al. [13] propose assigning weights to each
link in a network, to represent the “cost” of that link. These
weights can be derived from the congestion along the link,
the costs of maintenance, or inter-domain costs for links that
traverse ISPs. An extra Internet Group Management Pro-

tocol (IGMP) message or IPv6 header extension is used to
store the weight information. Costs are determined, as in
ELSD, by splitting the costs at each branching point in the
tree. This scheme also violates the collusion prevention ax-
iom, since the charge depends on who is paying, which may
create incentives for senders or receivers to always pay, de-
pending on which is cheaper.

Chuang and Sirbu [9] analyse the cost efficiency of mul-
ticast over unicast. Multicast costs are capped at the unicast
level, and it is assumed that new joins to an existing branch
in a tree represent a zero marginal cost. A pricing scheme
based on this would thus be incentive-incompatible, since it
would only charge the first user in a branch.

Ravindran and Gong[25] analyse multicast costs to deter-
mine the “cheapest” tree topology for a session in terms of
network resources. Their method is protocol-independent,
although pricing and user incentives are not considered.

There is also related work on multicast charging and
billing. Kausar et al. [20] propose charging on a per-session
basis, although this may prove difficult for highly dynamic
sessions where each user’s duration varies greatly. The Re-
source Negotiation and Pricing protocol (RNAP) [32] is a
pricing protocol for delivering multiple levels of QoS, by in-
tegrating reservation, charging and pricing. Single-source
multicast is treated the same as unicast, so that there is no
incentive for receivers to choose multicast.

2.3 Routing

Almeroth [1] outlines how multicast has evolved since
the introduction of the MBone, and the various routing pro-
tocols1 that network providers can choose to use.

Multicast at the end-user level is still rare. Amongst those
ISPs that have implemented multicast, Protocol Independent
Multicast (PIM) is a popular protocol. Some ISPs, however,
have chosen not to use IP multicast at all; UUnet’s “mul-
ticast” service, UUcast [31] uses unicast proxies as well as
sparse-mode PIM.

At the inter-domain level, the choice of routing proto-
col is up to the individual ISP. Given the limited scale of
multicast deployment, statistics on protocol use might not
be useful since the market is not large enough to create a
de facto standard. Ongoing research into protocols such as
PIM, Core-Based Trees (CBT), and Multicast extensions to
Open Shortest Path First (MOSPF), indicates that they are
all potentially in use.

In the core multicast backbone, which at present is
mainly the MBone, the prevalent protocol is the Distance
Vector Multicast Routing Protocol (DVMRP), with the
Border Gateway Protocol (BGP) connecting Autonomous
Systems (ASs). The Border Gateway Multicast Protocol

1The protocols mentioned in this section are described in [10]



(BGMP) [21] is designed to improve scaleability in inter-
domain routing.

It is not clear that multicast, if it is to ever reach “critical
mass”, will continue to be based on the current IP multicast
model. Francis [14] lists some of the problems with IP mul-
ticast and presents a new architecture that enables replicates
content in the end-hosts. The REUNITE (REcursive UNi-
cast TreE) scheme [29], on the other hand, allows multicast
using unicast instead of class D addressing.

2.4 Session control

IP multicast is a network-level transmission mechanism,
and routing protocols are designed with this in mind, at-
tempting to be optimal according to a network-level met-
ric. Multicast applications, however, are designed around
the concept of sessions. The need for session-based control
has led to the development of session-based signalling pro-
tocols, and, as with routing, there is a choice of these, such
as H.323 [19] and the Session Initiation Protocol (SIP) [15].
SIP is still a work-in-progress and so it is difficult to assume
the deployment of either of these protocols.

2.5 Security

Attempting to charge for multicast necessitates the exclu-
sion of those users unwilling or unable to pay. Any pricing
scheme must therefore provide some sort of access control,
to ensure that only those who have paid or agreed to pay are
allowed to join or transmit to multicast groups. This violates
the current IP multicast model, where any user can send to
any existing session.

Canetti et al. [4] list multicast security concerns, includ-
ing access control. For pricing, however, many of these are
non-essential. As a minimum, the only requirement may
be authentication to ensure that data is only transmitted to
and from authorised users. Such authentication may appear
to the user to be at the session-level (i.e., they are permit-
ted to join the session), but this requires authentication ser-
vices both at the session-level (by using, e.g., application-
level key distribution)and at the packet-level, to prevent, for
example, spoofing source addresses of legitmate users.

2.6 User behaviour

End-user behaviour is interesting from a pricing perspec-
tive in a number of ways. The join/leave and duration char-
acteristics of individual users’ sessions can affect price sta-
bility. On the other hand, prices can affect user behaviour
depending on the incentives created. A pricing scheme also
needs to reflect user expectations accurately in order to be
acceptable to end-users.

There has been little work on how users respond to the
presence of multicast, with most studies concentrating on
network characteristics. Almeroth [2] analyses join and
leave behaviour for MBone sessions over a 4.5 year period.
Due to the limited size of the MBone, however, there are
only between 100 and 200 active receivers at most times,
and so it is difficult to draw strong conclusions from this
data. Most of these sessions are single-source, and we know
of no analysis of multiple-source sessions.

2.7 User heterogeneity

As well as being able to cope with multiple and dynamic
sources, an ideal pricing scheme should acknowledge user
heterogeneity. A user might be accessing a session througha
limited medium such as dial-up or wireless, or might wish to
limit the amount of bandwidth used by a particular session.

3 Our Work

We are currently developing an application-level frame-
work that will allow network providers to charge for mul-
ticast usage from a specific point in their network. This
charging point (CP) is chosen to reflect a specific location in
the network at which charging is required for senders or re-
ceivers. The CP is chosen as an administrative convenience
but we expect it to be closely linked to the paths of the mul-
ticast packets, i.e., it can be seen as the point from which a
user obtains access to a multicast flow or where a multicast
flow is transmitted onto the network. Our framework can be
applied at any point in the network, for example, at an ISP’s
dial-up server, or within the core of the network as part of a
peering agreement between ASs.

3.1 The components of pricing

We assume that there are several components to the price
paid for a multicast transmission. This applies to both
senders and receivers. The exact nature of the pricing is spe-
cific to a particular network operator. The charging of a par-
ticular session may depend on factors such as content. For
example, a film may incur a single payment, whereas a news
channel may have a monthly subscription. Such matters are
policy-specific, and we only consider recovery of transmis-
sion costs and other overheads for a flow (such as provid-
ing the network service or generating bills). We call this the
multicast recovery cost, CRM . CRM is then used as a com-
ponent of the final charge for a particular multicast session.
A session may consist of several flows, and it is up to the net-
work provider to collect the correct accounting information
in order to construct the user’s final session charge.

We assume, like Chuang and Sirbu, thatCRM will have a
maximum cost equivalent to the recovery cost for transmis-



sion of a unicast flow, which we label CRU . There will also
be a minimum value forCRM , specific to particular network
providers, which may include recovery of costs for functions
such as the costs of accounting for network usage and gener-
ating bills, similar to the way that some telecoms providers
stipulate a minimum charge for telephone calls.

3.2 The SCALE pricing framework

Our framework uses the basic concepts of transmission
and duplication common to all multipoint mechanisms. A
transmission is sent from a host and is duplicated at vari-
ous points in the network in order to reach all the receivers.
Where a multicast packet is duplicated — transmitted on
more than one interface — this incurs an additional cost.
The costs for transmitters and receivers are assessed sepa-
rately, and we assume that these costs are determined using
the costs of transmission from the CPs.

3.2.1 Receivers

Figure 1 shows a multicast flow entering CP1 and being du-
plicated on three outgoing interfaces If1::3g. CP1 could, for
example, be a multicast router but could also be another net-
work element or even an application-level entity. The cost
of the flow up to CP1 is C, and the costs of duplication and
transmission onto the the other three interfaces are Cf1::3g,
as shown. These costs are all multicast recovery costs.

CP1

C32CC1

2CP

I 1

C

H2 H3H1

I 2 I 3

Fig. 1. Packet duplication at a charging point

Where several downstream users can receive the same
data, they can effectively share CRM between them, i.e.,
they could share the cost of the flow from the last CP. For
example, hosts Hf1::3g, on a LAN receiving from I3 on CP1
would all share the cost C3. Part of C3 would comprise part
of C, as would C1 and C2. In this way, at any point in the net-
work, receivers need only know the cost of reception with
respect to their CP.

Note that a CP could actually be any distribution point
for a flow. It could be, for instance, an ISP’s dial-up server,
in which case the flow would be duplicated to each dial-up
port and it is likely that CRM � CRU . The CP could
also be an H.323 multipoint control unit (MCU) or part of

an H.323 Gatekeeper. In Figure 1, CP1 and CP2 could be
border routers between two ASs.

The CP does not have to be a physical network element;
Figure 2 shows an ISP’s network being used as a CP. Here,
the users pay for a flow that is received from a network ser-
vice provider. In reality, the physical access point to the net-
work may be a dial-up server or leased line. Access to the
CP is through interaction with a Session Charging, Access
and Logging Entity (SCALE).

SCALE

NETWORK / CP

I 1

C

I 2 I 3

Fig. 2. A network as a charging point

3.2.2 The SCALE

The SCALE is the function responsible for allowing users
to receive or transmit a multicast flow. An end-system must
contact the SCALE before it can receive or transmit a mul-
ticast flow that is subject to a charge. The SCALE function
sits within the provider network and gives access to a CP.
The SCALE and CP need not be co-located, but they need
to communicate. The SCALE function may form part of a
bandwidth broker [24] or an H.323 Gatekeeper, for exam-
ple. This allows an end-system to receive a flow from many
different providers or many different points in the network
by communicating with the right SCALE, so heterogeneous
receivers can connect to the SCALE best suited to their ca-
pabilities or willingness to pay.

The functions of a SCALE are to provide:

� a signalling point for users to access multicast trans-
missions

� access control instructions to CPs to allow users to
access multicast sessions, authenticate receiving users
and enable appropriate filtering to be set up at CPs or
other network elements

� information to users and network providers on the costs
of a multicast transmission

� logging of multicast usage for accounting and billing

Consider a receiver, R1, wishing to have access to a mul-
ticast session. R1 obtains information about the session, for
example, by using an sdr-like mechanism provided locally
by the network service provider. This session information
includes a session charge, which would typically be speci-
fied as a range based on the maximum and minimum values
of CRM of each flow in the session. Once R1 has selected



the session, it contacts the SCALE and goes through an au-
thentication process, which includes an exchange that estab-
lishes R1’s willingness and ability to pay. The SCALE then
contacts various points of the network (such as the CP) and
sets up appropriate filtering to allow the transmission to be
received by R1. Access control takes place on a per-session
basis, whilst charging is performed per-flow.

Cost information is transferred between CPs by the inter-
action of the SCALEs representing those CPs. The interac-
tion is a provider-user relationship, and so the same SCALE
functionalitycan be used at many different types of CP, both
at the edge of the network and within the core.

3.2.3 Transmitters

A potential transmitter must interact with a SCALE to:

� establish the cost of the transmission of a session
� enable multicast forwarding through the CP, which

again requires user authentication and establishing
ability to pay

A potential transmitter, T1, who wishes to initiate a new
session declares the scope of this session to a SCALE (the
choice of SCALE is left to the user and market). The
SCALE then interacts with other SCALEs within this scope
to determine the cost information for the session, using
the CPs that represent this scope. From these queries the
SCALE is able to provide maximum and minimum charges
for the session. A transmitter T2 who wishes to send to T1’s
existing session also contacts a SCALE. The same cost in-
formation may be used, but this will depend on routing and
policy; asymmetric tree topologies might exist, or some do-
mains might implement policy-based forwarding.

Whether senders or receivers pay for transmission is
policy-specific, and depends on who is responsible for the
traffic in a given session. It might also be possible for
senders and receivers to share the charge; a sender could de-
clare session scope and any receivers outside this scope who
wish to join the session would be responsible for the charge
from a CP within the scope to their nearest CP.

3.3 Determining prices

In principle pricing policy is left to individual ISPs;
they are free to advertise whatever prices they wish via the
SCALEs in their domains. All that is required is that they
must be able to furnish the SCALEs with sufficient infor-
mation to allow them to determine a maximum and mini-
mum price for a given session. There are some considera-
tions that ISPs may need to make, however, when deciding
what prices to advertise.

If we assume a competitive multicast service provision
market, we may expect that providers will compete on

price, decreasing prices until they equal marginal cost in
a Bertrand equilibrium [30]. This is a necessary assump-
tion; if service providers are unregulated monopolists (e.g.,
there are no alternative routing paths or access methods), it
is unlikely that they will be interested in efficient network
accounting or pricing, since they are price-setters. If price
competition exists, then where flow-sharing is possible, this
cost-saving will be reflected in receivers’ prices. Similarly,
as users join and leave the session, the cost, and price, for
senders will vary. Users will thus have incentives to use
multicast when it is cheaper to do so, from a provider’s point
of view. There might be minor distortion between cost and
price, since we have assumed thatCRM is bounded atCRU ,
which might not be true for very small sessions.

When pricing multicast, there is a danger that prices can
beome unstable. Assume that users will only stay in a mul-
ticast session as long as their received utility exceeds the
price, and that both utility and price are related to the num-
ber of members in a session (utility since a session is only
useful if data is transmitted between two or more parties,
and price since the cost of receiving data might be shared
amongst receivers). A user leaving a session thus leads to
a decrease in utility and an increase in price for the remain-
ing members. This may lead to other users leaving the ses-
sion, if the new higher price exceeds their new lower utility,
and so on. This is similar to the layered multicast synchroni-
sation problem that the synchronisation points of Receiver-
driven Layered Congestion control (RLC) [26] are designed
to solve. To limit the scale of this problem we restrict price
changes to particular points in time, called Session Cost Re-
evaluation Points (SCRAPs). Prices are determined using
the session membership at the previous SCRAP. The fre-
quency of SCRAPs is context-dependent, e.g., SCRAPs in
a news flow might occur more often than in a pay-per-view
event. User behaviour might also play a part in determin-
ing SCRAP frequency — there may be incentives to join at
particular times if users know when a SCRAP will occur.

4 Conclusion and further work

We have argued that existing multicast pricing schemes
have been tied to particular service models or transmission
protocols. We have presented a framework for multicast
pricing that is independent of the underlying network topol-
ogy and protocols. We believe that this is useful because
rather than adapting service models to a particular pricing
scheme, a scheme should adapt to the method of delivery.

Unlike most proposed schemes, it is possible for both
sender and receiver to be made responsible for the cost. This
is because a multicast pricing scheme needs to be flexible
enough to deal with the multitude of possible pricing poli-
cies. It is foreseeable that multicast will be popular with ad-
vertisers, since they will be able to reach a large audience



at low cost. Responsibility for such transmissions lies ul-
timately with the sender, and so a mechanism for charging
senders at least part of the cost is required. Even for non-
advertising data, a sender is implicitly willing to pay some-
thing, since they must receive a positive utility from making
their information available. For senders to always pay, how-
ever, ignores the case where receivers are to blame for traf-
fic, or are willing to pay to access a session for which they
are out of scope.

Our scheme requires a change to the IP multicast model,
in that senders are not allowed to transmit unless they join a
session. As mentioned in Section 2.5, however, this change
is necessary, again because of the possibility of advertising.
To allow unauthorised transmissions permits advertisers to
transmit without taking into account the cost of their adver-
tising, both in terms of transmission costs and users’ disu-
tility from receiving unwanted spam. Any pricing scheme
which wishes to charge receivers cannot be implemented,
therefore, without some accompanying security measures.
We have yet to determine the other security details of the
SCALEs, e.g., user authentication, verification of ability to
pay and perhaps per-packet authentication.

Since CPs and SCALEs can be located anywhere in
the network, the scheme should theoretically scale well.
Heterogeneous receivers can be catered for by different
SCALEs, and SCALEs could also be incorporated into ex-
isting application-level entities such as H.323 Gatekeepers.
There might be problems in practice, however, stemming
from session dynamics. If join and leave behaviour is such
that prices are constantly changing, or that SCRAPs need
to be held every second, this scheme might be impractical.
Given the lack of suitable high-membership dynamic multi-
cast sessions, we are currently analysing the join and leave
behaviour of online games such as Quake. Although these
games are unicast, they are multipoint communication from
a user perspective.

To make prices predictable we bound a user’s charge and
limit the amount of possible price changes. There is a trade-
off between efficiency and predictability in pricing; com-
pletely stable prices in a dynamic multicast session would
indicate a disparity between cost and price, since the cost of
a session depends on the composition of the session mem-
bership, which varies over time. An optimally-efficient pric-
ing scheme, however, might be an unrealistic goal [27]. We
believe that informing users of the range of charges that they
can expect is an acceptable solution, and one currently in use
by some online retailers such as MobShop [23].

The framework as presented here is concerned only with
best-effort multicast. Further work will consider multiple
levels of QoS and congestion control. In particular we in-
tend to examine user behaviour in layered multicast ses-
sions; incentives may exist to subscribe to lower levels of
QoS, since if a user subscribes to a higher level, the cost

of transporting this additional layer to other users located
nearby in the tree becomes lower.
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Abstract-- The Differentiated Service architecture is an attempt
to provide a simple, flexible and scalable model of service
differentiation based on the nature of the forwarding behavior
required for the traffic. Service Level Agreements are
established between the users and the service provider that
specify the traffic contract to which both the sides agree to as
well as the guarantees promised by the service provider. One
such class of agreements can be that the traffic contract and
guarantees are provided for the traffic going into a single or
group of receivers from multiple sources. For many distributed
applications, like a distributed simulation, where results are
being gathered by a central server from several points in the
network, it would be helpful if the server could control the
share of each source or the aggregate traffic from multiple
sources in a dynamic and fair manner. In this paper we present
a simple strategy to provide a fair and conservative scheme for
sharing the resources of the incoming link. The scheme
parameters allow the provider to easily configure and adapt to
the requirements of a range of traffic agreements.

Index terms—DiffServ, SLA, Dynamic Metering,

I. INTRODUCTION AND PROBLEM MOTIVATION

The current Internet service model is a simple best-effort
network service model that does not provide guaranteed
performance or guaranteed fairness. The performance of
individual applications is highly dependent upon the
demand for network resources by other applications and
other users. The resource demands by these applications
require that the performance guarantees should be provided
in a fair scalable manner. The Differentiated Services (or
DiffServ for short) framework is aimed at solving this
problem. The basic concept in DiffServ is to have a
simplified network core that treats a set or class of packets
belonging to the same service class in the "same way". The
traffic is policed at the entry point to the network according
to the service agreement negotiated between the user and
the service provider. Thus by not keeping per-flow state
inside the network, the network core becomes simple and
scalable.

The Service Level Agreement (SLA) defines the traffic
contract between a service provider and a customer (user or
another service provider) that specifies the forwarding
behavior and guarantees the customer should receive from
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the network depending on the customer's needs and the
provider’s policies. The service providers can define a very
rich set of SLAs that can be used by the customers.

A single-source SLA is one that requests resources for
incoming traffic from a single ingress node. It is the easiest
to handle and enforce since one can simply place a meter at
the ingress point and no further independent policing is
necessary inside the network. For example an SLA for an
ordinary dialup customer can be simply "Allow A to send X
amount of guaranteed traffic to network Y." This prevents
any excess traffic from entering the network as well as
satisfying the contract. The more interesting case is of
considering SLAs that span multiple ingress and egress
nodes. For example an SLA contract “Allow A, B and C to
send X amount of expedited forwarding traffic to D, E and
F”. Efficiently managing resources inside the network for
all such SLAs becomes necessary as well as quite
challenging.

In a multiple-source single-receiver SLA, the receiver might
want to place constraints on how much traffic each ingress
point can send to it. It can place multiple constraints on the
amount of traffic of a certain class that different groups of
ingress points can send to it. Consider a simple receiver-
based SLA where the receiver says "Do not send more than
30Mb amount of traffic Y to me (X) from all the
customers". This SLA is very useful and very likely to be
one of the most common ones. A simple example can be a
service provider who has several customers connected to its
network via some ingress nodes. The service provider
would like all the customers (including neighboring service
providers) to share the egress links in a fair, controlled and
efficient manner. This SLA can also form a basis of VPN
service on a DiffServ network in which a group of sources
cannot send more than a certain amount of traffic to a single
receiver. Another application that can require such an SLA
is a distributed simulation or a distributed computation or
for a live auction and bidding website or a real-time
sampling site.

A naive approach of handling this SLA would be to place a
meter at the ingress and egress points with the total SLA
limit on all meters (Fig 1). However this scheme has an
obvious flaw of allowing too much traffic into the network
which will get dropped at the egress node, after having used
significant network resources. Such a liberal approach
would also impact the guarantees promised to traffic
belonging to other SLAs inside the core of the network.
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An opposing conservative solution can be to place meters at
all the ingress nodes with a static equal share of the SLA
resources, bandwidth in this case (Fig 2). This changes the
semantics of the SLA to that of n identical and independent
one-to-one SLAs with an equal share of the bandwidth. Not
only that if an ingress point is not sending any data, the
other ingress points are unable to use the available
bandwidth. It also disallows the senders to send at several
valid configurations like 20Mb, 5Mb, 5Mb.

Since multiple ingress points to the network can be sending
to the same egress domain, dynamically assigning shares
among ingress points and limiting extraneous traffic from
entering the network is as important as satisfying service
guarantees for such an SLA. The ingress nodes should
cooperate with each other to decide how much each ingress
node can send based on the SLA policies. The decision
should be scalable, flexible, resource aware and
conservative. In this paper we present a simple scheme that
provides a conservative and dynamic share of the network
resources among the different ingress nodes in the network
for such an SLA. The scheme requires the meters on the
ingress nodes to provide traffic statistics to a Meter
Coordinator that periodically assigns new shares to each of
the ingress nodes. It is also highly scalable and easily
configurable to suit a wide range of network load
conditions. We also provide some design tradeoffs of the
scheme and the analysis of the parameters in our scheme.
Section 2 describes the design of the meter coordination
scheme. Details of the simulation and simulation results are
presented in section 3. The status and plans for
implementation in section 4 and conclusions in 5.

II.  DESIGN OF THE METER COORDINATOR

In general most of traffic entering any ingress node of a
network would show characteristics of burstiness. We need
to provide a dynamically adapting metering policy that
could provide the ingress meters with the necessary

metering information based on the trend of the traffic in the
network. The scheme that we propose requires that the
ingress nodes (where the metering for the SLA is being
done) collect statistics for the incoming traffic and forward
them at regular intervals to an entity which we call the
Meter Coordinator. Based on the gathered statistics the
Meter Coordinator Engine would calculate and distribute
new metering information to the ingress nodes. The ingress
nodes will meter the traffic with this new profile for the next
interval.

A. SLA Policies

In a single-receiver SLA, the receiver can place constraints
on how the traffic should be shared among the ingress
points. These constraints can be used to assign static as well
as dynamic shares. Static shares assign one time non-
changing shares to the ingress nodes which often waste the
resources of the network. However it would be nicer if these
shares are dynamically assigned based on the current
network load conditions as dictated by the SLA policies.
This is achieved by allowing the SLA to place multiple
constraints on the amount of traffic that different groups of
ingress points can send to a particular egress under different
network load conditions. So we provide the customer with a
very simple and flexible scheme for specifying a number of
constraints in the general form

If condition then constraints

This form can handle both static as well as dynamic
resource sharing. For example if we want a static constraint
like a policy that ingress point A should always be able to
send at least LAX to egress X under a certain SLA, then we
can specify this constraint as (SAX represents the share)

If true then S AX >= LAX

On the other end of the spectrum, one is able to specify
much more complex constraints for certain conditions that
may or may not hold. For example a policy requiring that
when the aggregate incoming traffic to the network (T) is
greater than the limit agreed upon in the SLA (BX), then
each ingress should be assigned at least its weighted share
of the receiver bandwidth. At the same time the combined
share of traffic from ingress points A and B should be
limited by LABX. This can be represented as

If ΣTiX >= B X then
For ∀i, S iX >= W iX*B X and S AX + S BX <= L ABX

Note that the customer and the service provider agree upon
the weights in the SLA and even the weights can change for
different load conditions.

This simple way of representing share assigning policies
gives the customer much more flexibility and freedom to
customize the traffic policing constraints according to his
own requirements. At the same time these enable the service
provider a much richer framework to provide service
differentiation for satisfying a large set of customer

Fig 1: Place meter only at egress

Fig 2: Meters at ingress and egress
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requirements. The service provider can have a different
pricing structure for each policy and form customized
packages by combining different policies to suit the
requirements of different customers or even define certain
high demand packages.

B. Design

We propose that for each ingress node we have a single
meter coordinator that can have a database of traffic
statistics for all the relevant SLAs at that node. The meters
at that node will update this database at regular intervals.
The meter coordinator would then periodically take the
appropriate data from the database and communicate it to
the relevant meter coordinators at the egress nodes. So
updates belonging to different SLAs could be packed and
transmitted together on the same connection, reducing the
communication overhead. The egress node coordinators, on
the arrival of the messages, calculate the new shares for the
ingress nodes and distribute them back. Note that the egress
node can be an egress node for multiple SLAs and so the
new share of all these SLAs can be sent back packed
together. The meter coordinator at the ingress upon
receiving the message updates the metering limits of all the
relevant SLAs in the SLA database from where the meters
can read their respective shares.

The sensitivity of the incoming traffic will determine how
often the metering information needs to be updated. For
most traffic profiles the periodic time interval for updating
the metering information would be a very small time
interval i.e. in orders of 1 sec or less. This interval size
should be significantly greater than the maximum delay
from an ingress node to an egress node in the network.

For each SLA, the SLA database at the ingress node will
store the amount of traffic reaching the ingress node from
outside the network. Currently we only transmit the mean
incoming traffic rate to the egress but for better estimation
we can also provide variance to the egress. The egress

node’s SLA database would store the algorithm parameters
for each ingress node.  To remain consistent with the idea of
having a simple core and maintaining all state at the edge,
we do not include any information about the internal links
of the service provider’s network in our scheme. Such
information could provide more flexibility and perhaps
much better dynamic allocation but maintaining and
gathering such information would unnecessarily complicate
the core of the network. We prefer a simple and flexible
scheme to a complex and flexible scheme.

C. Performance Indices

The performance objectives for our meter coordination
strategy, were that it should:

• minimize the wasted bandwidth (bandwidth needed by
some ingress node but not used)

• minimize excess traffic into the network and maximize
throughput for all the ingress nodes while trying to stay
as close as possible to the SLA limit.

• adhering closely to the resource sharing policy
• be able to handle any valid traffic load in a quick and

stable way.

Another desired feature is flexibility to a range of network
load conditions which we achieve by having appropriate
parameters in our algorithm that could be used to fine tune
the performance of our system. Scalability of the algorithm
with the number of SLAs and network size is achieved by
requiring only one statistics record for each SLA per ingress
node. The egress node will also maintain one record per
ingress node for every SLA.

1) Minimize bandwidth wastage

We use percentage-wasted bandwidth as our performance
index for thruput maximization. For the time intervals when
the total incoming traffic does not exceed the SLA
bandwidth, the metering limit for each ingress meter is
compared with the traffic that it received in that interval.
For those ingress nodes for which the traffic was more than
their allowed limits, the sum (X) of the excess traffic was
calculated. X represents how much more traffic could have
entered the network if they had been assigned different
limits. We also calculate the unused bandwidth Y available
for this SLA in that time interval. The percentage-wasted
bandwidth is calculated to be the minimum of X and Y as a
percentage of the total SLA bandwidth reservation to the
egress. This index indicates by how much the QOS of the
SLA is not being satisfied by the dynamic allocation of the
network resources. If we could allocate a better share to the
ingress nodes, we could have satisfied the QOS much more
closely. Notice that when the total incoming traffic exceeds
the SLA limit, then the traffic dropped due to policing is not
considered as negatively affecting the QOS. It is only when
the dynamic shares assigned to the ingress nodes are the
cause of the bandwidth wastage, then our scheme is
affecting QOS of the SLA.
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2) Excess Traffic

To satisfy the QOS of the customer, the network needs to
minimize the wasted bandwidth. One way to decrease the
wasted bandwidth is by allowing more traffic into the
network at the ingress nodes than that allowed at the egress
node by the SLA. However we would like to minimize
injecting excess traffic into the network since it would affect
the performance of other SLAs as well as waste core
bandwidth since it is going to be dropped at the egress
router anyway. We use percentage excess traffic (total
excess traffic entering the network as a percentage of the
SLA limit) as our performance index for the excess traffic.
Minimizing both the excess traffic and the wasted
bandwidth is a tradeoff for the service provider to choose
the right mix of these two performance measures to
maximize the satisfaction of all the customers and to
improve the performance of the scheme. Most likely the
service provider would place more importance to the client
satisfaction (fulfilling QOS).  We provide flexibility in this
respect also so that the customer and service provider can
agree on their desired level of satisfaction at different
prices.

3) Policy Adherence

For the purpose of this SLA, different policies will be
specified in the contract presenting how the customer wants
to distribute the shares among different ingress nodes under
different network load conditions. We want to adhere to
these policies as closely as possible.  This is taken care by
our algorithm that all policies are satisfied.

We defined a set of policies that we considered necessary
and tested our scheme for those policies. We believe that all
SLAs of this type need to have a minimum metering limit
for an idle ingress so that it can start sending traffic. An idle
ingress would be an ingress that is sending less than its
minimum reserved share. Idle resources of the SLA should
be shared equally only among the active ingress nodes.
When the total incoming traffic for the SLA exceeds the
SLA limit then only those ingress nodes are penalized that
are exceeding their fair share. The ingress nodes that are
sending below their fair share should be able to increase
their resource usage so that they can achieve their fair
share. The fair share of the ingress nodes can be based on
the long-term traffic usage of the ingress node or maybe just
equally dividing the resources among the ingress nodes.

D. Algorithm design and parameters

The outline of the general share-assigning algorithm for
such an SLA with any traffic constraints is given below
1. gather all the statistics and determine which of the

conditions hold true
2. collect all the constraints whose conditions are true
3. assign minimal shares to all the ingress points satisfying

all the constraints

4. assign any remaining unused bandwidth among the
ingress nodes according to their respective fair shares

5. distribute the new shares to the ingress nodes.

For the policies that we consider necessary for this SLA as
described above, the algorithm would first assign the idle
nodes the minimum share. From the remaining nodes those
who are sending less than their fair share would be assigned
their respective fair share and the remaining nodes will be
assigned their weighted fair share of the remaining
bandwidth. In the remainder of the document and
simulations we will consider the SLA with these specific
policies only.

The fair share is computed by taking the respective weights
of each ingress node. The algorithm takes into account the
excess bandwidth the ingress nodes are allowed to send by
using a statistical gain parameter. It allows the meter
coordinator to assign more bandwidth to the meters than the
SLA limit so that the QOS is satisfied for the most time i.e.
this is aimed to decrease the percentage-wasted bandwidth
but it also injects some excess traffic into the network. For
all the idle or low bandwidth consuming ingress nodes the
minimum reserved bandwidth controls how easily they can
start sending traffic. If traffic exceeding the allowed limit of
the SLA is entering the network, then ingress nodes which
do not exceed their fair share are allowed to increase their
limit at the maximum rate of γ the rate gain parameter. This
allows these ingress nodes to be able to reach their fair
share. The dampening parameter α is used to account for
the burstiness of the aggregate traffic. It reduces oscillations
by preventing a sudden burst from causing major shifts in
the shares of different ingress points. This allows a more
gradual change in the shares and reacts to more consistent
bandwidth changes protecting the network from self-
induced oscillations.

Si  = αS + (1- α)S i

Instead of the traffic arrival in the current time interval we
use the weighted average traffic Si as representing the traffic
from an ingress node. S represents the actual traffic received
in this interval at ingress node i.

III.  SIMULATION

We implemented our algorithm in the ns-2 network
simulator. Several features of DiffServ were added to ns
including traffic conditioning, SLA admissions control,
support for different PHBs and SLA types. We developed a
Meter coordinator that received the messages from all the
relevant meters and calculated and distributed the share of
each ingress meter in the manner specified in the previous
section. We also added support for generating traffic using a
trace file. The performance of algorithms of this type
depends heavily on the traffic characteristics. It was
essential to use real traffic characteristics for driving our
simulation to get meaningful results. We collected traffic
traces from National Laboratory for Applied Network
Research (NLANR) for evaluating our scheme. We had to



convert the traces to approximate the distribution of traffic
across multiple ingress domains. We used both ns-2 traffic
sources and the trace traffic to drive our simulation. We ran
several simulations for a wide range of parameters and
configurations.  In this section we will give brief details of
the trace data conversion and our simulation results.

A. Trace Data

The performance of algorithms of this type depends heavily
on the traffic characteristics. It was essential to use real
traffic characteristics and we achieved this by collecting
traffic traces for driving our simulation. We chose the
National Laboratory for Applied Network Research
(NLANR) because it has a very large network and also a
large measurement infrastructure already in place1. The
NLANR site gathers and maintains raw packet header data
from different points in their network on a daily basis. They
gather data in several different formats. We decided to use
the 24-byte FR format which included the timestamp
(seconds and microseconds), source and destination IP and
port, packet size, IP protocol and TCP flags. All the fields
except the IP addresses had the original values from the
packet header. For security purposes the IP address had to
be made completely irreversible using a one-way hash
function. This meant that multiple trace data sets could not
be used simultaneously to generate a single profile. Before
encryption of the IP address we had mapped it to its
corresponding BGP address prefix.

We refer to the header data set that was gathered at the
SDSC (University of California San Diego) measurement
points of the NLANR infrastructure. The 778MB trace data
was gathered for about 3hrs and 40 minutes at the location
on 7th June 1999. In all it had 1247 different source and
destination domains whereas there were a total of 63625
address prefixes. Among the 1247 active domains, only 30
or so domains contributed more than 90% of the traffic. We
looked at the traffic destined to some of highly active
destination domains and we saw that fewer than 10 source
domains were almost always responsible for over 90% of
the traffic destined to each domain.
Generating the traffic profile from the trace data required
the mapping of the domains into a common ingress node.
We relied on an approximate solution by assuming a value
for the number of ingress nodes to the network and a value
for the bandwidth available at each ingress link. Using the
rules that

• if traffic exists between two domains, then those
domains must be having different ingress nodes to
the network

• if traffic does not exist between two domains, then
these domains are very likely to belong to the same
ingress

                                                          
1 See http://moat.nlanr.net

• the total traffic coming from an ingress node
should not exceed the assumed bandwidth for any
interval of time

• the domains were divided among the assumed 8
ingress nodes

Thus we had assigned different domains to different ingress
nodes assuming a star topology. The trace file was
converted into a file which could be used to feed the sources
in ns-2 where the sources were bound to a particular ingress
node according to the above scheme.

B. Simulation Results

We compare the performance of our share-assigning scheme
with the simple static scheme of allowing all ingress nodes
to send at the SLA rate for different scenarios. This would
allow all valid configurations of traffic mix but at the same
time would introduce a lot more traffic into the network
than that allowed by the SLA.

In the first scenario we developed a simple star core
topology as shown in figure 4a. We use three source
domains S1, S2 and S3 and one destination domain. In each
domain there are 30 ftp traffic sources, each one attached to
a separate node. The delays inside the domains are 10usec
while the delays and bandwidths in the core are shown in
the figure. Thus the round-trip delays for the domains will
depend on the delays in the core network. All the sources

1ms

S1

S2

S3

D30Mb

30Mb

30Mb

13Mb0.1ms

1ms

10ms

Fig 4a: Topology 1

S1

D

30Mb

13Mb

S2

S3

S4

S5

30Mb

30Mb

30Mb

Fig 4b: Topology 2



send traffic to nodes in the destination domain D. A simple
many-to-one SLA is setup with the policies as described
earlier in the paper. The receiver bandwidth is set to 10Mbs
traffic to enter on any of the ingress points for D. Meters are
placed at all the ingress and egress points. All the meters are
initialized to a limit of 10Mb. Traffic from S1 starts at time
10, from S2 at 0 and from S3 at 30. The total simulation
duration was 80 sec. No background traffic was used. We
compared the performance of our scheme with coordinated
metering to the one with absence of coordinated metering.
We use a metering limit of 10Mb as metering limit at each
ingress node for the entire duration of the simulation.

Figure 5 shows how the throughput used by each of the
three domains varied with time in the absence of
coordinated metering. We see that the fair share policy is
being violated for this SLA as whenever there is contention
between the ingress nodes, the low end-to-end delay domain
takes more egress node bandwidth as compared to the high
end-to-end delay domains.

Next we repeated the same scenario but this time with the
presence of coordinated metering. The parameter values
used for the algorithm were: γ was 2, the time interval was
set to 400msec, α was set to 0.5, SG was 1.05 and K to
0.001. This time (fig 6) the fair share policy among the
ingress nodes is adhered to more closely and during periods
10 to 70 sec, the difference between the thruput shares of
different source domains is much similar. The assigned

metering for different ingress nodes exactly matched the
policy requirement. The difference that exists is because of
an unequal capture of the extra bandwidth assigned by the
statistical gain parameter. For an SG value of 1.0 this
unfairness will be minimized while wasting some bandwidth
(i.e. not satisfying QOS). We repeated similar simulations
on topology 2 that provides for different levels of traffic
aggregation from different ingress nodes. We saw a similar
performance pattern with the simulation.

The comparison of the variation of mean percentage excess
traffic and mean percentage wasted bandwidth for the two
schemes shows that our scheme introduces much lesser
excess traffic with slightly more wasted bandwidth than the
other scheme depending on the statistical gain parameter
(Figure 7 & 8 for topology 1). The data labeled wo in the
graphs represents the performance without coordinated
metering. These graphs show the tradeoff between these two
performance indices and a statistical gain of 1.05 to 1.1
seems to give the best of both. The wasted bandwidth
remains around 1%, which has very good implications for
the QOS. It also shows the inaccuracy of our prediction of
future bandwidth usage. If we could more accurately predict
the future bandwidth needs, then the wastage would have
been less and the SLA QOS would have been met.

Next we took a star topology with 9 domains and used the
trace data to drive the simulation. We had already divided
the trace data domains across different ingress points. A

Fig 7: Excess Traffic
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Figure 5: The traffic being sent to each ingress node from the respective
source domains without having any support for cooperative metering.

Figure 6: The traffic being sent to each ingress node from the
respective source domains but this time with cooperative metering.
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single traffic source for each domain was used to generate
the aggregate traffic by reading their respective trace file
lines and for each line injecting appropriate packets into the
network. The core bandwidth used was 10Mb and the SLA
bandwidth was assigned to be 3Mb. We tested both the
schemes and observed similar behavior. The packet trace
data was much more bursty and rapidly fluctuating as
compared to the simulation sources. Thus it gave us a much
more accurate picture of the performance of the scheme.
The burstiness added more error to the traffic predictions,
wasting more bandwidth and lowering the QOS
performance of our scheme. Making the weight parameter
lower improved the performance.

IV.  IMPLEMENTATION STATUS

We have implemented DiffServ on Darwin[6], our local
CMU Active Networks project. Darwin provides an
infrastructure for the network to actively respond to the
needs of the applications based on the current network
conditions. Darwin did not provide traffic conditioning
facility. We added this support to the Darwin kernel at the
input port. We provided support for dynamic metering by
making appropriate daemons which exchange the metering
information and update the SLA DB which is stored inside
the kernel. The basic router architecture that we used is
shown in the figure below. Our brief implementation
experience shows the proof of our concept and we will
explore fully how we can learn various lessons from the
implementation.

V. CONCLUSION AND PLANS

We have shown how a simple strategy can be used to
provide bandwidth guarantees in a receiver based many-to-
one SLA in a conservative and flexible manner.
Coordinated dynamic metering is necessary for the network
provider for providing better service to the end users as well
as efficient use of network resources. Our scheme enables
the network provider to control the performance of the SLA
along many different dimensions thus presenting a wide
range of services for a client to choose from. We believe
that this class of SLAs will form the basis of widely used
traffic contracts by a DiffServ service provider.

The next step is to see how this basic scheme for a many-to-
one SLA can be carried forward to a many-to-many SLA
where the egress routers also share the resources based on
similar policies. Another aspect is to see how once can play
around with the different parameters in this simple scheme
to give best performance for different SLAs.
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Abstract

The current streaming technology is based on a model
that a server sends encoded streams and that a client does
decoding and rendering in real time. In this model, a
client must have a powerful hardware and must have
specific decoders to handle various compression
algorithms (e.g. MPEG, H-263, etc.). This paper starts
with a different assumption: network bandwidth is
available so that it is no longer a bottleneck. Based on
this assumption, we present a new streaming model where
both the server and the client participate in the decoding
process. The new model reduces the processing
requirement at client to the level that a thin device with
486-class CPU (called Sun Ray 1*) is able to play the
full-size (640X480) NTSC video at 30 frame/sec.
Furthermore, the decoding at client becomes independent
of any compression algorithm so that Sun Ray 1 can play
streams of various compression algorithms without
specific decoders.

1. Introduction

Advances in multimedia technology make it possible to
store moving images in digital form. However, even with
sophisticated encoding techniques, the storage
requirement is too huge. For example, a movie of 15
minutes easily occupies about 150M bytes of disk space.
It is difficult to carry such a large file, and it is obviously
burdensome to store it in local disks of PC even though
disk capacity improves constantly. Media streaming is
getting popular and widely used because it removes the
storage requirement. As depicted in Fig. 1, with media
streaming, a server stores the media files and transmits
encoded "streams" to clients that want to view. Then a
client decodes the encoded stream and synchronizes the
media types (e.g. audio and video) in order to play. The
advantage of this streaming model is that a client does not
need to store the received media files. It just buffers the
media data in memory for a period of time, long enough
to avoid network jitter and delay, and throw it away after
playing.

The assumption behind the streaming model is that the
speed of Internet is slow. The bandwidth that a stream can
use is limited to the slowest physical line between the
server and client. It can be a part of congested backbone
link or a dial-up link. By sending encoded streams, the
bandwidth requirement is minimized, which makes the
streaming model applicable to the Internet. However, the
implication of this model is that the server merely pumps
up the compressed files and the responsibility of handling
the compressed stream is on clients. We can say that the
streaming model is client-centric.

This paper starts with a different assumption: network
bandwidth is available so that it is no longer a bottleneck
in streaming. As justification of the assumption,
nowadays we see dramatic improvement in high-speed
network technology. The gigabit and fast Ethernet become
a commodity, and the new Internet backbone (such as
Internet 2) is promised to be much faster than today's
speed. Digital Subscriber Line (DSL) is expected to solve
the last mile problem. This trend motivates us to explore a
new streaming model, which is the goal of our paper.

Specifically, Fig. 2 is the envisioned model where the
server does "intermediate" decoding of compressed

1. This research was supported in part by Sun Microsystems Laboratories.
*Sun Ray 1 is the trademark of Sun Microsystems.
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streams and transmits the intermediate data. The client
decodes the intermediate data and plays it. The difference
from the current streaming model is that the role of client
is much simplified. We call this server-centric model. By
applying the new model to the streaming of MPEG-1 data,
we analyze the trade-off between the bandwidth and
processing power in the server-centric model.

This paper is organized as follows. Section 2 describes
the limitations of existing streaming software. The server-
centric model is explained in details in Section 3. The
intermediate data for MPEG-1 is defined, and the
synchronization in the server-centric model is presented.
Section 4 presents the implementation and the results of
experiments. This paper concludes in Section 5.

2. Limitations of existing streaming software

The most famous examples of the current streaming
software are the Real Player of Real Networks [3], the
Stream Works of Xing Technology [4], and the Media
Player of Microsoft [5]. Although they support different
encoding formats, the core algorithm is the same because
they follow the client-centric model: the server sends
encoded data in their own format that is highly
compressed, and the client decodes the received data with
a decoder that knows how to uncompress the format.

However, the client-centric model has a few
disadvantages. First, it is difficult to simplify the client. It
means that the client should have hardware powerful
enough to process the streams in real time because the
client has to do decoding and synchronizing and
rendering all together. For software decoding, CPU
should be fast enough. Even with the latest CPU, however,
it is quite easy to see the whole CPU occupied with
software-decoding of sophisticated compression
algorithms such as MPEG-2. Therefore, most PDA or thin
client cannot play the compressed streams due to the lack
of CPU power. Second, extensibility - if a client wants to
handle both of MPEG and H.263 streams, it should have
two separate decoders because the encoding is different
so that specific decoders are unavoidable in order to
handle different media formats. Third, they are not able to
take advantage of emerging high bandwidth networks
because the streams are typically encoded at low bit rate
(56Kbps), which is targeted for dial-up connection. When
a server does streaming with 56K-encoded files, the
quality of rendered images is the same regardless of the
network bandwidth of the connection. To resolve this
problem, a server has several versions of file with
different encoding rates or has a layered media file [10].
However, these approaches make it difficult to maintain
the server and have difficulties in handling layered media
files properly with the dynamically-changing network
traffic.

3. Server-centric streaming model

3.1 Intermediate decoding

Our goal is to overcome the disadvantages of the client-
centric streaming model. First, we want to have a
streaming model that can be applied to "thin" and portable
devices as well as "fat" devices. We will see more and
more of various types of thin and portable devices, and
thus the streaming need for such devices is quite clear.
The client-centric streaming model has the orientation for
fat devices. Second, even for fat devices, it is more
desirable to have a generic decoder than having a decoder
for each media data format. There are already many
different media data formats and there will be new ones to
come. Therefore, we want to have a generic decoder to
cover the existing media formats and future ones if
possible.

The key of the server-centric streaming model is
intermediate decoding and intermediate data. The idea of
intermediate decoding is to divide the decoding steps into
two phases. The server decodes the first phase and the
client does the second phase. The intermediate data is the
output generated from the first decoding phase in server.
In the client-centric model, a client goes through all the
decoding steps. But in the server-centric model, the server
is involved in decoding. The server does the decoding
steps to generate intermediate data and sends the
intermediate data. Then the client produces the raw data
from the intermediate data. To achieve our goal stated
above, decoding of the intermediate data at the client
should be simple enough for thin devices, and the
intermediate data should be common for as many

[Figure 2. New streaming model]
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compression algorithms as possible.
Now question is: how to define intermediate data. Our

basic idea is to define the intermediate data in the
decoding steps of block-based compressions (where JPEG,
MPEG-x, H.26x, etc. belong). The intermediate data can
be anywhere between compressed data and RGB raw data.
There is a spectrum from compressed data to raw data
where intermediate data can be defined as shown in Fig. 3.
We believe that nobody has explored the spectrum other
than the compressed data for streaming. This paper
analyzes the effects of the different intermediate data
(points in Fig. 3) in the spectrum.

As the intermediate data is closer to RGB raw data, the
server does more decoding and the intermediate data size
gets larger, which lead to higher bandwidth requirement.
But the client does less decoding. So there is a trade-off
depending on the level of intermediate decoding - how
much decoding to be done at the client and the bandwidth
to be consumed. To understand the trade-off, we measure
the bandwidth and the CPU time in each decoding step of
MPEG-1.

As shown in Fig. 4, MPEG-1 decoding steps can be
divided into Huffman decoding, Dequantization, IDCT,
Motion compensation, Up-sampling, and Color space
conversion [1, 2, 7, 11, 12]. The output of each step can
be an intermediate data. The data after Huffman decoding
is done can be an example of intermediate data. Or the
output of IDCT or IDCT and dequantization steps can be
an intermediate data respectively. The next Section
describes the bandwidth and the CPU time of each
decoding step and discusses the pros and cons of the
output of each step as the intermediate data.

3.2 CPU time and bandwidth analysis in MPEG-1

In our analysis, MPEG-1 clips are categorized into two
groups (Table 1). One is grouped by frame dimensions
(CIF and QCIF), and the other is by compression ratio.
We collected clips of high, medium, and low compression
ratios for each frame dimension. In Table 1, for example,
121.mpg is a clip of the compression ratio of 121. For
each clip, we measure the data size that is essentially the
bandwidth consumed.

320 X 240 160 X 120
Fr. 121.mpg 56.mpg 27.mpg 31.mpg 12.mpg 7.mpg
I 38 67 79 38 25 80
P 111 201 237 112 73 237
B 282 536 630 297 193 631
Block type
I 264448 905150 1183859 104093 119365 382202
P 228852 481848 543060 72534 54882 155196
B 341058 773220 419616 41430 47958 117792

[Table 1. MPEG-1 Clips]

Table 1 has the number of frames and blocks for the
collected clips because the data size and the CPU time
depend on the type of frames in MPEG-1. I frame is
composed totally of I blocks. P frame consists of I blocks
and P blocks, and B frame contains I blocks, P blocks,

[Figure 4. Decoding steps of MPEG-1]
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and B blocks. Since I frame does not have any P or B
blocks, it doesn’t require reference frames and so doesn’t
need motion compensation. However, P and B frame
should have reference frames that are indispensable to
motion compensation step. The following system is used
to collect all experimental data in this Section: Ultra 30
workstation of Sun Microsystems with 246Mhz
UltraSPARC-II CPU and with 512MB Ram.

Table 2 and 3 are the results of measuring the data size
for CIF and QCIF frame dimensions respectively. The
Data column in the tables means the average size of the
encoded frames. For example, the size of encoded I
frames of 121.mpg in Table 2 is 196KB on the average. It
is decompressed to 4275KB after the IDCT step is done.
Note that the IDCT step includes Huffman decoding and
Dequantization steps because it is difficult to trace data
size up to Dequantization and because the data size does
not change over IDCT step. Since there is no motion
compensation (MC) step in decoding I frames, so there is
no difference in the data size between “After IDCT” and
“After MC”. The Sum row of each clip is the average
data size at each step for all the frames in the clip.

Clip Frame Data
After
IDCT

After
MC

After
Color

I 196 4275 4275 8550
P + B 600 12253 43875 87750121.mpg
Sum 796 16528 48150 96300

I 653 7538 7538 15075
P + B 2614 49034 83250 16650056.mpg
Sum 3267 56572 90788 181575

I 772 8888 8888 17775
P + B 7372 65104 101250 20250027.mpg
Sum 8144 73992 110138 220275

*320X240, 30 frame/sec, Unit: KB

[Table 2. Average data size in CIF]

Clip Frame Data
After
IDCT

After
MC

After
Color

I 130 1069 1069 2138
P + B 669 5437 11503 2300631.mpg
Sum 799 6506 12572 25144

I 171 703 703 1406
P + B 1198 6757 7481 1496312.mpg
Sum 1369 7460 8184 16369

I 711 2250 2250 4500
P + B 7351 21638 24413 488257.mpg
Sum 8062 23888 26663 53325

*160X120, 30 frame/sec, Unit: KB

[Table 3. Average data size in QCIF]

Fig. 5 shows the data size increase ratio after each step.
The y-axis is the ratio, and the value in the Data column
in Table 2 and 3 is the basis for the ratio. The size of After
Color step is always twice the size of After MC because
of 4:2:0 sub-sampling in MPEG-1. In other steps, the data
size increase ratio cannot be predicted. Clips containing a

large number of P or B blocks have high compression
ratio that leads to the stiff slope between IDCT and MC in
Fig. 5. The reason is that the P and B type block is highly
compressed, and MC expands the blocks.
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The CPU time analysis is shown in Table 4 and 5. The
Parsing column includes Huffman decoding and
dequantization. The reason is that Huffman decoding is
just table look-up so that Huffman decoding is absorbed
into the dequantization step. Each column in the tables
is the average CPU time for each decoding step. The
Color column means the time to do color space
conversion and up-sampling, and Render is the time taken
for rendering. The Avg. row of a clip is the average
decoding time at each step for all frames. In 121.mpg, the
Parsing step for I frames takes 1ms of CPU time, and
36ms (1+21+0+8+6) is the average CPU time to go
through all the decoding steps of I frames – let’s call it
full decoding time.

Clip Frame Parsing IDCT MC Color Render
I 1 21 0 8 6

P + B 2 5 6 8 6121.mpg
Avg. 1.9 6.4 5.5 8.0 6.0

I 1 22 0 8 6
P + B 2 10 9 8 656.mpg
Avg. 1.9 11.0 8.3 8.0 6.0

I 1 24 0 8 6
P + B 2 15 6 8 627.mpg
Avg. 1.9 15.8 5.5 8.0 6.0

*320X240, 30 frame/sec, Unit: ms

[Table 4. CPU Time in CIF]

Clip Frame Parsing IDCT MC Color Render
I 0 7 0 2 2

P + B 1 2 2 2 231.mpg
Avg. 0.9 2.4 1.8 2.0 2.0

I 0 10 0 2 2
P + B 1 6 2 2 212.mpg
Avg. 0.9 6.3 1.8 2.0 2.0

I 0 11 0 2 2
P + B 1 7 2 2 27.mpg
Avg. 0.9 7.3 1.8 2.0 2.0

*160X120, 30 frame/sec, Unit: ms

[Table 5. CPU Time in QCIF]

[Figure 5. Compression ratio]



Fig. 6 shows the percentage of the CPU time taken at
each step over the full decoding time. The IDCT step is
the most CPU-intensive. Also, the less a clip is
compressed, the higher percentage the CPU time of IDCT
reaches.
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Fig. 7 is the summary of our bandwidth and CPU time
trade-off analysis. The left y-axis represents the average
compression ratio for each step and the right y-axis
represents the percentage of cumulative CPU time to
decode. For instance, 15 of the left y-axis is the average
of IDCT values of Fig 5, and 35 of the right y-axis is the
percentage of the sum of Parsing and IDCT CPU time
over the full decoding time.
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Fig. 7a and 7b suggest two candidates for the
reasonable trade-off between the bandwidth and the CPU
time: IDCT and MC. The outputs of the Parsing and

Color steps are either too CPU-intensive or bandwidth-
hogging. If the output of IDCT is the intermediate data,
for the CIF frame dimension, the client need to do 62
percent of the full decoding time, and the bandwidth
consumption is 23 percent of the full bandwidth. For
QCIF, decoding the output of IDCT consumes 33 percent
of the full bandwidth and the half of the full decoding
time. However, a concern is that the client should buffer
several frames for motion compensation. In addition, to
do motion compensation, the server should send reference
frames in advance. This requirement makes difficult
synchronization mechanism (synchronization mechanism
will be explained in the next Section).

The other candidate is the output of MC. It is
interesting that the cross-over point in both Fig. 7a and 7b
is near MC. For CIF, decoding the output of MC
consumes a little less than the half of the full decoding
time and the half of the full bandwidth. For QCIF, 34
percent of the full decoding time is needed at the client,
and the half of the full bandwidth is consumed. An
advantage of the output of MC is that it does not have
dependency on reference frames, which makes the
buffering and synchronization of streaming easier.
Another advantage is that the output of MC is common to
any block-based compression algorithms, which means
that one decoder at the client can play all the streams of
current and future algorithms as long as they are block-
based. Therefore, we chose to use the output of MC as the
intermediate data.

3.3 Synchronization

A difficult problem we have to address in the server-
centric model is the synchronization of media types (e.g.
video, audio, etc). In the traditional model, because a
server sends encoded media files in the form of so-called
system stream where various media types are multiplexed
with synchronization information, client can do decode
and play them with the synchronization information in the
system stream. In contrast, in the new streaming model,
the server does decoding and sends a stream of
intermediate data generated from each media type (e.g.
video, audio, etc.). In order to generate intermediate data,
the server should demultiplex the multiplexed media files
so that synchronization information is removed from
intermediate data. So clients have no idea about how to
synchronize various intermediate data (e.g. video
intermediate data, audio intermediate data, etc).

For example, consider the synchronization in MPEG-1.
Fig. 8 depicts the structure of the MPEG-1 system stream.
The only synchronization information is PTS (Present
Time Stamp) in Packet header of Packet layer. PTS is a
33 bit integer data. Its unit is SCF (System Clock
Frequency: 90KHz). PTS is converted into time
information for synchronization. Since every Packet layer

[Figure 7-a. CPU time & Data size in CIF]

[Figure 6. CPU percentage in each step]

[Figure 7-b. CPU time & Data size in QCIF]



has a PTS value, synchronization of video and audio
streams is done per Packet. Inside the Packet structure,
video data or audio data is stored in Packet data. With the
new streaming model, the server generates the
intermediate data from each Packet data. Therefore, PTS
is not included in the intermediate data. We need solutions
that allow the client to synchronize the packets of the
intermediate data.

ISO 11172 stream

Pack Pack … … ISO 11172 End

Pack header System header Packet Packet … Packet

Packet header Packet data Packet data … Packet data

[Figure 8. MPEG-1 System Layer]

One solution is to put the synchronization hint into the
protocol header like RTP and to have clients synchronize
the packets as shown in Fig. 9. Clients need to buffer the
packets and check whether it is time to start decoding.�

The other one is that the server synchronizes the
packets before sending them as shown in Fig. 10. The
server does synchronization using the synchronization
hint. All the clients have to do is just to process all

packets without worrying about synchronization as they
receive the packets. It is questionable whether this
solution would be effective in the WAN environment, but
it would work in the LAN environment where the packet
order is likely to be preserved. This solution allows
clients to process packets with minimal buffering. We
used this solution in the paper.�

A caution is that the synchronization hint (e.g. PTS in
MPEG-1) indicates the timing of display, not timing of
transmission. In other words, the synchronization hint is
the information to synchronize video and audio streams
only for local display, and so even if the server sends the
synchronized video and audio packets according to the
hint, it is possible that video and audio data are not
synchronized properly at the client due to the network
delay. It is because the audio packet is typically much
smaller than the video packet so that it takes less time to
send an audio packet than a video packet. Therefore, the
server must consider the network delay in addition to the
hint. The factors affecting the network delay are network
bandwidth, network congestion, network transmission
delay, etc. To achieve the precise synchronization at the
client, a server should calculate the expected network
delay and send the packets of intermediate data
accordingly.

For example, suppose that a server has video and audio
intermediate data in Fig. 11. For local display, based on
PTS values, the play order is: VF0, AF0, AF1, VF1, AF2,
and VF2. But if a server considers network delay, the

[Figure 9. Client side synchronization]
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[Figure 10. Server side synchronization]
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sending order may be changed. In other words, since
playing is done in client, the intermediate data have to be
sent in advance in order to allow the client to play the
data according to the PTS values. Therefore, the sending
time is not based on PTS. Suppose that the network delay
of a video intermediate data and an audio intermediate
data takes 350 SCF and 30 SCF respectively. Then the
sending order is: VF0, AF0, VF1, AF1, VF2, and AF2.

We can formularize the sending time as follows.

So, a server should send video and audio intermediate
data synchronously with Sending PTS, not with PTS.

4. Implementation and Performance

4.1 Evaluation Methodology

We implemented an MPEG-1 player based on the new
streaming model. The basis of our implementation is the
public domain Berkeley video decoder [8] and maplay [9]
of Berlin University. We had to make numerous changes
because the Berkeley decoder does not understand the
system layer and both public domain software include
several bugs. We made the Berkeley decoder and the
maplay to play MPEG-1 system streams with and without
streaming. Our streaming model is incorporated into Sun
Ray 1. Sun Ray 1 is a stateless thin client machines that
does not have enough processing power for handling
MPEG-1 streams. Sun Ray 1 consists of four major
hardware components: 100MHz microSPARC-IIep
processor that is equivalent to 486-class CPU,

10/100Mbps ethernet device, frame buffer controller with
ATI Rage 128 chip, and 8MB of memory. Sun Ray 1 does
not run any operating system so that no application runs
on Sun Ray 1. For more information on Sun Ray 1, refer
to Sun’s web page [6].

Server system Sun Ray 1 PC

CPU
Ultra SPARC-

II 246Mhz
microSPARC-

IIep
486DX2-
80Mhz

Ram 128MB 8MB 8MB
VGA Elite3D m6 ATI Rage 128 PCI VGA
NIC 100 Mbps 100 Mbps N/A
OS Solaris 2.6 Embedded Linux

[Table 6. Server/Client system configuration]

In streaming, the server software is responsible for
three things: decoding MPEG-1 files, generating video
and audio intermediate data, and synchronizing them. The
Berkeley video decoder and the maplay are modified to
generate and synchronize audio and video streams of
intermediate data. The streams are packetized and sent via
UDP for efficient communication.

The client software running in Sun Ray 1 is to receive
the datagrams and decode video and audio intermediate
data into "raw" data (e.g. RGB signals and PCM samples)
out of intermediate data. Remember that the client is not
responsible for synchronization. The decoding that it has
to do (from intermediate data to raw data) is very light,
which greatly simplifies the client software. The decoder
in Sun Ray 1 occupies only a couple of kilobytes of
memory. We believe that it is very possible to build a
client in a very inexpensive (low powered) hardware that
plays the MPEG-1 stream.

To characterize the performance of our streaming
model, we analyze the CPU utilization of server software
and network utilization. We want to emphasize that our
implementation is based on relatively "unoptimized"
public domain software so that the absolute numbers are
not important. Our goal is to see the ratio of decoding
time versus network transmission time and rendering time.

For the performance characterization, three sets of
experiments are done. The first experiment is to run the
video player on 486-based PC. It is to simulate a case in
which the player runs on Sun Ray 1 without streaming.
The reason why we need the simulation is because the
players cannot run on Sun Ray. The second experiment is
to stream the video and audio without using intermediate
data. The purpose is to establish the basis for the
comparison. The last experiment is to apply the new
streaming model. The machine configurations used in the
experiments are shown in Table 6.

We used six MPEG-1 files shown in Table 7. The first
letter means compression ratio and stands for “high”,
“medium”, and “low”, and the second for “big” and

[Figure 11. Snapshot of video and audio
intermediate data]
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Video Sending PTS = Video PTS – Delay (Video size)
Audio Sending PTS = Audio PTS – Delay (Audio size)
Delay (X) = (X * 8 / N (b/s)) * 90 * 103 PTS/s

♦ N: NIC bandwidth

[Equation 1. Sending PTS]



“small”. The property of “big” is 320X240-video frame
dimension, 30 frames per second, stereo mode, and
44.1KHz frequency. “small” means 160X120-video frame
dimension, 30 frames per second, stereo mode, and
44.1KHz frequency.

L_S L_B M_S M_B H_S H_B
Ratio 3:1 24:1 10:1 43:1 24:1 99:1
Frame 952 952 617 452 456 447

Time(s) 32 32 21 15 15 15

[Table 7. MPEG-1 clips properties]

4.2 Evaluation

4.2.1 486DX2 based PC

We ported the video player to Linux and measured the
CPU time on a 486 PC. For the fair comparison with
intermediate data, we measured the time for Parsing,
IDCT, and MC (“Decoding” in Fig. 8) and the time for
color space conversion (“Conversion “) separately.
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The x-axis in Fig. 12 is the different clips in Table 7.
Fig. 12 shows that the best case (H_S clip) decodes about
6 frames/sec and the worst (L_B clip) 1 frame/sec. The
results indicate that Sun Ray 1 would be very sluggish to
play encoded MPEG-1 streams.

4.2.2 Sun Ray 1 with raw data

For normal window rendering, Sun Ray 1 receives
pixels. When a video application runs without
intermediate data, the server emits the raw data (RGB
values) to Sun Ray 1. The X Window sever and its device
driver (part of Sun Ray 1 server software) open a socket
and send the raw data [9].

Fig. 13 depicts how the video and audio are played
without intermediate data. The MPEG-1 player decodes a
clip, and it issues two calls: write() for audio, PutImage()
for video. At this time, the server device drivers
understand that the destination is Sun Ray 1 and convert
the requests to send RGB and PCM data. The network

bandwidth can be calculated as follows:
Video (Bytes/sec): Width * Height * 3 * Frame rate
Audio (Bytes/sec): Frequency * Mode * 2 (16bit)

The CPU time at the server is shown in Fig. 14.
Rendering in the figure means the CPU time to send the
raw data to Sun Ray 1. In this experiment, the
synchronization problem described in Section 3.3 happens.
It is because the size of video data (RGB) is larger than
audio data (PCM). It means that TXV takes more time
than TXA. Therefore even though MPEG-1 player plays
video and audio data synchronously at the server, the
synchronization at Sun Ray 1 may not be correct.
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Nevertheless, Sun Ray 1 shows very good performance
compared with 486DX2 based PC. Sun Ray 1 plays
“small” MPEG-1 clips at full frame rate and decodes L_B
about 25 frames/sec.

4.2.3 Sun Ray 1 with intermediate data

We used the output of MC as the intermediate data. Fig.
15 is the server CPU utilization to generate intermediate
data. Compared with Fig. 14, it shows even better
performance. For example, L_B consumes about 16ms for
Color and Rendering in Fig. 14, but L_B in Fig. 15 needs
6ms. Similarly, H_S in Fig. 14 takes 4ms while H_S in
Fig. 11 takes about 2ms. The saving of using intermediate
data increases with the bigger frame dimension.

[Figure 14. Server CPU time with raw data]

[Figure 12. 486DX2 CPU utilization]

[Figure 13. MPEG-1 player execution with
raw data]
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To see another benefit of the intermediate data, the
system-wide CPU utilization have been measured, and the
results are in Fig. 16. We used the performance meter tool
in Solaris. We ran 6 clips in Table 7, and the performance
is quite similar to each other. So the results with two clips
(M_S and M_B) are presented in Fig. 16. M_S-X and
M_B-X are the results with raw data described in Section
4.2.2.
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As Fig.16 shows, our streaming model reduces the
CPU utilization at the server by 60 percent of that with
raw data. One reason we found is that M_S-X and M_B-
X consume kernel resources very heavily. This result
means that intermediate coding is much cheaper than the
full decoding. In addition to the CPU time, the network
utilization has also been measured. The packet counts
were collected and the results are in Fig. 17.
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Fig. 17 shows that for M_B, the total number of
packets (Fig. 17) is over three times of that with raw data
Note that the result is higher than expectation because the
data size of the intermediate data is the half of raw data
(as Fig. 7a and 7b show).

With the intermediate data, we found that Sun Ray 1
can decode MPEG-1 streams that is 352X280 with 48Khz
stereo and can display 1056X840 size (scale up 3 times)
at full frame rate. Without scaling, Sun Ray 1 plays up to
3 clips at full frame rate simultaneously.

5. Conclusion

In this paper, we propose a new streaming model. The
main difference between our model and the traditional
model is the data format used in streaming. While the
traditional model transfers encoded media streams, our
streaming model uses the intermediate data. An advantage
of our model is that the CPU power required in the client
is significantly low and that buffering is minimized. In
addition, because a server can transform a variety of the
encoded media files into the intermediate data, a client
can play them without any special decoder or any
modification. That is, whatever encoded media files the
server can decode, the client can play them by decoding
the intermediate data.

We apply this model to MPEG-1 and analyze the CPU
time and the bandwidth of each decoding step to show the
trade-off in different intermediate decoding levels. The
server and client software have been implemented on top
of UDP. We ran numerous MPEG-1 clips on a thin client
called Sun Ray 1 and observed that Sun Ray 1 is able to
play MPEG-1 streams of the full-size display at 30 frames
per sec.

In the future, we plan to investigate mechanisms to
reduce the network bandwidth requirement and apply our
model to other standards such as MPEG-2.
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ABSTRACT

Treating the network as a processor that can perform
computation has several benefits. Processing at strategic lo-
cations in the network may reduce bandwidth requirements.
Low-powered devices that are connected to the Internet can
be off-loaded as well. In this paper we present Degas, a pro-
grammable media gateway system. Degas allows users to
upload small programs, called deglets, into a Degas gateway
to filter, transform or mix video streams from a multicast
session. We describe a declarative, event-driven program-
ming model for writing deglets. We also discuss a simple
mechanism used by gateways to optimize and execute the
operations specified in the deglets. Finally, a method for
selecting a suitable gateway to run deglets is outlined.

1. INTRODUCTION

In the traditional model of distributed computing, nodes on
the edges of a network perform computation, and nodes in-
side the network move data around. Recently, researchers
have been studying how computation can be moved into the
network itself. This shift is motivated in part by the increas-
ing number of low-powered devices connected to the In-
ternet. Computationally intensive operations can be moved
from these devices to nodes within the network. Performing
operations on packets within the network can also improves
network efficiency, (e.g. by compressing and decompress-
ing data streams across a bottleneck link [17], or transcod-
ing a video into a lower bandwidth within a heterogeneous
network [2]). Active Networking [14] takes the idea fur-
ther by making the nodes with the network programmable.
Programmability allows users to extend the network with
customized operations, such as application-specific retrans-
mission scheme, or new routing protocols.

In this paper, we present the design and implementation
of a programmable, application-level media gateway called
Degas.1 Degas allows users to “inject” user-defined pro-

�This research was supported by DARPA/ONR (contract N00014-95-
1-0799), and grants from the National Science Foundation, Kodak, Intel,
Xerox, and Microsoft.

1Named after French impressionist Edgar Degas.

grams, called deglets, into a gateway to perform customized
transcoding, filtering and mixing of video and audio streams
of a multicast session. Transcoding allows transformation
of the media streams into a different format or bit rate, thus
allowing heterogeneous hosts to participate in the same ses-
sion over connections with different bandwidths. Filtering
allows hosts to block streams from certain sources. Mix-
ing provides processing on multiple streams. For example,
a gateway can merge incoming video streams into a single
video stream by creating a ”picture-in-picture” or a ”quad-
splitter” view, or a gateway can switch between different
streams in a tele-conference based on who is currently talk-
ing.

The most significant difference between Degas and pre-
vious work is the programmability that Degas provides. In-
stead of providing a fixed set of services, Degas allows users
to upload new functionality into gateways. This simpli-
fies deployment of new services, promoting user innovation.
Also, it allows users to customize existing services.

video sources

gateways

client

Figure 1: An example of a Degas system

Figure 1 shows an example of a Degas system. Multi-
ple Degas gateways are distributed across the Internet. The
existence of these gateways is transparent to the various
senders that multicast video streams onto their respective
sessions. Such transparency allows current MBone appli-
cations such as vic [7] and ivs [15] to be used with Degas
without modification.

A user who is interested in receiving videos from a ses-
sion through Degas runs a Degas client. The client program



(called degasclient), is a modified version of vic, extended
with abilities to talk to the gateways and a user interface to
select and use a deglet. The client first requests a service
from Degas. Degas selects a gateway with enough capac-
ity. The client then uploads its deglet into this gateway. The
gateway joins the session requested by the client and runs
the deglet. The processed video stream is sent to a new
multicast session, which the client is listening to. A reliable
control channel is also established between the client and
the gateway. This control channel allows user to interact
with the deglet and the gateway, such as to reconfigure de-
glet, send user interface events (for instance, mouse click)
or migrate the deglet to another gateway. The gateway uses
the same control channel to send error messages back to the
client for debugging. Figure 2 shows an example output
stream produced by a Degas gateway.

1.1. Research Problems

In the design and implementation of Degas, several prob-
lems arose. We briefly discuss each problem below. The
first problem is related to the programming model of de-
glets. A deglet must be simple to specify, yet powerful
enough to perform useful operations on media streams. We
could allow user to write arbitrary code and submit them
to the gateway for execution (as in J-Kernel [5]), but we
think that this is unnecessarily since Degas is not meant to
perform arbitrary computation. We should restrict the pro-
grammers to a set of API for manipulating media streams.

The second problem concerns the execution of deglets.
As media processing involves large amounts of data, nor-
mally encoded in a complex format, it is crucial that the
gateway executes a deglet efficiently. The optimum way of
performing an operation is usually tied to the format of the
input streams and output streams. Since the format of input
streams may be different and can changed in the middle of
a session, we must optimize the deglets differently for dif-
ferent streams, and re-optimize when input format changes.

The third problem is deciding where to run deglets, to
optimize load balancing and use of network resources. Run-
ning a deglet at a strategic location can reduce bandwidth
consumption significantly. The dynamics of the network
environment complicates the problem. Gateways may be
created and removed; senders and receivers may join or
leave multicast sessions; and available bandwidth of a link
changes from time to time. Hence, our solution for locating
a gateway must be an adaptive one.

Finally, we need to ensure that the system is robust in
the face of crashes and badly-behaved deglets, such as one
that enters an infinite loop or allocates a huge amount of
memory. Resources, including CPU, memory and network
bandwidth, must be shared fairly among different deglets.
Furthermore, the effect of resource controls on QoS must
be minimized.

As Degas is still a work in progress, it is not our inten-
tion to solve all these problems in this paper. This paper
focuses on the programming model and execution model of
deglets. We briefly describe our solution for the gateway
location problem and refer interested readers to [10] for de-
tails. We are still looking at a solution for the resource man-
agement problem.

1.2. Organization

The rest of this paper is organized as follows. The program-
ming model is described in Section 2. The optimization and
execution of deglets are described in Section 3. The mech-
anism for selecting a gateway to run a deglet is presented in
Section 4. We provide some performance data in Section 5.
Ongoing and future work is described in Section 6. Finally,
we provide an overview of related work in Section 7 and
conclude in Section 8.

2. PROGRAMMING MODEL

The main consideration in selecting a programming model
for deglets is simplicity while retaining flexibility and power.
We want to make deglet easy to write, so that a user can
specify one in a few minutes. This consideration favors the
use of scripting languages. For Degas, we chose Tcl [11].
We also chose to use a declarative model for programming
deglets. A declarative model lets the user specify what to
do, but not how to do it. The user should not be concern
with how the deglet is going to be executed. The optimal
way to perform the video operations depends heavily on the
properties of the input streams, such as the encoding format
and sizes. By decoupling the properties of the source media
streams from the deglet specification, the same specifica-
tion can be used on sources with different properties. Fur-
thermore, the users do not have to worry about cases where
sources change their transmission properties in the middle
of a session. The underlying execution engine determines
the best way to perform a task.

2.1. Examples

To better understand how a deglet is written, we present two
examples in Figure 3 and Figure 4. We explain these two
examples in detail in the rest of this section.

Figure 3 shows a simple deglet that transcodes a video
stream from host seminar.cs.cornell.edu into a M-
JPEG video stream of quality 40. A deglet is a text file
that starts with a list of key-value pairs. The key sources
specifies a list of sources we are interested in (line 1) us-
ing multiple host addresses or a regular expression such as
*.cornell.edu. In this case, we are only interested in one
source. num of sources indicates the maximum number



Figure 2: The left window shows the output from a deglet that creates a picture-in-picture effect. The right windows show
the input streams.

of sources. input video session indicates the mul-
ticast address and port number of the input video session.
output format specifies the format of the processed video
stream. In this example, we want to receive a 176� 144 M-
JPEG stream with quality 40.

The remainder of the deglet specifies the operation to
perform when an event happens. Line 5 to 7 define a call-
back function to be called whenever a frame is received.
The function body is defined using Tcl. We use a prede-
fined API frame copy to copy the input frame inf into
the output frame outf. frame copy performs the neces-
sary scaling and transcoding operations to convert the out-
put frames into the format specified above. The argument
src id identifies the source of the input stream. Since we
have only one source in this case, it is not used. We show
how src id is used in our next example.

1 sources {seminar.cs.cornell.edu}
2 num_of_sources {1}
3 input_video_session {224.4.4.4/4444}
4 output_format {JPEG 40 QCIF}

5 recv_frame_callback { src_id inf outf } {
6 frame_copy $inf $outf
7 }

Figure 3: A simple deglet.

Our second example reads video streams from multiple
sources, and outputs a ”split” video stream that consists of
video from the current speaker and previous speaker. Video
from other sources are filtered. For simplicity, we assumes
that the number of sources is always larger than two. We
explain this deglet below.

Line 1 - 5 specify the input and output parameters. The
function init callback in line 6 to 12 is called at the
beginning of the deglet execution. Here, we split the output
frame into the left half and the right half, denoted by vari-
ables lf and rf respectively. We also initialize the vari-

1 sources {*}
2 num_of_sources {*}
3 input_video_session {224.4.4.4/4444}
4 input_audio_session {224.4.4.5/4444}
5 output_format {H261}

6 init_callback { outf } {
7 set w2 [expr [frame_get_width $outf]/2]
8 set lf [frame_clip $outf 0 0 $w2

[frame_get_height $outf]]
9 set rf [frame_clip $outf 0 $w2 $w2

[frame_get_height $outf]]
10 set prev 0
11 set curr -1
12 }

13 talk_start_callback {src_id} {
14 if {$src_id != $curr} {
15 set prev $curr
16 set curr $src_id
17 }
18 }

19 recv_frame_callback { src_id inf outf } {
20 if {$src_id == $curr} {
21 frame_copy $inf $rf
22 } else if {$src_id == $prev} {
23 frame_copy $inf $lf
24 }
25 }

26 destroy_callback {} {
27 frame_free lf
28 frame_free rf
29 }

Figure 4: A more elaborate deglet example.

ables curr and prev that denote the source id the cur-
rent speaker and the previous speaker. The function on line
13 to 18 (talk start callback) is called whenever a
talk spurt is detected. The parameter src id indicates the
source of the talk spurt. In this function, we simply update
the variables curr and prev. Note that variables set in



one callback is accessible from other callbacks. In line 19
to 25, recv frame callback checks if the input frame
is from source curr or prev. If it is from either of these,
we copy the frame into the left half or the right half of the
output frame. Finally, line 26 to 28 define the function to
call when the deglet exits. We free the memory allocated
for lf and rf here.

We summarize the lists of available keys, callbacks and
frame operations in Table 1, 2, 3 respectively. This list is by
no means complete, as we plan to add more operations to
Degas. In particular, it would be interesting to add vision-
related routines such as face detection and object tracking.

As illustrated in the two examples above, a deglet is a
high-level, declarative style specification. They are short
and simple to write. Our most complicated deglet so far, is
one that creates a ”task bar” of incoming video streams, and
let user maximizes or minimizes a video stream by click-
ing on the task bar. This is written in under 100 lines of
code. Our examples also illustrate how a user can con-
struct the output stream using ”frame” as an abstraction,
without knowing what the input formats are. The Degas
execution module is responsible for translating these spec-
ifications into optimized low-level code. We describe the
execution of deglets next.

3. EXECUTION OF DEGLETS

The Degas execution module is responsible for parsing the
deglet specification and for efficient execution of the call-
backs. The execution module must recognize optimizations
and translate the high-level API into appropriate low-level
code. For instance, in Figure 3, if the input video stream
is also in M-JPEG format, then we can employ compressed
domain processing techniques to scale and copy the input
frames to output frames efficiently. Furthermore, if the in-
put video streams are already in the format requested by the
user, the execution module should simply copy the streams
without decoding it.

We used our low-level, high performance media pro-
cessing library called Dali [9] as our target for the translator.
The executing module is just a Tcl interpreter extended with
Dali commands. Dali consists of a small set of abstractions
suitable for representing commonly used video and audio
formats. Dali is designed with high-performance in mind,
often sacrificing ease of use for efficiency. It exposes inter-
mediate structures of video and audio objects, such as DCT
blocks, giving programmers (or in our case, the translator)
the flexibility of writing highly optimized programs. Dali is
also designed with predictability in mind—memory alloca-
tions and I/O operations are separated from the processing—
so that the programmers have full control over memory us-
age and I/O. These features make Dali ideal for forming the
basis of our execution module.

The optimizations and executions are carried out as fol-
lows. We defined a set of optimized versions of Dali sub-
routines for each high-level APIs. These high-level APIs are
then bound, at run-time, to one of the subroutines based on
input and output formats, dimensions and color decimation.
Each call to a high-level function will cause the optimized
version of the function to be executed. The high-level func-
tions are re-bound whenever a change in input video prop-
erties is detected.

4. SELECTING GATEWAYS

Besides the key-values pairs described above, a deglet may
contain a set of preconditions. The purpose of preconditions
is to allow the user to restrict their deglets to be run on gate-
ways that meet certain criteria. The user might impose some
restrictions to improve quality of the output, or for security
concerns. For example, a user might want to run his deglet
on a low-load, high-capacity gateway in the same domain.
The currently supported preconditions are as follows:

� address test: a regular expression that matches
the host addresses or IP addresses of the gateways el-
igible to run the deglet.

� latency test: the maximum latency between the
client and the gateway. This can prevent an “out-of-
the-way” gateway to be assigned to the client.

� load test: the maximum acceptable CPU load on
a gateway.

An example of using preconditions is shown in Figure 5.
This test restricts gateways to those in domain *.cornell.edu,
or gateways that are within 500 ms away. Many other tests
are possible in the future. For instance, the user might want
to select gateways with sufficient memory, or gateways with
special hardware for media processing. If the user has to
pay for services on a gateway, the user may want to select
gateways below a certain price.

precondition {
[address_test *cornell.edu] ||
[latency_test] < 500

}

Figure 5: An example of using preconditions.

When a client requests for service, the preconditions are
sent along with the request. A gateway that receives a re-
quest first performs the test, and offers its service only if the
test succeeds.



sources The sources this deglet is interested in.

num of sources Maximum number of sources this deglet can process.

input video session, input audio session Specify the input video and audio session respectively.

output format, output size, output fps, output bps Specify the format, dimension, frame rate and bit rate of the output
stream.

precondition The conditions that a gateway must satisfy before it can serve this deglet.

description Textual description of what this deglet does.

controlling clients Clients that are allowed to control and modify this deglet.

Table 1: A summary of available keys in deglet specification.

init callback(outf) Executed when the deglet starts. outf is the output frame.

destroy callback Executed when the deglet stops.

new source callback(src id, inf) Executed when a new source is detected. src id is the the source identifier. inf is the
input frame.

del source callback(src id) Executed when a source identified by src id leaves the session.

recv frame callback(src id, inf, outf) Executed when a frame from source src id is received. inf is the received frame.
outf is the output frame.

mouse click callback(x, y) Executed when a mouse click is detected at coordinate (x,y) on the output window of the client.

input resize callback(src id, inf) Executed when input dimension of source src id is changed.

talk start callback(src id) Executed when a talk spurt is detected from source src id.

talk stop callback(src id) Executed when the beginning of a silence period is detected from source src id.

Table 2: A summary of available callbacks in deglet specification.

frame new w h Return a new frame of width w and height h.

frame copy src dest Copy the content of frame src into frame dest, scale if necessary.

frame clip f x y w h Create a ”virtual” frame from frame f, at offset (x, y) and with dimension w � h.

frame free f Deallocate frame f.

frame get width f Return the width of frame f.

frame get height f Return the height of frame f.

frame set color f r g b Set the color of the frame f to (r, g, b).

Table 3: A summary of available frame operations in deglet specification.



We have developed a control protocol called the Adap-
tive Gateway Location Protocol (AGLP) [10] for locating an
appropriate gateway. AGLP optimizes network bandwidth
utilization by strategically placing deglets on gateways. A
deglet that transcodes to a lower bandwidth format reduces
bandwidth and is best run near the source. On the other
hand, if a deglet increases bandwidth consumption, it should
be run close to the client. AGLP adapts to a changing envi-
ronment: senders may join and leave sessions, and gateways
may be added or removed. AGLP periodically evaluates the
set of eligible gateways, and migrates deglets to better gate-
ways when necessary. AGLP handles gateway and client
crashes gracefully by only maintaining soft state.

5. PERFORMANCE

To better understand the overhead introduced by a Degas
gateway, we ran some experiments to measure the delay
caused by various components in Degas. In our experi-
ments, we ran a Degas gateway on a Pentium II 266 MHz
PC. Video streams were sent using vic from hosts connected
to the gateway using an 100 MB Ethernet. Receivers, run-
ning either vic or degasclient, were located on the same
LAN. We ran NTP [8] on all hosts to get a reasonably accu-
rate measurement of end-to-end delay.

To verify that our execution model is efficient, we ran an
experiment to measure the overhead introduced by our op-
timizer and the savings caused by the optimization. In the
first experiment, the sender sent a 352 � 288 H261 video
stream at 8 frames per second. The client requested the
gateway to transcode the stream into a Motion JPEG video
stream of size 176 � 144. We measured the time spent in
the Dali interpreter for each frame received.

In the first scenario, we let the optimizer decide how
to scale the frames. The optimizer detects that the output
size is half the input size, and calls a specialized subrou-
tine that shrinks the frame by half. The average time spent
in scaling a frame was 2.84 ms. In the second scenario,
we bypassed the optimizer, and called the optimized scal-
ing routing ourselves. The average time spent in scaling
is 2.31 ms. Finally, we turned the optimizer off, and used
a general purpose scaling routine to scale the frames. The
average time spent in scaling a frame increase significantly
to 43.8 ms. This experiment confirmed our belief that the
overhead in optimizing is small (< 1 ms), while the savings
are significant (about 150%).

We also measured the total delay introduced by the de-
coder, encoder and the Dali interpreter when running dif-
ferent deglets. While these measurements were performed
on specific deglets only, they give some intuition about the
latency introduced by Degas’s processing pipeline. A sum-
mary of our measurements is listed in Table 4. The ta-
ble shows that the delay introduced by the decode-process-

encode pipeline is reasonably small.
Our next two experiments measured the total end-to-end

delay between the source and the receiver. This is a mea-
surement between the time a frame is captured at the source
and the time the frame is rendered at the receiver. In the
first experiment, we collected the data using a degasclient.
The gateway was running a deglet that shrinks the size of
an incoming Motion JPEG video stream by half at 6 frames
per second (deglet 2 in Table 4). For comparison, we col-
lected the same data using vic, which received the origi-
nal stream. The end-to-end delays for both experiments are
shown in Figure 6. The difference between the two mea-
surements is small, and is about the same as the total time
spent in the decode-process-encode pipeline (27.5 ms). We
also measured the inter-frame rendering delays in the same
experiments. Figure 7(a) and Figure 7(b) show that Degas
gateway introduces some jitter, but are within a tolerable
level (within 20 ms).

All our performance measurements shown above are done
with a single client. When the gateway serves multiple clients,
the jitter increases significantly to as much as 200 ms. There
is also a difference between the QoS received by the clients.
The reason is that we have not implemented any resource
management in Degas yet. We discuss the current imple-
mentation status and developments that we plan to do in the
next section.

6. IMPLEMENTATION AND FUTURE WORK

Degas is implemented using C++ and the Mash toolkit [6].
Although still under heavy development, a preliminary pro-
totype is available. Simple frame processing API and op-
timization scheme is implemented as a ”proof-of-concept”.
We plan to release Degas into the MBone community in
near future. Several interesting problems remain to be solved.
We outline some of these problems below.

We are looking into how a client can submit multiple
deglets that can be composed to perform interesting oper-
ations. A deglet that scales down two video sources and
merge them into a new video streams is best separated into
two stages. The first stage scales the video, and should be
run near to the individual sources. The second stage com-
bines the video, and should be run near the receiver. By us-
ing three deglets (two for scaling and one for merging), we
can achieve better bandwidth efficiency than a single deglet
could have achieved.

We plan to look into how Degas can control the re-
sources of the gateways and allow deglets to be executed
fairly. We want to prevent a malicious deglet from hogging
a gateway. Currently, one can write a deglet that performs
frame copy 100 times for each frame received. Some
form of scheduling has to be added so that a gateway can
distribute its resources fairly. A particularly interesting is-



Operation Input 1 Input 2 Output % CPU Time

1 Shrinking H261 352�288 at 10 fps H261 176�144 at 10 fps 14% 9.76 ms
2 Shrinking JPEG 320�240 at 6 fps JPEG 160�120 at 6 fps 18% 27.5 ms
3 Picture-in-picture H261 352�288 at 10 fps H261 176�144 at 10 fps H261 176�144 at 20 fps 40% 20.4 ms
4 Picture-in-picture H261 352�288 at 10 fps H261 176�144 at 10 fps JPEG 176�144 at 20 fps 60% 32.4 ms

Table 4: Latencies introduced by the decode-process-encode pipeline and the CPU load incurred for different deglets.

0

20

40

60

80

100

120

140

0 1002003004005006007008009001000

L
a
t
e
n
c
y
 
(
m
s
)

Frame Number

degasclient vic

Figure 6: End-to-end Delay between the sender and the re-
ceiver.
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Figure 7: (a) Inter-frame rendering delay using Degas. (b)
Inter-frame rendering delay without Degas.

sue is how a gateway can revoke resources from a running
deglet when the gateway reallocates its resources. Revok-
ing CPU time and bandwidth can affect the QoS received
by the client. Revoking allocated memory blocks may re-
quire changing the behaviour of the deglet itself.

Security is another common concern in extensible archi-
tectures. We believe that these concerns can be easily ad-
dressed. As in Safe-Tcl [12], we can restrict the set of func-
tions available to a deglet. This set can depend on the client
that submitted the deglet. In this case, the client would have
to sign the deglet, and include its digital certificate (e.g.,
X.509 [4]).

7. RELATED WORK

The idea of running media processing within the network
was first described by Turletti and Bolot in [16] and by
Pasquale et al in [13]. Turletti and Bolot suggested video
gateways as a solution for solving the network heterogeneity
problem. Pasquale et al proposed a filter propagation mech-
anism in multicast dissemination trees. By propagating fil-
ters up and down the multicast trees network efficiency may
be improved. In [18], Yeadon describes a set of QoS filters
that implements the idea in [13]. Unfortunately, the sys-
tem is not designed to be compatible with the MBone tools,
and is therefore not widely deployed. Closer to our work,
MeGa [2] is an application-level media gateway that per-
forms transcoding on RTP media streams. An advantage of
Degas over previous work is that Degas allows user-defined
processing on the streams, while MeGa and Yeadon’s QoS
filters only support a fixed set of operations.

Active Service [3] provides clusters, which are sets of
nodes that provide certain services. User can request in-
stantiation of an application-level service agent, such as the
MeGa video gateway, on a cluster. If not available already,
the agent can be uploaded. In contrast, Degas provides ex-
tensibility at a finer granularity by allowing users to extend
an existing service, rather than requiring an entire new ser-
vice agent to be uploaded.

8. SUMMARY

This paper describes a flexible and extensible media gate-
way system called Degas, which allows users to request cus-
tomized processing on media streams. Degas is efficient and



simple to use, while being compatible with existing popular
MBone tools. Degas is also scalable in the number of gate-
ways, and robust in the face of gateway and client crashes.

Another contribution of this paper is the Degas program-
ming model for writing media processing specification. We
use a declarative style, event-driven, scripting-based syn-
tax to achieve simplicity, while powerful enough to specify
many commonly used operations. We presented a simple
model of execution, in which high-level APIs are dynami-
cally bound to optimized low-level routines, without requir-
ing a full-fledged compiler or optimizer.

9. REFERENCES

[1] The Third ACM International Multimedia Conference
and Exhibition (MULTIMEDIA ’95), San Francisco,
CA, USA, November 1995. ACM Press.

[2] E. Amir, S. McCanne, and Z. Hui. An application
level video gateway. In Proceedings of the 3rd ACM
International Multimedia Conference and Exhibition
(MULTIMEDIA ’95) [1], pages 255–266.

[3] E. Amir, S. McCanne, and R. Katz. An Active Service
framework and its application to real-time multimedia
transcoding. In Proc. of ACM SIGCOMM, Vancouver,
Canada, August 1998.

[4] C. C. I. T. T. Recommendation X.509. The Directory-
Authentication Framework, 1988.

[5] C. Hawblitzel, C. Chang, G. Czajkowski, D. Hu, and
T. von Eicken. Implementing multiple protection do-
mains in java. In Proc. of the 1998 USENIX Annual
Technical Conf, pages 259–270, New Orleans, LA,
1998.

[6] S. McCanne, E. Brewer, R. Katz, L. Rowe, E. Amir,
Y. Chawathe, A. Coopersmith, K. Mayer-Patel, S. Ra-
man, A. Schuett, D. Simpson, A. Swan, T. L. Tung,
D. Wu, and B Smith. Toward a common infrastucture
for multimedia-networking middleware. In Proceed-
ings of 7th. Intl. Workshop on Network and Operating
Systems Support for Digital Audio and Video (NOSS-
DAV’97), St. Louis, Missouri, May 1997.

[7] S. McCanne and V. Jacobson. vic: A flexible frame-
work for packet video. In Proceedings of the 3rd ACM
International Multimedia Conference and Exhibition
(MULTIMEDIA ’95) [1].

[8] D. L. Mills. RFC 1305: Network time protocol (ver-
sion 3) specification, implementation, March 1992.

[9] W. T. Ooi and B. Smith. Dali : A multimedia software
library. In Proceedings of Multimedia Computing and
Networking, San Jose, CA, January 1998.

[10] W. T. Ooi and R. van Rennese. An adaptive proto-
col for locating media gateways. Technical Report
submitted to ACMMM2000, Department of Computer
Science, Cornell University, 2000.

[11] J. K. Ousterhout. Tcl and the Tk Toolkit. Addison-
Wesley, Reading, MA, USA, 1994.

[12] J. K. Ousterhout, J. Levy, and B. Welch. The Safe-
Tcl security model. Technical Report TR-97-60, Sun
Microsystems Laboratories, March 1997.

[13] J. C. Pasquale, G. C. Polyzos, E. W. Anderson, and
V. P. Kompella. Filter propagation in dissemination
trees: Trading off bandwidth and processing in con-
tinuous media networks. Lecture Notes in Computer
Science, 846:259–269, 1994.

[14] D. Tennenhouse, J. Smith, W. Sincoskie, D. Wetherall,
and G. Minden. A survey of active network research.
IEEE Communications Magazine, pages 80–86, Jan-
uary 1997.

[15] T. Turletti. The INRIA videoconferencing system.
ConneXions - The Interoperability Report Journal,
8(10):20–24, October 1994.

[16] T. Turletti and J. Bolot. Issues with multicast video
distribution in heterogeneous packet networks. In
Packet Video Workshop, pages F3.1–3.4, Portland,
Oregon, September 1994.

[17] M. Yarvis, A. A. Wang, A. Rudenko, P. Reiher, ,
and G. J. Popek. Conductor: Distributed adaptation
for complex networks. Technical Report CSD-TR-
990042, University of California, Los Angeles, Los
Angeles, CA, August 1999.

[18] N. Yeadon, A. Mauthe, D. Hutchison, and F. Garcia.
QoS filters: Addressing the heterogeneity gap. Lecture
Notes in Computer Science, 1045:227–244, 1996.



Audio/Video Messaging for Multiple Devices
(A Work-in-Progress Report)

Jill Boyce, Mauricio Cortes, and J. Robert Ensor

700 Mountain Avenue, Room 2D-522, Murray Hill, NJ 07974

Bell Laboratories, Lucent Technologies

{jillb,mcortes,jre}@dnrc.bell-labs.com

Abstract
This paper describes an infrastructure that supports data
transforms and transmissions as part of multimedia
communications.  The infrastructure is made up of a
specialized resource manager—called media flow
manager—which creates and manages media flows. A
media flow is the movement of a set of data—through a
collection of media processing units—from a set of
sources to a set of sinks.  The paper describes the
programming interface presented to applications by the
media flow manager and the programming interface
between the media flow manager and media processing
units. It also describes how the media flow manager is
being used to build an audio/video messaging application,
and it describes the design and function of a particular
media processing unit—a video transcoder—used by the
messaging application.

1.  INTRODUCTION
More and more devices can play a role in multimedia
communication. For example, some workstations, PCs,
personal digital assistants (PDAs), and telephones can
display the contents of Web pages as well as send and
receive real-time audio/video data streams. Different
devices may use different networks to communicate with
each other. For example, a person might compose a
message on a PC and send it to a message server via the
Internet, while the recipient might use a telephone to
retrieve the message via the public switched telephone
network (PSTN).

Each user of a communication application accesses
information through one or more combinations of
endpoint devices and network interfaces.  Such a
combination can send and receive data using only
particular data formats and transport protocols. Hence, a
user can access a communication application with a given
device/network combination only if the application
receives and sends data with appropriate formats and
protocols. For example, there are message servers that can
deliver messages as text via TCP/IP and also (after
converting text to speech) as audio streams over PSTN
circuit connections. Hence, users can retrieve their

messages from these servers using both PC/Internet and
telephone/PSTN combinations.

Our current work focuses on development of
communication applications that are accessible from a
variety of endpoint devices and network interfaces. To
support many such applications, we have developed an
infrastructure, middleware, to manage the transport and
transformation of data. We have developed a specialized
resource manager—called the media flow manager—
which creates and manages media flows. We define a
media flow to be the movement of a set of data—through
a collection of media processing units—from a set of
sources to a set of sinks. As illustrated in Figure 1, an
application is built from collections of these processing
units.  The application uses the media flow manager to
establish flows that incorporate specified media
processing units (MPUs).  The media processing units and
the network connections are selected according to the data
formats and transport protocols required by the
application users, i.e. the device/network combinations
through which people access the application.

 

In the next section of this paper, we survey some closely
related work.  We use this survey as an opportunity to list
some of the fundamental design goals of our system.  The
paper continues by introducing the audio/video messaging
application that we are currently building.  It next
describes media flow managers and their interactions with
media processing units.  The paper then briefly describes
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a particular processing unit—a video transcoder—that is
part of our messaging application.

2.  RELATED WORK
Most basically, the system we are now building is an
addition to the body of work concerned with network
based media processing efforts (e.g., [2], [8], [13], [14]).
This body of work addresses the common goal of
providing users with data that is appropriately formatted
and delivered according to the requirements imposed by
endpoint devices and their network connections.  For
example, Fox et.al. [8] discuss the need to add processing
entities in the network called distiller to adapt multimedia
traffic to available bandwidth and end-device capabilities.
We want to make processing units available for multiple
applications.  We want these units to be distributed,
available for targeted use in different geographical sites.

Other work is more closely related to ours.  [1], [10], and
[6] not only share common high-level goals, but also
approach system design in similar ways.  These systems
differ from ours in the details, which we consider
important.

Amini et.al.[1] describe a control server and graph
managers that, together, are comparable to our media flow
manager. Graphs and data exporters correspond to our
flows and media processing units, respectively. However,
while the graph manager invokes data explorers, control
for explorers is passed up graphs from end users.  In
contrast, we want a more direct control path to appropriate
media processing units.  We feel that application servers
can manage the control paths more efficiently.
Furthermore, our approach is not limited to media
streams, it can be used in asynchronous applications such
as traditional messaging applications.

Jonas et.al. [10] discuss how network access points
(NAPs) can search for processing and network resources
throughout the network. Our media flow manager selects
from a pool of registered resources.  We feel that this is
more efficient. Again, we do not limit our concern to
media streams.

The Ninja Path [6] project sets up flows called paths. The
processing nodes have to find each other, which we feel is
less efficient. In Ninja, the source node needs to know
capabilities of the sink.  We feel that this limitation
restricts the utility and re-use of servers. Chandrasekaran
et.al. report that only linear paths are supported by Ninja
Path. Our approach allows arbitrary graphs to be deployed
dynamically on behalf of an application server.

3.  EXPERIENCE
We have built an audio/video messaging application that
allows users to send and receive audio and video
messages through a variety of device and network

combinations. The application was constructed by
integrating a collection of specialized media processing
units and an early version of the media flow manager.
Figure 1 illustrates the overall structure of the system. The
application server uses MPUs (managed by the media
flow manager) to transcode and transport the audio and
video portions of messages according to the capabilities of
each user’s device/network endpoint.

The primary characteristics of the application can be
illustrated by the life of a typical message. A user may
capture audio and video with any suitable device; we often
use a Cassiopeia PDA, with its built-in microphone and an
attached camera.  The application client then uploads the
message to an application server, which invokes media
processing units to produce standard audio and video
encodings of the message body.  For example, audio/video
messages created with the Cassiopeia are processed by
units that transcode the video from a proprietary format to
MPEG-1 or MJPEG. The message recipient may retrieve
audio/video messages though a file download or media
stream to a PC or PDA. Audio portions of messages are
available to users through telephones.

4. ARCHITECTURAL OVERVIEW
Our architecture includes several components included in
Figure 1 to support media flows:

•  A media processing unit (MPU) receives,
transforms, and/or delivers multimedia information.
Examples of such units include transcoders, media
streamers and text-to-speech transformers. They can
exchange media with each other and with external
entities, such as standard servers or clients.

•  A media flow manager (MFM) is a resource
manager that controls a set of MPUs. Application
servers send requests to media flow managers for
transformations on sets of multimedia data. These
requests can vary from basic transcoding to complex
cross-media transformations. This manager maintains
a list of available MPU factories (see below),
showing the MPUs they are able to instantiate. It uses
this list to find and allocate MPUs to the requested
tasks.

•  An MPU factory (not shown in Figure1) creates one
or more MPU instances locally. When a factory
registers with a MFM, it lists the MPUs that it can
create. Each factory monitors the resource usage of its
host machine and reports these measurements to its
MFM.

•  An application server handles application-specific
protocols.  It is a client of a media flow manager and
it specifies the functions that should be applied to sets
of data. MFM acts on these requests by assigning



MPU resources, and establishing media flows. Once
the resources have been allocated, application server
controls these MPUs, under the supervision of MFM.

•  A client application runs in user devices such as a
PC, laptop, or PDA.  It sends and/or receives data via
media flows. Notice that a client can be a source
and/or a sink of a media flow. The media flow
manager includes MPUs within flows to receive,
process and deliver the data according to the
characteristics (e.g., bit rate, resolution) required by
each sink.

Figure 1 shows several links connecting the different
components. Solid lines represent control channels, while
dotted lines represent media communication channels.
The application server and the media flow manager
exchange control messages using the Media Flow Control
Protocol (MFCP). This protocol allows application
servers to request processing resources to a media flow
manager. This protocol is described in Section 5.

Furthermore, MFM and factories exchange control
commands that allow the former to control local resources
as well as to coordinate the connections between any pair
of MPUs. The MPU Control Protocol command set is
described in Section 6.

In the following subsections, we describe the functionality
of media processing units, MPU factories, and media flow
managers.

4.1. Media Processing Unit
Media processing unit (MPU) are objects that can receive,
transform, and deliver multimedia data. MPUs can
process multimedia information coming from a file or
some other MPU. The file can be either a local file or any
web-accessible file. MPUs can also handle real-time
streams and non real-time multimedia transfers coming
from other MPUs. We currently support files, unreliable
real-time streams, and reliable multimedia transfers.

Each MPU defines a list of methods. We plan to use
IDL[12] syntax to advertise the MPU interface. (The
Ninja project[6] uses XML to describe comparable
interfaces.)

4.2. Factory
A factory must register with a MFM in order to let its
MPUs be included in a media flow. Factories find a MFM
at a well-known address and port. The registration process
requires each factory to send to MFM the list of MPUs it
can support.  This information is used by MFM to select
MPUs that meet application server requests.

Factories determine the network, CPU, and memory
resources needed to process incoming data and to generate
outgoing multimedia data. This information is reported to

MFM. In the following subsection, we describe how
MFM makes use of this information to manage network
and computational resources.

4.3. Media Flow Manager
A media flow manager (MFM) stores the list of MPUs
supported by each registered factory. This information
allows MFM to control resources by creating, deleting, or
modifying MPUs. For example, MFM can allocate CPU,
memory, and network resources to an application server
that needs to transcode an MPEG1 stream to a H.263
stream. The factory reports the amount of resources it
spends in performing this transformation.

MFM represents a media flow as a graph with MPU as its
nodes, and incoming or outgoing files, unreliable streams,
or reliable multimedia transfers as its links. Application
servers can request the creation of arbitrary graphs that
will process multimedia data on its behalf.

In order to control the resources within a factory, MFM
keeps track of its resource usage. As mentioned earlier,
each factory reports back to the MFM the amount of
resources needed by an MPU to process a request. This
information is used by MFM to control network and
computational resources. For example, MFM can perform
load balancing if two or more factories offer the same
MPU.

5. MEDIA FLOW CONTROL PROTOCOL
This protocol contains commands for the management of
media processing units and their connections.  These
commands are exchange between server applications and
MFM.

5.1. MPU-related commands
The first set of commands allows applications to request
the creation, modification, and destruction of MPUs.
MPUs are classified as adaptors, transcoders, or
crossmedia. An adaptor unit generates the same media
encoding as its input media parameter. For instance, an
audio adaptor is a virtual unit that changes the sampling
rate of an audio stream. A transcoders unit generates a
different media encoding than its input parameter
encoding. For example, a unit that transforms MPEG1 to
H.263 movies is a video transcoder. A cross media units
translates a input media parameter into a different media
such as a text-to-speech engine.

The number of input and output media parameters can
also characterize virtual units. For example, a splitter unit
allows one input media parameter and multiple media
output parameters. In contrast, a merger unit will accept
two or more input media parameters but only one output
media parameter. Finally, a bridge allows multiple input
and output media parameters.



A. CreateMPU(unit, MPUname, parameters): An
application uses this command to request the creation
of a new multimedia processing unit. The application
specifies a factory name, an MPU name, and a list of
parameters. The string denoting the unit name should
include the company and product name as well as the
version (e.g. com.lucent.mpg2avi.ver3). The MPU
name specified as the second parameter should be
registered by at least one factory. The application can
specify a list of name-value pairs to initialize the
MPU.

When an MFM receives a createMPU command, it
selects a factory implementing this MPU and requests
the factory to instantiate it. Internally, MFM creates a
data structure representing the newly created MPU to
store control information. The factory will assign a
unique identifier, which in turn is returned to the
application.

B. Destroy(mpuId): When an application requests the
destruction of an MPU, the MFM directs the MPU to
disconnect all incoming and outgoing connections.
Then, MFM asks the factory controlling the MPU to
shut the MPU down, and the manager deletes the
local description of the MPU.

C. Modify(mpuId, parameters): Applications can
change the configuration of an MPU by specifying a
list of name-value pairs. Some names are MPU-
dependent, thus MFM forwards these pairs to the unit
without further interpretation. In contrast, a few
keywords, such as bitrate, stop, and pause, are first
interpreted by MFM. The name-value pair is
forwarded to the virtual unit, once it has being cleared
by MFM. Notice that MFM uses these keywords to
control and coordinate the virtual units affected by
the command. Once the name-value pair is forwarded
to an MPUt, the unit must interpret and send a
positive or negative response back to MFM.

5.2. Media flow commands
The second set of commands allows applications to
request the creation, modification, and destruction of
media flows. A media flow is a graph structure that
processes and generates one or more files, unreliable real-
time streams, or reliable multimedia data.

These commands allow the creation of such graph by
adding and deleting MPUs (nodes) and connecting and
disconnecting these nodes. Notice that application servers
can issue MPU commands even after adding a MPU to a
media flow.

A. CreateFlow(): This command creates a new media
flow.  An MFM responds to this command by
initializing a media flow description, assigning a new

unique identifier to it. The MFM returns this number
to the requesting application.

Internally, MFM creates a local object that maintains
and controls the media flow state. This state is
represented by a graph whose nodes are MPUs. Each
link represents the communication between two
MPUs. For each node, MFM keeps track of its
creation time, the application that requested the MPU,
resources, and the list of actual input and output
multimedia streams.

B. Add(mfId, mpuId): Applications can request MFM
to include an MPU in a media flow. An MPU can be
included in one and only one flow. MFM returns a
positive response, if the MPU already exists and it
can be added to the specified media flow.

C. Delete(mfId,mpuId): MFM can remove a MPU from
a media flow on behalf of an application. MFM
directs this MPU and all its neighboring units to tear
down their interconnections. Then, MFM updates the
control state of all the involved MPUs. Notice that
the MPU is not destroyed, allowing the application to
add it to another media flow at a later time.

D. Connect(mfId, mpuId1, mpuId2): This command
allows applications to hookup two MPU. These
connections can be implemented through local files,
reliable transmissions, or unreliable real-time streams.
The media stream can be generated by some MPU
within the same media flow or by an external source.
If a real-time or reliable connection is requested by an
application, MFM will coordinate the initial
handshake between the two MPUs.

E. Disconnect(mfId, mpuId1, mpuId2): An application
uses this command to tear down a connection
between two MPUs. MFM requests both units to
shutdown their connection. MFM updates the local
state of both MPUs

5.3. Miscellaneous commands
The query command allows application servers to retrieve
general information of factories and MPUs that are being
control by MFM. On the other hand, the transaction
command helps programmers developing application
servers to specify atomicity constraints. For instance, an
application can request to build a complex end-end media
flow. If one MPU cannot be allocated, the media flow is
discarded.

A. Query(type, id): An application can issue this
command to retrieve the state of a media flow, a
factory, or a MPU. Applications can retrieve the
graph associated with each media flow, ask a factory
for its resource usage, or get the state of a particular
MPU.



B. Transaction: A simple transaction mechanism has
been included in MFCP. This mechanism allows an
application to group basic MPU and media flow
commands into atomic units. Nested transactions are
not permitted in this environment. The transaction
mechanism introduces two new commands,
trans_begin and trans_end. Any basic command
between these two transaction commands is
considered a transaction step. MFM assures that the
transaction is executed atomically, i.e. all  transaction
steps are executed or no step is executed. Since every
basic command returns an error status, MFM must
rollback all the previous steps when a basic command
fails within a transaction.

We believe that this set of commands is sufficient for
applications to manage media flows. In Section 7, we will
discuss some issues that we have encountered in
controlling factories and MPUs.

6. MPU CONTROL PROTOCOL
This control protocol enables factories and media flow
managers to exchange control information. The
interaction between a factory and a MFM starts with a
registration command. Once the factory has successfully
registered, it informs MFM of its own capabilities by
declaring the MPUs it can create. Thereafter, MFM can
request the factory to create and destroy MPU instances.
Factories will report resource usage information back to
MFM, enabling the manager to control the network and
computational resources.

A. Register(unit): This command allows a factory to
register its name with an MFM. Recall that the name
should include the company and product name as well
as the version (e.g. com.lucent.mpg2avi.ver3). MFM
responds with a unique identifier. This identifier will
be used throughout the interaction between the two
entities. It is important to point out that one or more
factory instances can run simultaneously even with
the same unit name. MFM can distinguish each
instance by this unique identifier.

B. Define(factoryid, idl-method): A factory can declare
one or more MPUs whenever it is ready to support
them. This allows each factory to make MPUs
available at any time. For example, factories can
make new MPUs or new versions of an MPU
available after months of running the factory process.

C. Invoke(factoryid, mpu-name): MFM can request a
factory to start an MPU on behalf of an application
server. If the factory can create a new MPU instance,
a unique identifier within this factory representing the
newly created MPU is returned to MFM. This
identifier will be used in further interactions between
MFM and the factory.

D. SendCommand(factoryid, mpuid, name_value):
When an application server issues a modify
command, MFM translates it into a SendCommand
message, and sends it to the appropriate factory.
Recall that MFM interprets the name-value pair if it
contains a keyword. Otherwise, MFM forwards the
name-value pair to the corresponding factory.

E. OpenStream(factoryid, mpuid, url, type): The
Connect command issued by an application server
gets translated into an OpenStream command by
MFM. This command is sent to the corresponding
factory, directing an MPU to open a multimedia
stream. The third parameter specifies if the stream is
an input or output stream. Depending on its local
resources, the factory will return a positive or
negative response to MFM. If the factory can allocate
the requested resources to handle this stream, it will
issue a ResourceUsage command to inform MFM of
the new values.

F. CloseStream(factoryid, mpuid, streamid): This
command closes an input or output stream. The
factory will issue a ResourceUsage command
modifying the amount of resources used by this unit.

G. Revoke(factoryid,mpuid): MFM sends a revoke
command whenever an application servers sends a
destroy command. MFM examines if the MPU is still
active before sending this command.

H. ResourceUsage(factoryid, mpuid, projected[]):
This command allows factories to report back to
MFM the projected CPU, network bandwidth, and
memory utilization. MFM will use this information to
manage resources across the registered factories.
Notice that factories rather than MPU report resource
usage back to MFM. In this way, factories can
summarize the report for all the MPUs running under
its control. In any case, this approach has the
potential to overflow media flow managers with
resource usage commands. We are considering asking
factory programmers to restrict the number of
resource reports per minute.

We believe this is a minimal command set to control a
significant number of MPUs and their resources.

7. SOME ISSUES
Our goal is to build a media flow system with the
following characteristics: extensibility, scalability, and
resource monitoring. In this section we examine these
issues in some detail.

Our team is addressing other important issues, such as
startup congestion control, fault tolerance, and security.
For example, the initial factory registration can become a
bottleneck since each factory needs to register and declare



a list of supported MPUs with MFM. Since a significant
amount of data could be exchanged during these
registration period, we plan to use a version of the bakery
algorithm to reduce the impact of the startup congestion
problem.

7.1. Extensibility
Each new media processing function extends the system’s
capabilities. A new function allows MFM to accept new
requests from user applications and to control these new
MPUs. New MPUs can be added to an existing factory or
can be part of a newly created factory. In either case, the
factory needs to register the new MPU with its
corresponding MFM.

It is important to point out that factories can report the
availability of an MPU at any time. This mechanism
encourages the development of factories that can load new
MPU definitions at runtime. Factories can declare new
MPUs well after its initial registration. This feature allows
programmers to build non-interruptible media flow
services.

7.2. Scalability
We have designed MFM to handle thousands of requests
from simultaneous users. Note that multimedia processing
is only done by MPUs. Each factory runs in their own
process space and even on different machines.

The system can accommodate a wide range of
configurations, e.g., a single MPU, multiple MPUs
running in one machine, and a large number of MPUs—
each running on its own machine. The system
configuration will depend on the frequency (or
distribution) and available resources for an MPU.

The performance of each MPU depends on its task (e.g.,
transcoding, mixing) and its actual implementation. A
MPU can be further characterized by the computational
and network resources needed during each function
invocation. Each MPU provides this resource usage
information to its factory. In this way, factories can collect
this information and send a report to MFM. In turn, MFM
can balance the load among MPUs using this resource
information.

Scalability could be compromised by network traffic
between MPUs and their corresponding external sources
or sinks. Notice that MFM can only control the network
elements within a media flow. Since MFM cannot control
the external network, network congestion can still be
present.

7.3. Resource Monitoring
We have described how applications can request the
creation of MPUs and media flows. However, MFMs and
factories must exchange control messages to let media

flow components accommodate unexpected changes in
network or computational usage. For example, MFM
should be able to inform one or more factories to change
its bit rate because of internal or external network
congestion. Resource monitors are needed to keep MFM
inform of actual resource usage information. These
resource monitors can trigger events in MFM to send a
SendCommand to one or more MPUs.

8. EXAMPLE - VIDEO TRANSCODING
In this section, we present device, bandwidth, and network
error issues associated with an application’s request for
the appropriate transcoding MPUs.

8.1. Device and network bandwidth
In [11], images were transcoded to different bit rates, to
adapt to available bandwidth.  Image quality was adjusted,
but image pixel dimensions remained fixed, and a single
image compression standard was used.  Video quality was
additionally adapted by adjusting the video frame rate.   In
[8], transcoding between video compression standards
was also done, based on network variation, and device
hardware and software variation.

Similarly, the audio/video messaging application
described in Section 2 transcodes video content between
video compression standards, but using different
compression standards than those used in [8], including
MPEG-1, Motion-JPEG, H.263, and a proprietary Casio
format. Multiple MPUs are used to perform the video
standard transcoding function. These transcoders also
perform additional transformations to accommodate the
different pixel dimensions, frame rate, and bandwidth of
different endpoint devices.  For example, the PDA has a
small image/video display screen, which may not be
capable of displaying all of the pixels than are present in a
video message created on a PC.  Similarly, the PDA may
not be capable of decoding a given video compression
standard at the bandwidth of the original video message.

8.2. Network error characteristic
In order to achieve our goal of supporting a variety of
network connections, we must consider not only the
differing available bandwidths of different networks, but
also the differing channel loss characteristics, which has
not been done in the previous works [8], [11].  For
example, PSTN, IP, and wireless networks all have
different loss characteristics.  Better quality video can be
received in the presence of channel loss by targeting the
specific channel loss characteristics.  Not only is a video
source coding transcoder MPU necessary, but also a
transcoder for channel coding, or joint source/channel
coding.  We are building MPUs with source/channel
coders that are targeted to a user’s particular wired IP or
wireless IP channel.



The UDP protocol, which is commonly used for multi-
media applications over IP, specifies that if any portion of
a transmitted packet is not properly received, the entire
packet is discarded.  This works well for wired IP net-
works, where bit errors are uncommon, and loss occurs in
general because entire packets are lost in router queues.
In wireless networks, however, bit errors are common.
When an IP packet is sent over a wireless network, in
general a relatively large IP packet (< 1500 bytes) is
divided into several small wireless frames of ~40 bytes,
depending on what wireless standard is used.

In both types of lossy networks, channel coding can be
used to improve received quality, by adding overhead
prior to transmission.  For wireless networks, con-
volutional coding is used for protection against bit errors.
For IP networks, block coding (i.e. Reed Solomon) can be
applied across packets for protection against packet loss
[5].  Channel coding adds significant overhead to the
transmission thereby reducing the amount of information
that can be transmitted over a limited bandwidth network.
For example, for rate 1/3 convolutional coding, for each 1
byte of information, 3 bytes are transmitted.

Combined source/channel coding can be used to improve
performance if the particular error characteristics of the
channel are known and targeted.  A technique known as
Unequal Error Protection (UEP) can be used with scalable
video coding for transmission of video over unreliable
networks.  Several of the popular video coding standards,
such as H.263++, MPEG-2, and MPEG-4, provide tools
for scalable video coding. In scalable video coding, the
video encoder creates a base layer and one or more
enhancement layers.  The base layer contains the most
important video information, and video can be decoded
using only the base layer.  When enhancement layers are
also decoded, the video quality is improved [4].

For networks with prioritized transmission, such as ATM,
scalable video coding can be used to improve
performance in the presence of channel errors, by
transmitting the base layer at a higher priority than the
enhancement layer [3].

Because the standard wireless networking protocols [9] do
not support prioritized transmission, Unequal Error
Protection with scalable video coding is accomplished by
applying higher levels of channel coding to the base than
to the enhancement layer(s), so that the base layer is more
likely to be received by the decoder.  Applying higher
overhead channel coding rates only to the most important
portions of the video allows more efficient use of the
limited wireless bandwidth.

We developed a video transcoder MPU that converts
input video to an H.263++ SNR Scalable bitstream using
UEP, for transmission over a UMTS 3rd Generation
Wireless system.  Compared to separating the source and

channel coding, considerable bandwidth savings can be
achieved.

A single layer H.263 video message using rate 1/3
convolutional coding was compared with a message that
was transcoded by the MPU into two layers, with rate 1/3
coding applied to the base layer and rate 1/2 coding ap-
plied to the enhancement layer.  As shown in the table, a
25% saving in bandwidth was achieved by using the video
transcoding MPU, over the case when no source/channel
transcoding were done.  The difference in received video
quality was small, for several channel model simulations,
including the UMTS physical layer standard’s Vehicular
A and Indoor-to-outdoor/Pedestrian models [7].

We are now working to determine the video coding
standards, tools, and parameter choices that are best suited
for the source/channel transcoders for IP networks and
various wireless networks, including CDMA, GPRS and
UMTS.

Case Source coding rate Convolutional
channel coding
rate

Total
rate

Sav-
ings

base enhan base enhan

1 layer 64
kbps

- 1/3 - 192 kbps -

2 layer 16
kbps

48
kbps

1/3 1/2 144 kbps 25%

9. FUTURE DIRECTIONS
This paper has provided a brief description of our current
research—development of communication applications
that can be used from a large number of device/network
combinations. To support such applications, we are
building a specialized resource manager, the media flow
manager, that allocates resources to gather, process, and
distribute media. We are also building new, specialized
media processing units.

Our current experiments will help us measure the quality
of two standard interfaces—the media flow manager’s
interface, MFCP, and MPU control protocol that includes
function descriptions. Future work will allow us to test the
performance of media flows within additional network
environments. We will also measure the performance of
new media transcoders, those that are sensitive to the
performance characteristics of the networks.
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Abstract— Research in integrated file systems—file sys-
tems that support different types of data and applica-
tions with diverse performance requirements—has stag-
nated since the commercial failure of video-on-demand sys-
tems in the 1990s. However, the past two years have seen
an acceleration in the development and deployment of sev-
eral new technologies aimed at web-based multimedia ap-
plications. These technologies have opened up a fertile re-
search ground for new file system optimizations and rekin-
dled interest in integrated file systems. In this paper, we de-
scribe some of these technology trends, examine their im-
plications on file system design, and present a sampling of
the new research problems that arise due to these techno-
logical changes. Based on these observations, we argue for
a renewed effort in designing next-generation integrated file
systems.

I. TECHNOLOGY TRENDS

An integrated file system is a general-purpose file sys-
tem that supports applications with diverse performance
requirements (e.g., interactive, throughput-intensive, soft
real-time) accessing data with different characteristics
(text, images, streaming media). While integrated file sys-
tems have evolved from continuous media servers, they
are inherently different and more complex than a video-
on-demand server. Specifically, a continuous media server
is a special-purpose file system optimized for a single data
type, namely streaming media, while an integrated file sys-
tem supports a diverse set of applications and data types
found in general-purpose computing environments. An in-
tegrated file system is also different from a conventional
file system—the former is aware of the semantics of the
stored data and employs mechanisms that exploit these se-
mantics to cater to different types of applications, while
the latter is typically oblivious of semantics of files and
provides a simple best-effort service to all applications.

Whereas several integrated file systems were designed
in the mid 1990s [4], [5], [6], [11], research in integrated
file systems has stagnated in the recent past. However, the
development and deployment of several new technologies
for emerging web-based multimedia applications has ne-
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CCR-9984030, NSF grants ANI-9977635, CDA-9502639, Intel,
Sprint, and the University of Massachusetts.

TABLE I
PROJECTED GROWTH IN NUMBER OF USERS WITH

HIGH-SPEED INTERNET ACCESS

Year Cable Modem DSL Wireless broadband
2000 1.6 million 0.78 million 52,000
2001 3.1 million 1.7 million 160,000
2002 5.3 million 3.1 million 337,000
2003 8.3 million 5.0 million 445,000

cessitated a rethinking of the design of such file systems.
Consider the following technology trends that are fueling
the growth of web-based multimedia applications.
� Proliferation of streaming media content: Although en-
visaged in the early 1990s in the context of video-on-
demand servers, it is only in the past two years that stream-
ing media has gained widespread use. A recent survey has
found that the number of Internet users accessing stream-
ing media content has exceeded 50 million and is growing.
To cater to this clientele, an increasing fraction of web sites
today provide content in Real Audio/Video, Quicktime, or
Windows Media formats. Audio files in MP3 format are
immensely popular (although illegal) on most university
campuses. This trend is only likely to accelerate with the
advent of inexpensive multimedia PCs and widely avail-
able, free software decoders.
� Broadband to the home: Concurrent to the growing use
of streaming media, technologies such as cable modems
and digital subscriber lines (DSL) have emerged, which
promise high-speed Internet access to home users. In con-
trast to the slow 56 Kbps analog modem speeds, these
technologies provide either a 10 Mbps shared connection
(in case of cable modems) or a 384 Kbps dedicated con-
nection (in case of DSL modems). Table I depicts the pro-
jected growth of users with high-speed Internet access [7].
The wide availability of higher bandwidth connections is
resulting in increasing use of bandwidth-starved applica-
tions such as 3D multi-player games, online virtual worlds,
and high-quality continuous media.
� Proliferation of networked devices: The past few years
have seen a substantial increase in the use of networked



personal digital assistants (PDAs). Popular PDAs, such
as Palm VII, come equipped with a low bandwidth wire-
less connection that enable them to instantly access infor-
mation on the Internet. Moreover, many cellular phone
providers now offer wireless data services that enable a
user to access the Internet via a mobile computer or a cus-
tom browser built into the phone. A key characteristic of
these networked devices is that they are resource-scarce—
they have significantly smaller processing and display ca-
pacities as compared to a typical desktop as well as a lower
bandwidth network connection (see Table II)
� Emergence of storage area networks: Traditionally, stor-
age servers have employed the server-attached disk ar-
chitecture, in which disks are locally attached to servers
and clients access data on disks via the server (see Fig-
ure 1(a)). Recently, a new storage architecture has evolved
that envisions a separation of storage devices from servers
[1], [2], [9], [12]. This architecture consists of a storage
area network (SAN) to which storage devices such as disks
are attached; servers access these devices via the storage
area network (see Figure 1(b)). Such a network-attached
disk architecture is markedly different from the traditional
server-attached disk architecture: (i) it allows clients to di-
rectly access data from disks without the server in the data
path; (ii) it is more resilient to failures, since a server fail-
ure can be handled by employing another server to manage
the set of disks.

We believe that these technology trends will profoundly
impact how file systems will be designed and used in the
next decade. In what follows, we examine the impact of
these trends on file system design.

II. TECHNOLOGY IMPLICATIONS

The first two technology trends—the growing use of
continuous media files and the availability of high-speed
Internet access—argue for file systems that can efficiently
handle streaming media data. However, special-purpose
file systems that support only streaming media data but
not other data types (e.g., video-on-demand servers) are
unsuitable for this purpose. This is because emerging ap-
plications access a diverse set of data types and not just
streaming media. To illustrate, a typical distance learning
application accesses class materials consisting of textual
and image data and class lectures consisting of stream-
ing media; even commonly used presentation packages
such as PowerPoint use a combination of text, images and
streaming media data for multimedia presentations. This
argues for the design of a single file system that integrates
the storage of different types of data and efficiently ser-
vices different types of applications (e.g., streaming ap-
plications, traditional interactive and throughput-intensive

applications). We refer to such a file system as an inte-
grated file system. Integrated file systems simplify sys-
tem administration tasks since they reduce the number of
disparate systems that need to be maintained; it has been
argued that system administration is often the dominant
cost in computing environments [3]. Integrated file sys-
tems also increase utility to uses by eliminating the need
to store and manage different types of files on different
servers (e.g., store textual files on a conventional file sys-
tem, audio and video files on a streaming media server).
Furthermore, performance studies have shown that shar-
ing of resources in integrated file systems yields significant
performance benefits over a partitioned architecture em-
ploying separate servers [10]. While these benefits come
at the expense of increased file system complexity, a num-
ber of conventional file systems are nevertheless moving
towards an integrated architecture by providing native sup-
port for data types such as audio and video [4], [5].

Most existing file systems, whether integrated or parti-
tioned, are based on the traditional server-attached disk ar-
chitecture. The emergence of storage area networks will
require us to rethink the policies and mechanisms em-
ployed by existing file systems. As explained in Section I,
in a storage area network, storage devices such as disks and
disk arrays are attached to a network; servers access these
devices via the storage area network resulting in an inher-
ently distributed architecture [1], [2], [9], [12]. This archi-
tectural change has several implications. First, since disks
are attached to a network, the architecture allows clients to
directly communicate with disks without the server in the
critical path; the file server is involved only in infrequent
operations such as authentication and validation. This not
only improves client response time and but also allows the
server throughput to scale with the number of disks [8],
[14]. Second, since disks are no longer attached to servers,
this architecture enables high availability of data; a server
failure can be easily handled by having another server take
over the responsibility of managing disks. Third, with
falling costs of microprocessors, network-attached disks
are likely to consist of controllers with powerful embedded
processors. A file system can harness these computational
resources by offloading simple file system tasks to indi-
vidual disks. To illustrate, a recent study has shown that
a file system can offload the placement policy to the on-
disk microprocessor and improve performance—the on-
disk microprocessor can determine the current disk head
location and place data close to this location so as to re-
duce head movement and reduce the latency of write re-
quests [13]. Partitioning file system functionality between
servers and disks has fundamental implications on the poli-
cies for placement, retrieval and caching. For instance,



TABLE II
CHARACTERISTICS OF PDAS AND TYPICAL DESKTOPS.

Characteristic PDA (Palm Pilot) Desktop
Processor 16.6 MHz Motorola 68328 700MHz Intel Pentium III
Memory 8MB 128MB
Display 150x150, 1 bit color 1280x1024, 16 bit color
Network 9.6 Kbps wireless 100Mb/s Ethernet

Storage Area Network

Clients Clients

Network

Server Server

Network

Disks

(a) Server−Attached Disk Architecture (b) Network−Attached Disk Architecture

Fig. 1. The server-attached disk architecture and network-attached disk architecture for file system design.

network striping of data on disks in a storage area net-
work will involve different tradeoffs as compared to strip-
ing files in a centralized file system. Similarly, the efficacy
of a buffer cache at a server will need to be reexamined
if users bypass the server and communicate directly with
storage devices. Further, file system interfaces will need
to be appropriately extended to enable users to communi-
cate with storage devices (in addition to communicating
with the server). These examples illustrate the need for re-
designing integrated file systems so that they can take ad-
vantage of the features offered by a network-attached disk
architecture.

Clearly, an integrated file system that employs the
network-attached disk architecture can efficiently meet the
needs of a large number of users and demanding multi-
media applications. However, with the proliferation of
networked devices (e.g., PDAs), these file systems will
not only need to scale up to demanding applications, but
also scale down to accommodate resource-scare end-hosts.
Moreover, the file system protocols employed by such file
systems will need to be reexamined to address this hetero-
geneity in end-host capabilities. For instance, file system
protocols will need to be lightweight to handle resource-
scare end hosts (protocols such as NFS that require the en-
tire state information to be sent with every request may im-
pose excessive communication overheads on such hosts).

Employing a proxy to act as an intermediary between a
server and an end-host is one technique for handling this
mismatch. However, native file system support will be re-
quired in the long term to handle this heterogeneity. This is
because the number of resource-scarce networked devices
is likely to far exceed the number of high-end workstations
accessing a server.

As file systems become more complex and distributed,
new techniques will need to be developed to improve the
manageability of such systems. It has been argued in [14]
that, a manageable file system should: (i) be self-healing
i.e, not require people to intervene for correcting faults and
failures; (ii) be self-managing i.e., take as input declarative
specifications of what the system is trying to achieve, not
how it should be done; and (iii) be self-configuring i.e.,
adapt to changing workloads and isolate performance bot-
tlenecks. Design of such manageable file systems remains
a nascent research topic.

III. CONCLUDING REMARKS

In conclusion, several technology trends are likely to
impact file system design in the next decade. In particu-
lar, (i) the growing use of streaming media, (ii) easy avail-
ability of high-speed Internet access, (iii) proliferation of
networked devices, and (iv) emergence of storage area net-
works are four trends that will dictate how file systems of



the future are built and used. Based on these observations,
we argued that next generation file systems should: (i) em-
ploy an integrated architecture, (ii) be optimized for the
network-attached disk architecture, (iii) should efficiently
support the heterogeneity in end-host requirements, (iv) be
manageable. We provided a sampling of research prob-
lems that need to be addressed to meet these requirements.
We believe that these issues provide a fertile ground for fu-
ture research on integrated file system design and are cur-
rently designing a file system to address these challenges.
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Abstract

The server-based computing (SBC) model is becoming an
increasingly popular approach for delivering computa-
tional services with reduced administrative costs and better
resource utilization. In this paper, we examine how effec-
tively SBC architectures support multimedia applications.
We focus on the effectiveness of the remote display proto-
col used in three popular SBC platforms for supporting
video applications, Citrix Metaframe, Windows Terminal
Server, and AT&T VNC. Our results show that SBC can be
a viable approach for delivering VCR-quality video in
LAN environments, but that existing solutions are inade-
quate at network access bandwidths found in broadband
environments. Our results also show that SBC can deliver
video with comparable network efficiency as streaming
media solutions. We show that there is wide variation in
the performance of the remote display technologies and
discuss the factors that influence their performance.

1 Introduction

Anticipating the growing demand for multimedia appli-
cations, researchers have designed networking and operat-
ing system mechanisms to support these applications in
the distributed desktop computing environment that exists
today. However in recent years, there is a growing trend
away from the distributed model of desktop computing
toward a more centralized model of server-based comput-
ing. In server-based computing (SBC), all computing is
done by a set of shared server machines and the full per-
sistent state of user sessions is maintained on the servers.
Client machines connect to the server machines for all
their computing needs. The only functionality required on
the client is what is necessary for interacting directly with
the user, such as sending keyboard and mouse input and
receiving graphical display updates. A wide range of SBC
products have been developed [1, 6, 3, 13, 15, 16]. As evi-
dent by the terminal services provided by Windows 2000,

even desktop-based computing proponents are integrating
these solutions into their operating systems. By using a
more centralized computing model, SBC offers the poten-
tial of lowering the total cost of computational services
through reduced system management cost and better utili-
zation of shared hardware resources. This approach is
being deployed to deliver computational services in a
wide range of environments, from LAN-based workgroup
environments [15] to Internet ASPs [4, 5, 12]. 

The key enabling technology underlying the SBC
approach is a remote display protocol that enables graphi-
cal displays to be served across a network to a client
device while applications and even window systems are
executed on the server. Entire graphical user sessions are
executed on the server, and this is done without storing
any unrecoverable state on the client.

While SBC approaches have focused on their support
for office productivity applications, little work has been
done to examine how effective they are in supporting mul-
timedia applications. Because the demand for multimedia
applications will only continue to increase, it is important
to consider how viable SBC approaches are for supporting
these applications.

In this paper, we quantitatively evaluate how effec-
tively SBC architectures support multimedia applications.
We focus on the effectiveness of the remote display proto-
col used in three popular SBC platforms for supporting
video applications. We focus on video because video is
often the most demanding on system resources. We exam-
ine the underlying remote display technology because it is
often the limiting factor in SBC performance. The SBC
platforms included in this study are Citrix Metaframe [1],
Microsoft Terminal Server [3], and AT&T VNC [13]. We
evaluate their performance over a wide range of network
bandwidths and across both Windows NT 4.0 Terminal
Server Edition and Windows 2000 operating systems. 

Our results show that in LAN environments, network
bandwidth is not a limitation in delivering VCR-quality
video via SBC. However, existing SBC solutions do not
perform well for broadband network access bandwidths.
We also show that some remote display protocols can



deliver video with network efficiency comparable to
streaming video solutions. Although some of the SBC
platforms are similar in design, we show that there is a
wide variance in the performance of the remote display
technologies. We quantify the impact on video application
performance of client caching and display encoding com-
pression techniques used in SBC solutions. We found that
client disk caching was not very effective in reducing
bandwidth requirements and resulted in lower quality
video application performance. On the other hand, we
found that display encoding compression in SBC plat-
forms was very effective in reducing bandwidth consump-
tion during video playback and enabling good video
application performance.

The paper is organized as follows. Section 2 describes
the three SBC platforms evaluated in our study. Section 3
discusses the experimental setup used for our SBC test-
bed. Section 4 details our measurements of the effective-
ness of SBC in supporting digital video. Section 5
discusses related work. Finally, we present some conclud-
ing remarks and directions for future work.

2 Server-based Computing Platforms

We used three of the most popular SBC platforms in
our study, Citrix Metaframe, Microsoft Terminal Server,
and AT&T VNC. The remote display protocols used in
these platforms are Citrix ICA, Microsoft RDP, and AT&T
VNC RFB, respectively. In this paper, we will refer to the
SBC platforms by their product name and remote display
protocol name interchangeably.

Each of the SBC platforms consists of three main com-
ponents: a thin client, a server, and a remote display proto-
col. The thin-client application executes on a user’s local
desktop machine, and the SBC server executes on a
remote server machine. The client and server communi-
cate across a network connection between the desktop and
server. On the server, applications run normally without
any modification while the underlying SBC server redi-
rects I/O to and from the server applications to the thin
client on the user’s local desktop machine. Using a remote
display protocol, the client sends keystrokes and mouse
clicks across the network to the server, and the server
sends back screen updates in response to the user input. It
is important for the screen updates to be encoded effi-
ciently by the remote display protocol for good perfor-
mance. Simply sending raw pixel values would be
prohibitively expensive at current network bandwidths;
even a 640x480 display with 8-bit pixel values would
require over 100 Mb/s at typical monitor refresh rates.

We can describe the remote display protocols based on
four important characteristics that influence their perfor-
mance: display encoding, encoding compression, display

update policy, and client caching. The display encoding is
the type of primitive used by the remote display protocol
for transmitting screen updates. The encoding compres-
sion is the type of compression that is applied to the dis-
play encoding to reduce the amount of data transferred for
screen updates. The update policy is the policy for deter-
mining when screen updates are sent from the server to
the client, which may adapt based on the availability of
network bandwidth. The client cache is a cache on the cli-
ent that can be used to cache display primitives that are
reused so that they do not need to be resent from the
server. These four characteristics are summarized for each
SBC platform in Table 1. We describe the SBC platforms
in further detail in the following sections.

2.1 Microsoft Terminal Server and RDP

RDP is the remote display protocol built into Microsoft
Windows NT 4.0 Terminal Server Edition (TSE) and Win-
dows 2000. RDP 4.0 is used in Windows NT TSE and
RDP 5.0 is used in Windows 2000. Unfortunately, no pub-
lic specification for RDP is available, so we cannot say
exactly how updates are encoded. However based on
information that is available [3], it is likely that the dis-
play encodings are based on graphics primitives similar to
the Windows DDI video driver interface. This choice of
encoding is not surprising given that the platform was pri-
marily designed for Windows environments. The encoding
supports higher-level semantics and distinguishes among
different graphic primitives such as glyphs, fills, boxes,
etc. The higher-level semantics can potentially provide
bandwidth savings at the cost of additional processing
requirements for the RDP clients. The display encodings
are compressed by the server before being sent over the

Microsoft 
Terminal 
Server 
(RDP)

Citrix 
Metaframe 

(ICA)

AT&T VNC 
(RFB)

Display 
encoding

DDI graphics DDI graphics regions of 
pixels

Encoding 
compression

2D RLE plus 
others

2D RLE plus 
others

2D RLE for 
hextile

Update 
policy

server push, 
adaptive 
server buffer

server push, 
adaptive 
server buffer

client pull, 
framebuffer 
scraper

Client 
caching

cache for 
glyphs and 
bitmaps

cache for 
glyphs and 
bitmaps

local 
framebuffer 
only

Client cache 
size

1.5 MB RAM, 
10 MB disk 
for RDP 5.0

3 MB RAM, 
percent of 
disk partition

RAM size of 
local 
framebuffer

Table 1  SBC platform characteristics



network to the client. A combination of run-length encod-
ing and other compression schemes is used.

To support the display update policy, the server con-
tains buffers for the display output. The contents are
flushed to the client at a varying rate depending on the
amount of user input arriving from the client and the
amount of graphical output being generated at the server.
If display output is being generated at a high rate, updates
are pushed out as quickly as they are produced, which
would presumably lead to optimal performance for multi-
media applications such as streaming video. Otherwise, if
keyboard or mouse input data is coming in, updates are
sent 20 times per second, and otherwise only 10 times per
second, in both cases within the approximate limit of
100ms at which latency becomes human-noticeable.

The RDP client utilizes a local cache for graphics
objects such as glyphs and bitmaps to speed the display of
today’s graphical user interfaces. In RDP 4.0, the client
reserves 1.5 MB of RAM for caching glyphs and bitmaps.
In RDP 5.0, the client uses a 1.5 MB RAM cache in con-
junction with a 10 MB persistent disk cache in a manner
similar to a paging system. Glyphs are not stored in the
disk cache as they are generally small so that the overhead
of re-downloading them is typically small.

It is important to note that the display protocol is
entirely independent of the session management. In fact,
Citrix Metaframe, another platform we studied, uses the
same Terminal Server-enabled operating system as a base
and replaces RDP with its own protocol.

2.2 Citrix Metaframe and ICA

Citrix Metaframe resembles Terminal Server in basic
organization and actually runs on top of it on the server
side. As mentioned above, the Metaframe server software
runs on a Windows NT TSE or Windows 2000 Server sys-
tem and simply uses the Independent Computing Archi-
tecture (ICA) protocol instead of RDP to communicate
with the clients. 

Like RDP, no public specification for ICA is available,
so we cannot say exactly how updates are encoded. How-
ever based on information that is available [1, 9], it is
likely that the display encodings are based on graphics
primitives similar to the Windows DDI video driver inter-
face and RDP. The display encodings are compressed by
the server before being sent over the network to the client.
A combination of run-length encoding and other compres-
sion schemes is used. 

The screen update policy employs buffers on the server
side that are flushed at a varying rate depending on user
input and the quantity of display output being generated.
An evaluator called Speedscreen examines buffered dis-
play commands and prunes those that would otherwise be

overwritten by more recent display updates before the
commands are sent to the client.

Graphics objects such as bitmaps and glyphs are
cached on the client to improve performance just as with
RDP clients. A 3.0 MB RAM cache and a disk cache
whose size can be specified as a percentage of the disk
size are used for this purpose. The minimum size bitmap
that will be cached on disk can be configured to be 2 KB
to 64 KB and defaults to 8 KB. It is interesting to note that
Microsoft claims that a 1.5 MB RAM cache is optimal for
its SBC platform [3] while Citrix uses a RAM cache twice
as large.

2.3 AT&T VNC and RFB

Unlike the other two SBC platforms, VNC is an open-
source SBC platform that employs a completely different
remote display protocol design. The VNC RFB protocol
uses a display encoding based on simple regions of pixels.
It supports a number of compression techniques based on
pixel region primitives, the most efficient of which is the
hextile encoding, which is also the default encoding used.
Hextile encoding can be thought of as 2D run-length
encoding of pixel values. 

The screen update policy in VNC is based on a frame-
buffer scraper model that is driven by client screen update
requests. The VNC server keeps track of pixel regions that
have changed since the last time a screen update was sent
to the client. Overlapping pixel regions are collapsed
together. A screen update is sent to the client when the cli-
ent sends a screen update request to the server. Upon
receiving a screen update request, the server compresses
and sends only the screen changes that have occurred
since the last screen update request. This client-driven
method of display updates is intended to make the server
adapt to low-bandwidth connections and slow clients, as
in these cases, the client will presumably request fewer
updates and less information will therefore be transmitted.

The VNC client does not perform any form of caching
except maintaining its local framebuffer. This is used for
the copyrect feature which allows an existing rectangle of
data saved in the client’s framebuffer to be copied to a
new location without re-requesting that information from
the server. Moving a window can then be done by the cli-
ent by copying the corresponding rectangular window of
pixel values from one location to another.

Unlike Microsoft Terminal Server and Citrix
Metaframe which can only display up to 1024x768 resolu-
tion with 8-bit color, VNC can display full-screen resolu-
tion with up to 32-bits per pixel. Since VNC uses a pixel-
based encoding method, perhaps it is easier for VNC to
support higher fidelity displays than the more complex



graphics-based Microsoft Terminal Server and Citrix
Metaframe solutions.

3 Experimental Design

The goal of our experiments is to quantify how effec-
tively the different SBC platforms support multimedia
applications, particularly digital video. In addition, we
quantify the effectiveness of the platforms for different
server operating systems and for different network access
bandwidths between client and server. In order to do this,
we need to determine how to measure and quantify the
quality of the multimedia delivered on each of the plat-
forms. We also need to be able to change network access
bandwidths and operating systems in a controlled manner
to ensure a fair comparison. We describe the application
benchmark used for our experiments, our measurement
methodology, and the hardware/software testbed we con-
structed for our experiments.

3.1 Video Application Benchmark

Because we are primarily concerned with remote dis-
play protocol multimedia performance, we used a digital
video application for our benchmark. The application
benchmark we used for our experiments was the Windows
Media Video benchmark from the Ziff-Davis i-Bench ver-
sion 1.02 [8], a comprehensive benchmark suite designed
to measure web and multimedia performance. The video
benchmark plays a 63 second MPEG-4 encoded video clip
with an ideal frame rate of 30 frames/sec. The video clip
has 1890 frames and is 23.74 MB in size. Each video
frame is displayed at 320x240 resolution with 8-bit pixel
values. The video is displayed using a Windows Media
Player in-line plug-in that is launched within a Microsoft
Internet Explorer 5 browser window. In addition to the
video itself, the Windows Media Player also displays
some simple graphics such as a digital clock that indicates
the time that has elapsed during the display of the video
clip.

To quantify video performance, standard metrics that
are used include the video frame display rate and the dis-
play jitter. However, in an SBC architecture, the video
application runs on the server while the display of the
video is shown on the client in a manner that may be
decoupled from the application. Hence, to measure the
video frame display rate and jitter as perceived on the cli-
ent, it would be necessary to modify and instrument the
SBC clients. Since published specifications, source code,
and measurement tools were not available for Metaframe,
Terminal Server, or the Windows Video application,
obtaining detailed frame rate and display jitter information
was not possible.

As a result, we used three kinds of non-intrusive mea-
surements to evaluate video application performance.
First, we simply subjectively examined the visual quality
of the video displayed on the client. Second, we measured
how long the video clip took to be displayed on each plat-
form. Third, using a network traffic analyzer, we mea-
sured the amount of data that was sent between server and
client while the video clip was played. As we discuss in
Section 4, these aggregate measures of display time and
data transfer were generally correlated with our subjective
perceptions of overall video quality.

3.2 Experimental Testbed

Our testbed was designed to allow us to perform well
controlled experiments to measure remote display protocol
performance between client and server over various net-
work bandwidths. In addition to using a common multi-
media application benchmark to ensure a fair comparison,
we used a private network connection with network con-
figuration and monitoring tools, a common set of operat-
ing systems, and a common hardware testbed for all of our
experiments. The testbed configuration is listed in Table 2.

The testbed consisted of five PCs connected via a set of
isolated 100 mbps Ethernet LANs. The machines included
an SBC server and client. Each machine was connected
via a separate isolated network to a PC with two network
interfaces that ran The Cloud [2] network bandwidth sim-
ulator, which could then vary the network access band-
width between the SBC server and client. The Cloud can
connect the two nodes at various bandwidths, limiting the
100 mbps network bandwidth to as little as 2400 bps. We
could then determine how network access bandwidth
affected the performance of the three SBC platforms. A
PC running an Etherpeek 4 [7] network traffic analyzer
could be connected to either isolated network for real-time
monitoring. Finally, one additional PC was connected to
the SBC server and used for running the i-Bench bench-
marking software.

Because Windows-based operating systems are the
most common desktop operating system environments, we
used them for both the client and server systems used in
our experiments. For the client system, we used Windows
NT 4.0 Workstation. For the server system, we used Win-
dows NT 4.0 Terminal Server Edition (TSE) and Windows
2000, which are both designed for SBC servers. By using
two server operating systems, we could consider the effect
of operating systems on SBC performance. All three of
the SBC platforms we measured ran on both Windows
operating systems.In particular, we used Citrix Metaframe
version 1.8, the Microsoft Terminal Server software that
came with the operating systems used, and AT&T VNC
version 3.3.3r2 for Windows NT/2000.



4 Measurements and Results

We ran the video application using each of the three
SBC client/server platforms. In running the video applica-
tion, we used the standard settings on the Windows Media
Player, which buffers 5 seconds of video before it begins
playback. When running the video application using each
of the SBC platforms, we used the default configuration
settings for each platform. More specifically when appli-
cable options were available, each client had display
encoding compression turned on and client disk caching
turned off. All SBC clients ran using Windows NT 4.0
Workstation Service Pack 6. We measured each SBC plat-
form with its server running on both Windows NT 4.0
TSE and Windows 2000.

To obtain a measure of the application’s performance in
a traditional desktop environment as a basis of compari-
son, we also ran the video application by itself on the SBC
server without the SBC software. In this measurement, the
SBC server functions as the desktop client and the bench-
mark server functions as the server. There was no notice-
able difference in the results for different operating
systems for the desktop case, so we only report the Win-
dows NT 4.0 Workstation measurements. We refer to the
desktop baseline as the WinNT Server platform configura-
tion.

A summary of all the platform configurations measured
is given in Table 3. To provide a fair comparison, all of
the clients were configured to display at 800x600 resolu-
tion with 256 colors with the browser window filling up
the entire client display. All communication was done
over TCP/IP using 100BaseT Ethernet, with available net-
work bandwidth scaled by the network simulator. We first
measured the performance of the SBC platforms with

server and client connected in a LAN environment at 100
mbps. We then measured the performance of the SBC
platforms with server and client connected at bandwidths
from 128 kbps to 10 mbps to evaluate how the SBC plat-
forms performed at different network bandwidths.

4.1 Performance in 100 mbps LAN

At 100 mbps network bandwidth, all of the platforms
we tested completed the playback of the video clip in
roughly 63 seconds, so there was no slowdown in the
video playback. However, there was substantial variation
in the quality of the video playback across platforms.

As expected, the WinNT Server configuration dis-
played perfect quality video with no noticeable visual arti-
facts. Since the video clip is about 24 MB, the effective

Role Hardware OSes loaded Software

Benchmark 
server

550 Mhz Intel PIII, 128 MB SDRAM, 21 
GB disk, 3COM 3C905 NIC, ATI Rage Pro 
AGP Turbo w/ 32 MB SDRAM

MS WinNT 4.0 Server SP6 ZD i-Bench 1.02, 
MS Internet Information 
Server

SBC server
550 Mhz Intel PIII, 128 MB SDRAM, 21 
GB disk, 2 3COM 3C905 NICs, ATI Rage 
Pro AGP Turbo w/ 32 MB SDRAM

MS WinNT 4.0 Workstation SP6, 
MS WinNT 4.0 TSE, 
MS Win2000 Advanced Server

AT&T WinVNC 3.3.3r2,
Citrix Metaframe 1.8,
MS Internet Explorer 5

Network 
bandwidth 
simulator

300 Mhz Intel PII, 128 MB SDRAM, 6 GB 
disk, 2 3COM 3C905 NICs, Matrox G400 
Max w/ 32 MB SDRAM

MS WinNT 4.0 Server SP6 Shunra Software The 
Cloud 1.1

Thin client

300 Mhz Intel PII, 128 MB SDRAM, 6 GB 
disk, 3COM 3C905 NICs, Matrox G400 
Max w/ 32 MB SDRAM

MS WinNT 4.0 Workstation SP6 Win32 VNCviewer 3.3.3r2,
Win32 ICA client, 
Win32 RDP 4.0 client,
Win32 RDP 5.0 client

Network 
traffic analyzer

400 Mhz Intel PII, 128 MB SDRAM, 21 GB 
disk, 3COM 3C905 NIC, STB Velocity 128 
w/ 16 MB SDRAM

MS WinNT 4.0 Workstation SP6 AG Group Etherpeek 4

Table 2  Hardware/software used in experimental testbed 

Name Client Server
WinNT 
Server

Win NT 4.0 server i-Bench server

RDP 
WinNT

Win32 RDP 4.0 Win NT TSE server

RDP 
Win2K

Win32 RDP 5.0, disk 
cache off, compress on

Win 2000 server

ICA 
WinNT

Win32 ICA, disk cache 
off, compress on

Metaframe 1.8 on Win 
NT TSE server

ICA 
Win2K

Win32 ICA, disk cache 
off, compress on

Metaframe 1.8 on Win 
2000 server

VNC 
WinNT

Win32 VNCviewer, 
hextile on, copyrect on

WinVNC 3.3.3r2 on 
Win NT TSE server

VNC 
Win2K

Win32 VNCviewer, 
hextile on, copyrect on

WinVNC 3.3.3r2 on 
Win 2000 server

Table 3  Platform configurations measured



required bandwidth to display the video in 63 seconds is
only 3 mbps on average, well within the bandwidth avail-
able for a 100 mbps network connection. Of the SBC plat-
forms, VNC delivered the worst video application
performance. The VNC results were equally bad on both
Windows NT TSE and Windows 2000. Very little data
was transferred from server to client and the video quality
was terrible. Of the 1890 frames in the video clip, the
VNC server only managed to send the first three frames to
the VNC client. All of the other SBC platforms delivered
good quality video with no perceivable degradation in
video quality compared to using WinNT Server.

To determine if network bandwidth was a limiting fac-
tor in performance, we used the network traffic analyzer
in our testbed to measure the data that was transferred for
each platform. We measured the display data sent from
server to client and the control data sent from client to
server. The total display and control data transferred for
each platform during video playback is shown in Figure 1.
These measurements include the packet overhead of the
network protocols, which is why the display data trans-
ferred during video playback using WinNT Server is
larger than the size of the video clip. As expected, most of
the data transferred is display data corresponding to the
screen updates being sent from server to client. Since
there was no user input during video playback, the control
data largely consists of simple return acknowledgments
for the display data.

Figure 1  Display vs control data transferred

Of all the platforms considered, RDP WinNT transfers
the most amount of data during video playback. For RDP
WinNT, approximately 120 MB of display and control
data was transferred over 63 seconds of video playback.
This amounts to only about a 15 mbps average data trans-

fer rate, well within the bandwidth available for a 100
mbps network connection. The other SBC platforms all
transfer less data, so the 100 mbps network bandwidth
was not limiting the video application performance for
any of the SBC platforms.

Figure 1 also shows the relative efficiency with which
each platform transmits the video data from server to cli-
ent. VNC consumes the least amount of data, but it deliv-
ers poor video application performance. Both RDP and
ICA consume much less bandwidth using the Windows
2000 server compared to the Windows NT TSE server.
For the same video application performance, there is a 75
percent reduction in bandwidth consumption for RDP and
a 50 percent reduction in bandwidth consumption for ICA.
What is more impressive is that the video playback using
ICA Win2K consumes less bandwidth than even WinNT
Server, in which MPEG-4 encoding is used for transmis-
sion. With the exception of RDP WinNT, all of the other
SBC platform configurations were within a factor of two
of WinNT Server in the amount of bandwidth consumed.
For the video clip used in our experiments, the SBC dis-
play encodings were surprisingly efficient at encoding the
video data compared to MPEG, which was specifically
designed for compressing digital video.

To determine if server or client speed was a limiting
factor in performance, we used a performance monitor on
the server and the client to measure the CPU load during
video playback for each SBC platform. The average CPU
load for the client and server for each SBC platform is
shown in Figure 2. For all of the SBC platforms, the
server CPU and client CPU are not fully utilized. The
highest CPU load is for the client using the ICA platform,
which is just below 90%.

For the SBC platforms, the video player runs on the
server and decodes the MPEG-4 video stream before
sending it to the client using its respective remote display
protocol. Even though the video decoding is done on the
server, the ICA client CPU load was higher than the server
CPU load. This is in part due to the server being a more
powerful 550 Mhz PIII PC while the client was only a 300
Mhz PII PC. However, it was still surprising to see how
much work the ICA client needed to do to process the
screen updates. Note that the WinNT Server client CPU
load is less than the RDP and ICA platforms, but the cli-
ent used in the WinNT Server configuration was the 550
Mhz PIII PC instead of the 300 Mhz PII PC used for the
SBC clients.

As shown in Figures 1 and 2, the VNC platforms on
Windows NT and Windows 2000 do not saturate the cli-
ent, server, or network connection. We also measured
memory usage and found that not to be a limiting factor
either. The poor performance of VNC appears not to be
due to hardware resource limitations, but is most likely
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due to a poor Windows implementation. In fact, the VNC
online documentation confirms that the VNC Windows
implementation is less robust than the VNC Unix imple-
mentation [18]. We have also measured other applications
which show the VNC Unix implementation performs bet-
ter than the VNC Windows implementation [11]. Unfortu-
nately, the Windows Media Video benchmark does not run
on Unix, so we could not directly compare the VNC Win-
dows and Unix implementations using this benchmark.

Figure 2  Server and client CPU load

To quantify the impact of client caching and display
encoding compression, we also measured the performance
of the SBC platforms on Windows 2000 with disk caching
and display encoding compression turned on and disk
caching and display encoding compression turned off. Fig-
ure 3 shows the differences in the display data transferred
for the three SBC platforms running on Windows 2000
with different caching and compression combinations. For
RDP Win2K and ICA Win2K, it was not possible to turn
off the RAM cache so only disk caching was turned on
and off for those platforms. For VNC Win2K, there was
no disk cache, but we turned off the local framebuffer
region copies for the no caching case.

For all of the platforms, the use of client caching
slightly reduced the data transfer requirements of the
video application benchmark. We did not expect caching
to provide much benefit as the screen updates for the
video application are constantly changing and there is not
much reuse. We did find though that both RDP and ICA
platforms delivered slightly but visibly worse video qual-
ity when disk caching was turned on. Because RDP and
ICA are both proprietary solutions, it is difficult to deter-
mine the exact reasons why turning disk caching off might
improve the visual quality of the video. However, given

that disk caching did not result in much bandwidth sav-
ings, it is likely that enabling disk caching results in the
SBC platforms having to do more work. Instead of just
obtaining the required screen data from the server, the cli-
ent would have to check for the data each time in its local
disk cache, realize the cache miss, then obtain the required
screen data from the server. On a fast network, obtaining
the data directly from the server may even be faster than
determining whether an item is in the local disk cache and
then reading it from the disk. The slightly worse video
quality with disk caching enabled may also be due to a
change in the SBC screen update policy that occurs with
disk caching enabled. If the screen update policies buffer
several video frames on the server side before sending an
update to the client, this may result in some video frames
being overwritten on the server side and never reaching
the client. It is likely that any reduction in the amount of
data transferred when disk caching is enabled signifies
loss of video data rather than data transfer savings due to
cache hits.

Figure 3  Effect of caching and compression

The biggest data transfer savings were from the use of
display encoding compression. By default, all of the plat-
forms use compression. To turn compression off, we
checked the respective configuration option for RDP
Win2K and ICA Win2K and used raw mode encoding
instead of hextile encoding for VNC. Raw mode encoding
simply sends uncompressed raw pixel values instead of
using the 2D run length compression employed by hextile
encoding. In all cases, using compression reduced the data
transfer requirements by more than a factor of two com-
pared to not using compression in the same SBC platform.
The video quality for RDP Win2K and ICA Win2K was
equally good when display encoding compression was
turned on or off, so long as the disk caching was turned
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off. The video quality was still good with display encod-
ing compression turned off because the bandwidth con-
sumption with display encoding compression turned off is
still well below the available bandwidth over a 100 mbps
network. Just as before, the video quality for VNC Win2K
was poor for all of the caching and compression combina-
tions tested.

4.2 Performance at Various Network Bandwidths

Moving from a 100 mbps LAN environment to lower
network access bandwidths, we observed greater variance
in the video application performance for different SBC
platforms. Figure 4 shows the video playback time for
each SBC platform for different network access band-
widths between server and client. We observe that as the
network access bandwidth decreases, the SBC platforms
exhibit two kinds of behavior. They either playback the
video at a slower rate or playback the video in constant
time. A slowdown in the video playback over slower net-
work connections is a clear indication of a degradation in
video application performance. However, maintaining the
same video playback speed over slower network connec-
tions can mean either that the video quality remains the
same or that video frames are being skipped to maintain
the same overall video playback time.

Figure 4  Video playback time

Figure 5 shows the corresponding server-to-client data
transfer measurements for each SBC platform for different
network access bandwidths. Suppose we assume that the
data transfer over different network connections should be
the same for a given platform if all the video frames are
displayed. Then a reduction in data transfer at lower net-
work bandwidths is effectively a measure of the number

of video frames that are skipped. We can use this informa-
tion in conjunction with the data in Figure 4 to evaluate if
a constant video playback time over slower network con-
nections is correlated with constant video quality or
degraded video quality from video frames being skipped.
Our results show that each SBC platform takes a different
approach when running over slower network connections.
We first describe the observed video performance for each
SBC platform and then discuss how the remote display
technologies used can result in the observed behavior.

Figure 5  Display data transferred

Figures 4 and 5 show that VNC delivers fairly constant
video quality for different network bandwidths. Unfortu-
nately, the video quality was poor over all network band-
widths. VNC performed the worst of all three platforms at
all network access bandwidths. The VNC results were
equally bad on both Windows NT TSE and Windows
2000. Very little data was transferred from server to client
and the video quality was terrible. Although the video
playback completed with almost no delay in roughly 63
seconds, almost none of the frames were displayed on the
client. As discussed in Section 4.1, the performance prob-
lems with VNC most likely reflect a poor Windows imple-
mentation of VNC more than anything else.

Figures 4 and 5 show that video application perfor-
mance using RDP degrades in two ways at lower network
bandwidths. First, video frames start being skipped while
the overall video playback time remains constant. Then
when the network access bandwidth drops to 768 kbps,
the video playback slows down. RDP WinNT exhibits the
unusual behavior of not only slowing down the video
playback at low bandwidths, but also increasing the
amount of data that is transferred. At 128 kbps, the video
playback takes almost 50 minutes and is agonizingly slow,

0

500

1000

1500

2000

2500

3000

128
kbps

256
kbps

512
kbps

768
kbps

1.5
mbps

4
mbps

10
mbps

100
mbps

Network access bandwidth

V
id

eo
 p

la
yb

ac
k 

ti
m

e 
(s

)

WinNT Server RDP WinNT RDP Win2K

ICA WinNT ICA Win2K VNC WinNT

VNC Win2K

0.1

1

10

100

128
kbps

256
kbps

512
kbps

768
kbps

1.5
mbps

4
mbps

10
mbps

100
mbps

Network access bandwidth

D
at

a 
tr

an
sf

er
re

d
 (

M
B

)

WinNT Server RDP WinNT RDP Win2K

ICA WinNT ICA Win2K VNC WinNT

VNC Win2K



but a substantial percentage of the video frames appear to
be displayed. Despite the large reduction in bandwidth
consumption going from a 100 mbps network connection
to a 10 mbps network connection, the video performance
for RDP WinNT at 10 mbps is still quite reasonable,
though there is visible tearing in the video clip every few
seconds. The video performance is much poorer for RDP
WinNT at 4 mbps and is unusable at lower bandwidths.
The video performance using RDP Win2K at 10 mbps is
quite reasonable though slightly worse than at 100 mbps.
The video performance for RDP Win2K is somewhat bet-
ter than RDP WinNT at 4 mbps, but it is also unusable at
lower bandwidths. Overall, RDP on Windows 2000 pro-
vided better video application performance with better
network efficiency than RDP on Windows NT TSE.

Figures 4 and 5 show that video application perfor-
mance using ICA WinNT and ICA Win2K is smooth at
both 10 and 100 mbps network bandwidths, but degrades
at lower bandwidths by skipping video frames to maintain
the same video playback time. Citrix ICA had the best
overall performance of all three SBC platforms. It outper-
formed Microsoft RDP despite the fact that RDP is bun-
dled with the Windows server operating systems, which
some might argue should allow for better performance.
The video quality using ICA degrades slightly over 4
mbps network connections, but the visible hesitations in
the video are not easily noticeable. At 1.5 mbps, there is
noticeable tearing and frame skipping in the video play-
back, although the video quality was still usable. When
the network access bandwidth dropped to 768 kbps, there
were too many skipped frames and the video quality
became unusable. Overall, ICA on Windows 2000 pro-
vided better video application performance with better
network efficiency than ICA on Windows NT TSE.

Figure 6 is derived from Figures 4 and 5 and shows the
average rate at which display data was sent from the
server to the client for each platform at each network
access bandwidth. A curve representing the maximum
bandwidth available for each network access bandwidth is
also shown for comparison. Figure 6 shows that although
VNC performed poorly, it was not limited by network
bandwidth in any of the experiments. For the other SBC
platforms, Figure 6 indicates that the average bandwidth
consumed during video playback was close to the network
access bandwidth available at lower network bandwidths.
We can see that for RDP and ICA, available network
bandwidth was the primarily limiting factor in video
application performance for network bandwidths at 4
mbps and lower.

The differences in the behavior of RDP and ICA when
network bandwidth is the primarily limiting factor for the
video application performance are most likely due to dif-
ferences in their screen update policies. Both SBC plat-

forms exhibit the ability to skip video frames. This is
probably due to the corresponding screen updates being
buffered then overwritten on the server side when the rate
at which screen updates are generated is greater than what
can be sent through the network to the client. ICA appears
to use this policy of overwriting old screen updates for all
the bandwidths we tested. RDP however appears to slow
down the rate at which the server processes screen updates
when the network connection between the server and the
client gets too overloaded.

Figure 6  Display data average transfer rate

5 Related Work

Many SBC platforms have been designed, but quantita-
tive performance data on these platforms is limited. Little
previous work has been done to compare the performance
of SBC platforms against one another in supporting multi-
media applications. SBC platform vendors such as Citrix
and SCO have conducted internal performance testing of
their products, but it is unclear how much comparative
evaluation they have done, especially for multimedia
application performance. Schmidt, Lam, and Northcutt
examined the performance of the Sun Ray platform in
comparison to using the X protocol [14]. Microsoft has
published several white papers on Terminal Server that
discuss its performance for purposes of capacity planning
[10, 19]. Wong and Seltzer have also studied the perfor-
mance of Windows NT Terminal Server, focusing on
office productivity tools and web browsing performance
[20]. Tolly Research has conducted similar studies for Cit-
rix Metaframe [17]. In our own work, we have also com-
pared web browsing performance using both Unix and
Windows-based SBC platforms [11, 21].
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6 Conclusions and Future Work

Server-based computing platforms offer the potential of
lower total cost of ownership. We have shown that the
performance of these platforms can vary widely, but that
the best of them can already support multimedia video in
LAN environments with comparable quality and network
resource usage as desktop computing based approaches.
However, existing solutions do not perform well for
broadband network access bandwidths, which may limit
attempts by ASPs to use existing SBC approaches over
the Internet. 

We have also measured the impact of remote display
technologies such as display encoding compression and
client disk caching. Our results show that remote display
encoding compression techniques can yield significant
savings in network bandwidth requirements. However, cli-
ent disk caching does not provide any bandwidth savings
for video applications and may instead degrade video
application performance.

We have used video playback to measure the multime-
dia performance of server-based computing. However,
video playback is only one type of multimedia application.
We are evaluating server-based computing using a range
of multimedia application workloads to determine their
effectiveness in a broader context. We are also examining
ways in which remote display protocol technologies can
be improved to support multimedia applications at the
lower network access bandwidths available in broadband
environments.
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Abstract

Many multimedia scheduling algorithms implement fair
sharing of the CPU among processes. However, often a
share of the CPU does not adequately satisfy the timing
constraints of applications such as MPEG video. Several
schedulers have been proposed to address this problem;
each provides CPU shares but also features innovative uses
of virtual time to better support multimedia applications. To
give the reader a flavor of the work in this area, we first com-
pare the mechanisms by which the SMART, BERT, and BVT
algorithms provide better multimedia performance. Second,
and more significantly, we propose a design methodology
for producing multimedia schedulers with provable real-
time behaviors using virtual time. Virtual time abstracts
critical information from a complex mathematical descrip-
tion of the ideal system. This information is then used to
schedule tasks so that the system conforms to its ideal de-
scription in real time. Virtual time is a bridge between the-
ory and code, and this is its power.

1 Introduction

Many multimedia scheduling algorithms implement fair
sharing of the CPU among processes. 1 Recently, sev-
eral scheduling algorithms have been proposed which share
a common premise: while fair sharing produces desir-
able overall system behavior—namely, guaranteed execu-
tion rates and isolation between processes—it does not ad-
equately satisfy the timing constraints of real multimedia
applications like MPEG video decoding. Each of these
new schedulers begins with an algorithm based on virtual
time to provide fair sharing of the CPU, and then tweaks
the algorithm so that it better supports multimedia applica-
tions. In each case, the result is a system that sometimes
diverges from strict fair sharing, but in which multimedia
applications enjoy improved performance. In this paper, we
will consider three such multimedia scheduling algorithms:
SMART [9], BERT [2], and BVT [6].

1Also referred to as proportional sharing.

Our paper is written in two parts. First, we summarize
the goals of each algorithm and describe how it uses virtual
time to meet them. In the process, we hope to convince the
reader that virtual time is a powerful and flexible abstraction
for multimedia scheduling. Our intention is not to perform a
comprehensive survey of scheduling algorithms, but rather
to provide some perspective on this area and to motivate the
problem of designing novel virtual time schedulers. Second,
we propose a design methodology for creating new multi-
media scheduling algorithms; this is the main contribution
of the paper. Algorithms produced by our methodology ma-
nipulate virtual time in order to diverge from fair sharing in
controlled and quantifiable ways. Designers following our
method begin with a mathematical description of the system
(based on modifying the fair queueing fluid model), apply
a simplifying abstraction (virtual time), and then implement
a timestamp-based scheduling algorithm that conforms to
the mathematical description in real time. We believe this
framework gives rise to a family of interesting and powerful
multimedia scheduling algorithms.

2 Background

First, we introduce some language that we will use in the
rest of this paper. A process is an application in the system.
Each process reserves a share or slice of the CPU expressed
in absolute terms, for instance some number of cycles per
second; the period of the reservation is insignificant, as we
will explain later. A process generates a sequence of tasks,
which represent individual chunks of work of known dura-
tion (e.g., a timeslice, or the amount of cycles required to
decode a particular video frame). 2 A task may or may not
have a deadline that represents a soft timing constraint on
the completion of the task. Each process has at most one
task on the ready queue at any time. For simplicity, we as-
sume that there are no synchronization issues between tasks.

Multimedia applications such as video and audio de-
coders are often called soft real-time. Scheduling soft real-

2This definition of “task”, though awkward for those who equate tasks
and processes, is standard in the real-time community.



time applications presents some challenging problems, per-
haps as difficult as those facing hard real-time schedulers.
Soft real-time applications are tolerant of missing some tim-
ing constraints, but often exhibit less deterministic behavior
than hard real-time applications. For example, an MPEG
video decoder requires a variable amount of cycles to meet
a frame’s deadline, depending on whether it is an I, P, or
B frame. Moreover, the longer-term processing require-
ments of the decoder may change too as scenes change in
the video; more detail or action typically requires more cy-
cles to decode. Add to this the fact that soft real-time appli-
cations are expected to run on overloaded systems and even
to adapt their behaviors to use fewer resources. The combi-
nation of overload and dynamic unpredictability gives mul-
timedia scheduling its own unique flavor.

The benefits of CPU fair sharing for multimedia schedul-
ing are widely recognized. The essential characteristics of a
fair sharing scheduling algorithm are:

� Each process reserves a cycle rate—e.g., 1 million
cycles-per-second (Mcps)—and is guaranteed to re-
ceive at least this rate when it has work to do.

� Unused and unallocated capacity is fairly distributed to
active processes in proportion to each process’s reser-
vation. An active process that receives extra cycles be-
yond its reservation is not charged for them.

� An idle process cannot “save credits” to use when it
becomes active. Unused share is simply lost.

� The guarantees made to processes provide isolation be-
tween them—each process gets its rate no matter what
any other process does.

The guarantees and isolation of fair sharing can lead to
desirable behaviors in multimedia systems. For the most
part, a share of the CPU is what an MPEG video decoder
wants—typically it requires roughly the same number of
cycles to decode its 30 frames each second. Fair sharing
isolates processes so that if the requirements of the MPEG
video decoder increase, it will receive extra cycles only if it
can do so without impacting another process. If the cycles
are not available (i.e., the CPU is overloaded), then the user
has the opportunity to redistribute shares to applications in
order to achieve the overall system behavior that she wants.
This combination of power and flexibility is not available
with real-time scheduling algorithms such as EDF or rate
monotonic.

Fair sharing has its drawbacks for scheduling multime-
dia applications as well. An MPEG decoder process can re-
quire five times as many cycles to decode an I frame as a B
frame [1]. If the video makes a reservation based on its peak
requirement, such a conservative share may force the ad-
mission controller to reject processes even though there are

usually plenty of cycles available. Conversely, if the video
reserves its average rate, it may miss deadlines on expen-
sive I and P frames. These frames cannot be discarded and
must be decoded in a timely fashion, because later frames
reference them. The system can delay playback to smooth
the variability in frame processing requirements (it closely
resembles network jitter), but this can introduce too much
latency for interactive video. In summary, fair sharing is
very good for scheduling multimedia, but not perfect.

Many fair sharing algorithms have the concept of virtual
time at their heart [4, 5, 10, 11]. Algorithms that imple-
ment fair sharing using virtual time are based on a theo-
retical fluid model that describes the ideal behavior of the
system. From this model, an algorithm is constructed that
schedules individual tasks. The key to tying together the
theoretical model and the actual implementation is virtual
time; it provides the means of creating a scheduler to run
the system in a way that conforms to the ideal model. Next
we give some background on the fluid model, a fair sharing
algorithm implementation, and virtual time.

The fair queueing fluid model [10] provides a mathe-
matical description of the instantaneous execution rates of
processes, based on their reserved shares, in an ideal sys-
tem. One way to think of the model is as a cycle-by-cycle
weighted round robin scheduling of processes. This means
that over any interval, no matter how small, a process with
N times the share of another receives exactly N times the
cycles. The fluid model gives us a powerful tool for de-
scribing fair sharing. In the fluid model, a running process
always receives at least its reserved share; since the fluid
model is work-conserving, the process additionally receives
a proportion of the excess system share due to unreserved
capacity or idle processes. Therefore, the fluid model de-
scribes the ideal real-time behavior of a fair sharing system.

Weighted Fair Queueing (WFQ) [5] is the canonical im-
plementation of a fair sharing algorithm using virtual time.
The goal of WFQ is to approximate the behavior described
by the fluid model in the running system. WFQ assigns
virtual timestamps to the individual tasks of each process,
based on the process’s reserved CPU share and previous ac-
tivity, and then executes the task set in order of increasing
timestamps. The result is a system in which processes fairly
share the CPU within certain limits. Algorithms created by
our scheduler design framework of Section 4 operate in just
this way. However, as we aim to show, virtual time is much
more than simply a mechanism for implementing fair shar-
ing.

In a system running WFQ, over any interval of time, a
process may actually receive slightly more or less service in
WFQ than it does in the ideal fluid model. The service that
a process receives in the real system before it is due in the
model is called lead, and service received after it is due is



known as lag. 3 A powerful result that has been established
for WFQ is that its lag is bounded—by zero for a preemptive
scheduler, and by the duration of the longest allowable task
for a nonpreemptive one. The same result has been shown
for many other virtual-time-based fair sharing algorithms.
Its importance is that it quantifies how a process receives its
share in real time, making virtual time algorithms attractive
for real-time scheduling.

Finally, virtual time is the abstraction that ties together
the ideal fluid model description of the system and the al-
gorithm that approximates it. The intuition behind virtual
time is that it represents a virtual resource. Consider a pro-
cess P that reserves a rate R on the CPU. As the process
submits work, each piece of work receives a virtual times-
tamp which represents its actual finish time if the process
had a dedicated CPU of rate R. Recall that one feature
of a fair sharing algorithm is that an idle process loses its
share and cannot save it to use later. If we think of a pro-
cess’s share as a virtual CPU, this makes sense—leaving
your CPU idle for a while does not make it faster. We will
define virtual time formally in Section 4.2, and show how it
abstracts information critical for real-time scheduling from
the fluid model. Fully explaining the relationship between
the fluid model, virtual time, and the real-time behavior of
the resulting scheduling algorithm is one of the main con-
tributions of this paper.

3 Comparison

In this section we compare three multimedia schedulers:
SMART, BERT, and BVT. Each of these algorithms uses
virtual time to provide processes with CPU shares, yet each
departs from strict fair sharing in an innovative way. The
discussion has a dual purpose. The first is to highlight how
the three algorithms use virtual time, in order to give a fla-
vor of the approaches that have been tried. The second is,
through examining the successes and limitations of the al-
gorithms, to motivate the problem: how do you design a
scheduler to provide particular kinds of service in real time
to multimedia applications?

3.1 SMART

SMART (a Scheduler for Multimedia And Real-Time
applications) was historically the first of the three sched-
ulers, and no doubt it influenced the design of the other two.
The SMART scheduler provides CPU shares to processes
while striving to meet as many real-time deadlines as possi-
ble in a general-purpose OS. SMART stems from the obser-
vation that, while a CPU share is fine for most conventional

3Lag can also be described in relation to a process’s virtual rate; our
usage is slightly stronger, as we will show later.

processes, it is not exactly what a multimedia process like
an MPEG video decoder needs from the system; the decoder
would like to have the system satisfy its deadlines, not sim-
ply give it a share. The goal of SMART is to satisfy the
deadlines of multimedia processes in the general context of
fair sharing.

SMART contains a rich mixture of features, but we will
focus on one in particular: the Earliest Deadline First (EDF)
reordering of a set of real-time tasks. All processes in
SMART have both a priority and a share, and individual
real-time tasks also have deadlines. Individual tasks are
assigned virtual timestamps based on the process share in
the usual way. A task’s priority (from its process) and vir-
tual timestamp together form a value tuple which is used to
rank tasks; the task with the higher priority is said to have
a higher value tuple, and at the same priority the task with
the lower timestamp has a higher tuple. The core of the
SMART task selection algorithm is as follows:

1. If the task with the highest value tuple is a conventional
task, run that.

2. If the task with the highest value tuple is a real-time
task, create a candidate set of all real-time tasks with
a higher value tuple than the highest-ranked conven-
tional task.

3. From the candidate set, create a work schedule as fol-
lows. In order of decreasing value tuples, insert each
task into an EDF schedule only if doing so preserves
the feasibility of the schedule. That is, test to make
sure that inserting a task into the schedule will not
cause a previously inserted tasks to miss its deadline.

4. Execute the resulting work schedule EDF.

For our purposes, the most interesting feature of SMART
is the EDF reordering of the candidate set at steps (3)
and (4)—this is SMART’s mechanism for better support-
ing multimedia applications in the context of fair sharing. 4

SMART performs this reordering because EDF is an opti-
mal scheduling algorithm: it will meet all deadlines if it
is possible to meet them. In order to make sure that it is
possible, SMART performs a feasibility test prior to insert-
ing each task from the candidate set into the work schedule.
A successful insertion means that the task is guaranteed to
meet its deadline regardless of its share or timestamp.

SMART inserts tasks into the work schedule in order of
decreasing value tuple, which among tasks of the same pri-
ority means in order of increasing virtual timestamps. When
a task T is inserted into the schedule, only tasks with higher

4A multimedia process could be run at high priority, but that provides
no isolation between it and most other processes. For this reason, the de-
signers of SMART envisioned that high priority would be used sparingly.



value tuples have already been inserted—these tasks were
ahead of T in the ready queue to begin with. Therefore,
task T is given an opportunity to move up in the queue if
it can do so without consequences; likewise, lower-ranking
tasks are permitted to cut in front of T only if T will still
meet its deadline. Note that if T cannot be inserted, then it
would not have met its deadline without reordering, because
it would have executed after all of the tasks already in the
work schedule. The important point is that no task in the
candidate set is worse off than if reordering had not been
done.

The use of virtual timestamps in the creation of an EDF
work schedule allows SMART to improve on the separation
between processes provided by fair sharing. Conventional
tasks are not affected, while real-time tasks stand an equal or
better chance of meeting their deadlines. Though it does not
explicitly manipulate virtual time, SMART uses it creatively
as a tool in multimedia scheduling.

3.2 BERT

The BERT (Best Effort and Real-Time) scheduler is
designed to schedule a mix of real-time and best effort
(i.e., conventional) processes in Scout, a communication-
oriented OS. BERT’s focus is on producing good system
behavior despite the problems of overload and changing ap-
plication requirements that are widespread in multimedia
systems. Like SMART, BERT reasons that a best effort pro-
cess wants a CPU share; on the other hand, a multimedia
process would like its deadlines met, regardless of the share
needed to do so. The system should try to satisfy the re-
quirements of both kinds of processes. When these require-
ments conflict, as they are bound to do in an overloaded
system, the importance of processes to the user should be
used to resolve conflicts in an intuitive way. The idea that
the user should explicitly yet easily specify how the system
distributes resources is central to BERT.

BERT comprises a virtual-time-based scheduling algo-
rithm, a simple policy framework, and a minimal user inter-
face. The scheduling algorithm combines the WF2Q+ fair
sharing algorithm [3] and a mechanism called stealing. The
policy framework divides all processes into two priority lev-
els, important and unimportant, and defines how processes
in each class interact with those in other classes; its main
feature is that an important real-time process can steal cy-
cles from unimportant processes to meet its deadlines. The
user interface includes a button on the frame of each ap-
plication window that the user clicks to indicate that she
considers the application important. In this discussion we
will focus primarily on BERT’s scheduling algorithm, and
particularly on the stealing mechanism.

The goal of the BERT scheduler is to provide multimedia
processes with a deadline-oriented QoS while giving con-

ventional processes fair shares of the CPU. To accomplish
this, BERT exploits the relationship between virtual and real
time implied by the bounded lag of WFQ: if a task’s dead-
line falls after the lag bound of the WFQ algorithm, then
the deadline will be met because task will have completed
running by then. Furthermore, BERT uses stealing to give
an important real-time task extra cycles to meet its deadline
when its share is too small. Stealing manipulates the fluid
model and virtual time to explicitly redistribute the reserved
service of unimportant tasks to an important real-time task.
BERT leverages the theoretical underpinnings of WFQ to
satisfy the requirements of both real-time and conventional
processes.

Stealing is based on the insight that a virtual CPU can be
manipulated like a real one. Recall that virtual time itself is
a mechanism for multiplexing processes onto the real CPU
by providing each with the abstraction of a virtual processor
to which it has exclusive access. BERT simply takes away a
process’s exclusive right to this virtual CPU. Through steal-
ing, BERT multiplexes a real-time task that needs extra cy-
cles to meet its deadline onto the virtual CPU of a less im-
portant process. Stealing introduces a dynamic dimension
into static fair sharing of the CPU.

The stealing mechanism is spread across several levels
of fair sharing theory and implementation. First, it mathe-
matically describes how the virtual multiplexing takes place
within the context of the fluid model. Second, the steal-
ing mechanism calculates how virtual time flows for the
affected processes in the modified fluid model—one pro-
cess gets delayed a little (in virtual time) while the other
speeds up. Third, the timestamps of tasks belonging to
the processes are modified to reflect the changes in virtual
time. Stealing uses virtual time to track changes in the fluid
model, resulting in tasks receiving new timestamps. This
theme will be expanded upon in Section 4.

It may appear that BERT, through stealing, violates the
isolation between processes provided by fair sharing; in fact
it does not. BERT preserves isolation, since a task can steal
a specific amount of cycles from another only when explic-
itly allowed to do so. Instead, BERT redefines the descrip-
tion itself of how processes are isolated from one another by
dynamically altering the fluid model.

It is crucial that stealing preserves the relationship be-
tween virtual and real time on which BERT depends. We
give an informal proof that it does so in Section 4, when
we present our scheduler design framework. The important
point is that dynamically modifying the ideal fluid model
description of the system, as BERT does, and tracking the
changes using virtual time, can control the real-time behav-
ior of processes. Stealing forms a prime example of the
flexibility and power of virtual time.



3.3 BVT

The Borrowed Virtual Time (BVT) scheduler is targeted
for a diverse range of applications (e.g., multimedia, inter-
active, batch) on a general-purpose OS. BVT’s insight is
that both interactive and multimedia applications are latency
sensitive—dispatching their tasks earlier rather than later
can improve the overall system performance. BVT does
not take multimedia tasks’ deadlines into account when
scheduling them. BVT focuses on long-term CPU sharing
while supporting the varying latency requirements of appli-
cations.

BVT supports latency sensitive processes with a mech-
anism called warping. Some processes provide a warp
factor, which represents a constant that is subtracted from
the virtual timestamps of its tasks. When warping is acti-
vated for a process (via a syscall), the effective timestamp
of its task is lowered by the warp factor, causing the task
to move up in the ready queue and run sooner than it other-
wise would have. Larger warp factors correspond to lower-
latency dispatches than smaller values.

Warping a task can introduce latency for other tasks (in-
cluding warped ones) and so the BVT scheduler provides
additional parameters to warping: a warp time limit and an
unwarp time requirement for each thread. The warp time
limit governs the maximum amount of time that a thread
can run warped; the unwarp time requirement is the time
the thread must then wait before warping again. Warping a
process within these constraints forms the means by which
BVT provides better performance to multimedia applica-
tions. The authors of [6] show experimentally that BVT can
be effective in reducing task dispatch latency while gener-
ally providing fair sharing of the CPU.

It is difficult to reconcile warping with the notion of vir-
tual time as representing a virtual CPU. Subtracting a warp
factor from a task’s timestamp seems to be like saying, do
this yesterday—it has no coherent meaning. Instead, BVT
uses virtual time as a simple mechanism for ordering tasks:
warping a task moves it up in the ready queue, and this re-
duces its dispatch latency. As a result, it is not clear ex-
actly what kinds of behaviors BVT can provide. For in-
stance, how do multiple warped tasks interact with each
other? How does a user set the various warp parameters for
all applications in order to produce a desired overall sys-
tem behavior? More research on BVT may be necessary to
answer these questions.

The BVT mechanism of warping is simple and intuitive.
Warping a task in virtual time subtracts a constant from its
timestamp, which causes it to run sooner within a frame-
work of long-term fair sharing. It seems likely that with
judicious choice of the warp parameters, BVT can provide
tasks with shares of the CPU while reducing latency for
multimedia and interactive applications.

3.4 Contributions

To conclude our discussion of these three schedulers, we
compare the contributions each has made to the idea of cre-
atively using virtual time in multimedia scheduling.

First, the idea at the heart of all three schedulers—to be-
gin with fair sharing and virtual time, and then try to better
support multimedia—derives from SMART. SMART has
also been influential in framing the discussion of other as-
pects of multimedia scheduling not discussed here, such as
application feedback and user interfaces. However, it ap-
pears that SMART’s EDF reordering of the candidate set
offers only minor benefits in many cases. Since the can-
didate set is composed of real-time tasks that are adjacent
in the ready queue, a system with many conventional tasks
will probably have very small sets and thus not be able to
benefit a great deal from reordering. Still, SMART should
be recognized as laying the groundwork in this area.

Second, BERT’s use of virtual time departs most radi-
cally from fair sharing. BERT makes no effort to return
“stolen” cycles to processes, reasoning that since a more
important process has taken them from a less important one,
this is the right thing to do. The point is that BERT demon-
strates the flexibility of virtual time by using it to go beyond
providing shares of the CPU, while at the same time main-
taining provable real-time behavior. We will say more about
this in the next section.

Third, the warping mechanism of BVT is in some ways
the most attractive of the three. It is simple to grasp and
straightforward to implement in any WFQ-like scheduler.
However, because warping one process affects the latency
of others in ways that have not yet been quantified, our un-
derstanding of what BVT actually offers is weak.

4 Design Methodology

The three schedulers just described provide examples of
the diverse ways that virtual time is being stretched in multi-
media schedulers. Next we propose a methodology for cre-
ating future virtual time schedulers. Virtual time can form
the basis of complex and dynamic schedulers with provable
real-time properties. We combine mathematical description,
theory, and virtual time to provide a framework for imple-
menting such schedulers.

The key to our framework is tracking a fluid model rep-
resentation of the system using virtual time. Though this
technique has clearly been used to design schedulers (e.g.,
WFQ), we believe that a general theory of virtual time has
not been elaborated before. In fact, the BERT algorithm,
which is the prime example of a scheduler designed in ac-
cordance with our theory, actually preceded it. First we cre-
ated and implemented BERT and convinced ourselves that



it worked; the insight about why it worked came later, and
led to our methodology. We realized that the steps we took
to create BERT could be used to produce any number of
real-time scheduling algorithms.

To create a new scheduling algorithm using our method,
the designer follows four steps:

1. Mathematically describe changes to how processes ex-
ecute in the fair queueing fluid model

2. Track the fluid model changes using virtual time

3. Modify the virtual timestamps of affected tasks

4. Execute the task set in order of increasing stamps

The rest of this section explores what is involved at each
step. We use the BERT algorithm as an example of how
to use our method, and we intersperse our description with
the explanation of why it works. We conclude with some
ideas for new algorithms that could be developed using our
framework.

4.1 Fluid Model

The Fair Queueing Fluid Model (FQFM for short) forms
the foundation of fair sharing algorithms like Weighted Fair
Queueing. As outlined in Section 2, the model describes
the real-time behavior of an ideal, fluid system in which
each process receives at least its reserved rate whenever it
is active. The FQFM can be given a concise mathematical
definition as follows. Let the n processes in the system be
indexed from 1 to n. Each process generates a sequence of
tasks, which represent chunks of work of known duration.
Let Pi be the ith process and Ti;m be the mth task it gener-
ates. Pi reserves a cycle rate Ri that can be expressed in any
units, for example, cycles per second. Let C i be the total cy-
cles that process Pi has received so far. Also, let RCPU be
the actual processor rate, and let A be the set containing the
indices of all currently active processes. At all times t, the
fluid model defines the instantaneous execution rates of the
current task belonging to Pi:

dCi

dt
=

RiP
k2ARk

RCPU (1)

The above simply states that the instantaneous execution
rate of a process is the proportion of the CPU equal to its re-
served rate over the sum of the rates of all active processes.
Since admission control ensures that the sum of all rates
never exceeds the CPU rate, each running process will al-
ways receive at least its reserved rate in the model. Note
that the units of the reservation (e.g., cycles per second) do
not matter since the model describes an instantaneous exe-
cution rate.

BERT provides an example of how to dynamically mod-
ify the fluid model description of the system. The FQFM
provides the base of the BERT algorithm, but BERT de-
parts from the FQFM when one process steals from another.
BERT describes stealing at the lowest level in terms of mod-
ifying the flow of the fluid model: conceptually, stealing
pauses one process in the fluid model and gives its alloca-
tion to another for a predefined interval. Formally, this is
expressed as follows. When process Pi steals from process
Pj , the cycles that Pj would receive during the steal are
diverted to Pi. If Pj was idle at the start of stealing, it is
considered active (i.e., j 2 A) while the stealing is going
on. During the stealing interval:

dCi

dt
=

Ri +RjP
k2A Rk

RCPU (2)

dCj

dt
= 0 (3)

It is significant that BERT defines stealing in the con-
text of the FQFM. The reason is that a running fluid model
provides a feasibility test for a particular real-time system,
somewhat like SMART performs when it reorders the can-
didate set. In the model, an individual task completes at a
specific time based on its instantaneous execution rate. This
means that the fluid model describes a way that the system
could schedule tasks to meet a certain set of “deadlines”,
namely their finish times in the fluid model. Modifying the
fluid model, as BERT does, changes the finish times of in-
dividual tasks while preserving the descriptive power of the
model. This may seem almost trivial, but it is an important
point for real-time scheduling.

4.2 Virtual Time

The fluid model provides an ideal description of how the
system could schedule tasks to meet a set of deadlines using
infinitely fine preemption. The problem is, we cannot know
what these deadlines are in advance (though we can put an
upper bound on a task’s finish time by assuming that the task
receives no more than its reserved rate). Since the instanta-
neous cycle rate of a task depends on the set of active pro-
cesses, we must know what processes will be active during
its execution in order to know what rate it will get. How-
ever, in a real system the set of active processes changes
unpredictably, for instance as processes enter and leave the
system or block on I/O events. The value of virtual time is
that it abstracts this problem away.

Virtual time itself flows at a rate proportional to the rate
of the active processes. This allows the virtual rate of a
process (i.e., the rate expressed in terms of virtual time) to
be constant and equal to the rate the process has reserved.
That is, virtual time lets us provide a simplified description



of the system in which each process Pi runs on its own CPU
of speed Ri. So, if v is the current virtual time, then virtual
time flows at the rate:

dv

dt
=

RCPUP
k2ARk

(4)

We can combine Eqs. 1 and 4 to express the rate of pro-
cess Pi in virtual time:

dCi

dv
= Ri (5)

The significance of the virtual time definition in Eq. 4 is
that it allows us to abstract away the active process set from
the fluid model. Since the virtual rate of a process always
equals its reservation, the virtual finish times of its tasks
depend only on the tasks’ durations and so can be known
in advance. Furthermore, virtual time maintains a very im-
portant feature of the fluid model description. If all pro-
cesses actually had their own dedicated CPUs, individual
tasks might finish at different times than in the fluid model
but they would still finish in the same order. In other words,
if task A has a larger virtual finish time than task B, then
A will finish after B in the fluid model as well. The virtual
time abstraction simplifies the fluid model while preserving
critical information.

The BERT scheduler uses virtual time to track the effects
of its modifications to the fluid model. Stealing changes the
virtual finish times of tasks in an easily quantifiable way.
During an interval when process Pi steals from Pj , the vir-
tual rate of Pi is Ri + Rj , while the virtual rate of Pj is
0. From this, it is simple to calculate the new virtual finish
times of the current tasks belonging to the two processes. If
the stealing interval is of duration �, and Ti;m is the current
task of Pi, then the virtual finish time of the task moves up
by �Rj=Ri. Likewise, if Tj;n is the current task of Pj , then
its virtual finish time moves back by �. We will see in the
next section how this information is used.

4.3 Modifying Virtual Timestamps

Algorithms based on virtual time (such as WFQ) assign
a timestamp to each task representing its virtual finish time
(VFT) in the fluid model. In WFQ, if v0 is the virtual time
that a task Ti;m begins executing in the fluid model, and the
duration (in cycles) of the task is di;m, then the timestamp
assigned to the task is given by:

V FT (Ti;m) = v0 +
di;m

Ri

(6)

If an algorithm dynamically alters the fluid model de-
scription, as BERT does, then this can change the virtual
finish time of a task that had previously been assigned a

timestamp. In this case, it is necessary to change the times-
tamp of the affected task so that the ready list continues to
reflect the fluid model.

When one process steals from another, the virtual finish
times of tasks are affected as described at the end of Sec-
tion 4.2. BERT modifies the timestamps of tasks in the sys-
tem accordingly—however, care must be taken when doing
so. The reason is that some tasks which are still “execut-
ing” in the fluid model may in reality have already run, and
so are no longer in the system. It is not possible to modify
the virtual timestamp of such a task and so it must not be
stolen from.

Rather than checking whether or not a task is in the sys-
tem before stealing from it, BERT’s approach is to rely on
the known workahead bound of a process. The workahead
indicates the amount of a process’s reservation that can be
received in the real system in advance of the fluid model;
in Section 5.1, we show why this quantity is bounded for
BERT. Prior to stealing, BERT calculates the amount of cy-
cles that can be stolen from a process before a particular
deadline. Since the workahead bound represents cycles that
a process may have already received, BERT subtracts them
from the total. Though conservative, this allows BERT to
safely steal from processes without having to track whether
particular tasks have already run.

4.4 Execution Order

Virtual time algorithms execute the task set in order of
increasing timestamps. We have outlined the progress of
a virtual time algorithm through the fluid model definition,
tracking the model using virtual time, and assigning times-
tamps. At this point we tie it all together and show how
running tasks by increasing timestamps leads to a real-time
algorithm that provably conforms to its fluid model descrip-
tion.

Figueira and Pasquale establish two very powerful re-
sults in [7]. First, if the eligible task sequence is schedulable
under any policy, then it is schedulable under preemptive
deadline-ordered scheduling—for our purposes, deadline-
oriented scheduling is the same as Earliest Deadline First,
or EDF. Second, this same task sequence is Æ-schedulable
under nonpreemptive deadline-ordered scheduling. Simply
stated, these results mean that if it is possible to meet all
deadlines using some scheduling discipline, then preemp-
tive EDF will meet them, and nonpreemptive EDF will miss
them by no more than a quantity Æ, which is the runtime of
the longest task in the system.

With these results in hand, the significance of the steps
in our method becomes clear. Executing tasks by increas-
ing timestamps runs them in the same order as their fluid
model deadlines, and so is equivalent to EDF. By definition,
the fluid model itself shows that there exists a method, al-



beit impractical, of scheduling the tasks to meet these dead-
lines. Therefore, preemptively scheduling by virtual times-
tamps meets all fluid model deadlines, and nonpreemptive
scheduling misses them by no more than the Æ described
above. That is, the preemptive algorithm never lags its fluid
model description, and the nonpreemptive algorithm has its
lag bounded by Æ. In either case, the actual running system
conforms to its ideal fluid model description in real time in
a quantifiable way.

The progress of a process in the fluid model never lags
the virtual CPU of the process. The reason is that Eq. 4
shows that dv=dt � 1 when the sum of all reserved rates is
less than the rate of the CPU. As long as this is true, then vir-
tual time (showing progress on the virtual CPU) flows faster
than real time; this means that, for any interval of time, the
cycles received by the process in the fluid model are always
at least what it would receive on its dedicated CPU. There-
fore, since we have established lag bounds relative to the
fluid model, the same lag bounds apply to the virtual CPU
description of a process’s progress. This result is at least as
powerful as those which bound an algorithm’s lag relative
to virtual time.

BERT depends entirely on this conformity for its effec-
tiveness. As originally described in [2], BERT is a nonpre-
emptive scheduling algorithm. When BERT needs to meet
the time constraint of a video frame, it first assumes that the
decoder process will receive no more than its reserved rate
in the fluid model and calculates a conservative fluid model
finish time for the frame. It then steals enough capacity from
less important tasks to ensure that the latest fluid model fin-
ish time for the task is at least Æ before the timing constraint.
With this accomplished, BERT can guarantee that the con-
straint will be met.

4.5 Future Directions

The design method outlined in this section can poten-
tially produce a variety of new real-time scheduling algo-
rithms. Below we briefly discuss a few that we have imple-
mented or will explore as future work.

Latency-sensitive tasks in BERT Our framework allows
us to combine different service models together in the
same scheduler while preserving real-time behaviors.
We can currently support latency-sensitive tasks (e.g.,
the mouse) by stealing to finish some small distance
in the future. This allows us to make no reservation
for the mouse, and also to control which processes are
affected by moving the mouse—the mouse steals only
from unimportant processes, and so for example leaves
an important video unaffected.

Many-tiered BERT In its original description, BERT con-
tained only two priority levels: important and unimpor-

tant. This could be extended to multiple levels by ex-
panding the fluid model description of how processes
on different tiers interact.

No starvation BERT During a stealing interval, BERT can
steal 100% of a process’s allocation. This means an
important process can starve an unimportant one. It is
possible to modify the fluid model description of steal-
ing so that only a fraction of a process’s allocation can
be stolen—say, 80%. This would produce an scheduler
in which unimportant processes always make progress
even when stolen from.

Alternative fluid models In the fair queueing fluid model,
a process reserves a constant rate on the CPU. The
key feature of a fluid model is that the sum of in-
stantaneous process execution rates never exceeds the
real rate of the CPU—it is not necessary that these
rates are always constant. It should be possible to for-
mulate a fluid model in which processes can reserve
non-constant functions—e.g., linear functions or even
waves. For example, a periodic process that needed
low dispatch latency could reserve a square wave that
represented its requirements. This has something of
the flavor of [8], in which the authors show that packets
in a single stream could have different weights and still
be serviced in real time. The important point is that a
process could reserve a very exotic pattern of CPU ser-
vice while the system maintained the isolation between
processes that is a main feature of fair sharing. There
are many details to be worked out; for instance, we
may need to use calculus to figure out a task’s times-
tamp, and admission control in such a system could
get pretty complicated. On the other hand, there may
be alternate formulations of virtual time which can be
used to simplify more complex fluid models. At any
rate our framework may point the way to entirely new
and sophisticated process service models.

5 Implementation

In this section we discuss how two common features im-
plemented by many fair sharing algorithms—fluid model
task eligibility and virtual time estimation—can be incor-
porated into algorithms created using our framework. In
addition, we quantify how these mechanisms affect the re-
lationship between the fluid model description and the re-
sulting dynamic system.

5.1 Task Eligibility

It is well known that, in a system running Weighted Fair
Queueing, tasks can finish executing long before they have



completed in the fluid model [4]. When a task receives cy-
cles before they are due in the model, it is called lead (in
contrast to lag) or workahead. Some fair sharing algorithms
(e.g., WF2Q+) incorporate a concept of task eligibility to re-
duce the possible lead of tasks and make the resulting sys-
tem conform more closely to the fluid model. In such an
algorithm, only an eligible task may be scheduled to run;
a task is eligible if it is currently receiving service in the
fluid model. This means that a task with a higher timestamp
may run even though an ineligible task with a lower times-
tamp is present in the system. The result is a system with
a provably much smaller bound on the lead of tasks. Task
eligibility can be used with an algorithm produced by our
framework as well.

The results of Figueira and Pasquale mentioned in Sec-
tion 4.4 refer to the “eligible task sequence”. It must be
possible to schedule tasks to meet their deadlines based on
the times that they become eligible to run, using whatever
definition of eligibility the system desires, and not based
simply on their arrival times. In WFQ, all tasks are eligible
from the moment they arrive, and the fluid model describes
how to schedule them to meet their fluid model deadlines.
However, note that the descriptive power of the fluid model
applies to an algorithm using the fair sharing notion of task
eligibility as well, since these algorithms define an eligible
task as one that is receiving service in the fluid model. That
is, by definition the fluid model shows how to schedule the
eligible task sequence. The only task sequence for which
the fluid model would not be valid is one in which an ineli-
gible task is executing in the model.

The fair sharing definition of task eligibility can be use-
ful to multimedia scheduling algorithms. For instance, the
BERT algorithm uses it to bound a process’s workahead,
which is then taken into account when stealing. If P i is a
process, Ti;m is its current task, di;m is the duration (in cy-
cles) of the task, and � is the amount of time stolen from the
task, then the maximum lead for the task is bounded by:

lead(Ti;m) � di;m(
1

Ri

�
1

RCPU

) + � (7)

This is easy to see. A task is not eligible to run until it has
begun service in the fluid model. This means that the task
will receive its first cycle in the real system no sooner than
in the model. In the fluid model, it is possible that the task
only receives its reserved rate Ri; at this rate, and if � is the
amount of time stolen from the task while it is running, then
its last cycle will be received at t0+(di;m=Ri)+�. However,
a running task actually receives the rate of the whole CPU.
So if the task starts to run in the real system as soon as it
is eligible, and it is not preempted, then it will complete at
t0+(di;m=RCPU ). Eq. 7 represents the difference between
when the last cycle is received in the fluid model and the
real system. It should be straightforward to obtain similar

results for other algorithms devised using our framework.

5.2 Estimating Virtual Time

According to Eq. 6, the system must know v0, the virtual
time at which a task begins service (called the virtual start
time), in order to assign the correct timestamp to the task.
For an active process, this is simply the virtual finish time of
the previous task. On the other hand, for an idle process it is
the “current” virtual time when the process becomes active.
It is necessary to know, what virtual time is it?

The Weighted Fair Queueing algorithm simulates the
fluid model so that it can always know the exact virtual time.
However, the simulator is complicated to implement and
computationally expensive to run. More recent fair sharing
algorithms instead estimate the current virtual time. For ex-
ample, WF2Q+ takes the following approach. Eq. 4 implies
that, as long as admission control prevents processes from
reserving more than the total CPU rate, then dv=dt � 1—
that is, virtual time flows at least as quickly as clock time.
Also, the actual virtual time can be no less than the the
smallest virtual start time of a task in the system—the fluid
model is work-conserving, so at least one task in the system
must be running in the model. Therefore, WF2Q+ updates
its global virtual time by the elapsed clock time, or up to
the smallest virtual start time of a task, whichever is greater.
This method results in an estimate which is either accurate
or slightly conservative.

Virtual time estimation brings up an interesting issue that
we plan to investigate as future work. Namely, how can we
understand the way that introducing a new mechanism into
WFQ (such as estimating virtual time, or perhaps warping
in BVT) affects the real-time behavior of the system? A
promising approach may be to describe how the mechanism
affects the execution of tasks in the fluid model, and then to
use our framework to reason about the resulting system.

For example, consider the effect of a conservative virtual
time estimate on an idle process that becomes active. If the
estimate is Æ less than the actual virtual time, then newly ac-
tive process Pi will receive RiÆ cycles more than it would
have if the virtual time had been accurate. An analogy with
BERT’s stealing may help us understand what is going on.
It seems as if Pi gets to immediately steal from all active
processes, for an interval of duration (R iÆ)=RCPU . This
pushes back all other task finish times in the fluid model by
this amount. However, unlike BERT’s stealing, no times-
tamps are changed; the cycles “stolen” by Pi correspond to
a part of its share that was fairly distributed to the active
processes when Pi was idle. That is, the effect of underes-
timating the virtual time is that a newly active process gets
to take back some of the cycles that were borrowed from it
when it was idle.

Additionally, virtual time estimation in conjunction with



task eligibility (see Section 5.1) can affect the lag of tasks
relative to the model. Typically, the eligibility check for a
task involves comparing its virtual start time with the cur-
rent virtual time; if the task’s virtual start time has already
passed, it is eligible. Underestimating the virtual time by Æ
means that a task may become eligible up to Æ later than it
should. It seems that delaying the point that a task is eligi-
ble to run could push its finish time back by a correspond-
ing amount. Worse yet, the fluid model no longer provides a
description of this system, since an ineligible task (from the
system’s standpoint) is executing in the model. However,
the solution may be to formulate an alternative fluid model
in which the affected tasks begin running Æ later (in virtual
time) than in the standard model. This modified fluid model
would accurately describe the system, and so we could de-
termine the system’s real-time behavior by referring to the
model.

For multimedia scheduling, the practical effects of un-
derestimating the virtual time appear to be minimal. In the
case of an idle process becoming active, no process actually
receives less than its reserved share—the cycles “stolen”
from a process Pi by a newly activated process Pj corre-
spond to excess capacity received by Pi when Pj was idle.
For example, the real-time behavior of BERT is not affected
because it calculates the maximum finish time for a real-
time task using the worst-case assumption that it will re-
ceive only its reserved rate. Idle processes becoming active
can affect the actual, but not the worst-case, finish time of
the task. Furthermore, when we combine estimation with
eligibility, we appear to get a system in which eligible tasks
can steal a few cycles from tasks that are not yet eligible
due to the error in our estimation. However, since all tasks
are affected by the error, and every task eventually becomes
eligible, it seems likely that it may all even out; in fact,
WF2Q+ combines both mechanisms and has been shown to
have its lag bounded relative to the virtual CPU [3]. We
plan to investigate the relationship between such mecha-
nisms and our design framework in the future.

6 Conclusions

We have proposed a design methodology for creating
complex and dynamic multimedia scheduling algorithms
which go beyond fair sharing in their behaviors. An al-
gorithm designed using our framework starts with an ideal
mathematical description of the system based on modifying
the standard fair queueing fluid model, applies the abstrac-
tion of virtual time to this description, assigns timestamps
to tasks according to their virtual finish times, and runs the
resulting system in order of increasing stamps. The system
scheduled by such an algorithm conforms to its ideal de-
scription in real-time in quantifiable ways. Our framework

allows designers to create new and interesting multimedia
algorithms that maintain the guarantees and isolation which
are hallmarks of fair sharing.

The key to our framework is virtual time. Virtual time
simplifies the ideal system into a form that can be tracked
using virtual timestamps—it transforms the mathematical
description of a complex system into an algorithm. Virtual
time is a bridge between theory and code, and this is its
power.
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1 Introduction

IP-based networks such as the Internet have been the fo-
cal point for innovative technologies, services, and appli-
cations. These networks have enabled hugely successful
services like the World Wide Web, and they are even at-
tracting traditional services such as telephony. The service
model for accessing Web content offers tremendous control
and choice to users. In particular the on-demand nature of
this model provides users instant access to content of their
choice.

Another class of services enabled by IP networks is the
delivery of streaming audio and video content. While the
Web service model also extends to IP-based streaming con-
tent, the user experience today does not compare favor-
ably with the quality of broadcast TV. Current broadcast-
ing technologies such as TV, cable, and satellite offer high
quality but provide limited choice and do not allow users
to access content at arbitrary times (i.e. no on-demand
access). Broadcasting is geared towards a “push” model
where content distributors control what content is made
available to viewers and the time at which it is broadcast.
Furthermore, broadcasting systems are essentially closed
to all but major media companies. This is in contrast to
the Web model where anyone can be a content creator for a
global audience.

An IP-based model allows specialized producers of con-
tent to target arbitrarily small audiences. This in turn fos-
ters the production of content that is rich in variety. Multi-
media content generated in this environment will be much
larger in volume than the “classical” entertainment content
available today. This explosion in content makes the cur-
rent broadcast service model infeasible.

In this paper we present the Portal Infrastructure for
Streaming Media (PRISM) architecture that offers a new
service model combining the high quality of the broadcast-
ing world with the immediacy of the Web. PRISM uses IP
as the fundamental infrastructure for realizing this vision.

�
Contact author: Kobus van der Merwe, AT&T Labs - Research, 180
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Basing PRISM on IP paves the way for future convergence
and interaction of video, data, and voice services.

The PRISM service model emulates the current sched-
ule driven TV broadcast system as a base level of ser-
vice. As is the case in current systems, users can access
this content based on the scheduled “airing” time, and the
content is delivered using multicast over the IP network.
However, in the PRISM architecture content is also stored
within the network thereby enabling a variety of sophisti-
cated on-demand services. In particular, this architecture
has an inherent archiving ability that allows users to view
content based on both the name of the content as well as
the time at which it was “aired.” For example, users can
request the CNN Headline News that aired at 1PM on Jan-
uary 1st, 2000. Content stored inside the network is made
accessible throughout the whole PRISM infrastructure en-
abling another unique feature of our architecture, namely,
global access to TV content. For example, a user based
in the U.S. can access European sporting events or other
TV content either live or on-demand. The architecture is
also able to support more conventional streaming service
models such as “movie-on-demand.” We envision this ar-
chitecture co-existing with existing cable TV services and
serving as a stepping stone towards a future of personalized
full-on-demand streaming content.

A key feature of our architecture is that content traverses
the access network only if there are active viewers. This
holds true for both schedule driven and on-demand access
and is a radical departure from the current broadcasting
paradigm. The capacity freed up in this way facilitates the
on-demand access component of our architecture. In the fi-
nal version of this paper we will show the feasibility of our
approach by analyzing the available capacity in a hybrid-
fiber-coax (HFC) cable plant as an example broadband ac-
cess network.

The components of the PRISM architecture are intro-
duced in Section 2. In this paper we concentrate on the
content discovery aspect of the architecture. We introduce
a naming scheme suitable for our needs and the framework
of our content discovery approach. In Section 3 we present



a sampling of the considerable body of related work. The
paper concludes with a description of the current status of
our work as well as future plans.

2 PRISM Architecture

The PRISM architecture is built around three basic ele-
ments, as shown in Figure 1. These elements are:

Live sources: receive streaming content from a content
provider, encode and packetize the content, and then
transmit it into the PRISM IP network infrastructure.
Live sources are typically directly connected to a high
capacity backbone network.

Replay portals: receive multimedia content from live
sources and other replay portals and retransmit it to
PRISM clients. Replay portals can store and archive
live content, thus allowing content to be viewed on-
demand. Replay portals also provide VCR-like func-
tions such as fast-forward and rewind to clients. Por-
tals are positioned between clients and servers, typi-
cally at a bandwidth discontinuity such as cable head-
ends.

Clients: receive content from a replay portal and display
it to end-users. Clients are IP capable set-top boxes or
personal computers and are assumed to connect to the
backbone network via a broadband access network. A
client normally interacts with a replay portal that is
close to it in the network. This portal is called the lo-
cal portal. Note that a client’s local portal may act
as a proxy when it receives a request for content that
it does not have locally stored. This allows the local
portal to provide VCR-like controls to the client even
when the content being viewed is coming from a re-
mote portal. It also allows the local portal to cache the
recently viewed content in case users wish to review it
later.

The Real Time Streaming Protocol (RTSP) [1] is used be-
tween clients and portals, and portals and live sources to
control delivery of streaming content.

As shown in Figure 1, the three types of elements are
connected together by the following components to form
the PRISM architecture:

Content distribution network (CDN): transfers content
from live sources to the replay portals and between re-
play portals. The main features required of a stream-
ing CDN are efficient distribution and semi-reliable
transfer of content.

Content delivery network: streams content from replay
portals to clients on the access network.

Content discovery infrastructure: discovers the exis-
tence and location of streaming content within the
PRISM infrastructure.
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Figure 1: PRISM architecture

In the remainder of this section we will focus on aspects
relating to content discovery. In particular we will con-
sider:

Local portal discovery: used to determine which replay
portal should act as the client’s local portal.

Content naming: used to name content. PRISM uses
a generic content naming scheme that is indepen-
dent of its architecture. This allows content directory
servers such as TV program guides to inter-operate
with PRISM without having to know architectural de-
tails.

Mapping service: used to map PRISM-independent con-
tent names to one or more PRISM servers (typically
in preparation for playback).

2.1 PRISM Interactions

Figure 2 illustrates how PRISM services a request for con-
tent. A user starts by choosing the content to be viewed.
Note that the PRISM architecture does not dictate how con-
tent should be selected. Example content selection methods
include program guides accessed through web browsers,
channel names, and video search systems [2]. The result
of content selection is a Uniform Resource Identifier (URI)
[3] that names the content. The naming URI only specifies
what the content is, it does not specify where or how to get
it.

Once a content naming URI has been selected, it is
passed to a PRISM client. For example a client on a per-
sonal computer could use a browser for content selection.
The browser will start up a player passing it the requested
URI. The PRISM client uses (or has already used) the lo-
cal portal discovery mechanism to determine which portal
to access PRISM through. The selection of a local portal
takes into account factors such as locality and portal load.
The PRISM client then requests the content by sending the
content naming URI in an RTSP request to its local portal.
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Figure 2: PRISM interaction

The local portal first determines if it is already receiving the
requested content (for live content) or if it is available from
its local store (for on-demand content). If either of these
conditions are true, then the local portal can immediately
start streaming the content to the client. If, on the other
hand, the local portal does not have the requested content,
it attempts to find it elsewhere on the PRISM network.

To find non-local content, a PRISM portal sends the con-
tent naming URI to a PRISM mapping server. PRISM
mapping servers maintain a distributed database of avail-
able content. If the mapping server finds a source for the
requested content, then it returns this information to the re-
questing local portal as a content location URI. The local
portal can then use the content location URI to fetch the
requested content and stream it to the client. Streaming
through the local portal allows the client to perform VCR-
like functions on the stream in a timely manner. However,
there are cases in which it will not make sense for content
to be streamed via the local portal. Therefore, as an option,
the local portal might redirect the client directly to the re-
mote portal after it has received the location URI from the
mapping server. This is performed by means of the RTSP
redirect method.

2.2 Content Naming and Discovery

Being able to identify and access unique segments of con-
tent is a critical component of the PRISM architecture.
Identification is achieved through the use of PRISM’s con-
tent naming scheme, and access is achieved by mapping the
content’s name to a file or location on a PRISM portal.

Content location URIs are significantly different from
content naming URIs1. In the context of the Web, the
distinction between what content a user is looking for
and where it might be best obtained from has historically
not been made. However, recent content distribution ap-
proaches are changing this through the use of a combina-

1A naming URI is a Uniform Resource Name (URN) and a location
URI is a Uniform Resource Locator (URL). In this paper we use the more
descriptive naming URI and content URI respectively.

tion of proprietary naming and DNS mechanisms [4]. Ex-
plicitly separating out naming from location in the context
of PRISM is important for a number of reasons. First, un-
like the Web, there is no “origin server” for content. Live
sources are not assumed to archive content. Second, timely
distribution of high quality streaming content will depend
more on it being served from “the most appropriate server”
than would be the case for Web content. A third aspect con-
cerns access to “historical” content. In the Web world, it is
generally infeasible to ask for CNN’s entry page on June
30th because it is constantly overwritten. Web content dis-
tribution is mainly interested in distributing the “current”
version of the page rather than presenting the current and
all “old” versions of a page. In PRISM, it makes sense to
say “show me ABC TV aired on June 30th, from 9AM to
10AM.”

Content naming URIs specify a high-level name for con-
tent. For example, a content naming URI could consist
of a TV network name and time (“ABC at 10PM”). Con-
tent naming URIs are independent of PRISM. On the other
hand, content location URIs specify a content file on a
specific PRISM portal (“file 5 on prism4.att.com”).
Separating content naming from PRISM content location
allows content to be accessed in a variety of ways (e.g.
schedule based or via content aware search engines) with-
out having to make the portal structure of PRISM visible to
the world.

2.2.1 Naming

There are three key design goals for PRISM’s content nam-
ing scheme. First, the naming scheme should be inde-
pendent of the PRISM architecture. This allows services
to make use of PRISM’s infrastructure without having to
know the details of the architecture and similarly allows
the naming scheme to be adopted by other systems deal-
ing with broadcast content. For example, our scheme is
consistent with the TV Broadcast URI Requirements doc-
ument [5] which provides a framework for the naming of
broadcast resources. Second, the naming scheme should be
compatible with the Web. All content names in our scheme
are in the form of URIs that can be embedded within Web
documents. Third, the naming scheme should allow con-
tent to be identifiable to a fine level of granularity while at
the same time not requiring such detail when it is unnec-
essary. For example, to properly capture localized content
from a cable system it may be necessary to specify what
cable head-end the content was sent over in order to allow
for local content insertion/modification.

The syntax of our naming scheme is shown in Figure 3.
The channel name (described in detail below) identifies a
unique stream of content. The start and stop times are ex-
pressed as UTC times [1] (e.g. “utc:20000215T2200”).
The program name is a text string identifying content
within a particular channel, and the time offset is an off-
set relative to the start of a program in seconds (e.g. “pro-



        distributor ";" location ">"

:= "stv:" channel_name
  | "stv:" channel_name "?" spec

:= "start=" utctimespec
  | "start=" utctime ";end=" utctime
  | "program=" name
  | "program=" name ";offset=" time

channel_name := "<" brand ";" channel ";"

name

Figure 3: Naming scheme URI syntax

gram=nypd blue” or “program=nypd blue;offset=60”). A
naming URI with only a channel name specified implies
the current live version of that content.

The format of the channel name allows content to be
identified at a fine level of granularity, but does not require
it in the general case. For example, it may be sufficient
to identify the TV network the content is on. However, to
properly capture local programming or local advertising we
need to distinguish between TV stations that are affiliated
with the same TV network but are broadcasting from dif-
ferent locations (even if a significant portion of the content
is the same for both stations). The same logic applies to
cable-based networks that allow cable operators to insert
local content into their feed.

In our naming scheme, the channel name consists of four
elements, as shown in the bottom of Figure 3. The brand is
the channel brand name users typically think of. This could
be a simple identifying string such as “ABC,” or it could be
the fully qualified domain name associated with the brand.
The channel is the call letters or channel number associated
with the content. In some cases this field may be null. The
distributor indicates the entity that is distributing the con-
tent. For example, the distributor could be the owner of a
broadcast station, a cable company, a satellite company, or
content distribution system on the Internet. The location is
the source of the specified version of the content. The loca-
tion can be used to indicate a specific broadcast tower or ca-
ble head-end. All the elements are optional. The meaning
of unspecified elements in a channel name depends on the
context in which the name was used. If the channel name is
used in a channel listing query, then unspecified elements
match all the available values for the given user. Other-
wise, unspecified values take the default value for that user.
In either case, the entity resolving the unspecified values
has local knowledge of the user’s profile so that meaning-
ful values can be plugged in. Some examples of channel
names are shown in Table 1. Note that end users need not
be aware of the channel naming syntax as it can easily be
hidden behind a higher-level user friendly Web interface.
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2.2.2 Discovery

When a local portal receives a content naming URI from a
PRISM client it must determine where the requested con-
tent resides. If the local portal has the requested content in
its local store then it responds immediately to the request.
Otherwise, if the content is not available locally then the
local portal must initiate a search for the content. PRISM’s
mechanism for handling content discovery is shown in Fig-
ure 4. Content discovery takes place by means of a dis-
tributed directory server called a mapping server. Each
mapping server provides coverage for a neighborhood of
portals. Neighborhoods overlap for redundancy purposes.
Neighborhoods limit the scope of information distribution
between portals and mapping servers. Detailed information
is contained within a particular neighborhood.

Portals that have content available advertise this infor-
mation to their local mapping server. The advertised con-
tent includes media information, time offsets, and some de-
scription of the current portal load. Some of the options un-
der consideration for this detailed exchange include server
and network load information which might dynamically
change over short time scales. More static information,
possibly limited to channel names, are exchanged between
all mapping servers. Enough user and network profiling
information is stored in the local portals and their mapping
server to resolve unspecified elements in channel names (as
discussed in the previous section).

3 Related Work

Our work consists of a system architecture made up of
many components, and there is a substantial amount of
related work. There is a large body of work in the area
of video-on-demand [6] - our work includes a video-on-
demand component, but is much more broad in its scope.
There is substantial work in the area of interactive TV,



Channel name Meaning (for listings) Meaning (for requests)
�

abc;;; � list available ABC stations the default ABC station
�

abc;wabc;; � list available source for ABC station WABC
(broadcast, cable, satellite, etc.)

ABC station WABC from the default source

�
;wabc;; � list network and sources for station WABC station WABC from the default source

�
abc.net.au;;; � list available Australian Broadcasting Co.

sources
the default source for Australian Broadcast-
ing Co.

�
abc;;directv; � list available ABC stations on DirectTV the default ABC station on DirectTV

�
;;comcast; � list the available channels on Comcast Cable the default channel on Comcast Cable (typi-

cally an informational channel)
�

;;comcast;nj � Same as above, but only in New Jersey
�

abc;wabc;comcast;orange nj � tests for ABC station WABC on Comcast’s
Orange, NJ system

ABC station WABC on Comcast’s Orange,
NJ system

�
mtv;;akamai; � list sources of the MTV network as dis-

tributed by the Akamai content distribution
network

MTV as distributed by the Akamai content
distribution network

�
;;; � list all available channels the default channel

Table 1: Example channel names

which aims to use IP-style protocols for the control of,
interaction with, and delivery of side information for TV
channels delivered by conventional means [7]. We also
consider this same capability, and in addition we consider
the IP-based delivery of TV channels, which allows us to
evolve away from the conventional broadcast TV model.

There is significant ongoing work in the area of content
distribution technology (for example, the work of compa-
nies like Akamai, Sightpath, FastForward, Inktomi) - our
work assumes the use of a suitable content delivery mecha-
nism for delivering content into portals. We also employ a
detailed and general location independent content naming
scheme, whereas most of the related content distribution
work utilizes URL-based naming schemes.

There are various services emerging that utilize home
based consumer equipment to manage the recording and
time-shifting of TV delivered content (e.g., ReplayTV and
TiVo). Our work differs from this in that it considers the
primary storage medium to be located in the network. This
has a number of advantages. In particular, the storage is
shared by multiple users and the library of shared videos
is potentially vast. A particular user can benefit from an-
other’s recordings. The recording service can be made very
reliable, and the storage can be backed up. The techniques
of [2] could be advantageously used to index the recorded
content. Furthermore, there are multiple recorders within a
PRISM location, so that an end-user could schedule simul-
taneous recordings.

There has also been research in the area of the caching
of streaming media ([8, 9, 10]). This research could poten-
tially be used in caching mechanisms in the PRISM prox-
ies. The problem of maintaining a distributed global di-
rectory of objects stored in Web caching servers was con-
sidered in [11]. In that work, the name space was based
on URLs. The problem of referencing television broad-

casts via Web browsers was considered in [12] and [13].
Both these approaches are less general than our naming ap-
proach. In summary, our work builds on the work of many
different areas, expands significantly on the assumptions
typically made for network access, and combines these
components to provide a novel architecture and capabil-
ity of supporting conventional TV programming, video-on-
demand, and replay services.

4 Concluding Remarks

In this paper we presented PRISM - an IP-based architec-
ture for broadband access to TV and other streaming media.
This is a work in progress report, in which we explained the
technical challenges, system architecture, and our propos-
als for content naming and discovery. The current imple-
mentation of the PRISM project consists of software for
a high-volume IP video caching portal, live video server,
and client. The system is currently being tested on a small-
scale cable testbed, and preparations are being made for a
larger test using consumer cable networks and a widely dis-
tributed portal network. Our research in this area has given
us insight into the advantages of IP-based content deliv-
ery over traditional TV delivery systems. There are sev-
eral remaining issues which we intend to address as part of
PRISM. These include designing protocols and media dis-
tribution mechanisms for use between portals, and dealing
with scale as the system grows to accommodate globally-
accessible content distribution and service reach.

References

[1] H. Schulzrinne, A. Rao, and R. Lanphier, “Real Time
Streaming Protocol (RTSP).” RFC 2326, April 1998.



[2] D. Gibbon, A. Basso, R. Civanlar, Q. Huang, E. Levin,
and R. Pieraccini, “Browsing and Retrieval of Full
Broadcast-Quality Video.” Packet Video, New York, NY,
April 1999. Available from: http://mediabank.
research.att.com/sbtv/.

[3] T. Berners-Lee, R. Fielding, and L. Masinter, “Uniform Re-
source Identifiers (URI) : Generic Syntax.” RFC 2396, Au-
gust 1998.

[4] Akamai. http://www.akamai.com.

[5] W. ten Kate, G. Thomas, and C. Finseth, “TV Broadcast
URI Schemes Requirements.” http://www.w3.org/
TR/TVWeb-URI-Requirements, October 1999.

[6] S.-F. Chang, “Video on Demand Systems: Technology,
Interoperability and Trials,” Kluwer Academic Publishers,
1997.

[7] G. Blacker, J. Bennington, J. Boltax, K. Gage, M. Garcia,
M. Richmond, M. Vickers, S. Watson, and D. Zigmond,
“A Framework for Interactive Television based on Inter-
net Standards.” http://www.atvef.com/library/
9806_framework.html.

[8] J. Rexford, S. Sen, and D. Towsley, “Proxy Prefix caching
for Multimedia Streams,” IEEE Infocom, April 1999.

[9] A. Dan and D. Sitaram, “Multimedia caching strategies for
heterogenous applications and server environments,” Multi-
media Tools and Applications, May 1997.

[10] R. Rejaie, M. Handley, H. Yu, and D. Estrin, “Proxy caching
mechanism for multimedia playback streams in the Inter-
net,” Proc. International Web Caching Workshop, March
1999.

[11] S. Gadde, J. Chase, and M. Rabinovich, “A Taste of Crispy
Squid.” Workshop on Internet Server Performance, June
1998. Available from: http://www.research.att.
com/˜misha/crisp/abstract.html.

[12] D. Zigmond and M. Vickers, “Uniform Resource Identifiers
for Television Broadcasts,” draft-zigmond-tv-url-04.txt, Jan-
uary 2000.

[13] D. J. Blackketter, M. A. Dolan, C. A. Finseth, G. Thomas,
and D. Zigmond, “The Local Identifier (lid:) URI Scheme,”
draft-blackketter-lid-00.txt, February 2000.



The Design of a Digital Amphitheater �

Allison Mankin, Ladan Gharai, Ron Riley, Maryann Perez Maher, Jaroslav Flidr
USC / Information Sciences Institute

Arlington VA

June 12, 2000

Abstract

In this paper, we present the design of what we have

termed a Digital Amphitheater (DA). The DA is a

network teleconferencing architecture and applica-

tion that aims to assemble together remote partici-

pants into a virtual lecture hall or amphitheater. One

of the main uses that we envision for the DA is that

of hosting a technical conference with hundreds of

remote participants. (In fact we plan to use the DA

to host a program meeting with roughly 200 remote

attendees.) Although the design of the DA makes

use of existing multicast conferencing technologies,

a new active service architecture was developed to

meet the challenge of working with hundreds of si-

multaneous video streams. Low rate video streams

are coalesced in real-time so that each participant

receives only a few video streams, instead of a sepa-

rate stream from each participant. The active service

approach includes that DA users dynamically locate

instances of video merge service. The basic design

and architecture of the DA are presented, along with

measurements pertaining to the thesis that the DA

will allows commodity PCs to participate in hundred

sender videoconferences.
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1 Motivation

The concept of a Digital Amphitheater arose out of

a desire to support large virtual conference meetings,

in order to use the network to bring an e�ect of mass

telepresence. In a virtual meeting the goal is to have

every participant be a visible attendee, who can be

seen speaking, bored or even sleeping in his/her chair.

Therefore the default is for all participants to be per-

manent video senders.

This may seem quixotic as it implies a very large

scale many-to- many multicast, and the state for this

in routers has been increasingly viewed as onerous

[6]. However, with the DA, the hundreds of indi-

vidual video sources are unicast. A smaller num-

ber of nodes perform the multicasting, after a novel

merge of the audience video images into rows. Multi-

cast announce-listen is used to enable the individual

senders to dynamically �nd the fewer multicasters.

None of this is incompatible with networks that might

have only source-speci�c multicast IP [5] if PIM-SSM

[9] becomes the dominant Internet multicast routing

protocol. The DA design is for a few-to-many multi-

cast session.

This may seem to be like relay or server-based

(H.323-like) conferencing, but the similarity is mis-

leading. The DA approach is not primarily motivated

by the routing issues. The active services are pro-

vided to enable all commodity PCs to participate in

hundreds of participant conferences. This motivation

is distinct from those of router-based multicast assists

(GRA) or other active router approaches as well as

from unicast relays, all of which exist to compensate



for limitations or absence of multicast routing.

As designed, the amphitheater video merge ser-

vices (AVMSs) in the DA will dynamically load-

balance DA users among themselves. They can pro-

vide some network performance bene�ts in doing so,

but their primary role is to alleviate the end-system

processing.

Video teleconferencing among small groups of peo-

ple (2-5) is prevalent, but large structured meet-

ings, such as research or professional conferences,

have never been tried and are considered infeasible.

Among the reasons why large scale conferencing, on

the order of hundreds of participants, is hard, the

most basic problem is overcoming end-system limi-

tations. The packet processing needed, both at the

network and application layer, to handle hundreds of

individual video streams overwhelms most PC end-

systems today, in bus access, interrupt processing,

packet handling and demultiplexing, decoding, and

display processing.

There's also the issue of physical screen space. How

do we e�ectively display so many video images? Prac-

tical user applications for displaying and managing a

large remote audience do not yet exist. The common

problem of network bandwidth limitations which im-

pede or disrupt the quality of communication is not

the primary one addressed by the DA design; the ma-

jority of the hundreds of senders are in the audience

and little resolution is needed for their images: think

of the experience of a large conference; one recognizes

many people and their reactions by a small amount

of visual data per person.

Many of the current teleconferencing tools, espe-

cially the research-oriented ones such as the popu-

lar UCL MBONE tools[12] have been designed with

scaling properties in mind. Nevertheless their scaling

approaches don't fully address the challenges men-

tioned above. We are taking an approach of devel-

oping an active network service[1] that relieves end-

systems from the system overhead of a hundred or

several hundreds of video ows.

2 The DA User Application

The DA user application is an integrated teleconfer-

encing tool. We have designed a JAVA-based graph-

ical user interface (GUI) and a C-language multime-

dia library. The application is tailored to users with

little experience in teleconferencing, attempting to

give the illusion of looking across the auditorium at

the other participants in the conference. The most

novel feature of the display is the arraying of rows

of attendees into \seats". The speaker or a panel

of speakers is automatically positioned at the top

(or in a central location if the user is for instance

using multiple displays). The \audience" section is

a scrollable panel that can essentially accommodate

any number of attendees. Figure 1 shows an example

DA user's display. The DA user application will be

user-con�gurable, so that the arrangement of areas

can be speci�ed to suit.

Creating the seated audience requires image pro-

cessing both at send and merge time. At send time,

the DA application does the needed processing to in-

sert a uniform background and the back of an au-

ditorium chair into the video stream behind its own

sending user's image. An image processing algorithm

has been designed to �nd the outline of the person

in each frame, even as he/she moves. It is feasible

because the audience member video uses a low frame

rate (on the order of �ve fps), based on the intuition

that one cannot watch the people across an audito-

rium extremely closely, so the video ow needs to be

fresh enough not to annoy [11] the viewers but need

not be updated at a full-motion rate.

The amphitheater video merge service (AVMS)

takes the incoming images and tiles them into a long

single row, which the user display will show as multi-

ple, staggered and scaled rows. It is important to un-

derstand that the video merging here is application-

speci�c (not a general transcoder or the like).

The AVMS is responsible not only for creating

merged audience rows but for compiling an iden-

tity matrix for the rows. It identi�es the arriv-

ing video uniquely by its source and RTP Synchro-

nization Source (SSRC) Identi�er [10]. It packages

audience-identifying information from the sources'

RTCP messages (user name mandatorily, along with



Figure 1: The Digital Amphitheatre Display



other information that may be collected for a par-

ticular DA meeting, such as project a�liation) in a

data format that the DA receiver side can use to al-

low meeting enhancement; unlike in current physical

meeting, in a DA meeting, an attendee can use a

mouse click to learn who a fellow attendee is.

The AVMS also uses the unique per-source identity

to maintain the integrity of rows, leaving an empty

seat if someone \leaves". If we allowed shifting to �ll

the empty spaces, there would be a disturbing musi-

cal chairs e�ect. Our \seating" algorithm strives to

visually smooth over such changes; new arrivals are at

�rst placed in a trailing \reserved section"; members

returning within some time window take back their

original seat; eventually open seats are re�lled with

newer arrivals. The seating function is hierarchical:

the receiving DA (or a recursively merging second

level of AVMS) preserves the order of audience row

sections from multiple AVMS's.

Figure 1 shows three types of video images:

speaker, �rst-row, and audience, decreasing in res-

olution and frame rate. The audience level in the

preliminary code versions uses 80x64 images at �ve

frames per second[8] and uses a non-traditional codec,

YUVCR. We chose this codec to minimize AVMS la-

tency and support the merge algorithm and because

it has no set image sizes. More detail is provided in

in Section 6.

A feature of the DA user application is the user's

choice of seating preference. Before starting video

transmission, the user requests �rst row seating if

desired (to be seen better, though, rather than to see

better) and also indicates if he/she is capable of send-

ing speaker-quality video. Receivers have markers in

their audience directory that show who is willing to

be in the front row, and once one receiver has chosen

a sender, that sender is signaled to transmit front row

quality rather than just audience quality, and he or

she "changes seats" for the choosing receiver.

Along with the GUI, the DA user application in-

cludes audio and video codecs, RTP/RTCP engines,

and the client side of the DA merge service protocol

(AVMCP, see Section 4). Where appropriate, we are

reusing rather than re-implementing, by borrowing

internal parts of the UCL RAT, VIC, and SDR [12],

with thanks.

3 The DA Architecture

The Digital Amphitheater requires coordinating and

making tractable up to several hundred individual

multimedia sources. The keys to a scalable solution

are the amphitheater service discovery and merge

functions. The section entitled Merge Service de-

scribes and shows a �gure of the spatial compositing

of the individual images into larger, aligned frames

by the merge function. We have already described

how resultant frames are processed by the receiving

user application to create the amphitheater layout.

The video merging is performed by AVMS daemons

conceived along the lines of the \active service" model

of Amir and McCanne, where an active service is a

service inside the network implemented at the appli-

cation layer and speci�c to an application. A proto-

col among the AS daemons will allow them to form a

hierarchy so that they can use several stages of pro-

cessing and avoid overload of ows on any one node.

Figure 2 illustrates the distribution of video data

from four DA session participants. Participants A1

and A2 belong to the same site network A, while par-

ticipants B and C are in distinct other networks. The

tra�c from A1 and A2 is merged �rst within their site

at AVMS-A and then again in an AVMS discovered

by AVMS-A outside their site, also discovered by par-

ticipants B and C, which do not have local AVMSs.

The DA makes use of the Session Description and

Session Announcement protocols (SDP and SAP)[2]

[3]. We de�ne a new SDP attribute to ag that a

session is one requiring AVMS. A DA user is a nor-

mal SAP listener that �lters for DA sessions only,

ignoring others. Once the user decides to join the

DA session, the application begins an autodiscovery

process described in the next section.

4 The Video Merge Service

Protocol

The amphitheater video merge service protocol

(AVMSP) is derived from the active service control

protocol (ASCP) [1]. ASCP protocols are based on

the announce-listen communication model that is the

core of the light-weight session architecture. The ba-
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sic operation is as follows: A participant/client multi-

casts requests on a well-known AVMSP group with a

limited scope (an inter-AVMS protocol handles reach-

ing a distant AVMS, if that is needed). A listen-

ing AVM acts on these requests by creating a merge

service instantiation and acknowledging the request

with a reply. The reply is periodically announced on

the AVMSP group so that other potential clients can

automatically learn about the merge service instan-

tiation. (Clients will also periodically refresh their

desire for the service.)

AVMSs communicate with each other on their own

multicast group. The inter-AVMS protocol allows

them to autocon�gure into a merge hierachy. The

AVMSs need to run a positioning algorithm which

aims to position the least loaded servers at the top of

the hierarchy.

5 Background Processing

In order to engender the feeling of an audience in

an auditorium, the local background of video sup-

plied by audience participants is removed and re-

80x64

240x6480x64

80x64

Figure 3: Merging three individual 80x64 frames, into

a single 240x64 frame.

placed with a generic conference chair. The generic

and static background creates the illusion of a mass

audience as well as compressing the audience video

aggregate to some degree. This section describes the

processing and algorithms currently used in the DA

for this background replacement. We plan experi-

ments with audiences and audience evaluation and

expect this processing to evolve.

The modest spatial and temporal resolution of the

video used for audience members will allow us to per-

form the background image processing on precoded

data and include the task in the rest of those of the

DA user application (that is, at the sender's work-

station). The data is collected, preprocessed, and

processed in standard 24-bit RGB format. It is con-

verted to the DA's current YUVCR format just be-

fore transmitting.

There are a number of video preprocessing steps

to facilitate segmenting the audience members from

their background. First, the raw video is collected at

the native resolution of the audience member's cam-

era. Then, the odd rows of the image are removed to

avoid interlace artifacts inherent in some video for-

mats. The image is then downsampled horizontally

by a factor of two to preserve the aspect ratio of the

image, reduce the amount of data to be processed,

and to improve signal to noise levels of the image

intensities.

A feature of the Digital Amphitheater user applica-

tion is that it enforces a brief training period in which



the audience member must turn the camera on but

stay out of the frame. During this training, the back-

ground reference frame is collected. A heuristic is

used to detect if the audience member is not provid-

ing empty background for this training and the DA

user application will not add the user to the audience

without it.

The background reference frame is preprocessed as

described above. There is not a large constraint on

users other than the training, but we have yet to de-

termine how well the DA will be able to compensate

if there are either signi�cant changes in lighting or

moves of the camera after training.

The preprocessed video is displayed in a local mir-

ror function to allow the audience member to check

his or her position.

Frames collected after the background frame will

undergo an additional preprocessing step to adjust

for minor variations in camera exposure and lighting.

An optimum scale is found between the current and

background frame. Since we assume that the current

frame will typically include the audience member, a

simple least-squares error �t between the two frames

would not produce the desired scale. Instead, we seek

the statistical mode rather than the mean of the ra-

tion of the current frame to the background frame.

For each frame, we calculate the histogram of the

ratio of pixels from the current frame to the back-

ground frame quantized into 256 bins over the range

0.5 to 2.0. Pixel pairs with ratios outside this range

are not included in the histogram. We also exclude

pixels with R, G, or B values of 255 as they may be

saturated.

Once the optimum scale has been found, pixels

from the current frame are compared to the scaled

pixels from the background frame. A binary mask is

created of the pixel pairs that are within a threshold

distance. This mask will be �ltered with morphologi-

cal operators to remove isolated clusters of pixels [7].

The �ltered mask will de�ne the segmentation of the

audience member from the background. The pixels in

the current frame identi�ed as background will be re-

placed with an image of an auditorium chair common

to all audience members of the DA. Another simple

algorithm will provide a base initial size of the person.

The processed image is further downsampled to the

Name CPU RAM OS

chai 400 Mhz PPRO 64M FBSD 2.2

sport 200 Mhz PPRO 96M FBSD 2.2

hafez 550 Mhz PIII 256M Linux 2.2

Table 1: Measured PC Hosts

resolution required for displaying audience members

on the DA, encoded, and sent to the amphitheater

video merge server (possibly collocated).

6 The Amphitheater Video

Merge Service

The amphitheater video merge service (AVMS) is

responsible for merging multiple individual video

streams into a single video stream. To create a

merged video frame, individual video frames are tiled

next to each other. The meta-data in the merged

frame is adjusted to reect the correct position of the

video data within the new frame. Figure 3 displays

an example of how three video frames are merged.

In our current implementation of the video merge

service, we have used a non-traditional video codec,

YUVCR, designed to exploit high bandwidth testbed

links, that does some compression based on con-

ditional replenishment [4]. In YUVCR, the video

data is represented in planar YUV format, where the

chrominance and luma values are represented sepa-

rately. Compared with an RGB representation, this

can provide for some reduction in data; for exam-

ple with a 4:2:0 color subsampling, the video data is

reduced by half compared with RGB.

The conditional replenishment also results in rate

reduction. It operates in the following manner: Each

video frame is divided into blocks of 16x16. Before

transmission, each block is compared with the cor-

responding block from the previous frame and only

if the content has changed the block is transmit-

ted. The conditional replenishment algorithm also

includes an aging process which will cause unchang-

ing blocks to be transferred after a certain period.

Since video frames are transmitted in block units

and only changed blocks are transmitted, when pack-
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Figure 4: The RTP payload for a 80x64 video frame with two new blocks, (0,1) and (2,3).

etizing a video frame, each block must be preceded

by its coordinates in the video frame. Figure 4 dis-

plays the RTP header and payload for a video frame

of which blocks (0,1) and (2,3) are being transmit-

ted. The �gure displays the standard RTP header

followed by the payload header, which for YUVCR

contains the height and width of the video frame

(80x64). Next, are the coordinates of the (0,1) block,

followed by its data and then coordinates of the next

updated block and its data. Each block is 384 bytes

long and an RTP packet must always carry an inte-

gral number of blocks.

YUVCR lends itself well to our notion of merg-

ing with its block based structure, because blocks

carry their coordinates with them and this reduces

our merge algorithm to the manipulation of these co-

ordinates. Because an AVMS is also likely to be a

commodity PC, the processing it has to do must be

of as low overhead as possible.

The operation of the actual merge algorithm is as

follows: First the arriving video streams are sorted

out, and partially reconstructed, while a boolean ma-

trix keeps track of new incoming blocks. As soon as

a frame is completed (the RTP M-bit is received), it

is placed in the output data.

After a set time interval, (the output frame rate of

the merge services is a parameter and later will be

agreed upon among the AVMSs), an RTP stream is

generated from the output bu�ers. This video stream

represents the merged video frame, therefore all of the

x and y coordinates in this stream are adjusted so as

to reect the correct position of the given block in

the merged video frame. And of course, only updated

blocks since the last transmission, are transmitted.

The separation of the incoming and outgoing video

streams via the input and output bu�ers, allows for

independent frame rates between the incoming video

streams and the outgoing video stream. Therefore,

the AVMS can adjust the outgoing frame rate ac-

cording to current bandwidth availability.

7 Measurements

We conducted measurements pertaining to the cen-

tral premise, that a commodity desktop PC can sus-

tain the images of a large meeting better if most of

the video ows are merged into a high-bandwidth but

single ow. An experiment with a hundred individ-

ual senders daunted our ability to coordinate senders

(still lacking the carrot of a new application for them

to try at this point), so we conducted the measure-

ments with all the senders we could muster, max-

imally thirteen. We contrasted performance mea-

surements of all sending their individual multicasts

with measurements of a ow from a prototype AVMS,

merging the individuals. The systems used in the

measurement are listed in Table 1.

A separate PC collected full trace data using tcp-

dump, so that the throughput, frame rate and so on

of merged and unmerged ows could be measured.

For measuring the internal behavior (of the three

systems in Table 1), we extended the vmstat tool as it

is found in FreeBSD (calling it xvmstat) so that it in-

cluded interrupt and load average statistics, and sim-

ply collected this at one-second intervals. The video

senders, whether they were multicasting individual

ows or unicasting to the AVMS, were a large range

of Pentium PCs running a YUVCR source with the

80x64, �ve frames per second, audience parameter

as their only possible output. The software sourcing

YUVCR source was not the DA user application yet,

but was a UCL vic [12] we modi�ed to send and re-

ceive YUVCR. The DA user application's Java GUI

needs more optimization than we were able to achieve

for the timing of the NOSSDAV workshop.



Flow Kbps PPS FPS

ToMerge 788.98 134.17 102.16

FromMerge 1011.14 117.32 1.59

(13 senders)

Individuals 670.43 113.82 86.56

(12 senders)

Table 2: Video Applications' Network Tra�c

System Ctxsw/s NIC Intr/s

chai (AVMS) 116.84 481.31

sport (rcv merge) 91.67 312.59

sport (rcv indivs) 159.91 312.13

hafez (rcv merge) 965.24 360.82

hafez (rcv indivs) 1263.87 355.49

Table 3: Video Processing Performance

The receiver for the performance measurements

was also a modi�ed vic that would display the merged

or unmerged YUVCR. Receiver statistics were taken

with the receiver windows selected, not in thumbnail

form (the individual ow windows are bigger than

thumbnails). The measurement runs were a mini-

mum of 300 seconds long.

The results of the measurements are shown in Ta-

bles 2 and 3:

The results are clear that the use of merged ows

for the DA is likely to improve the end-user's system

performance in at least one of the metrics described

above, the context switch processing. (There is also

a surprising, but consistent di�erence in the mag-

nitude of the measured context switches per second

between FreeBSD and Linux, which we have not yet

explained). The fact that measurement senders failed

during our individual runs makes it hard to say that

the merge service has no impact on interrupts per

second for the receiver; the individual runs all unfor-

tunately had one less sender than the merged runs.

More measurements are planned, of course.

CPU load average is another metric that is obvi-

ously of interest for assessing the DA design, but the

measurements of CPU shown by the tools for these

runs were very low for both merged and unmerged

experiments (ranging from 0.02 to 0.15, with consid-

erable variation). CPU load experiments with much

larger numbers of senders will be a future study for

the DA project.

An exception with respect to load average was

when our initial naive rendering of the YUV planar

data into RGB caused the 200 Mhz measured system

to thrash. Those measurement results have guided

a revised receiver design for both the test tool (the

modi�ed vic) and the DA user application (Section

8).

8 Conclusions and Future

Work

As expected, we found some processor performance

bene�ts in having a merged video stream instead of

individual streams, despite similar packet per second

rates of the two ows. In future work, we will un-

derstand the di�erence between Linux and FreeBSD

results better. We will investigate the impact of the

larger frames on quality of video under loss. We ex-

pect to be able to show more bene�t when at higher

CPU loads, but this result will require larger tests.

As we work towards characterizing the space of the

bene�ts from a merged video stream for very large

conferences, we also continue to develop the DA ap-

plication software. Our future work will include mak-

ing a general release of the DA source and seeking a

hundred volunteers to participate in testing it. We

expect that the video ows for a full conference could

exceed 10 Mbps, so we expect that good sites for users

will be on US and international educational testbeds.

The measurements are important to e�cient im-

plementation of the application. In early runs, the

large merged video stream caused a 200 Mhz PC

to reach full CPU utilization, with large numbers of

page faults registering in the xvmstat output.

We speculate that this was the result of conver-

sion between image formats when the merged video

was displayed. The YUVCR codec used in the DA

encodes 16x16 blocks of pixels in YUV 4:2:0 planar

with conditional replenishment.

In order to be displayed, the YUVCR encoded

video must be decoded into a sequence of frames. The



frames are typically created in YUV planar format

and converted to RGB for display. Unfortunately,

as the size of the video frame increased, as in merg-

ing a large number of video streams, converting from

YUV planar to RGB apparently caused signi�cant

page swapping.

In order to eliminate this thrashing due to con-

verting the large merged frame from YUV planar to

RGB, we plan to generate an RGB format image di-

rectly from the 16x16 blocks of the YUVCR stream.

Although the input blocks are still in planar format,

their small size will lead to far fewer page faults.
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Abstract

New network technologies are often restricted by the
limitations of today’s network devices. This lack of
flexibility and extensibility hinders or delays the
evolution and deployment of new mechanisms. We believe
that active networks have the potential to overcome these
limitations by replacing current network devices with
programmable nodes.

This work-in-progress report introduces a novel
component-based active router architecture designed to
provide support for emerging network technologies, and
demonstrates the flexibility and extensibility of this
architecture by addressing some of the most pressing
handoff problems present in next generation IP based
mobile multimedia systems.

1. Introduction

Multimedia services in mobile environments often
have very strict and extended QoS requirements [1]. QoS
properties such as throughput, latency and error rate are
more critical since such environments are usually built
upon low bit-rate wireless networks. These issues are
widely discussed within the QoS research community,
and solutions to the problems are evolving from
modifications to network protocols and extended services
(for example, DiffServ, RSVP, and IntServ).

However, when the provision of QoS support to
mobile devices is also considered, additional QoS issues
become apparent – most notably the latency introduced by
network handoffs of mobile devices. This is of particular
relevance to Mobile IPv6 [2] (the IETF standardized
mobile routing protocol for the IPv6). These issues are
only now being addressed within the research community.

We believe that current networks are not flexible and
extensible enough to cope with this problem in an
efficient and elegant manner. This work-in-progress report
introduces a novel component-based approach to active
networks providing a highly flexible and dynamically

extensible architecture for programmable network nodes.
In particular, we will show how this architecture can be
deployed to resolve some of the QoS problems associated
with Mobile IPv6 enabled networks.

1.1. Previous Work

The distinction between programming paradigms of
network devices and end systems has led to an ever
growing gap between capabilities of end nodes and inter-
mediate devices. While for many years end systems
(which are totally programmable) have had sophisticated
support for multimedia streaming, multimedia support for
network devices is still in the process of standardization,
and deployment is held back by the problems of up-
grading significant amounts of router software.

As a response, we started to investigate the perform-
ance, scalability, safety and security issues of active net-
working. Based on the results, we developed a novel
router architecture especially for active networks, called
Lancaster Active Router Architecture (LARA) [3]. Our
main design focus was to develop a scalable high-
performance active router. High-performance here refers to
the performance of active processing. LARA achieves
high-performance for the active processing by means of
two concepts: (1) LARA employs high-end processor
units on a per interface basis, which guarantee sufficient
processing power for active computation. (2) LARA
implements efficient zero copy mechanisms for the data
path processing. Expensive copy operations are avoided
and context switches minimized. Scalability is achieved
through dedicated active processor units on a per interface
basis. Consequently, adding new interfaces to the router
increases the processing power proportionally.

Building on lessons learned from the development of
LARA, our first generation active router, we are currently
in the process of developing its successor, LARA++,
which has a major focus on supporting emerging network
technologies through flexible and extensible active router
programmability.



The remainder of this document first motivates our
work by introducing the QoS problems associated with
Mobile IPv6 handoffs. We then continue by presenting
our component-based active router architecture, LARA++,
and the components we have designed to optimise the
handoff performance for mobile devices. Finally, we
conclude the paper by reviewing how active networking
can improve mobile network handoffs and discuss future
work.

2. Motivation

We have recently investigated several performance
problems regarding multimedia streaming systems in
Mobile IPv6 environments. In particular, we consider the
two dominant factors that govern the performance of a
network handoff – the speed of address acquisition and
mobile routing convergence time. We believe that the
efficiency of solutions to these problems can be addressed
more elegantly by means of active network technology.

The following sections outline the issues that affect
these factors, and how they can be improved by active
networking.

2.1. Address Acquisition

IPv6’s stateless address auto-configuration mechanism
[4] is an excellent means for mobile devices utilising the
Mobile IPv6 protocol to dynamically allocate IP
addresses, as this greatly simplifies the process of network
detection and care-of address acquisition. However, to
prevent multiple devices from accidentally using the same
IP address in a network environment, a Duplicate Address
Detection (DAD) mechanism has been mandated [5] for
IPv6. This demands that devices first verify that a newly
acquired address is not already in use before actively
utilising that address. Experiments have shown that while
addresses can be acquired using stateless auto-configura-
tion within a few milliseconds, the DAD verification
process demands (according to the specification) up to five
seconds to complete [6]. Network outages of this order
are, however, not tolerable for multimedia applications.

By using active networks, routers could be
dynamically programmed to monitor the availability of a
mobile node’s potential care-of addresses within a
network domain. Thus, when a mobile device roams to a
new network within the domain, it could simply ask a
router on the link if the corresponding care-of address is
still available. If so, the mobile node can immediately
utilize the address without incurring the vast latency
introduced by the DAD verification mechanism, and still
remain confident that no IPv6 address collision exists on
the network.

Although the aim of this approach, namely assigning
unique IP addresses to network devices, might seem to be
already addressed by the Dynamic Host Configuration
Protocol for IPv6 (DHCPv6) [7], nevertheless, both

approaches are complementary. While the approach
outlined here only addresses link-local and stateless
address configuration, DHCP manages stateful address
allocation. DHCP requires a node first to configure a link-
local or stateless address, before it can acquire a stateful
address. Since the DAD algorithm must be performed on
all addresses, independent of whether they are obtained via
stateless or stateful auto-configuration, the DAD must be
performed twice when DHCP is used.

2.2. Mobile IPv6 convergence time

The second inefficiency we identified, while analysing
mobility support protocols, is that Mobile IPv6 is purely
a routing protocol for end systems; network routers (apart
from the home agent) are not involved.

As a result, handoff times can be unnecessarily high
due to the fact that handoffs require a correspondent node
(any IPv6 device conversing with a mobile device) to
receive a Binding Update1 message notifying the corre-
spondent node about the network change before the route
change can take place. This adds at least the delay of one
round trip time (between the mobile node and the corre-
spondent nodes) to the handoff latency. As typical laten-
cies of wide area links can be as high as 400 ms, this can
result in a handoff performance that is unacceptable for
multimedia applications. Figure 1 illustrates this inef-
ficiency and proposes a solution involving network
routers.

Although several research groups are already addressing
this inefficiency [8, 9, 10] (and there is limited support
within the Mobile IPv6 standard), all these solutions
require extensions to the Mobile IPv6 standard, and/or
additional control messaging to operate. By utilising
active networks, this problem can be transparently
resolved, minimising the impact on network utilisation,
protocol complexity and service interruption.

Active routers can be programmed to reroute any data
traffic incorrectly routed to the mobile device’s old loca-
tion to its new point of attachment without delay. This
provides a means to repair the incorrect routing locally,
until the Mobile IPv6 protocol responds to the route
change.

                                                
1 A Mobile IPv6 control message sent to the home agent and

correspondent nodes to indicate a network handoff.
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2.3. Rational for Active Network Use

Solutions to both mobile handoff problems outlined
above are based on active network technologies. Although
it is clear that these mechanisms can also be built directly
into future router software releases (thus negating the need
for active networks), we propose the use of active network
technologies for several reasons:

First, we believe that today’s networks lack a common
platform for the development and deployment of network
services such as firewalls, proxies, media gateways.
Active network technology has the potential to separate
network services (software) from the underlying router
devices (hardware) by introducing a programmable layer
in between.

Second, experimentation with our mobile handoff
solutions relies on support from network routers.
However, since today’s routers are still closely integrated
systems (where only manufacturers can introduce new
functionality), we would rely on support from a router
manufacturer or would be forced to build our own. In the
first case, the lengthy process of standardization and
software development by router manufacturers would delay
our research. The second case, however, complements our
research in other fields. Since we need an extensible router
in order to do network research anyway, why should we
not invest in a programmable network router?

And finally, the deployment of network services in the
absence of active and programmable technologies impli-
cates a very longwinded process of upgrading large

amounts of routers in the network before the service can be
used. Naturally, the same problem occurs when active
network technology needs to be introduced. However,
when active routers are in place, new services can be
rolled out on-the-fly.

Moving the problem from the end stations into the
network is clearly not a panacea for all problems.
Additional delay and other problems arising from the
active processing within network routers must be con-
sidered. However, solutions to the mobile handoff prob-
lems rely only on active processing support in routers
close to the mobile device’s location. Thus, scalability
and deployment of such active services is less critical.

3. Component-based Active Node Archi-
tecture

LARA++, the next generation active router architecture
of LARA [3], provides a programmable platform for active
services development based on the composition of many
small components. Unlike first-generation active router
architectures, LARA++ implements a very flexible and
extensible programmable router platform based on the
principles of decomposition.

LARA++ components are dynamically loadable onto
LARA++ active routers where they provide additional or
extended services for individual data streams or even for
whole protocol families. Figure 1 provides a conceptual
view of the component-based approach used for LARA++.

LARA++ components can be either active or passive.
Active components perform the active computations on a
node based on one or more execution threads, whereas
passive components provide merely static functionality,
similar to support libraries.
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Figure 2. A conceptual view of the Active
Component Space

Components can be further differentiated by their
function into user components and system components.
User components are those active programs or libraries
that are injected by users of the active network. System
components, in contrast, are the components that con-
stitute LARA++ and expose the API to low-level
resources and system calls.



The remainder of this section provides a short intro-
duction to LARA++, its design goals and component-
based architecture. Due to the very restricted space in this
report, we limit the description to the basics. Further
details on the component architecture and an in-depth
discussion of LARA++ internals such as the loading and
registration of components, component APIs, inter-
component communication, service composition,
policing, as well as the security and safety framework are
freely available in the LARA++ design specification [11].

3.1. Design Goals

The motivation for our component-based approach
arises from the fact that conventional active node archi-
tectures provide one of two paradigms – either fixed
execution environments, which can “only” be pro-
grammed through in-band active programs (also referred to
as active capsules), or a programmable switch platform,
which enables users to download and install active
programs. The former approach is limited by the
programming capabilities offered by the execution envi-
ronments and relies on active support by every node along
the transmission path, whereas the latter is usually
restricted by the support the programmable switch
provides for interaction between single active software
components and integration of active programs.

LARA++ tries to resolve the limitations of the
programmable switch approach by providing a sophisti-
cated composition framework for active components. This
enables active services to be split into many simple and
easy to develop tasks (each processed by a single active
component). The services are then built from the indi-
vidual components, as they are needed. This “divide and
conquer” approach simplifies extensibility of the router
functionality. Individual software components can be
upgraded more easily and new components can be gradu-
ally added.

As a result, our component-based active node archi-
tecture is clearly advantageous over conventional imple-
mentations in terms of reusability of active code and
customisability of user tailored services. The critical
aspect of the design is to provide a sufficiently flexible
composition method, which is further discussed in later
sections.

Although LARA++ is designed to be a very generic
platform for active network services, some of its design
features were motivated by analysing the mobile handoff
problems and their requirements for active routers in order
to solve these problems in an elegant and yet efficient
manner. The following items describe a number of
relevant LARA++ features for mobile network handoff:

• Dynamic extensibility of router functionality:
LARA++ routers are programmable by network
users, which enables mobile devices to upgrade
the network services as they enter a new domain.

• Flexible packet filtering and insertion mecha-
nisms: LARA++ supports packet filtering and

(re)injection mechanisms in order to react upon
certain events in the network (for example, binding
update messages).

• Provision to carry out routing tasks: Active
LARA++ components have the ability to route
individual flows or even protocol families (for
example, to temporarily reroute a data stream to a
mobile device’s new address).

• Support for active programs to “program” active
routers: LARA++ enables active components to
control  (i.e. load, instantiate and remove) other
active components as long as security policies are
not violated (for example, a component identifying
a handoff should be able to instantiate a routing
component).

• Efficient processing of active programs: LARA++
is designed such that the management overhead for
the execution of active programs is small. Since
the latency of the active processing increases the
overall end-to-end delay of data streams, only very
small delays are tolerable.

• Lightweight instantiation and removal mecha-
nisms for active programs: Since active programs
are often very short lived (for example, the flow
routing optimisation for mobile handoffs compen-
sates only until the binding update notifies the
corresponded node), instantiation and removal of
active components is designed to be lightweight
and fast.

3.2. Node Architecture

A key difficulty in designing active networks is to
allow nodes to execute user-defined programs while pro-
viding reliable network services for everyone. An active
node must therefore protect co-existing network protocols
and services from each other and securely control shared
resources.

As a result, LARA++ executes active code only within
restricted processing environments that limit access to
low-level service routines and shared resources. The
framework for our safety model is based on a layered
architecture, where higher levels are limited and controlled
by lower level policies.

The active node is assembled out of the following four
layers2:

(i.) The NodeOS provides a set of low-level service
routines and system policies to access and
manage local resources and device configurations.

(ii.) Execution Environments (EE) form the manage-
ment unit for resource access and security poli-
cies, which are enforced on every active program
executed in that environment.

                                                
2 This layered architecture extents the original active network node

architecture specified by the DARPA Active Networking Group.



(iii.) Processing Environments (PE) provide the code
space where trusted components are processed.
Trust relations among components are defined
upon the code producers (i.e. code signatures) and
the network users (i.e. user authentication)
instantiating components.

(iv.) Active Components (AC) comprise the active
programs, which are executed within PEs along-
side with other trusted components. The active
code is executed by means of one or several
threads.

Figure 3 illustrates the layered node architecture.
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Figure 3. The layered architecture of
LARA++

In contrast to other active network architectures,
LARA++ introduces the concept of processing environ-
ments as an extra protection layer between the actual
active programs and the execution environment. Although
this might seem to make the execution of active code
more complex and heavyweight, PEs were introduced for
exactly the opposite reason. PEs allow components with
trust relationships to be processed very efficiently in a
single process-like environment. This unique character-
istic of the LARA++ architecture makes use of the
performance benefits arising from trust relations.

Trusted active components, which are either pre-
compiled executables or “on-the-fly” compiled programs,
are directly loaded into the PE’s address space and then
executed by creating one or more active threads. Trusted
active programs can be executed within the same pro-
tection environment (i.e. address space) without creating
security threats. The performance boost results from the
fact that user-level thread scheduling is remarkably faster
since only a lightweight context switch is involved. Early
experiments with our LARA++ implementation have
shown that user-level thread scheduling is approximately

one order of magnitude faster than the scheduling of con-
ventional active processes.

The intermediate processing environment on top of the
EE has besides the obvious performance boost the advan-
tage that the concept of module thinning3 can be applied
on a fine-grain basis. Each PE can provide a specially
customized system API depending on the trust relation
between its components and the NodeOS.

3.3. Service Composition

The structure and make-up of active services is defined
by the composition method. It determines the set of soft-
ware components used for an active service and the bind-
ings linking the components [12]. Active service compo-
sition on LARA++ nodes is based on a sophisticated
packet classification mechanism as described here.

LARA++ active services are composed through inser-
tion of packet filters into the packet classifier. Active
components typically register their filters with the packet
classifier at instantiation time (and if necessary again at
run-time). Thus, packets received on a physical interface
undergo a classification procedure which identifies the
active components to process a packet as it passes the
active node. According to the order determined by the
classifier, packets are “routed” through the active com-
ponent space to obtain the respective active computations
of the filtered components in the correct order.

Due to the classification-based service composition
method, LARA++ composition is based on the con-
ditional binding of active components. Since the bindings
of active components rely on the data in a packet, a bind-
ing is only in force if the filter for the binding matches the
packet.

The basic structure for the component bindings is
defined by the TCP/IP layer model, which ensures that
active components providing low-level support are
executed before components dealing with higher-level
computations (for example, network protocol options
must be processed prior to transport protocol operations).
In addition to the ordering imposed by the layer model,
the individual protocol stacks also need to process their
headers, options and so forth in a protocol specific order
(for example, extension headers in IPv6 must be processed
in a order).

In order to enable active components to flexibly extend
the functionality of active services, LARA++ requires an
“elastic” means to describe at which point in the process-
ing chain a component must be inserted. For this
purpose, we chose a Management Information Base (MIB)
style representation, referred to as the classification
hierarchy, which is sufficiently flexible to extend current
protocol stacks and has provision to incorporate new
protocols.
                                                

3 Module thinning secures programmable system by individually
tailoring the programming interface exposed to a software process
based on the privileges of the user or program.



For performance reasons, the packet classifier maintains
the packet filters in a tree style representation, called the
classification graph. The nodes of the graph represent the
packet filters for the active components currently
instantiated on the active node. The graph is built accord-
ing to the structure imposed by the classification hier-
archy. Figure 4 illustrates a simplistic representation of
the classification graph.
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Figure 4. The classification graph. T h e
grey arrow represents the general route
data packets take when passing through a
LARA++ node. The classification graph o n
the network layer part of the input and
output paths show how the classifier
manages the packet filters of the corre-
sponding active components.

The packet classifier filters incoming and outgoing data
packets based on the packet filters in the classification
graph. The n-nary tree structure is parsed according to a
left-to-right depth-search approach. If a filter matches a
packet, it is “forwarded” to the active component
associated with the filter. When the component has
completed the active processing, it either discards the
packet or reinserts it at the same point or any other point
of the graph (depending on the system policies and privi-
leges defined for the component). The classifier continues
the classification process until it runs out of filter
branches.

4. Components for Mobile Multimedia Sys-
tems

This section briefly describes the active components
we have designed to resolve the inefficiencies of the
Mobile IPv6 handoff mechanism as introduced in earlier
sections.

4.1. Optimised Stateless Address Auto-con-
figuration

The handoff latency introduced by duplicate address
detection (DAD) is solved by means of an Address Place-
holder Component (APC), which actively monitors the
state of mobile nodes’ potential care-of addresses within a
network domain and performs DAD on behalf of mobile
nodes. Thus, mobile devices using this active service can
avoid the handoff delays introduced by DAD.

Upon entering a new “access domain” or roaming to a
new network within the domain, a mobile device invokes
an APC in the domain router by means of a domain local
or predefined multicast. The invocation message consists
of the active code for the APC or simply a component
reference and the mobile’s network interface identifier (i.e.,
the EUI-64 number [4] or another unique identifier) as
parameter. Note that if a referenced component is not yet
loaded, the active router retrieves the code automatically
[11]. For each APC invocation LARA++ routers instan-
tiate a new active component in a processing environment
that trusts the active code. Since the active code for the
APC is most likely to originate from the same code
producer, all APC are executed within the same PE.

Upon instantiation, the APC performs the DAD
mechanism for the respective IPv6 address (created from
local network address and the mobile’s interface iden-
tifier). If the DAD fails (i.e. the address is already in use)
then the component immediately terminates. Otherwise,
the APC monitors the ongoing state of the address by
actively listening for the neighbour solicitation [5]
messages sent by “new” devices on the network that are
performing DAD. This is achieved by the APC installing
a LARA++ packet filter that traps these solicitation
messages. If the APC receives such a solicitation message
for one of the addresses it is monitoring, it transmits an
address-available control message to the source of that
solicitation (indicating that DAD has been performed for
this address, and it is safe to immediately use), then
terminates. A mobile device performing DAD that
receives an address-available message can therefore safely
bypass DAD and the associated delay.

This approach has the advantages that it is based on a
very simple soft-state mechanism that circumvents
complex signalling protocols. The positive acknowledge-
ment technique indicating address availability ensures –
even in the exceptional case of active router reboot, active
code termination, or packet loss – that no duplicate
address allocation takes place. If the mobile device does
not receive the address-available message, it simply
performs the DAD as obligated by the IPv6 standard.

Considering the scalability of this mechanism reveals
that active routers on large access networks (with many
mobile devices) have to cope with large number of APCs
(one APC for each roaming mobile device). However, the
component-based architecture of LARA++ allows
LARA++ routers to maintain only a single code copy for



each active component and still manage multiple instan-
tiations. Nevertheless, it is clear that the maximum
number of APCs and respectively the maximum number
of mobile devices are limited.

4.2. Optimising Handoff over High Latency
Links

The network handoff latency of mobile devices can be
minimized by means of a generic LARA++ Flow Routing
Component (FRC) which introduces Mobile IPv6 func-
tionality into active routers, such that they actively take
part in mobile routing as pointed out in Figure 1.

Upon network handoffs, mobile devices are mandated
to inform the home agent and correspondent nodes about
the network change by sending binding update messages.
In order to reduce the mobile routing convergence time,
the mobile device injects (or simply invokes) an FRC
into active LARA++ routers along the reverse
transmission paths4. After instantiation on a LARA++
router, the FRC immediately re-routes any packets
misrouted to the mobile node’s old location to its real
location by means of network address translation [13].
The FRC re-routes the data streams by registering a
packet filter specifying the relevant filter information (i.e.
old care-of address, home address) with the classifier.
Since the flow routing optimisation is only required
temporarily (until all relevant correspondent nodes have
received a binding update), the FRC is programmed to
timeout and remove itself after a period of inactivity (typi-
cally within a few seconds of instantiation).

This approach has again the advantage that it is based
on a simple soft-state mechanism, which falls back into
conventional operation mode if the active code acciden-
tally stops. Since the FRCs are very short lived, the
impact of network level processing in the active routers
and scalability issues are less critical. Apart from the
additional filtering expense in the active router, this
solution only introduces active processing cost for flows
that are misrouted and only for the short time a FRC is
active. The fact that the FRCs are very short-lived, which
confines the number of FRC instantiated at any given
point in time, makes the proposed approach scalable.

5. Related Work

On the one hand, many early active router architectures
are built on the principles of “active capsules” [14], where
data packets are replaced by so-called capsules which
include small active code fragments. Although this
approach to active networks changes the communication
model compared with today’s networks more radically
(thus might be more interesting from a research point of
                                                

4 Note that although active network support might be restricted to
the local network domain, the handoff optimisation is nevertheless
effective, since mobile route changes occur primarily close to the
mobile’s network location.

view), it is for several reasons not suited for the mobile
handoff solutions discussed in this document:

• The active capsule approach requires all the routers
along the transmission path and the mobile
devices to be active (which might never happen in
large-scale networks such as the Internet), although
conceptually only the routers of the mobile access
networks require active support.

• Transparency can only be achieved, if the packet
format of the media streams and the end systems
do not require modifications. However, the active
capsule approach demands active code to be insert
in the data packets, which implies extension of the
end systems.

On the other hand, active router architectures that are
like LARA++ based on the “programmable switch”
approach [14] to active networks are more appropriate to
implement the mobile handoff solutions proposed in this
paper. A number of relevant features to implement these
handoff components are discussed in section 3.1.

The remainder of this section compares two recently
developed programmable switch architectures with
LARA++.

(1) The Router Plugin project [15] proposes router
programmability based on software modules that can be
plugged in at specific gates in the IP processing path.
This enables network users to customize a router avoiding
the performance penalties of layered active network protec-
tion. Consequently, Router Plugins rely on external safety
and security mechanisms. Since plugin processing is inte-
grated in the router OS, Router Plugins do not introduce
the thread scheduling and queuing overheads of the
LARA++ processing path. Although Router Plugins
provide limited scope for extensibility (plugins can only
be injected at specific points in the IP forwarding path)
and programmability is less flexible compared to
LARA++ (it is optimised for packet forwarding rather
than more general purpose processing), the architecture
would be suitable to implement the proposed
mechanisms.

(2) The Bowman active Node OS [16] together with
the CANEs execution environment [17] provides similar
flexibility and extensibility based on a composition
framework for active code modules. While LARA++ uses
a flexibly extensible classification hierarchy in order to
describe at what point in the processing chain an active
component needs to be processed, a generic “underlying
program” defining the slots is used to customize services
within CANEs. As a result, this active network architec-
ture would also fit the requirements to implement the pro-
posed mobile handoff components. However, the Bowman
design does not account for run-time safety and security
mechanisms such that only trusted code can be executed.
LARA++, in contrast, ensures safe execution of active
components by means of PEs.



6. Conclusion

We believe that the lack of active support in current IP
networks has hindered the development and deployment
of novel network services and advanced solutions to over-
come the limitations of today’s network technologies.

As a result, we have designed and are currently devel-
oping a component-based active network node architec-
ture, called LARA++. We demonstrated its flexibility and
extensibility properties by introducing two simple to
develop and yet efficient active components, which have
the potential to significantly reduce the network handoff of
roaming Mobile IPv6 devices when loaded and executed
on active LARA++ nodes in the mobile network.

The first component, also referred to as APC, supports
the Mobile IPv6 protocol by providing a means to
monitor the availability of unused network addresses.
This enables roaming mobile devices to evade the long-
winded duplicate address detection that is required for
stateless address configuration when entering a new
network.

The second component, called FRC, complements
Mobile IPv6 routing. While the routing convergence time
in normal Mobile IPv6 network takes at least one RTT
(between the mobile device and a correspondent node) in
the case of a network handoff, the FRC enables active
routers to fix the routing to the mobile’s new location
immediately (within a couple milliseconds) until the
Mobile IPv6 routing protocol adapts.

Further work in the LARA++ area will involve com-
pleting the implementation of the active node architecture
and experimentation with the proposed Mobile IPv6
handoff enhancing components. The work will be based
around the LandMARC implementation of Mobile IPv6
for MS Windows 2000/WinCE [18].

In the longer term, research is also planned into the
benefits of LARA++ component technology in end-
stations, in addition to network routers.

7. Acknowledgements

The LARA++ work documented was undertaken as
part of the Microsoft funded LandMARC collaborative
project between Lancaster University, U.K. and Microsoft
Research, Cambridge U.K. [18]. The LARA platform was
developed under U.K. EPSRC (grant no. GR/L59603).

8. References

[1] N. Davies, et al., “Supporting Adaptive Video Applica-
tions in Mobile Environments”, IEEE Personal
Communications, Special Issue on Video Over
Wireless, September 1999.

[2] D. Johnson, C. Perkins, “Mobility Support within
IPv6”, IETF Internet draft draft-ietf-mobileip-ipv6-
11.txt, March 2000. Work in progress.

[3] R. Cardoe, et al., “LARA: A Prototype System for
Supporting High Performance Active Networking”,
Proc. IWAN’99, June 1999.

[4] S. Thomson, “IPv6 Stateless Address
Autocofiguration”, T. Narten, Internet RFC 2462,
December 1998

[5] T. Narten et al., “Neighbor Discovery for IP version 6
(IPv6)”, Internet RFC 2461, December 1998.

[6] J. Finney, “Supporting Continuous Multimedia
Services in Next Generation Mobile Systems”, Ph.D.
Thesis, Lancaster University, September 1999.

[7] J. Bound, M. Carney, and C. Perkins, “Dynamic Host
Configuration Protocol for IPv6 (DHCPv6)”, IETF
Internet draft draft-ietf-dhc-dhcpv6-14.txt, May 2000.
Work in progress.

[8] R. Caceres, et al., “Fast and Scalable Handoffs for Wire-
less Internetworks”, ACM Mobicom ‘96, pp. 56-66,
November 1996.

[9] A. Campbell et al., “Cellular IP”, IETF draft draft-ietf-
mobileip-cellularip-00.txt, January 2000. Work in
progress.

[10] K. El Malki, H. Soliman, “Hierarchical Mobile IPv4/v6
and Fast Handoffs” IETF draft draft-elmalki-soliman-
hmipv4v6-00.txt, March 2000. Work in progress.

[11] S. Schmid, “LARA++ Design Specification”, Lancaster
University DMRG Internal Report, MPG-00-03,
January 2000.

[12] E. Zegura, “Composable Services for Active Networks”,
Active Network Composable Services Working Group
Draft, May 1998. Work in progress.

[13] K. Egevang, et al. “The IP Network Address Translator
(NAT)”, Internet RFC 1631, May 1994.

[14] D.L. Tennenhouse et al., “A Survey of Active Network
Research”, IEEE Communications, January 1997.

[15] D. Decasper et al., “Router Plugins: A Software Archi-
tecture for Next Generation Routers”, SIGCOMM ’98,
Vancouver, CA, September 1998.

[16] S. Merugu et al., “Bowman: A Node OS for Active Net-
works”, IEEE Infocom ’00, Tel Aviv, March 2000.

[17] S. Merugu et al., "Bowman and CANEs: Implementation
of an Active Network", 37th Allerton Conference on
Communication, Control and Computing, September
1999.

[18] “The LandMARC Project”, available via the Internet at
http://www.LandMARC.net, Mar. 2000.



Automating the Creation of Personalized Mobile Multimedia
Services using Cellware

Kazuhisa Tanaka+, Michael E. Kounavis++ and Andrew T. Campbell++

kazu@tcd.hitachi.co.jp, {mk, campbell}@comet.columbia.edu

+ Internet Systems Division Hitachi Ltd. 216 Totsuka, Yokohama 244-8567 Japan
++ COMET Group, Center for Telecommunications Research, Columbia University, New York, NY 10027 USA

Abstract –Personal mobility services are likely to be diverse
and sophisticated in nature. We introduce ‘Cellware’, an
architecture that automates the creation of personalized
mobile services. Cellware attempts to capture the diversity
of personal mobility services using a simple programmable
abstraction called a ‘cell’. Cells are event-driven
middleware components that can be customized by scripts
to perform personalized communication functions, such as
call/session forwarding or event notification. Combining
cells results in the dynamic creation of more complex
personal mobility services. In this short paper, we provide
an overview of our architecture and discuss some simple
services that have been implemented using an initial
implementation of cellware.

1. Introduction

Recent trends toward IP telephony indicate that the
Internet and PSTN will merge into a single information
delivery system. It is likely that a variety of services will
be offered in the future over many diverse transport
environments. Services will include the web, electronic
commerce, voice over IP, video conferencing and
distributed games. Today, only service providers have
the capability to program such services. Clients have
limited choice to customize features of the services they
are offered.

Another characteristic of multimedia services is that they
are becoming more personalized and location-
independent. The term ‘personal mobility’ refers to end-
to-end communication services where the person, not the
device, is the communication endpoint. In many systems
that support personal mobility [1] [2] [3] call forwarding
functions are driven by a single event type: receiver
mobility. We believe that users should be able to specify
their own types of events for driving the creation,
transmission and consumption of multimedia content.
Events should mirror physical world actions (e.g.,
mobility of people, scheduled appointments, accidents,
and physical phenomena). Progress has been made to
push computers and multimedia devices into the
‘background’ of everyday life [10]. However, ubiquitous
computing while desirable is limited by the fact that the
configuration, usage and maintenance of computing and
multimedia devices is non-trivial.

We argue that a software model is needed for
automating the creation of personalized mobile
multimedia services in pervasive computing and
communication environments. Such a software model
should be capable of capturing the diversity of events
that trigger the delivery of multimedia content, as well
as the diversity of actions that take place when events
occur. These events may include the forwarding of
multimedia content to devices that best meet receiver
preferences, the dynamic configuration of network
computers in remote environments and the broadcasting
of announcements.

It is likely that clients will play a key role in customizing
multimedia services. Customization should be done in a
seamless manner pushing computation into the
background of people’s lives instead of making it the
focus of their attention. Customization should
encompass registered events, multimedia content and
user preferences. In addition, the behavior and mobility
of people should be monitored taking into account social
as well as geographical factors. Middleware
infrastructure should be capable of capturing the many
different social and geographical factors allowing the
customization of these parameters on-demand.

The aim of our work is to manage the complexity
associated with creating and customizing personalized
mobile multimedia services. In this paper, we introduce
the concept of a ‘cell’, a software component for service
creation, which is event-driven and can be customized
by client-defined scripts. Cells should be capable of
executing on a wide variety of computing devices
including laptop/hand held computers, microelectronic
mechanical sensors, PDAs and PCs/workstations,
adapting the environment to client preferences.

We envision networks having the capability to adapt to
client preferences through the customization of a large
number of cells running seamlessly in the areas where
people work, study, and rest.  This paper is structured as
follows: In Section 2 and Section 3 we describe the
Cellware architecture and our initial implementation,
respectively. Following this, we discuss examples of
service creation using cellware in Section 4 and Section



5. Finally, in Section 6 we provide some concluding
remarks.

2. Architecture

2.1 Network Model

Our network model is shown in Figure 1. At the lowest
layer, diverse transport technologies deliver digital
information to end-systems.  Transport technologies
include the Public Switched Telephone Network (PSTN),
wireless networks, Gigabit Ethernet networks and ATM
networks. The IP protocol binds these technologies
together into a single information delivery infrastructure.
QOS extensions to IP forwarding (e.g., per-hop
behaviors for differentiated services) are indicated as
IP++ forwarding in Figure 1. On top of this transport
environment, control and management planes support
higher-level communication services. Network control
functions include routing, resource reservation and call
control. Each network has its own management system,
which operates over long time scales.
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Figure 1: Network Model

Higher level services include the web, voice over IP, and
video conferencing. These services deliver multimedia
content, but they are neither location-independent nor
personalized. Intelligence is added into the network via
‘Cellware’, an additional, middleware layer of cells.
Cells provide value-added support for personalized
mobile multimedia services without violating the
integrity of the network infrastructure. Cells take
advantage of the underlying network mechanisms to
deliver audio, video, text or short messages, where and
when needed.

2.2 Cells

As illustrated in Figure 2, a ‘cell’ is the fundamental
building block for a personalized mobile multimedia
service. Cellware consists of multiple cells. Cells are

software components that implement a ‘request-event-
action’ pattern [11].  Cells receive requests to support
event-driven distributed multimedia services. Services
are described using profiling scripts. Profiling scripts
customize the operations of cells in order to support
personalized content delivery. Cells respond to events
that occur in the physical world and take actions when
needed.

agent
DB

invocation

responseevent

cell

action

Figure 2: A Cell

Cells comprise an agent and a database. The agent
receives events in the form of messages. Messages carry
information about the location and type of the event, the
time when the event occurs, and the entity that
announces the event. Events are announced by other
cells, network administrators, or network devices (e.g.,
microelectronic mechanical sensors). An agent invokes a
query method on a database where service conditions
are maintained.  A search is made on the various service
conditions stored in the database. If conditions,
associated with the event are met then the database
replies back providing the agent with an execution
script. The agent executes the script, initiating a number
of ‘actions’. Actions can be other events, scripts that
customize neighboring cells, or invocations on the
transport network to deliver multimedia content.

database
controller

conditions

checking

agent
controller

analysis

execution

Figure 3:  Functions of a Cell

Figure 3 illustrates the functions that are placed inside a
cell. A database can be customized using scripts for
‘checking’ and ‘conditions’. ‘Checking’ scripts specify
the way the database should be searched. ‘Condition’



scripts make decisions whether the cell should react to
events that occur in the physical world. An agent can be
customized using scripts for ‘analysis’ and ‘execution’.
By ‘analysis’ we mean instructions that specify where
and how service-specific scripts should be executed. By
‘execution’ we mean actions that realize a personalized
mobile multimedia service. A database controller module
handles the ‘condition’ and ’checking’ scripts. An agent
controller handles the ‘analysis’ and ‘execution’ scripts.

A cell is a ‘smart’ middleware component that supports
event-driven and personalized mobile multimedia
applications. Multiple cells interact with each other to
dynamically combine and form personal services.
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Figure 4: Service Creation Using Scripts

2.3 Service Creation

Scripts can customize cells of an environment to deliver
client-specific services. Service creation using scripts is
shown in Figure 4. Each color in the figure represents a
different set of scripts for ‘analysis’, ‘conditions’,
‘checking’ and ‘execution’. This separation is an
important aspect of our methodology. Once a cell is
‘colored’ it can support a client-defined behavior.
Colored cells interact with each other to ‘reason’ about
events that occur in the physical world. In what follows
we discuss three examples of service creation.

The first example concerns service mobility: Alice is
printing a document at work.  At some point Alice has to
go to her manager’s office. Alice wears an active badge
[1][2][10], which allows sensing devices to track her
movement in the building. Sensing devices trigger events
on a cell, which controls Alice’s personalized printing
service. Upon receiving events, the cell reasons about the
movement of Alice. In the end, the cell forwards the

remaining pages of Alice’s document to the printer
located at her manager’s office. This is a simple
example of the interaction of service and location.

In this example the client who receives the service and
the individual whose mobility is monitored are the same
person (Other service mobility scenarios can be found in
the literature [3]). This is not the case in the second
example, where a different style of events makes cells
react to changes in the physical world: Alice and
Michael have a meeting in the conference room. Alice
comes on time but Michael is late. At some point, Alice
decides to go back to her office until Michael arrives.
As soon as Alice leaves the conference room, the cell
that manages Alice’s appointments configures a sensing
device to react to Michael’s eventual presence in the
conference room. When Michael arrives in the
conference room, the sensing device triggers an event on
the cell. Subsequently, the cell sends e-mail to Alice
notifying her of Michael’s arrival.

The first two examples involve a small number of cells.
A more complex service is described below, where the
environment dynamically adapts to multiple client
preferences. Alice moves from her office in New York to
a new office in San Francisco. Alice wishes to have the
same working environment in San Francisco as she had
in New York. In New York Alice receives a number of
personalized services such as online information about
the stock market, call transfer when she is out of her
office, and the printing service discussed earlier. When
Alice enters her new office, a sensing device detects her
presence. The sensing device notifies a cell that manages
personalized environments for employees. The cell
identifies Alice as a new employee from New York.
Subsequently, the San Francisco cell contacts a New
York cell querying for scripts that describe Alice’s
personalized environment. New cells are spawned in San
Francisco and are configured to support the personalized
services Alice has been receiving in New York. In this
way the San Francisco environment seamlessly adapts to
Alice’s preferences without her noticing the change.

3. Cellware Implementation

We have implemented Cellware using XML and Java.
XML is suitable for representing information structures
and has been used for describing the physical world
events and the conditions for reacting to events. Figure 5
illustrates our Cellware implementation. Java has been
used for implementing the agent and database
controllers of a cell, as well as customized programs for
‘checking’, ‘analysis’ and ‘execution’ (as illustrated in



Figure 5).

Initially, a cell comprises only the agent and database
controllers.  The agent controller  supports  a   request
interface and an event interface. The request interface is
used for instantiating new services within a cell. A
service is instantiated through the uploading of Java
classes that implement ‘checking’, ‘analysis’ and
‘execution’ modules. These modules are specific to the
service that is being instantiated. In addition, the agent
controller receives a script that describes conditions for
reacting to events of the physical world. Conditions are
specified as a sequence of XML tags. Conditions are
stored in the cell’s database via the database controller.
To keep the cell implementation simple, a cell supports
only a single service at a time.

Figure 6 illustrates the messages, which are exchanged
between cell components when an event is received. A
cell receives an event from the environment (e.g., a
sensor) through the event interface (as indicated by e-1,
in Figure 6). Events are described as sequences of XML
tags. Subsequently, the checking module compares the
event against the conditions stored in the database (e-2).
If conditions that match with the event are found then
these conditions are selected and passed back to the

agent controller. Otherwise the cell does not react to the
event.

The agent controller reports the event and its associated
conditions to the analysis module (e-3). The analysis
module decides which actions should be invoked and
their order of execution (e-4). Finally the analysis
module interacts with the execution module (e-5) to
distribute method invocations to other elements of the
environment (e.g., a multimedia transport network,
printer servers, e-mail servers etc.). Cellware separates
the event decision process from the event execution
process. In this case Cellware offers a programming
environment that can be easily customized to meet client
needs.

We have implemented the simple printing and
appointment services described in Section 2. Our
experimental environment is illustrated in Figure 7.  The
Cellware testbed delivers the printing and appointment
services over a picocellular mobile-computing
environment. Our testbed comprises Sun Ultra-Sparc
workstations (sirius and orion, as illustrated in the
figure), multi-homed 300 MHz Pentium PCs (accordion,
harp, cymbal and voice) and HP Laser-Jet printers
(rainbow and radio). PCs, workstations and printers are
connected to a 100 Mbps Ethernet LAN. The Cellware
testbed connects the room 8LE5 at the CEPSR building
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at Columbia University, where the COMET group is
located with room 810.
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Figure 6: Event Processing

Our radios are based on WaveLAN operating in the 2.4-
2.8 GHz ISM band. We use 2 Mbps WaveLAN cards, for
which we have a low-level radio utility API for
programming beacons, and getting signal-strength
measurements. Toshiba Libretto hand-helds equipped
with WaveLAN PCMCIA cards have been used as active
badges. Multi-homed PCs (cymbal and voice) equipped
with WaveLAN ISA have been used as sensing devices.
In what follows, we provide an overview of the simple
printing and appointment services.
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Figure 7:  Cellware Testbed

Clearly many new services can be considered and we
only present a small but interesting set in this work. The
printing and appointment services use the same
environment for service creation and this indicates that
our approach is more generally applicable to the
introduction of new personalized mobile multimedia
services.

4. Simple Printing Service

4.1 Service model

This service simply redirects a printing task to the
printer that is closest to the location of a client. We have
built a printer server in Java that can send a document to
different printers on-demand even on a page-by-page
basis if necessary. Figure 8 illustrates a model for the
printing service. In this model, two types of cells control
the printing service: a ‘location manager’ and a ‘printing
manager’. The location manager determines the position
of a client inside the area controlled by Cellware. The
printing manager maintains a list of client preferences
expressed as location-printer pairs. The printing
manager contacts the printer server to redirect an
ongoing task when it is requested.

sensing devices

location updates

location
manager

location

reports

printer
server

redirect requests

printing
manager

Figure 8: Printing Service

A printing task is initiated by a client using a ‘scripting
object’ (a Java applet) as illustrated in Figure 5. The
scripting object raises an event to the printing manager
announcing the new task. When a new printing task is
announced, the printing manager requests from the
location manager to report client location updates.
Sensing devices (i.e., wireless access points) measure
the signal strength of beacons transmitted by the client’s
hand-held device. These measurements are collected and
compared by Cellware. In this manner Cellware fully
determines the position of a client inside the working
environment.  A printing task is redirected to a new
printer when the printing manager receives an event
announcing a new client location. The printing manager
compares this information with each client preference
and decides whether the printing task should be



redirected. Finally the printing manager contacts the
printer server to set the destination printer accordingly.

<?xml version=”1.0”?>
<database>
<condition>
  <type>owner</type>
  <location></location>
  <time></time>
  <data>
    <name>kazu</name>
    <ip>128.59.69.15</ip>
  </data>
</condition>
<condition>
  <type>task</type>
  <location>radio</location>
  <time>16:11</time>
  <data>
    <status>ongoing</status>
    <file> ”http://comet/~kazu/cellware.ps”</file>
  </data>
</condition>
<condition>
  <type>redirect</type>
  <location>room 8LE5</location>
  <time></time>
  <data>
    <dest>rainbow</dest>
    <user>kazu</user>
  </data>
</condition>
<condition>
  <type>redirect</type>
  <location>default</location>
  <time></time>
  <data>
    <dest>radio</dest>
    <user>kazu</user>
  </data>
</condition>
</database>

<?xml version="1.0"?>
<event>
  <type>report</type>
    <location>room 8LE5</location>
    <time>16:12</time>
    <data>
      <user>kazu</user>
      <ip>128.59.69.15</ip>
    </data>
</event>

Figure 9: Printing Manager Conditions and Event

4.2 Printing Manager

The printing manager controls the output of a printing
task. Figure 9 shows a conditions script stored in the
database of a printing manager. In the example shown in
Figure 9, the printing manager serves a user named
‘kazu’ who is printing a document located at the URL
‘http://comet/~kazu/cellware.ps’. The ‘owner’ condition
specifies the client whom the printing manager serves. In
our current testbed a client is specified by a name string

and an IP address. The IP address identifies the wireless
interface of the hand-held device, which the client
carries inside the Cellware testbed. The ‘task’ condition
contains information about the current printing task,
which the printing manager controls. The ‘location’ tag
declares the name of the printer associated with the task.
The ‘time’ tag specifies the instance when the printing
task started. The ‘status’ tag specifies whether the task is
ongoing or has terminated. Finally, the ‘file’ tag declares
the location of the file, which is being printed.  The
‘task’ condition is added into the database when the
client initiates the printing task. ‘Redirect’ conditions
express client preferences as location-printer pairs.

An example of an event received by the printing
manager is shown in Figure 9: At some point the
printing manager receives an event from the Cellware
testbed announcing that the user ‘kazu’ is inside the
‘room 8LE5’ at ‘16:12’. The printing manager compares
this information with each one of the ‘redirect’
conditions  (also shown in Figure 9). The printing
manager determines that the printing task of the client
should be directed to the printer named ‘rainbow’, which
is located at ‘room 8LE5’. Finally, the printer server sets
the destination printer to ‘rainbow’.

The checking module of the printing manager searches
the cell’s database in a way that is independent of the
action the cell executes (i.e., redirecting a printing task).
In fact, the same checking module can be used for
programming a variety of personalized services. These
services have the same checking module but different
analysis and execution modules.  The separation of the
event decision process from event execution process
enables the development of flexible and re-usable
service components. We have tested the printing service
for documents of various sizes and for different mobility
patterns in our working environment as proof of
concept.

5. Appointment service

5.1 Service Model

Like the printing service, the appointment service takes
advantage of the capability of the Cellware testbed to
monitor the mobility of individuals. A model
characterizing the appointment service is illustrated in
Figure 10. Separate cells (i.e., location managers) track
the movement of the clients that participate in the
appointment service. An ‘appointment manager’ cell
controls the service.

A client announces a new appointment using a scripting
object. The scripting object raises an event to the
appointment manager announcing the new task. An



appointment manager is configured with information
about the meeting place, time and participants.

sensing devices

location updates

location
managers

location

reports

e-mail
server

e-mail requests

appointment
manager

location
managers

location
managers

Figure 10: Appointment Service

<?xml version="1.0"?>
<database>
  <condition>
    <type>meetinginfo</type>
    <location>room 8LE5</location>
    <time>18:00</time>
    <data>
      <participants>
        <participant>
          <name>kazu</name>
          <ip>128.59.69.15</ip>
        </participant>
        <participant>
          <name>mk</name>
          <ip>128.59.69.17</ip>
        </participant>
      </participants>
    </data>
  </condition>
  <condition>
    <type>participantinfo</type>
    <location>room 8LE3</location>
    <time>17:52</time>
    <data>
      <name>kazu</name>
      <ip>128.59.69.15</ip>
      <state>notarrived</state>
      <email>kazu@comet.columbia.edu</email>
    </data>
  </condition>
  <condition>
    <type>participantinfo</type>
    <location>room 810</location>
    <time>17:55</time>
    <data>
      <name>mk</name>
      <ip>128.59.69.17</ip>
      <state>arrived</state>
      <email>mk@comet.columbia.edu</email>
    </data>
  </condition>
</database>

Figure 11: Appointment Manager Conditions

When the new appointment task is announced, the
appointment manager requests the Cellware environment
to report participant location updates. The appointment
manager ‘wakes up’ before the appointment time and

sends reminder to all the participants via e-mail. In
addition, the appointment manager tracks the movement
of every participant inside the Cellware environment.
The appointment manager maintains a status flag for
each participant, so that it can distinguish between
participants who have arrived on time and participants
who have not. After the meeting time passes, the
appointment manager informs (via e-mail) all
participants who are not present at the meeting place.
Some of the participants may want to go back to their
offices to continue their work until everybody arrived. In
this case, the appointment manager sends a reminder via
e-mail to all these participants when the last participant
arrives at the meeting place.

5.2   Appointment Manager

Figure 11 illustrates the ‘conditions’ script stored in the
database of the appointment manager. The ‘meeting
info’ condition contains information about the venue,
time, and participants of an appointment. The
‘participant info’ condition maintains information abut
the name, identification, status, and e-mail address of
each participant. Location updates are announced as
events to the appointment manager. When receiving
such events, the appointment manager updates that
status and location of each participant inside the
‘conditions’ database. In this manner the appointment
manager can seamlessly enhance a collaborative
environment with new capabilities.

6. Conclusion

In this paper we presented the cellware architecture and
showed that our framework is flexible enough to support
various styles of personalized multimedia services. A
number of simple services have been prototyped as
proof of concept. As future work we plan to investigate
security issues, as well as scripting languages that
reduce the complexity associated with profiling and
customizing personalized multimedia services.
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Abstract

In this paper, we present a scalable video de-

livery application on the web. This applica-

tion makes use of an object-level scalable web

framework for handling large multimedia objects

such as digitized movies or multimedia lectures.

This scalable framework automatically monitors

access patterns, replicates, and maintains large

multimedia objects among the servers without

the need for full URL replication. The frame-

work employs a traceable HTTP redirection ap-

proach to avoid cyclic redirections among dis-

tributed web-based video servers.

We also discuss two possible routing mecha-

nisms for scalable video delivery application: one

using the server redirection facility provided by

the object-level scalable web framework. The

other one is using a client selection approach

where the client can choose a server that o�ers

minimum waiting time (based on servers' admis-

sion control mechanism). Routings of movie re-

quests are done not only in the beginning of a

movie presentation but also while handling dy-

namic user interaction such as fast forward or

navigate in time.

�Supported in part by National University of Singa-

pore Academic Research Fund Grant RP981669.

1 Introduction

Providing scalable video service in a transparent

manner to clients is an interesting research is-

sue. This scalable service should be provided not

only at the time when clients launch the video

player, but also during the procedure of presen-

tation. For example, when a movie is presented,

VCR-style presentation controls are often pro-

vided to enable the user to control playback such

as pausing, navigating in time, fast-forwarding

and rewinding the movie. If the user selects

fast-forwarding or rewinding to jump to di�er-

ent portions of the video, and if these portions

are not bu�ered, a new selection request will be

sent to the server to request presentation from a

speci�c frame. At that time, another server, if

it is better, may be chosen to provide the movie

presentation service.

In this paper, we present a scalable video de-

livery application on the web. This application

employs an object-level scalable web framework

(as opposed to URL-level replication). Main fea-

tures of the scalable video delivery application

are as follows.

1. It uses a scalable framework that moni-

tors object-level access patterns, replicates,

and maintains large multimedia data among

servers that can be distributed in a Wide

Area Network.



2. This scalable framework uses, apart from

a �rst level DNS based redirection, HTTP

redirections to handle requests based on

server workloads and the geographical

area from which requests are coming in.

HTTP redirections among geographically

distributed servers may become cyclic when

servers are highly loaded. Hence, we have

designed a traceable request redirection ap-

proach that uses redirection history for car-

rying out HTTP redirections.

3. The video delivery application can use one

of the following routing mechanisms:

� Server redirection that is provided by

the object-level scalable web frame-

work.

� Client selection approach where a

client selects a server that o�ers mini-

mum waiting time for a video request.

This scalable video delivery application

chooses a server not only at the beginning of

a movie presentation but also when a new se-

lection request needs to be issued for handling

dynamic user requests such as navigate in time

or fast forward.

2 Object-level Scalable Web

Framework

The video delivery application uses an object-

level scalable framework that can monitor access

patterns, replicate, and maintain large multime-

dia data among servers. These servers can be dis-

tributed in a Wide Area Network. This object-

level scalable framework incorporates a replica-

tion mechanism that monitors access patterns at

the object level (movies, lecture presentations,

product catalogues, and other large multimedia

objects). It identi�es hot objects that cause in-

crease in server workload and replicates them

in some selected servers based on their work-

load as well as geographical nature of access pat-

terns. For instance, a movie that is normally

delivered by a server in the US may be repli-

cated in a server in Europe based on access pat-

terns. This object-level scalability necessitates

object-to-server(s) mapping information to be

maintained and exchanged among participating

servers.

The object-level scalability in our framework

is dynamic in the following sense. Identi�cation

of objects to be replicated is automatically done

based on access patterns. This set of hot ob-

jects gets dynamically updated too based on ac-

cess patterns. For instance, less popular movies

may be removed from replicated servers to make

way for the more popular ones. An object in the

scalable framework may be served by a set of

primary and secondary servers. Primary servers

are the origin web servers for this object and

have the entry in the authoritative DNS servers

for the corresponding URLs. One of the IP ad-

dresses of the primary servers will be mapped to

the requested URL-address by DNS. Secondary

servers are those that accommodate this object

later through our object replicating mechanism.

In the above example where a movie is replicated

from a server in the US to a server in Europe,

the server in the US is the primary server for this

movie while the server in Europe is its secondary

server. It should be noted here that one server

could function as a primary server for a set of

objects and as a secondary server for another set

of objects at the same time. In order to ensure

that new requests can be redirected appropri-

ately, the object-to-server(s) mapping needs to

be maintained and exchanged among participat-

ing servers whenever hot object replication, or

cold object removal or object update happens.



3 Routing of Video Requests

In our scalable video delivery framework, routing

of video requestes are done in the following cases.

1. When client selects a movie for the �rst

time: this is the initial case.

2. When the bu�er is going to go below the

threshold:

Usually the client does not wait till the

bu�er is already below the threshold, be-

cause we do not want the movie to pause

during the process. We name the size of

the bu�er at which the client selection oc-

curs as secondary threshold. The secondary

threshold is measured in unit of movie time.

Its value equals the size of the (primary)

threshold plus the average completion time

of a client selection.

3. When the incoming data rate is consider-

ably low:

If the incoming data rate is much lower than

the rate required for normal playback, we

immediately launch the server selection pro-

cess even though the bu�er is far from reach-

ing the secondary threshold. This happens

when there comes a sudden drop of data

rate during the normal playback. However,

a server selection does not necessarily mean

a switch of servce from one server to another

server. If the data rate rises back to the nor-

mal level, the client will stop requesting for

help.

4. When the user is forwarding or rewinding:

When the user forwards the movie (or jump

to some speci�c point) there may be a sud-

den burst of workload on the server because

the server may need to process more frames

within a short time. Thus,the server may

possibly be overloaded. In this situation, we

launch the server selection process to iden-

tify a possible better server.

One of the following two routing approaches

may be used to provide scalable video services

transparently:

� Server redirection using the one that is

provided by the object-level scalable web

framework.

� Client selection

3.1 Server Redirection

Routing of incoming requests are handled in two

stages: �rst using a DNS and then using HTTP

redirection, based on servers' workloads and ge-

ographical area from which requests are com-

ing in. Since we use HTTP redirection among

servers in a Wide Area Network, the redirections

can become cyclic in nature. Each HTTP re-

quest in this scalable framework is modi�ed to

carry a record of its redirection history. Three

parameters are needed for redirection history: i)

a list of servers to which the request has been

redirected; ii) the time of the last redirection;

iii) a request ID. We have designed a traceable

request redirection approach that examines the

redirection history before carrying out HTTP

redirections.

client

server1

server2

server3
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redirect

player.h
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Figure 1: Server Redirection

As shown in Figure 1, when a client selects a

movie (starwars.mpg) from the list on server1,



a request \GET /starwars.mpg" will be sent to

server1 (assuming that server1 is the primary

server for the movie starwars.mpg while server2

and server3 are the secondary servers). Then,

server1 looks up the object-to-server(s) mapping

to �nd the current hosting servers for this ob-

ject, aggregates the impact of factors on the over-

all system response time such as server workload

and geographical access pattern, and chooses the

best destination server. The server workload

such as disk bandwidth is monitored by a local

resource monitor on every server and multicasted

to other servers periodically. The geographical

access pattern is tracked by the access log. Then,

server1 redirects the client request with redirec-

tion history to server2 (assuming that server2 is

the best) by using HTTP redirection. If server2

can admit the new request, then it serves the re-

quest by dynamically creating a HTML web page

player.html, tagged with the media player applet,

and sending it back to the client. When the web

page player.html arrives at the client's browser,

the media player applet will be launched by the

browser and starwars.mpg will be retrieved from

server2. If the load on server2 is such that the

redirected request for the movie cannot be ad-

mitted, which may happen due to varying sys-

tem (network, server) loads, server2 may further

redirect the request with redirection history to

server3.

Decisions of the algorithm used for selecting a

server for an incoming request may not be very

accurate due to varying system (network and

server) loads. Therefore, multiple redirections

may be needed, though they have couple of prob-

lems. First, they introduce more overheads than

single redirection and the client's response time

can su�er. However, when we consider requests

for large objects such as video or multimedia lec-

tures, this redirection overhead can be very small

compared to the request service time. Second, a

request may be redirected among servers in a

cyclic fashion. This problem is particularly se-

rious when most of the servers serving the same

object are overloaded. Hence, we have added

redirection control to coordinate our servers' be-

haviors so that one request will not be redirected

to the same server twice.

The request redirection is done by taking the

advantage of code 307 (Temporary Redirect) in

HTTP1.1. A server (that cannot handle the in-

coming request due to high load) inserts the redi-

rection history information into the value �eld of

Location in the HTTP response header, which

follows the command 307 to indicate the new

location of the requested �le. Upon receiving

response 307, the client will terminate the cur-

rent connection and proceed to the new location

of the requested �le. A comparison of server re-

sponse with redirection history is shown in Table

3.1.

3.2 Client Selection
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Figure 2: Client Selection

In this approach, a downloaded applet can help

clients to make server selection. Here, the pri-

mary server sends, along with the applet, a list

of servers that can potentially handle the client's

request. As shown in Figure 2, the applet �rst

sends each participating server a request through

client-selection channel to consult the waiting

time for playing the movie starwars.mpg. Each

available participating server estimates a time

according to its current status and replies to the



Server
Response

Request to
server1

Response from server1 Request to server2

Without Get HTTP/1.1 307 Temporary Redirect Get
redirection /truelie.mpg Location: http://server2/mirror/truelie.mpg /mirror/truelie.mpg
history HTTP/1.1 HTTP/1.1

HTTP/1.1 307 Temporary Redirect Get
With Get Location /RH137.132.101.27>>Jan-28-14-
redirection
history

/truelie.mpg
HTTP/1.1

http://server2/RH137.132.101.27>>Jan-28-
14-02-04>>35/mirror/truelie.mpg

02-
04>>S0135>>/mirror/truelie.mpg
HTTP/1.1

Table 1: Comparison of Server Responses with Redirection History and Without Redi-
rection History

applet. Also the network delay will be calcu-

lated from the round trip time of the request.

Then, the applet will retrieve starwars.mpg from

the server with the minimum waiting time. The

same selection scenario will also happen while

handling dynamic user interaction.

Under the default security restrictions, an ap-

plet can open network connections only to the

host from which the applet itself was down-

loaded. When the applet tries to open connec-

tion to other hosts, it will cause SecurityExcep-

tion. We can use one of the following two meth-

ods to overcome this problem. The �rst is to

sign the applet with a certi�cate and request

the necessary network access permissions from

corresponding servers. The second way is to let

the applet talk to a "proxy" program on its host

server. That "proxy" represents applet to send

and receive data from other hosts. This method

protects the server from abuse of privileges by

an applet.

The above redirection and selection mecha-

nisms obviously introduce some overheads, but

these overheads are usually negligible in compar-

ison with the total request service time since our

system is mainly targeted at the websites with

large multimedia �les.

4 Implementation Experience

The scalable video delivery system is imple-

mented as an object-oriented framework us-

ing Java JDK1.2 and JMF 2.0. JMF enables

the playback and transmission of RTP streams

through a set of APIs. It is developed in a mod-

ular fashion, so it can be used to test both client

selection and server redirection, without a�ect-

ing other modules.

4.1 Scalable Servers

The implemented framework consists of multi-

ple Microsoft Windows and Sun Solaris servers.

The servers are identi�ed by their network (IP)

addresses. A web server in the implemented scal-

able architecture has the following modules (see

Figure 3):

1. Request Handler: When a client se-

lects a movie from the list, a HTTP re-

quest for that movie �le arrives at a server.

The request handler makes a decision as to

whether the request is to be served or to be

assigned to another server. If it serves the

request, then it passes the request to the

access logger to update the access informa-

tion. If the served object is a video object,

request handler passes the object to video
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Figure 3: Functional Modules of a Scalable

Server

handler for processing.

2. Video Handler: uses JMF 2.0 for down-

loading the requested video. It can access a

speci�ed video �le and deliver the requested

frames composing the video.

3. Access Logger: updates the access log,

collects statistics on HTTP requests, and

updates this information in a statistics ta-

ble, which is the source for a hot object ta-

ble. The hot object table contains the hot

object name and its access information such

as bandwidth consumed by each object and

the access rate by regions.

4. Hot Object Checker: checks hot ob-

ject table periodically and initiates the pro-

cedure of hot object replication and cold ob-

ject removal.

5. Inter-server Communication: module

helps the server to communicate with other

servers through messages such as requests

to replicate/delete/update objects, object-

to-server(s) mapping, and the server status

information.

4.2 Video Client

When browser users select movies from websites

using Internet Explorer (IE), Microsoft Windows

Media Player will be launched automatically to

display the movies. The Microsoft Windows Me-

dia Player is a system default application for IE

to support multimedia object processing. This

is quite convenient to users, but it cannot eas-

ily support on-line presentation control such as

fast-forwarding because only a single HTTP con-

nection is setup initially. Furthermore, it can-

not intelligently get service from the best server

if several servers provide the requested movie.

Therefore, in order to achieve our goal of scal-

able video services, we designed a media player

applet, which is supported by Java Media Frame-

work (JMF) [9]. JMF is an open media architec-

ture that allows developers to access and manip-

ulate various components of the media playback,

synchronization, capture, and transmission. We

can quickly build and extend a media player with

minimal work. In addition, the use of Java Ap-

plet makes the media player platform indepen-

dent and frees the users from con�guring and

upgrading the software.

We use Real-Time Transport Protocol(RTP)

[11] for transporting real-time data such as au-

dio and video. A RTP session is identi�ed by a

network address and a pair of ports. One port

is used for media data (RTP data channel) and

the other is used for control data (RTCP control

channel). RTP is network and transport pro-

tocols independent. In our system, we use the

UDP for the data channel and TCP for the con-

trol channel. TCP is more suitable for the con-

trol channel since reliable data transmission is

required in the inter-server communication. On

the other hand, the overhead of guaranteeing re-

liable transmission in TCP slows the overall data

rate. Therefore, we choose UDP for the data

channel in which high data rate is more impor-

tant.
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Besides the RTP session, a client selection ses-

sion is initiated via TCP connection. It is not

practical to do client selection through the con-

trol channel of the RTP session although both

of them are based on TCP. This is because it

is very wasteful to open two channels (one UDP

and one TCP) while we are going to use just one

(TCP) of them for client selection. When do-

ing client selection(shown in Figure 4, the client

�rstly checks with each of the available servers

about their free bandwidth; secondly, it reserves

the bandwidth on one (or some) of the servers;

lastly, it launches the �le transmission by send-

ing START TRANSMISSION. Noticing that the

TCP connections also consume some system re-

sources on the server, the server may be over

ooded by the incoming connections. Therefore,

the client must shutdown the connection when-

ever it is not doing the selection. We designed a

protocol for client selection above TCP protocol.

The following is a list of the main protocol codes

that are implemented at the current stage:

� GET MAX WAITING TIME: This code is

used by the client to check the maximum

available bandwidth on a speci�c server.

Upon receiving this command, the server

should reply MAX WAITING TIME to-

gether with its maximum available band-

width. A TTL is also send along with

the MAX WAITING TIME to indicate the

valid time interval of the current data. A

client can not use the expired data as its ref-

erence. During this process, all the partici-

pating servers reserve the needed disk band-

width for the client.

� START TRANSMISSION: This command

is used to launch the �le transmission. In

this process, client has selected a particular

server to process its request.

� CANCEL RESERVATION: code is used

by the client to inform other partici-

pating servers that another server has

been used by the client for its request.

In this process, the other participating

servers will release the reserved disk band-

width. (In the case where servers re-

ceive neith CANCEL RESERVATION nor

START TRANSMISSION, the servers will

release the disk bandwidth after a timeout).

4.2.2 Downloading video from multiple

servers

To further improve the playback quality, we al-

low a client to be served by multiple servers

(shown in Figure 5. Each server transmits a spe-

ci�c number of frames (This is done by using the

JMF FrameProcessingCotrol.), and the client in-

tegrates these frames into one single bu�er (This

is done by using the JMF MergingDatasource.).

The decision on when and how to perform multi-

point downloading is made through client selec-

tion. If no individual host is capable to serve

the movie, the client will send request to multi-

ple hosts (normally two or three depending on
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the load condition of the hosts) requesting for

certain number of frames. For example, if two

servers are going to serve a movie of 10 frames,

server1 will send number 0, 2, 4, 6 and 8th frames

and server2 will send number 1, 3, 5, 7 and 9th

frames. Noticing that some of the frames are de-

pendent on the others (e.g. In MPEG format,

B and P frames are dependent on the I frames),

the client does not actually request for separate

frames. Instead, it requests for the movie blocks

each of which is a group of frames between two

key frames. Therefore, each movie block can be

displayed independently even if the clocks from

other servers do not arrive in time.

5 Related Work and Compari-

son

Existing scalable web architectures use one or

more of the following approaches:

� DNS-based selection

� TCP Packet rewriting

� HTTP redirection

� Web page modi�cation (Akamai's

FreeFlow)

There are several issues that cannot be e�ec-

tively addressed by the above approaches:

1. In the �rst two schemes, full replication

of all the content among all the backend

servers is needed. This is expensive in terms

of space utilization and transfer cost, and

every server must have the same capability

of processing all kinds of requests coming to

any portion of the content the website pro-

vides. However, a study about web char-

acterization shows that there is a high con-

centration of references for the web contents

(e.g., 10% of the �les accessed on the server

typically account for 90% of the server re-

quests and 90% of the bytes transferred [2]).

2. The routing strategies are independent of

the service time and resource consumed by

the multimedia data such as video and au-

dio. Therefore, it is essential to have a more

sophisticated routing mechanism based on

the nature of each requested object and the

current server workload.

3. FreeFlow approach of Akamai [1] helps draw

an object near to the client without full

replication, but the website owners need to

earmark those objects that will be served

by the Akamai network in advance, using

a software called Launcher. Therefore, the

object set served by the Akamai network is

static and the actual bandwidth consumed

by this object, which is related to the access

pattern and the object size, is not taken into

consideration. Hence, if some un-earmarked

objects become very popular, the browser

viewers might still experience poor response

times.

4. Considering request redirection techniques,

Network Dispatcher [8] reroutes client re-

quests by rewriting packets. Two-level dis-



patching (DNS plus HTTP redirection) is

used in [3, 6], but both of them do not

consider the nature of incoming requests.

Application-Layer Broker [4] considers the

nature of the request and identi�es the best

resource for the requested object, but the

approach does not provide any mechanism

for object-level replications. None of these

researches declare that they can trace and

detect cyclic redirections.

As for providing distributed video service,

Tiger system [5] is constructed from a collection

of computers connected by a switched network

and the data in Tiger is striped across all of

the computers and all of the disks. [7, 10] dis-

cuss providing distributed video services through

building software feedback mechanism. None

of them discusses supporting the scalable video

services through Internet websites and dynamic

object-level replication among servers.
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Abstract 
 

As technological advances continue to be made, the 
demand for more efficient distributed multimedia systems 
is also affirmed. Current support for end-to-end QoS is 
still limited; consequently mechanisms are required to 
provide flexibility in resource loading. One such 
mechanism, caching, may be introduced both in the end-
system and network to facilitate intelligent load balancing 
and resource management.  We introduce new work at 
Lancaster University investigating the use of transparent 
network caches for MPEG-2.  A novel architecture is 
proposed, based on router-oriented caching and the 
employment of large scale dynamic RAM as the sole 
caching medium.  The architecture also proposes the use 
of the ISO/IEC standardised DSM-CC protocol as a basic 
control infrastructure and the caching of pre-built 
transport packets (UDP/IP) in the data plane.  Finally, 
the work discussed is in its infancy and consequently 
focuses upon the design and implementation of the 
caching architecture rather than an investigation into 
performance gains, which we intend to make in a 
continuation of the work. 
 
 
1. Introduction 
 

The delivery of real time continuous media such as 
digital audio and video is becoming increasingly 
important in today�s computing environment.  However, 
the high data rates and strict delivery constraints that 
continuous media imposes, have proven to be difficult to 
meet in high demand situations.  A wealth of research has 
been carried out over the past ten years to solve these 
problems, combining developments in efficient filing 
systems, highly optimised scheduling policies, admission 
control and resource management [1].  Whilst research 
has led to high performance servers, there are still 
complex issues surrounding the end-to-end delivery of 
audio and video across the Internet.  The large data size 
not only places a substantial load on the network, but also 
represents a high cost for video distribution, particularly if 

expensive backbone links are involved in the delivery 
process.  One approach to reducing this cost is the use of 
caching.  By inserting cache nodes in the local network, 
popular videos or clips can be serviced from local caches, 
resulting in a reduced network load over the greater 
distance.  Caching also brings additional benefits, in that 
videos streamed from the cache decrease the load on the 
server, allowing it to service other requests.  As caches are 
located close to clients, there is also reduced latency in 
establishing connection set-ups. 

Advances in hardware have brought about increased 
dynamic RAM capacities at a reduced cost; a pattern that 
is expected to continue for years to come.  Coupled with 
the move to 64-bit architectures, there is now more 
potential than ever to use RAM as a medium for video 
storage.  RAM brings many advantages to the real-time 
delivery of continuous media; not least the elimination of 
disk I/O bottlenecks and increased overall bandwidth.  
This provides the potential for supporting a very large 
number of concurrent accesses, and true Video On 
Demand (as opposed to Near Video On Demand) 
streaming.  When serving a large number of streams, it is 
suggested that RAM provides a more economic solution 
than disks due to its higher bandwidth capabilities [2]. 

In this paper we present the design and preliminary 
implementation details of a cache node using main 
memory as the primary caching medium.  In order to 
maximise throughput performance between RAM and the 
network interfaces, the node uses pre-built IP, which 
stores video data in memory in a pre-packetised format 
ready for immediate transmission by the network layer, 
thus avoiding the need for fragmentation or packet/header 
assembly.  Much of the implementation focuses upon the 
use of MPEG-2 as a streaming media type.  This is an 
internationally standardised format for broadcast quality 
digital video that is generic in its deployment capabilities. 

The paper is divided into the following sections.  
Section 2 provides an overview of the caching system 
from an architectural perspective, describing envisaged 
deployment scenarios and integration into the data and 
control environment.  Continuing, section 3 discusses 
some of the implementation aspects and the realisation of 



 

 

the caching node in Windows 2000.  Finally, sections 4 
and 5 overview some related work in the area and outline 
some directions of interest for future work. 
 
2. Caching architecture 
 

This section provides an overview of the caching 
architecture, describing envisaged deployment scenarios 
and integration into the control and data environment. 
 
2.1. Transparent caching 
 

Traditional web caching is achieved through the use of 
a proxy server, physically located between a client web 
browser and a server.  The proxy intercepts all packets, 
and examines each one in order to determine whether it 
can service the request itself, or whether an additional 
request has to be made to the server.  However, proxies 
generally need to be explicitly configured within the web 
browser for each client, which presents a large 
deployment cost and a non-scalable solution with respect 
to service provision.  A fundamental objective of the 
caching node is that it should be completely transparent to 
both video client and server so that no additional cost of 
ownership is incurred, hence making the node suitable for 
wide-scale deployment. 
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Figure 1. a) Transparent caching using L4 switches 
b) Proposed transparent approach 

 
A number of approaches to transparent caching were 

considered, the most common of which use L4 switches or 
policy-based routers.  In this case, user requests for web 
pages are diverted by a router/switch to a local cache, and 
all other network traffic forwarded as normal.  If the 
requested data is not available in the local cache, a 
separate TCP connection is established to the web server 
in order to retrieve (and store) it.  The data is then 
returned to the client, with any subsequent requests for the 
same data serviced from the local storage of the cache. 

Our proposed approach incorporates IP routing 
functionality within the cache node itself.  It is assumed 
that cache nodes are deployed within the local area 
network close to clients (rather than in the core) and 
therefore do not perform the intensive routing operations 
associated with core routers.  The inclusion of routing 
functionality means that the cache node must perform 
filtering of the appropriate video control and data packets, 
which could be considered to be an avoidable overhead.  
Nevertheless, the advantage to this approach is that both 
the server and client are unaware of the presence of the 
cache, and that no configuration changes are required by 
the end-systems in order to forward requests to the cache.  
In a commercial realisation of the architecture we would 
expect to take advantage of router hardware filtering to 
carry out some level of traffic redirection (such as Layer 4 
switching or policy-based routing) in order to divert traffic 
towards the cache node. 
 
2.2. Topology 
 

The basic networking architecture is shown in Figure 2.  
It consists of a continuous media server (able to support a 
number of concurrent stream accesses) connected via a 
high-speed interconnect to a backbone router.  The cache 
node is installed in each LAN, acting as an IP router and 
is directly attached to the backbone router connecting the 
LAN to the WAN.  The proposed architecture uses 
UDP/IP over an ATM-based IntServ/DiffServ 
infrastructure, and assumes negligible packet loss on such 
connections.  We believe that UDP is the preferable 
choice over TCP since it does not provide error correction 
and control, and is connection-less and therefore ideally 
suited to interception and masquerading. 
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Figure 2. Network topology 

 
The caches are able to use pre-built transport units, in 

this case UDP packets, as a unit of caching.  This avoids 
both the need for user level processing and the need for 
re-assembly of data leaving the node.  Because of the 
simplistic and connection-less nature of UDP, packets can 
be easily sent from the cache node in a form of 



 

 

masquerading whereby the client is unable to determine 
the originality of the data and thus the caching appears to 
be transparent. 
 
2.3. Integration with multimedia data 
architecture (MPEG-2) 
 

The MPEG-2 (Moving Pictures Experts Group) 
ISO/IEC 13818 standard [3] is designed to provide high 
quality video by exploiting spatial and temporal 
redundancies in the input source in order to achieve 
compression.  MPEG-2 has been widely adopted as the 
standard for digital video, and is used by DVB (Digital 
Video Broadcast), DAVIC and DVD. 

The MPEG-2 systems layer (ISO/IEC 13818-1) 
specifies two mechanisms for the multiplexing and 
synchronisation of elementary video and audio streams to 
form a single data stream that is suitable for storage or 
transmission.  Each mechanism is tailored for a different 
operating environment.  The first scheme, known as a 
Program Streaming, uses large packets of variable sizes 
and is designed for use in a largely error-free 
environment.  The scheme is similar to the MPEG-1 
multiplexing standard and can support only one program 
(a number of elementary video/audio streams with a 
common time base).  The second scheme, known as a 
Transport Streaming, can combine multiple programs 
with independent time bases into a single stream.  
Transport Streams use fixed length 188-byte packets, with 
additional error protection and incorporate timestamps 
within the packets to ensure correct synchronisation.  
They are intended for use in error-prone environments. 

The caching architecture is designed around the use of 
MPEG-2 Program Streams as the principal data format.  
This format, unlike Transport Streams, does not provide 
features for error correction and control.  However, in our 
experimental environment, this is not an essential 
requirement. 

Program Streams are constructed from one or more 
Packetised Elementary Stream (PES) packets.  A PES 
packet consists of a header and a payload.  The header 
contains important timing information in the form of a 
Presentation Time Stamp (PTS) and a Decoding Time 
Stamp (DTS), which is used to ensure correct 
synchronisation at the decoder.  The header also contains 
a stream_id field in order to distinguish one elementary 
stream from another within the same program.  The 
payload consists of the video and audio data bytes that 
have been encoded from the original source stream.  In a 
Program Stream, PES packets are arranged into logical 
groups known as �packs�.  A pack consists of a pack 
header, an optional system header and any number of 
PES-packets. The pack header also contains important 
timing information in the form of a System Clock 

Reference (SCR).  The PES stream structure is shown in 
Figure 3 below. 
 

pack
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Figure 3. Structure of MPEG-2 Program Stream 
 
2.4. Integration with multimedia control 
architecture (DSM-CC) 
 

In designing a caching architecture, integration into the 
media control architecture is essential.  In this work we 
have adopted the ISO standardised Digital Storage Media 
� Command and Control (DSM-CC) protocol [4].  This 
protocol is a specific application protocol, intended to 
provide the basic control functions and operations to 
manage digital storage bit streams akin to MPEG-2.  It is 
designed for the command and control of retrieval/storage 
applications such as video-on-demand, interactive video 
services and electronic publishing. 
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Figure 4. Configuration of DSM-CC 
 
DSM-CC can be used in one of two modes, either as a 

stand-alone control protocol which is used in parallel to 
the transmission of the bit streams, or alternatively 
embedded in the data stream itself.  Both approaches 
packetise the DSM requests and acknowledgements as 
PES packets.  The formal specification does support a 
richer command and control model through the use of 
high level RPC (such as provided by CORBA or COM).  
It also defines both User-Network and User-User 
protocols.  However, for our own purposes, consideration 
for the User-Network DSM-CC requests and 
acknowledgements is sufficient. 

In the experimental platform, DSM-CC is used in 
stand-alone mode (i.e. it is not embedded within the data 
stream).  It is encapsulated in PES packets and transmitted 
over UDP/IP.  To initiate simple playback a client issues a 
bit stream select command to a given DSM server.  This 
select command carries a bit stream identifier 



 

 

corresponding to an ISO/IEC 13818 stream.  Providing 
the server holds the appropriate stream, a select 
acknowledgement is returned (to the sender�s UDP port).  
The client can now control the stream (play, stop, pause, 
resume and jump) through subsequent retrieve commands. 
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Figure 5. DSM-CC call sequence 
 
Within the caching topology as previously described, 

the cache server intercepts DSM-CC requests and if it is 
able to provide the desired bit stream from cache, then 
masquerades as the server itself (this is possible because 
of the simplicity of the control architecture), otherwise the 
DSM command is forwarded to the appropriate server.  In 
some scenarios the cache may be able to provide a portion 
of the bit stream (termed a partial hit).  Further discussion 
of partial cache hits and their handling is given in section 
2.6. 
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Figure 6. Example command sequence 
for partial hit 

 
To determine which UDP packets make up a given bit 

stream, the caching node must assume that all PES 
packets originating from the DSM server, to a given port 
and address, constitute the same bit stream until an 
MPEG-2 end code is received.  It is therefore necessary 
for the cache to �snoop� the UDP payload during the 
caching process.  Where IPv6 is deployable, the cache is 
able to use the flow label instead, in which case the need 
for snooping is avoided. 
 

2.5. Caching behaviour and replacement policies 
 

Because of the large size of MPEG-2 video objects 
(typically in the order of a number of megabits per 
second, per film), it is intended that popular portions of 
large video objects and complete video clips are cached.  
The behaviour of the cache is controlled by a set of 
policies that dictate what to do in the event of a cache 
miss, a cache hit or a lack of available cache memory.  As 
the memory within the caching node becomes full, the 
cache must decide which data should be retained and 
which should be discarded.  A wide range of cache 
replacement policies are under consideration for use 
within the caching architecture.  Traditional caching 
research provides a number of alternative strategies to 
cache replacement.  Commonly used examples include 
LRU (Least Recently Used), which discards the data that 
was accessed the longest time ago.  It is based on the 
theory that data accessed recently is the most likely to be 
used again in the near future.  Alternatively LFU (Least 
Frequently Used) discards the data that has been accessed 
the least over time. 

Further caching policies can be brought from work on 
buffering and caching within multimedia servers.  They 
exploit the fact that multimedia objects are typically 
accessed in a sequential manner.  Blocks retrieved for one 
client can therefore be reused for subsequent requests 
within a short time interval [5, 6]. 

However, it is clear from an analysis of logged 
accesses to video data [7] that the initial portion of a video 
is often used to determine a users interest.  The 
importance of a replacement policy in maintaining the 
initial portion of a video within the cache is affirmed in 
[8], where it is suggested that using a proxy prefix caching 
technique to store the initial frames of popular clips hides 
latency, throughput and loss effects between the server 
and the proxy cache. 
 
2.6. Partial cache hits 
 
Unlike traditional caching, an entire object does not have 
to exist within the cache for a request to be satisfied.  A 
partial hit may occur when a request is made for data that 
partly exists within the cache.  This can arise if a 
previously cached object is no longer complete, for 
example when a portion of the object has been replaced in 
accordance with a specific cache replacement policy (e.g. 
the �tail� of a video stream is no longer present in the 
cache).  The cache can service the partial hit and 
simultaneously make a request to the server for the 
remainder of the stream.  A transparent �hand over� can 
then take place at the appropriate time.  Providing the 
request is made at the appropriate time, the retrieved 
stream can be optionally cached and then forwarded. 



 

 

3. Experimental design and implementation 
 

A significant contribution of this work is in the 
realisation of the system within a prototype environment.  
Although the prototype is still in its infancy, already the 
design and implementation have provided a number of 
additional insights into the problems faced in network 
caching strategies.  The prototype cache node is based on 
extensions to the Microsoft Windows 2000 Advanced 
Server operating system, with the caching mechanisms 
implemented as a kernel module (device driver), which 
interacts directly with the communications protocol stack.  
In terms of client/server networking infrastructure, the 
prototype cache node is connected as a gateway router 
between two private IP sub-networks.  Consequently, 
communications between given client/server nodes are 
forced to pass through the cache.  The video distribution 
application used within the experimental environment is a 
proprietary application providing simple MPEG-2 
streaming over UDP/IP, with an MPEG-2 hardware 
decoder card running under Linux as the client. 
 
3.1. Real-time IP interception and injection 
 

The cache node is designed to cache pre-built IP 
packets.  Because the core IP protocol processing is 
provided by the kernel, we are able to execute the 
necessary caching interactions without entering the upper 
layers.  This technique helps to keep the processing 
carried out by the cache to a minimum and thus enable the 
task of caching to be executed in real-time.  This is 
essential since the period required to filter and cache a 
packet must be less than the inter-packet interval.  If this 
is not achieved the cache will act as a bottleneck and 
consequently back up traffic at the source (this is 
comparable to the notion of non-blocking network 
switches). 
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Figure 6. Packet re-send processes 
 

Before cached packets can be sent back out into the 
network, a process of adaptation or �moulding� must take 
place  (see Figure 6).  The primary purpose of this is re-
addressing and the adjustment of any checksum fields.  
New address fields for the IP packets are determined from 
the intercepted DSM-CC packets.  The initial prototype 

implementation uses IPv4, whilst adoption of IPv6 is 
underway. 
 
3.2. Cache entries/indexing 
 

An entry in the cache, known as a cache block, is made 
up of an informational header followed by a number of 
pre-built IP packets, made up of an IPv4 or IPv6 header 
and a series of MPEG packets within a UDP payload.  
Cache blocks are uniquely identified for storage and 
retrieval through a combination of bitstream_ID and 
presentation time (each 32 bits wide).  The bitstream_ID 
uniquely identifies a given media stream and is assigned 
by the DSM-CC server which maps them to more 
meaningful names.  The presentation time, in units of a 
second, is derived from the MPEG payload in the first IP 
packet of the cache block. 

The proposed caching architecture uses a two level 
indexing scheme to hold the mappings between the 
bitstream_ID/presentation time and the physical address 
of the cache block.  The first index, termed the cache 
index, provides a mapping between the stream identifier 
and the address (virtual) of the cache table.  This index 
has n entries, where n is the total number of unique 
streams distributed by the server(s).  Each cache table, per 
entry in the cache index, consists of an array of physical 
addresses corresponding to each cache block stored in the 
cache area for the given stream.  This scheme is strikingly 
similar to indexing traditionally found in virtual memory 
management, and in fact we envisage the future 
exploitation of such hardware support in a 64-bit platform. 

Because the scheme provides direct mappings, the 
resources required by the indices may be potentially large.  
Nevertheless, we are making the assumption that the 
reducing factor is the total number of unique streams 
concurrently handled by the system (in a more dynamic 
media environment, where content is frequently changed 
and therefore a large number of different streams may 
exist, a process of re-mapping would be required).  
Consequently, the cache node need only maintain a cache 
index capable of addressing the total number of unique 
streams that may exist in the cache at any given time.  
Furthermore, hardware and cost limitations means that this 
is constricted by the �capacity� of the node.  Our initial 
prototype provides ~2Gb of caching memory, capable of 
storing approximately 68 minutes (4096 seconds) of 
media.  Thus the maximum total overhead of the cache 
tables, assuming an average stream rate of 4Mbps, is only 
32Kb. 
 
3.3. Caching memory sub-system 
 

The nature of the caching architecture and its demands 
of memory management are significantly different than the 



 

 

requirements found in general purpose operating systems.  
Allocations, corresponding to individual cache blocks are 
relatively large (ranging from 256K � 1024K).  Blocks 
may exist outside the range of the virtual address space, at 
least within 32-bit architectures, which only provide 232 
virtual addresses (4Gb).  Furthermore, this problem is 
exacerbated by the operating system�s use of reserved 
areas, which within the Windows 2000 operating system, 
only leaves somewhere in the region of 512Mb of virtual 
addresses available for kernel modules.  To address this 
problem, the proposed design incorporates a specialised 
memory sub-system that offers memory management 
services specifically tailored to the task of video caching.  
The subsystem includes features such as Large Scale 
Addressing (beyond 4Gb of physical memory), Dynamic 
Address Mapping (mapping virtual addresses to cache 
blocks on demand) and partial frees (enable previously 
allocated blocks to be resized in a zero copy manner). 
 
4. Related work 
 

Research into buffering and caching within multimedia 
servers exploits the fact that multimedia objects are 
typically accessed in a sequential manner, which means 
that blocks retrieved for one client can therefore be reused 
for subsequent requests within a short time interval.  Such 
techniques include interval caching [5] whereby intervals 
between successive streams are cached, and distance 
caching [6], which replaces blocks of data based on the 
distance between successive clients. 

Research into caching multimedia streams within the 
network stems from the work in managing a distributed 
hierarchical video-on-demand system.  The Berkeley 
VOD System [9] is designed to provide transparent access 
to large amounts of video material.  Continuous media 
objects are stored on tertiary storage devices, and only 
copied to a file server when required.  The MiddleMan 
architecture [7] is a collection of cooperative proxy 
servers that, as an aggregate, cache video files within a 
local area network.  The design incorporates a central 
coordinator that is responsible for managing the video 
files stored at each proxy, controlling the storage and 
replacement of files and redirecting requests accordingly.  
An architecture for caching streaming media (known as 
SOCCER) is defined in [10].  It is based around the 
concept of cooperative helpers that are situated within the 
network and collectively perform caching.  

In addition to minimising start up latency, caching 
multimedia streams can also smooth the playback of 
variable bit rate (VBR) video streams.  Video streams 
exhibit burstiness due to the encoding scheme and 
variations within and between frames, which can be a 
problem in terms of buffer management and network 
utilisation.  Proxy prefix caching [8] overcomes this by 

using an intermediate proxy that caches the initial frames 
of popular audio/video clips and performs work ahead 
smoothing of variable bit-rate streams in order to reduce 
the resource requirements from the proxy to the client.  A 
similar technique known as video staging [11] pre-fetches 
and stores selected portions of VBR streams in a proxy.  
The aim is to reduce backbone bandwidth requirements by 
storing the bursty portions of a VBR stream within the 
proxy and combining them with a constant bit rate (CBR) 
video stream from the server for playout.  Another prefix 
caching scheme [12] also caches intermediate frames 
based on the encoding properties of the video stream and 
the users buffer size.  It attempts to store frames within the 
cache that are more critical to maintaining the robustness 
of the stream.  [13] considers an end-to-end architecture 
for the delivery of layered-encoded streams in the Internet 
using proxy caches to smooth out variations in quality by 
pre-fetching segments that are missing from the cache. 

Much of the work on proxy cache replacement 
strategies is tailored to HTML documents and images, and 
does not consider the impact of multimedia streams [14].  
However, [15] provides an investigation into multimedia 
streaming and cache replacement policies, introducing a 
caching algorithm based upon the resource requirements 
of an object.  Finally, [16] provides one of the few 
investigations into the use of main memory for caching, 
using trace-driven simulations to evaluate the performance 
benefits of main memory caching for web documents. 
 
5. Further work 
 

Work to date focuses on the use of large-scale RAM as 
a caching medium.  It is proposed that this be extended to 
incorporate fast access disks as an additional level to a 
more hierarchical caching approach.  However, the cache 
node�s disk storage will only be used as an intermediary 
before cache content is totally dropped.  It will not be 
used as a source medium for streaming. 

Future work will also examine the implications of other 
media types, in particularly ISO/IEC MPEG-4 [17].  This 
is a multimedia format that is object-oriented and lends 
itself to partial caching.  We envisage using media 
�objects� as a unit of caching, and the distributed gather of 
such objects to form a scene.  The adoption of such media 
types also opens up other areas of research interest.  One 
such area is co-operative caching, where by caching nodes 
within the network use some proprietary inter-nodal 
protocol to handoff cache requests to other nodes in the 
event of a local cache miss. 

Finally, the ISO standardised DSM-CC protocol has 
been adopted within the caching architecture for media 
control and playback.  Future work will investigate 
extending this to include support for RTSP [18]. 
 



 

 

6. Concluding remarks 
 

This paper presents ongoing work examining the initial 
design and implementation of a network caching 
architecture for high quality video, and more specifically 
ISO�s MPEG-2.  The discussed architecture is based on 
the notion of a transparent caching node, situated at the 
edge of the network, which is able to masquerade as a 
remote video server to its clients.  This transparency lends 
itself to simple management and straightforward 
integration into the majority of existing network 
topologies.   

The cache node, based on the Windows 2000 operating 
system, exploits high-speed main memory to cache pre-
built UDP/IP packets containing MPEG-2 data packets.  
This technique of using transport/network level data units 
avoids the transport layer re-fragmenting the video data, 
thus increasing performance.  In order to deploy such a 
cache, it is essential that the cache is able to integrate and 
cooperate with the video control architecture.  In our 
prototype implementation, we have chosen to support 
DSM-CC as the basic control protocol.  The cache 
behaves as a DSM proxy to the unaware client, 
intercepting control requests and forwarding/handling this 
as necessary. 
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Abstract

This paper describes MiddleMan, a collection of coop-
erating proxy servers connected by a local area network
(LAN). MiddleMan differs from majority of existing proxy
research in that it concentrates exclusively on video. Other
approaches are optimized for HTML documents and
images.

MiddleMan offers several advantages. By caching vid-
eos near clients, MiddleMan reduces start-up delays and the
possibility of adverse Internet conditions disrupting video
playback. Additionally, MiddleMan reduces server load by
intercepting a large fraction of server accesses and can eas-
ily scale to a large number of users and web video content.
It can also be extended to provide other services such as
transcoding. 

1. Introduction
The use caching to improve the performance of clients
viewing web documents is well studied. Systems that cache
HTML and images include browsers, such as Internet
Explorer [25] and Netscape Communicator [26], and col-
lections of cooperative proxies, such as Harvest [9] or
Squid [24]. These systems do not normally cache videos,
because video files are usually much larger than other web
documents and hence would fill up the cache quickly. 

This paper describes MiddleMan, a cooperative caching
video server. MiddleMan is a collection of proxy servers
that, as an aggregate, cache video files within a well-con-
nected network (e.g., a campus network or LAN). By coop-
eratively caching video files, MiddleMan can have a large
aggregate cache while placing minimal load on each partic-
ipating client. For instance, if each of 500 clients on a col-
lege campus participated in a MiddleMan cluster, and each
allocated 100 MB of their local disk for the storage of
cached videos, the total cache size would be 50 GB, enough
for caching a significant number of video files. But since
each client rarely views more than one video file at a time,
the typical load on any one client would be less than that
required to service one video file (about 1 Mbit/sec).

The characteristics of videos stored on the Internet
today suggest that caching would be effective. Such fea-
tures include high bandwidth requirements and the fact that
videos rarely change. Our survey of video data on the web
[2] shows that sustained bandwidths of approximately 1

Mbps are required in order to stream most MPEG, AVI, and
QuickTime video files stored on the web today. These
bandwidth requirements make video files susceptible to
Internet brownouts. However, our subsequent investigation
of video access patterns on the web [3] provided the key
insight for our approach: requests to a video server tend to
exhibit locality of reference. Some videos are much more
popular than others. Hence, it is possible to exploit caching
techniques that reduce redundant video accesses to the
server while simultaneously mitigating the unreliability of
the Internet and improving access latency.

In brief, the architecture we propose, called Middle-
Man, consists of a collection of caching video proxy servers
that are organized by coordinators. A coordinator is a pro-
cess that keeps track of the files hosted by each proxy and
redirect requests accordingly. The coordinator also uses the
proxies to manage the copied video files stored at each
machine. If there is no free space left in the system, it is the
coordinator that decides which files to eliminate in order to
make room. 

MiddleMan offers a potentially rich set of benefits in
dealing with VOW (Video on the Web) problems. Our
evaluations show that it achieves high cache hit rates with a
relatively small cache size. By caching videos relatively
close to the clients and ensuring a large number of video
requests are satisfied locally, it reduces overall start-up
delays and the possibility of adverse Internet conditions dis-
rupting video playback. From the point of view of the
server, MiddleMan dramatically reduces load by intercept-
ing a large number of server accesses. Hence the net effect
of MiddleMan is to increase the effective bandwidth of the
video delivery system allowing more clients to be serviced
at any given time.

Several issues must be addressed before MiddleMan
can be built and deployed. This paper describes these prob-
lems and our solutions. Our contributions include:
• Summary of intrinsic VOW file characteristics and

overview of their browsing patterns. Not much is
known about either and, hence, we carried out two stud-
ies [2,3] which yielded several valuable insights into
video files on the web and user access behavior. In this
paper, we summarize relevant findings that contributed
heavily to the design of MiddleMan.
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• MiddleMan Architecture. We present the MiddleMan
architecture and illustrate how the insights from our
studies affected the design.

• Cache Analysis. Via trace driven simulations, we
inspect the effects of various caching algorithms on
MiddleMan performance. 

• Load Balancing Analysis. Since MiddleMan is a distrib-
uted architecture, we examine the load balancing prop-
erties of various caching algorithms. The design
achieves both high hit rates and excellent proxy load
distribution.

The remainder of this paper is structured as follows.
Section 2 summarizes the relevant insights from our previ-
ous research of video on the web. Section 3 describes the
architecture of MiddleMan and section 4 describes the eval-
uation of the design. We outline related work in section 5
and, finally, present our conclusions and direction for future
work in section 5.

2. Trace Observations
A thorough understanding of VOW access patterns and file
characteristics is an essential first step prior to architecting
MiddleMan. In the absence of any such publicly available
work, we conducted two studies. The first, an investigation
into the properties of videos on the web [2], involved the
downloading and analysis of over 57000 AVI, QuickTime,
and MPEG files stored on the Web -- approximately 100
GB of data. Observations from this study relevant to Mid-
dleMan are:
1. Web video size: Videos are around 1 Mbytes in size,

orders of magnitude larger than HTML documents
which are usually sized around 1-2 Kbytes. Playback
time is about a minute or less.

2. Videos are WORMs: Web files tend to follow the
write-once-read-many principle. Once a video has been
placed online, chances are that it will stay there. Hence,
cache consistency is not a major issue in video caching
systems. Examination of periodic snapshots of the
VOW server file system used in the second (user
browsing behavior) study further corroborated this
trend.

For the second study, an analysis of how users access
video data, we inspected log file records from the mStar
[17] experiment at Lulea University in Sweden. MStar is a
hardware/software infrastructure developed by the Center
for Distance-spanning Technology at Lulea University for
facilitating distance learning and creating a virtual student
community. Our initial analysis [3] and subsequent follow-
up yielded the following insights that are relevant to the
design of MiddleMan:

3. File size trends: videos are becoming larger as more
network bandwidth becomes available and low bitrate
streaming protocols get deployed in video distribution.
With a high bandwidth network and H.261 based mul-
ticast architecture in place, the median size of files at
the Lulea University video server was 96 MBytes.
Median duration was 70 minutes.

4. Video browsing patterns: users often viewed the initial
part of videos in order to determine if they are inter-
ested or not. If they like what they see, they continue
watching. Otherwise, they stop. We found that about
61% of all playbacks went to completion in our analy-
sis. Most of the remaining 39% stopped very early on
in the movie playback.

5. Temporal Locality: LRU (Least Recently Used) stack
depth analysis [4] of the traces showed that accesses to
videos exhibit strong temporal locality. If a video has
been accessed recently, chances are that it will be
accessed again soon.

Observations 4 and 5 hint that a caching approach could
yield rich dividends. The remaining lessons suggest some
basic requirements for the initial blueprint of MiddleMan:
• Flexibility: it should be able to handle both files with

sizes in the megabyte range (observation 1) as well as
the hundreds of megabyte range (observation 3).

• Partial files: since users are likely to view only part of
the video (observation 5), video files need not be stored
in the local caching system in their entirety. 

• Cache consistency is not a significant issue in the sys-
tem design (observation 2). 

In the next section, we illustrate how we utilize these
observations and requirements for the design of Middle-
Man.

3. The Design of MiddleMan
This section presents the architecture of MiddleMan as well
as the concepts and assumptions behind its design. Initially,
we outline the overall system and its constituent compo-
nents. Next, we describe how video files are stored and
transferred from within MiddleMan. Finally, we sketch
how MiddleMan responds to user requests.

3.1 System Component Configuration
MiddleMan consists of two types of components: proxy
servers and coordinators. A typical configuration consists
of a single coordinator and a number of proxies running
within a local area network. A coordinator keeps track of
proxy contents and makes cache replacement decisions for
the entire system. A proxy can either interface with users or
manage video files. 

MiddleMan defines two different types of proxies: local



and storage proxies. Local proxies can run on the same
machine as the client and are responsible for answering cli-
ent requests. They do not store any data and are function-
ally similar to browser plug-ins. Ideally, a local proxy
would run on every user machine in a domain, but this
might be hard to deploy. Hence, we assume proxies run on
selected machines in the network. Each proxy services a
small collection of browser clients that have been config-
ured to forward their requests for video data to that particu-
lar proxy. Storage proxies, on the other hand, do not
directly service client requests, they just store data. Storage
proxies can be located anywhere on the local area network. 

A collection of both types of proxies running in a LAN
and organized by a single coordinator together form a proxy
cluster. Figure 1 shows an example configuration. Arrang-
ing the system components in the form a of a proxy cluster
provides a number of advantages:
• latency reduction: communication and data transfers

amongst the cluster components can exploit the high
bandwidths of the local area network.

• high aggregate storage space: by running on user
machines, proxies can take advantage of cheap disk
space.

• load reduction: distributing video files on multiple
machines allows the load induced by video requests to
be distributed over multiple machines, a better approach
than a single central proxy that services all local video
requests and becomes a system bottleneck.

• scalability: the capacity of the system can be expanded
by adding more proxies. Globally, multiple clusters can
be linked together by allowing individual coordinators
to communicate. 

There are two possible disadvantages to this approach.
First, since the local proxies consult the coordinator for
every request, its central nature might make it a bottleneck.
However, the relatively large inter-request arrival times for
video, and the fact that the coordinator does not transfer
video data, implies this is not a cause for concern. A second
problem could be that the coordinator is the central point of
failure. In case of a coordinator crash, the system loses
state. One possible solution is the coordinator-cohort
approach where the coordinator maintains a backup coordi-
nator. The coordinator keeps the cohort updated with its
current state so that, in the event of a crash, the cohort takes
over. Since building fault tolerant central servers is a well
studied problem, we did not build such a coordinator. Noth-
ing in the design of MiddleMan prevents making the coor-
dinator fault tolerant, however. 

3.2 Video Storage Policies
As we discovered in section 2, users are far more likely to
view the opening of a movie than play it back until its end.
Hence, unlike HTML documents, an entire video document
does not have to be present in the caching system for a
request to be satisfied. Based on this observation, Middle-
Man incorporates the concept of partial video caching.
When the user requests a video in the cache, it is served by
sending to them the portion of the video locally present
while obtaining the remainder from the main WWW server
and transparently passing it on to the client. 

In order for the partial video caching to work, video
servers and streaming protocols must allow random access.
Fortunately, all major streaming protocols and HTTP 1.1
[23] allow this. 

MiddleMan fragments cached videos into equal sized
file blocks in the storage system, which allows the cached
title to be spread across multiple storage proxies. Hence,
blocks are the minimum unit of replacement for the Middle-
Man cache. Representing video as an ordered sequence of
file blocks simplifies the architecture considerably. It pro-
vides a convenient mechanism for spreading portions of a
single title across multiple proxies, thus allowing for better
load balancing, simplification of cache replacement and
partial video implementation. If a new title T1 needs to be
brought into the cache, yet the entire system is full, blocks
allow MiddleMan to simply eliminate the end portions of
an unpopular title T2 on a block by block basis. Hence,
instead of getting rid of T2 entirely, we can have a portion
of it present in case it is requested in the future. Similarly,
T1 grows on a block by block basis, its ultimate size
depending on how much of it is played back by the user. 

A possible problem with this method of fetching blocks
from multiple proxies and combining them into a contigu-
ous stream might be due to inter-block switching delays.
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This can cause interruptions in the data flow from the proxy
to the user. Delays may be caused by the latencies faced by
the video data receiving client proxy when it is changing its
source from one storage proxy to another. Such switching
delays can be eliminated via fetching data at a higher rate
and pre-rolling/double buffering against latencies. 

3.3 How MiddleMan Responds To Requests
So far we have described the MiddleMan system architec-
ture. In this section, we outline how MiddleMan reacts to
common user scenarios including cache miss i.e. an user
request for a video not cached by MiddleMan, cache hit,
and finally, a request cancellation. We use the example sys-
tem in figure 2 to illustrate the interaction of individual
MiddleMan components. The example system consists of a
proxy cluster and W, a WWW server external to the LAN.
The proxy cluster contains a coordinator C plus local prox-
ies LP1 and LP3 serving two client browsers B1 and B3,
respectively. There are also two storage proxies, SP2 and
SP3, in the system. W hosts a movie M that can be logically
divided into two file blocks, M1 and M2. We now present
how the system reacts to the three scenarios (cache miss,
cache hit, and request cancellation) in the following subsec-
tions.

3.3.1 Cache Miss
 The following events occur when B1 requests the title M
and the request is intercepted by LP1.
1. LP1 simultaneously contacts both C and W.
2. C replies in the negative as M is not cached by the sys-

tem. W replies with header information for M.
3. From the header information, LP1 determines M char-

acteristics. LP1 requests the location of a block of
space from C, sufficient to store M1.

4. If sufficient space is available, C replies with the loca-
tion of a block. Space might not be available if the
cache is full. If so, C runs a cache replacement algo-
rithm in order to identify an undesirable block and
return its location to LP1. For our example, we choose
the location to be SP2.

5. LP1 commences receiving M1 (the first part of M)
from W which it then streams to both B1 and SP2. 

6. After M1 has been received in its entirety, LP1 requests
the location of another block from C (in order to
locally cache M2).

7. C returns SP3 as the location for the next block. LP1
continues receiving M2 (the next part of M) from W
which it then streams to both B1 and SP3.

In general, a movie not cached locally by MiddleMan, is
brought into the system and stored on a block by block
basis, depending on how much of the movie is actually
viewed by the user. One possible drawback of this approach
might be the costs of the additional proxy-coordinator com-
munication per block transaction. However, the additional
overhead is insignificant compared to the cost of transfer-
ring the actual videos. 

3.3.2 Cache Hit
If M is now cached in the system and B3 requests M, the
following sequence of events transpire:
1. LP3 simultaneously contacts both C and W.
2. C replies in the affirmative, returning a pointer to a

block housed at SP2. 
3. LP3 closes the connections with W.
4. LP3 contacts SP2 and starts streaming M1 to B1.
5. After M1 has been exhausted, LP1 contacts C again to

obtain the location of the next block.
6. C replies with a pointer to SP3. LP3 contacts SP3 and

starts streaming M2 to B3.
A possible disadvantage of using a custom protocol for

transferring data between local and storage proxy servers is
the added complexity as opposed to the more straightfor-
ward method of using a distributed file system such as NFS.
However, this simplified approach does not scale as it does
not allow local proxies to fetch data from storage proxies in
proxy clusters located in other organizations and networks.

3.3.3 Request Cancellation
Broken requests are a side-effect of how users browse video
- they commence playback of a title and decide to stop if
they do not like what they see. Halting the playback results
in the browser cancelling its local proxy connection while a
cache hit or miss type transaction is taking place.

If the title is being fetched from the local cache during a
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cache hit, dealing with a cancellation is relatively simple.
The proxy, after detecting the closed browser channel, sim-
ply shuts down the other connections associated with the
request and notifies the coordinator that it is done with the
title. 

If the request cancellation occurs during a cache miss,
complications may arise depending on whether other users
in the system are also currently accessing the same file.
Assume a scenario where only a single user B1 decides to
cancel while viewing the second half of M (M2). LP1
detects this and notifies the coordinator. As no other users
are currently accessing this video, the coordinator asks LP1
to close the remaining connections. All references to M2 are
deleted by the coordinator. M1, however, is still cached
locally. 

In a more complicated scenario where both B1 and B3
are concurrently interested in M, B1 decides to cancel dur-
ing the second half of the movie playback. Once again, LP1
detects the closed connection and notifies the coordinator.
However, since B3 is still interested, the coordinator asks
LP1 to continue fetching the file and save it locally to the
storage proxies. One possible disadvantage of this approach
is the additional bandwidth expended by LP1 forwarding
thus affecting access on the local machine by B1. However,
since we assume a high speed local network connecting our
proxies, this should not be an issue.

4. The Analysis of MiddleMan
In this section, we briefly outline the performance of Mid-
dleMan. Factors affecting this include the cache replace-
ment algorithm used, the number of proxies in the cluster,
the size of the file blocks, total cache size, and the request
pattern. However, the most critical design choice is the
cache replacement policy, since this not only affects the
performance of the system but also the balance of load
among the proxies. Load balancing is important because we
want user machines to participate as proxies in the cache.
Users will not agree to this use if the load on their machines
grows too high. Hence, we primarily investigate how differ-
ent cache/load balancing algorithms affect MiddleMan per-
formance.

 We selected the simulation approach for evaluating
MiddleMan. The simulator we developed, MiddleSim, con-
sists of about 5000 lines of Java code. It is a trace driven
discrete-event simulator. For the actual simulation runs, we
used the traces from the mStar project [17]. This consisted
of accesses to the mMOD video server from three subnets
on the Lulea University (lulea.se) campus. The requests
spanned a period ranging late August 1997 to mid October
1999, more than two years in total. The three subnets con-

sisted of cdt.luth.se (1775 accesses in total for the period
measured), campus.luth.se (2374 requests), and sm.luth.se
(3190 requests). The requests were to 235 video files on the
mMOD web server. Video content ranged from classroom
lectures and seminars to traditional movies.

In addition to our message passing assumptions and
failure model, we also fixed the file block size of Mid-
dleSim at 1 Mbyte. This value allows MiddleMan to easily
store both the relatively small web video files analyzed in
[2] and the much larger video recordings analyzed in [3].
Files of the latter type have much lower bitrates than web
video (median bitrate of 150 kbps as opposed to 700 kbps
for web video). Hence, in the partial storage case, a file
block from a video with bitrate of 150 kbps is likely to pro-
vide a proxy with a gap of about a minute before the proxy
has to contact the coordinator again. Such a long interval
reduces the load on the coordinator, especially if it is
involved with a number of simultaneous connections.

In the subsequent sections, we first describe the simula-
tor parameters for our experiments, our performance met-
rics, and finally, the results we obtained. 

4.1 Simulator Parameters
A number of MiddleSim parameters can be varied prior to
starting a simulation run. However, we concentrated on
two: the total proxy cache size and the cache algorithms.

4.1.1 Proxy Cache Size
The aggregate size of all the files stored by the mMOD
server is about 25 GBytes. The total size of the proxy
caches can be a small fraction of this total. For ease of com-
parison, we fixed the total number of proxies in the system
to be the same as the smallest group of active machines
from the three traces, namely 44 from cdt. Ultimately, we
selected three proxy cache size configurations: the first
allocated 12 Mbytes of cache space to each proxy for a total
of 44*12 or 528 Mbytes of global cache storage (about
2.1% of the total size of all the video files). The second con-
figuration allowed 25 Mbytes*44 or a global cache size of
1.07 GBytes (about 4.3% of total file size) and the third
configuration provided 50 Mbytes per proxy for a total of
2.14 GBytes or 8.6% of total file size.

4.1.2 Cache Replacement Policies
We investigated a number of cache replacement policies.
These included Least Recently Used (LRU [20]), Least Fre-
quently Used (LFU [20]), First In First Out (FIFO [20]),
LRU-k and HistLRUpick. The LRU-k algorithm [15] main-
tains a history of the previous k accesses to each title in the
cache. The k-distance of a title at a given time is defined as
the difference between the current time and the time at
which the k-th access was made to that title. LRU-k
chooses to replace the end-most block in the title with the
largest k-distance. It resolves ties by picking the title which



has been referenced least recently i.e. running the LRU
algorithm on the tied candidates. LRU itself is a special
case of LRU-k where k is 1.

The HistLRUpick algorithm is based on LRU-k. We
developed this approach in order to explicitly integrate load
balancing with cache replacement. HistLRUpick runs
LRU-2, LRU-3, and LRU-4. Ties are resolved by picking
the block that is managed by the least loaded proxy. The
criteria for choosing the least loaded proxy is based on the
HistLoad metric for each proxy. Essentially, it is a measure
of the load experienced by a proxy in the past hour. The
metric empirically combines the number of bytes that have
passed through the proxy, peak number of connections, and
the peak bandwidth used by the proxy, all evaluated over
the past hour. Since the metric calculates the load on a
proxy relative to its counterparts, the proxy-specific terms
are normalized by the aggregate values computed over the
entire system i.e. the total number of bytes that have passed
through the system, the peak number of connections and
peak bandwidth used by the entire system. When comput-
ing the load, preference is given to the recent number of
bytes that have passed through the proxy, since ultimately,
our goal was to minimize the variations in byte traffic of the
individual proxies within a cluster. The instantaneous rates
and connection terms are given less precedence but are
included, since it is also desirable to detect and prevent sud-
den fluctuations.

To compare the effectiveness of these algorithms, we
implemented an additional approach Perfect. This is an
ideal cache replacement mechanism [20] that uses knowl-
edge of the future to replace the cache block that will not be
used for the longest time. It can be shown that, given a
finite cache size, this algorithm is optimal. 

4.2 Measuring MiddleMan Performance
We employed MiddleSim to evaluate both the static and
dynamic performance of the various MiddleMan configura-
tions. A static measurement indicates overall system behav-
ior after it has completed a simulation run. On the other
hand, a dynamic measurement reports on performance dur-
ing a run, indicating how well the system adjusts to sudden
changes in input. 

 In the remainder of this section, we report the results of
testing both the dynamic and static performance of various
parameters and configurations of MiddleMan. We first
describe the overall caching performance, then select two
of the caching algorithms for further analysis of their load
balancing capabilities. Our final results concern Middle-
Man load balancing scenarios when the number of proxies
are reduced in the system, yet total global cache size
remains the same.

4.2.1 Overall Cache Performance
We used the byte hit rate (BHR) metric to evaluate overall

caching performance of various MiddleMan configurations.
The BHR of a run is defined as:

BHR = (total bytes served from the cache)/(total bytes read by all 
clients) (EQ 1)

A BHR close to 1 implies good performance since most
of the bytes requested by the users are served from the local
cache.

Table 1 reports the BHR values for all the algorithms

discussed in section 4.1.2 with the exception of LRU-k.
Instead of providing the results for LRU-2, LRU-3, and
LRU-4, we simply present LRU-3 as being the most repre-
sentative for LRU-k. The following trends emerge from the
investigation:
• Larger global cache sizes increase the overall hit rate.

As the perfect run for the 44*50M scenario indicates, it
is possible to approach very high hit rates while
employing a global cache size that is only 8.6% of the
total file size.

• The difference between the replacement policies and
perfect tends to be less pronounced with decreasing glo-
bal cache size. This indicates that lack of storage

 Table 1: Byte Hit Rates Under Various System 
Configurations

Trace cdt campus sm

Configuration 44 machines * 12 Mbytes (2.1%)

Perfect 49.8% 52.7% 56.9%

LRU 43.2% 48.7% 52.4%

LFU 42.6% 47.9% 52.1% 

FIFO 41.0% 46.7% 50.4% 

LRU-3 44.7% 48.8% 53.5% 

histLRUpick 45.0% 49.3% 53.4%

Configuration 44 machines * 25 Mbytes (4.3%)

Perfect 64.8% 69.1% 71.5% 

LRU 51.2% 59.6% 58.8%

LFU 53.7% 60.3% 60.4% 

FIFO 49.2% 56.4% 58.7% 

LRU-3 56.5% 62.4% 64.7% 

histLRUpick 56.9% 62.5% 64.9%

Configuration 44 machines * 50 Mbytes (8.6%)

Perfect 78.3% 83.9% 83.9%

LRU 60.5% 72.2% 68.6%

LFU 69.8% 72.8% 71.1%

FIFO 63.4% 67.6% 65.1%

LRU-3 72.4% 77.6% 76.5%

histLRUpick 72.9% 78.2% 76.8%



resource is more of a barrier to performance than
replacement policies when the cache size is small.

• LRU-k and HistLRUpick (which is based on LRU-k)
show the highest BHR values at large cache sizes. This
can be attributed to the ability of LRU-k to exploit tem-
poral locality better than the other caching policies.
Examination of the traces revealed that user requests for
a particular file tend to arrive at the web server in clus-
ters. By saving the last k references and choosing on
basis of the k-th reference, LRU-k ensures that movies
which have been referenced multiple times recently are
less likely to be removed from the cache since they will
have smaller k-distances. Since these same movies will
most probably be referenced soon in the future, LRU-k
can achieve high hit rates.

4.2.2 Proxy Connections
 Having inspected the overall BHR values of the cach-

ing algorithms, we now inspect their run-time load balanc-
ing performance. In order to examine dynamic load
variations during a MiddleMan run, we graphed its proxy
connection parameter. The proxy connection plot graphs
the number of connections currently in the proxy system
together with the max connection, the maximum number of
connections currently at a proxy. Max connection is plotted
on the negative axis for ease of comparison with the total
number of connections in the system. Essentially, this plot
indicates the current load imbalance. A well balanced proxy
system will have a relatively small maximum connection,
even if the total number of connections in the system is
high. We define a well balanced system as one that evenly
distributes load across proxies. At any given time, for
example, the busy proxies in such a system will have simi-
lar loads.

The proxy connections plots for the system with LRU
and HistLRUpick for the first six months of the trace are
illustrated by figures 3 and 4 respectively. The black region
in the plots show the total number of connections served by
the proxy at any given time whereas the gray areas display
the maximum number of connections on a proxy in the sys-
tem at the same instant, on the negative axis. Ideally, we
would like the gray areas to be small compared to the black
regions. This would imply that since the most loaded proxy
was not heavily burdened, the remaining load was distrib-
uted over the other proxies. We would also prefer the maxi-
mum connection plot to be relatively smooth. Otherwise,
excessive fluctuations would hint at sudden load changes
on proxies, an undesirable property for a load balancing
algorithm.

Comparison of figures 3 and 4 show that with the
exception of day 140, HistLRUpick produces a smoother
max connection plot that is more bounded than LRU. On
day 140, both LRU and HistLRUpick have the same maxi-

mum number of connections (5) on their maximally loaded
proxy. However, the peak max values of LRU exceed this
threshold a number of times (on days 5, 40, 60, and 170, for
instance) whereas HistLRUpick always stays below (or in
the case of day 140, equal to) this cutoff value.

4.2.3 Reducing The Number of Proxies
In this subsection, we investigate the effects of reducing the
number of proxies but increasing the storage space of each
proxy so as to maintain the same global cache size. Figure 5
displays an alternate way of viewing the effects of reducing
the number of proxies in MiddleMan. This graph shows
overall load imbalance for each configuration by plotting
the most aggregate bytes served by a proxy (Max) against
the proxy with the least bytes served (Min). We show the
results for the campus trace and 44*50, 22*100, 11*200
MByte configurations for MiddleMan. Under LRU, there is
a great difference between the most and least loaded prox-
ies. However, in each case, HistLRUpick reduces the over-
all disparity by reducing the traffic on the heavily loaded
proxy and increasing traffic to the lightly loaded one.

5. Related Work
Current research on proxy caching has concentrated on
caching HTML documents and images [1, 6, 11]. Rela-
tively little prior work has been done on video proxy cach-
ing. Most of the current proxy caching work is not
applicable to MiddleMan for the following reasons: 
• Document sizes: web proxy designs and algorithms are

optimized for HTML documents and images, which are
generally much smaller than web video files [7, 22].
Video files are undesirable in these systems since if they
were to be stored in the cache, they would potentially
displace many HTML files. As HTML files are likely to
be referenced much more frequently than video files,
cache hit rates would suffer.

• Proxy architectures: MiddleMan has an unique archi-
tecture. The proxy architecture most frequently sug-
gested for videos is a centralized server [14,18,19]. As
discussed in section 3, this is not an efficient design for
a video proxy server. 
Squid or Harvest [9, 24] use a hierarchical design based
a tree structure. In these systems, if neighbors of a proxy
cannot satisfy a request, the misses propagate upwards
through the hierarchy. The miss and propagation combi-
nation can add significant latency to final response.
Additionally, parents and children caches can poten-
tially store the same files, leading to inefficient use of
cache storage space. Hence, such designs have signifi-
cant drawbacks for caching video. 

• Browsing patterns: MiddleMan is optimized for video
browsing patterns. It supports the notion of partial cach-
ing - only portions of video files may be present in the



Figure 3: Proxy Connection, LRU, 44*50 MByte

Figure 4: Proxy Connection, histLRUpick, 44*50 MByte



system. Such an approach is not acceptable for HTML
documents or images.

• Cache coherence: due to the WORM nature of the vast
majority of web videos, this is not a factor for video
proxy caches. However, other types of web documents
experience high turnover rates and standard proxy
caches must deal seriously with cache consistency
issues.

The work by Brubeck and Rowe [8] is closest to ours.
They introduce the concept of multiple video servers that
can be accessed via the web. These video servers manage
other tertiary storage systems - popular movies are cached
on their local disks. They also pioneer the concept of a
movie being comprised of media objects scattered over
proxy servers. Other existing work on video proxies
[14,18,19] concentrates more on keeping selected segments
of videos locally in a central proxy and, for subsequent
requests, blending this data with the original stream to
ensure smoother viewing. Such an approach is orthogonal
to our work. and in fact could be used in conjunction with
MiddleMan to improve playback.

Tewari et al [21] present a resource based caching algo-
rithm for web proxies and servers that is able to handle a
variety of object types based on their size and bandwidth
requirements. However, they still assume a central non-
cooperating architecture.

In addition to multimedia research, distributed file sys-
tems work also influenced our design. In particular, we
used the xFS [5] concepts of network striping and indepen-

dent location of file blocks in MiddleMan. Additionally,
Fox et al [10] provided justification in our decision to cen-
tralize the caching/load balancing in the proxy cluster.

6. Conclusion And Future Work
In this paper, we have investigated the performance of Mid-
dleMan, a video caching web proxy system. We found
LRU-k to provide the highest hit rates but a variation,
HistLRUpick, yielded good hit rates as well as effective
load balancing. A relatively small global cache size of 2.14
GBbytes (44*50 Mbytes, about 8.6% of total file sizes)
resulted in very high byte hit rates. From the point of view
of the server, MiddleMan dramatically reduces load by
intercepting a large number of server accesses. Hence, the
net effect of MiddleMan is to greatly increase the effective
bandwidth of the entire video delivery system by a factor
between three and ten, allowing more clients to be serviced
at any given time.

MiddleMan shows promise but raises a number of
issues that need to be addressed. These include:
• Fault Tolerance: the current architecture of MiddleMan

renders it susceptible to proxy or coordinator crashes. In
particular, a coordinator crash causes the system to
become unusable since only the coordinator maintains
global system state. Standard techniques such as reli-
able backup servers may provide a possible solution but
leads to two further problems. First, proxies must be
able to detect the location of the new coordinator. Sec-
ond, the process of switching from one coordinator to

Figure 5: Overall max/min load report for campus trace
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another might stall ongoing proxy-client connections.
One possible approach to the first problem is to main-
tain a separate multicast channel within the cluster
which can be used to inform all proxies of any configu-
ration changes. The second problem might be avoided
by the proxy bypassing MiddleMan and fetching the
next block directly from the WWW server.

• Fast-forward/Rewind Support: clients may wish to fast
forward or rewind through video material. Currently,
MiddleMan does not explicitly support such functional-
ity. However, both the proxies and the cache replace-
ment policy can be altered so that once the proxy detects
a fast-forward or rewind request from the client, it is
able to request the right sequence of blocks from the
coordinator.

• Security/Authentication: the proxy cache might contain
“pay per view” type movies which, if not checked,
might allow clients to access titles without authorization
from the original movie provider. Hence, an authentica-
tion scheme is necessary which would allow Middle-
Man to verify whether a client is allowed to retrieve a
certain title from the cache. It might also be necessary to
encrypt cache contents to prevent unauthorized access
to files.

• Proxy Cluster Cooperation: in this paper we have
investigated the functioning of a single proxy cluster.
An obvious next step would be to increase the scope of
the system by allowing multiple proxy clusters to inter-
act. In this scenario, if a file was not available in the
local proxy, the coordinator might redirect the request
to a proxy in a different cluster which does have the file
cached. One possible method for achieving such coop-
eration is for coordinators to periodically exchange data
about cache contents on some well known multicast
channel.

Future work on MiddleMan will focus on addressing
these issues as well as building and deploying a prototype.
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Abstract—We investigate the impact of the long-term behavior of
fair-share bandwidth on transmission schemes for streaming stored
Continuous Media (CM). To obtain typical fair-share bandwidth con-
ditions, we perform a series of Internet experiments in which we
monitor TCP bulk-data transfers between various sites, and collect
average TCP throughput traces. The collected traces exhibit high-
variability over a broad range of time scales as well as self-similar
scaling behavior over longer time scales. Under fair-share bandwidth
conditions, we evaluate the performance of a series of data transmis-
sion schemes for non-layered CM, and of several bandwidth alloca-
tion schemes for streaming layered CM. Our findings demonstrate
that prefetching during playback over intervals of several minutes is
necessary for achieving best quality. For layered CM encoded into
two layers, we propose a threshold-based inter-layer bandwidth allo-
cation scheme, and a measurement-based heuristic for dynamically
computing the threshold. Our empirical results show that, using
conservative estimates for future average bandwidth, our heuristic
is highly reliable.

I. INTRODUCTION

Recent years have seen an explosive increase in the con-
sumption of audio and video programming on the Inter-
net. We expect that traffic from continuous-media (CM)
streaming applications, delivering stored video and audio
to consumers on demand, will constitute a major fraction
of Internet traffic in the upcoming years. Currently, most
CM streaming applications run over UDP, using propri-
etary transport protocols that in most cases do not imple-
ment adequate congestion avoidance algorithms. Given
the projected growth in CM streaming traffic, this poses
a threat to the fair and efficient utilization of network re-
sources. To preserve Internet performance, streaming ap-
plications should be designed to incorporate effective con-
gestion avoidance mechanisms such that streaming traffic
flows obtain only a fair share of link bandwidth [1].

TCP-conformant traffic flows (HTTP, SMTP, NNTP
etc.) dominate today’s Internet. Thus, to allow for fair
bandwidth sharing, streaming applications should be de-
signed to be cooperative with TCP flows by appropriately
reacting to congestion. The development of congestion
control mechanisms for streaming applications is an area
of ongoing research. Recent research has shown that con-
gestion control can be incorporated in UDP-based stream-
ing applications using TCP-friendly algorithms for deter-
mining fair-share bandwidth [2][3][4][5][6].

To cope with the unpredictability and variability of
available bandwidth between server and client, efficient
transmission schemes for streaming stored CM must be

implemented in order to achieve satisfactory performance.
In this paper we investigate the impact of the long-term
behavior of fair-share bandwidth on data transmission
schemes for streaming stored CM. We use TCP traces col-
lected by monitoring several TCP bulk-data transfers in a
series of Internet experiments between the U.S. and Eu-
rope, and between two European sites, to obtain typical
fair-share bandwidth traces. Our analysis of the traces
shows that fair-share bandwidth exhibits a wide range of
variation over many time scales, and a degree of self-
similar scaling behavior over long time scales.

We consider data transmission schemes for streaming
stored non-layered CM, and for streaming scalable CM en-
coded into two layers. We evaluate the performance of the
transmission schemes in an empirical study that is based
on our collected bandwidth traces. For non-layered CM,
we find that a significantly higher level of quality can be
achieved when the CM is prefetched during playback into
client storage. Prefetching CM during playback over short
intervals, of a few 10’s of seconds, performs better than
transmission schemes that employ no prefetching. Near-
optimal performance is achieved, however, when the CM
is prefetched during playback over intervals that are at least
three to four minutes long. One interesting observation is
that streaming stored CM directly over TCP often provides
near optimal performance.

Our results with non-layered CM also motivate the use
of layered encoding. Layered CM allows the streaming
application to cope with the wide fluctuations in fair-share
bandwidth by adjusting the transmission rate or the quality
of the stream according to the available bandwidth condi-
tions. We consider scalable CM encoded into two layers,
a base layer and an enhancement layer. In our earlier work
we developed a model and theory for the problem of dy-
namically allocating fair-share bandwidth among the two
layers in order to minimize the impact of client buffer star-
vation on the quality of the decoded stream [7]. In this
paper we evaluate the performance of two classes of inter-
layer bandwidth allocation schemes in simulations based
on fair-share bandwidth traces. We then propose a scheme
that streams the enhancement layer only when we are con-
fident that the base-layer buffer at the client will hence-
forth not be starved. To implement this type of streaming
scheme, the server must track client prefetch buffer con-
tent, as well as estimate the likelihood of future starva-



tion in the base layer. The estimate of likelihood of base-
layer starvation depends on (i) the amount of base-layer
data prefetched at the client, (ii) the consumption rate of
base-layer data, and (iii) a conservative estimate of the fu-
ture available bandwidth. We develop a threshold-based
heuristic for adding and dropping the enhancement layer
that uses conservative estimates of future average band-
width. Our results with fair-share bandwidth traces show
that our heuristic threshold-based scheme is highly reli-
able, that is, it renders the base layer without loss, and it
achieves long and continuous viewing of the enhancement
layer with infrequent quality fluctuations.

The rest of the paper is organized as follows. In Sec-
tion II we describe our methodology for collecting TCP
traces and analyze of the long-term scaling behavior of the
collected traces. In Section III we quantify the benefits
of prefetching when streaming non-layered video. Sec-
tion IV considers layered-CM streaming over fair-share
bandwidth. Finally, Section V concludes the paper.

A. Related Research

A significant amount of research reports on the self-
similar nature of aggregate network traffic. Statistical
analysis of Ethernet LAN traffic and wavelet-based scal-
ing analysis of Internet WAN traffic have shown that
aggregate traffic exhibits self-similar scaling behavior
over time scales of a few hundreds of milliseconds and
larger [8][9][10]. Previous work on the scaling behavior
of network traffic has considered packet-level and TCP
connection-level traces. In this paper, we focus on the
long-term behavior of a single TCP connection, initiated
by a bulk data transfer. We are interested in measuring
TCP throughput at the receiver to gain insight on the im-
pact of fair-share bandwidth behavior on streaming CM.

Rejaie et al present a broad range of architectural con-
siderations for streaming layered encoded video [11][12].
They argue for the need for end-to-end congestion con-
trol, quality adaptation and error control in multimedia
streaming applications. In [11] they develop mechanisms
for adapting the quality of streaming video playback while
performing congestion control. Their proposed mecha-
nisms are suitable only for congestion control schemes
that employ an additive increase multiplicative decrease
(AIMD) algorithm. Finally, their buffer allocation mecha-
nisms are evaluated using bandwidth traces from the Rate
Adaptation Protocol (RAP) [12], but their performance is
not tested using real Internet traces. Our approach differs
in many respects. We evaluate the performance of trans-
mission schemes for single-layer and layer-encoded video
based on traces collected from TCP connections. We quan-
tify the impact of prefetching data into client buffers, as
well as the required client resources. Finally, we develop
a threshold-based policy for streaming scalable CM that is
based on estimation of future available bandwidth condi-
tions.

II. LONG-TERM BEHAVIOR OF FAIR-SHARE

BANDWIDTH

We traced a number of unidirectional TCP bulk data
transfers between three pairs of hosts to measure the be-
havior of the bandwidth that is available to a congestion-
aware application. In each data transfer, the server side of
the application acted as an infinite source, sending bytes
as quickly as possible into the TCP connection during one
hour. At the receiver, the client application read from the
TCP connection as quickly as it could, and recorded mea-
surements on the incoming data stream to determine the
throughput of the TCP flow. In particular, for each socket
read the receiver recorded the number of received bytes
and the interarrival time between successive reads. To en-
sure that the throughput of the flow was not limited by the
receiver’s advertised window, the size of the TCP receive
buffer was set to the maximum value (64 KB) by modi-
fying the Unix socket options for the connection. Based
on these measurements, we collected 1-hour long instan-
taneous throughput traces for TCP flows during four con-
secutive days at different times of the day. Three hosts lo-
cated in different countries participated in the data transfer
experiments: host FR located in France was an Ultra-5/10
running SunOS 5.5.1, host US located on the East coast of
the United States was an Ultra-1 running SunOS 5.5.1, and
host FI located in Finland, was an alpha Workstation run-
ning DEC OSF/1. Host FR was connected to a 10 Mbps
Ethernet, and hosts US and FI were connected to 100 Mbps
Ethernets.

Table I summarizes the collected traces. The average
throughput seen by the client application varies consider-
ably depending on the source-destination pair, the direc-
tion of the transfer (traces were obtained for both direc-
tions of a link), as well as the time of the day. We observe
in particular that traces A1-A4 have consistently higher
throughput than traces B1-B4, which were collected be-
tween the same pair of hosts in the two different directions.
Similarly, traces C1-C3 collected from transfers between
hosts FI and FR have consistently higher average through-
put than traces D1-D3 collected in the opposite direction.
(We suspect that these asymmetries in throughput are due
to higher link capacity in the direction U.S. to France, or in
the direction Finland to France, than in the opposite direc-
tions.) Peak throughput is calculated by taking the largest
throughput of the trace averaged over all one-second inter-
vals.

We used the instantaneous throughput measurements to
study the time-scale behavior of a TCP flow. Figure 1
shows the local averages of traces A1 and A3 computed
at two different time scales. The graphs on the left-hand-
side illustrate local averages of the traces over 10-second
intervals and the graphs on the right show local averages
over 100-second intervals. We observe that the throughput
traces exhibit a high degree of variability and burstiness
over both time scales. Average throughputfigures obtained
for the remaining traces show similar behavior.

We have taken a simple approach, namely time-variance
plots, for statistically studying the scaling behavior of the



Trace Src- Throughput (Mbps) MB
Dest. Peak Mean �

A1 US-FR 2.41 0.70 0.43 318
A2 US-FR 3.89 1.10 0.82 495
A3 US-FR 3.95 1.93 1.34 869
A4 US-FR 3.99 2.18 1.48 984
B1 FR-US 1.53 0.41 0.23 186
B2 FR-US 1.10 0.28 0.16 125
B3 FR-US 1.13 0.37 0.18 165
B4 FR-US 1.87 0.45 0.23 202
C1 FR-FI 5.91 3.38 1.50 1520
C2 FR-FI 5.98 4.00 1.43 1797
C3 FR-FI 6.07 4.34 1.48 1953
D1 FI-FR 3.01 1.67 1.13 752
D2 FI-FR 3.04 1.79 1.15 807
D3 FI-FR 3.02 1.87 1.19 842

TABLE I

SUMMARY OF 1-HOUR LONG TRACES.

traces. Time-variance plots are useful for determining
whether a time series of data is self-similar, and if so, for
estimating the self-similarity parameter H (Hurst param-
eter). For a stationary time series X, the aggregated time
series X(m) = X

(m)
k

; k = 0; 1; 2; : : : can be obtained by
averaging the original series over non-overlapping, adja-
cent blocks of size m. This aggregating process can be
expressed as: X(m)

k
= 1

m

P
km

i=km�(m�1)Xi. For a self-

similar process, the variance of X(m) obeys the follow-
ing for large m: V ar(X (m)) � V arX

m� , where the self-
similarity parameter H = 1 � (�=2); 0 < � < 1. Time-
variance plots are obtained by plotting logV ar(X (m))

against log(m). For a self-similar process, the time-
variance plot should yield a straight line with slope ��,
from which the Hurst parameter can be estimated. Slope
values between �1 and 0 (0:5 � H � 1:0) suggest that
the process is self-similar.

Starting with m = 1 second, we obtained an initial time
average series for each throughput trace. We generated ag-
gregated data series by increasing m by a factor of 2 until
a total of ten series were obtained. Our results showed that
for all traces the time-variance plots could be closely ap-
proximated by a straight line, indicating that the traces ex-
hibit self-similar scaling behavior over longer time scales
of seconds to hundreds of seconds. From the time-variance
plots we estimated � by fitting a least squares line through
the data points. The Hurst parameter values for the 14
traces were in the range 0:60 � 0:87. From the observa-
tions and testing in this section, we conclude that fair-share
bandwidth significantly varies on many time scales and ex-
hibits a degree of self-similarity.

III. STREAMING NON-LAYERED CM

Using the traces from the previous section, we now com-
pare the performance of several data transmission schemes
for streaming non-layered CM. We consider three types of
transmission schemes: full prefetching, no prefetching and
partial prefetching.

In the full prefetching scheme the server application
transmits the CM into the network at the full rate allowed
by the available bandwidth. This implies that when the
available bandwidth exceeds the CM consumption rate, fu-
ture portions of the CM are prefetched into client storage,
which we suppose to be infinite. (This assumption is justi-
fied by the fact that most PCs being sold today have 10-20
Gbytes of disk.) Let X(t) denote the available bandwidth
as seen by the client application at time t. Thus, X(t) is
the maximum rate at which the client application can read
data from the network at time t. Let r denote the consump-
tion rate of the CM in bits per second. (For simplicity, we
assume that the CM is CBR encoded). We suppose that the
server application only transmits data that will make their
deadline for timely consumption. Thus at time t, the server
application transmits the CM at rateX(t), and all the trans-
mitted data will eventually be consumed by the client. To
smooth out short time scale bandwidth variations and to
remove jitter, the scheme allows for a few seconds of CM
to build up in the client’s prefetch buffer before playback
begins. We denote the initial playback delay by� seconds.
Denoting the time at which the client begins to receive the
CM by t = 0, at time t = � the client begins to remove
the CM from its prefetch buffer at the consumption rate r.
If the prefetch buffer becomes empty, the client can par-
tially receive the CM stream by reading directly from the
network while incurring some loss of data. (The received
data can be used in this case to approximate the stream us-
ing an error concealment scheme.) Thus, during the first �
seconds the client prefetch buffer is fed at rate X(t). For
t � �, the prefetch buffer is fed at rate X(t) and drained
at rate r. Let Y (t) denote the content of the client prefetch
buffer at time t. When Y (t) > 0, there is no loss. When
Y (t) = 0, data is lost from the stream at rate [r�X(t)]+.

Figure 2 shows the fraction of lost data resulting from
the full prefetching scheme as the CM consumption rate
r varies from 10 Kbps to 3 Mbps. The two graphs cor-
respond to simulations based on traces A1 and A2 in Ta-
ble III. An initial prefetch delay of 4 seconds was used.
There is a rapid increase in the fraction of lost data when
the consumption rate of the stream exceeds a certain criti-
cal value. Below this critical value the CM can be streamed
without any loss. For trace A1, the CM can be streamed
without loss at consumption rates below 490 Kbps. For
trace A2, shown on the right, there is no loss at consump-
tion rates below 690 Kbps. When the consumption rate
exceeds these critical values, the fraction of lost data for
both traces increases rapidly to values in the order of 10�2,
indicating that the reconstructed CM would suffer signifi-
cant quality degradation, even when error concealment is
used. Similar graphs, not shown here due to space limita-
tions, were obtained for the remaining of the traces. The
graphs demonstrate that the fraction of lost data increases
with the consumption rate, but the increase can be more or
less gradual depending on the trace. For each of the traces,
Table II summarizes the maximum CM consumption rate
at which the full prefetching scheme has no loss as well
as the maximum consumption rate at which there is loss



Trace avg. avail. max. rate for max. rate for
name rate no loss 10�3 loss
A1 0.70 0.48 0.54
A2 1.10 0.68 0.76
A3 1.93 1.42 1.85
A4 2.18 1.26 2.01
B1 0.41 0.41 0.41
B2 0.28 0.18 0.22
B3 0.37 0.30 0.34
B4 0.45 0.38 0.42
C1 3.38 2.75 2.92
C2 4.00 3.88 4.06
C3 4.34 4.08 4.32
D1 1.67 1.51 1.64
D2 1.79 1.40 1.75
D3 1.87 1.72 1.88

TABLE II

MAXIMUM CONSUMPTION RATE (MBPS) FOR NO LOSS WITH FULL

PREFETCHING.

in the order of 10�3. In general, the maximum CM con-
sumption rate at which there is no loss is at least 70% of the
average available bandwidth. The maximum rate at which
the loss is below 10�2 is typically within 15% of the max-
imum rate for no loss, indicating that there is only a small
range of rates that result in loss fractions in the order of 0
and 10�3.

We now consider an alternative transmission scheme in
which the server application never prefetches future por-
tions of the CM stream into client storage (but still allow-
ing for an initial playback delay). In the no prefetching
scheme the server application transmits the CM at the con-
sumption rate, unless the available bandwidth is less than
the consumption, at which time the CM is transmitted at
the available bandwidth rate. Thus, the transmission rate
at time t is minfX(t); rg. Data arrives to the client ap-
plication buffer at rate minfX(t); rg, and after a playback
delay of � seconds, data is removed from the buffer at rate
r. As a result, the amount of prefetched data in the client
application buffer never increases after time t = �.

We evaluated the no prefetching scheme with a playback
delay of 4 seconds according the amount of data lost from
the CM stream. Figure 2 shows the results for traces A1
and A2. The no prefetching scheme results in significantly
higher loss than prefetching. Even at very low consump-
tion rates, the no prefetching scheme generates losses in
the order of 10�1. High fractions of lost data occur be-
cause this scheme fails to smooth out the short time scale
variations in available bandwidth.

We refer to a third transmission scheme that has the ef-
fect of partially smoothing the available bandwidth over
intervals of short length, as partial prefetching. Figure 3
describes the partial prefetching scheme. The server appli-
cation transfers the CM from storage to the server applica-
tion buffer. We consider time to be divided into intervals of
m seconds and suppose that at the beginning of each inter-
val the application reads from the storage r �m bits of in-

formation to the server application buffer. Let Ys(t) denote
the amount of data in the sender application buffer at time
t. In each m second interval, the application buffer writes
to the network at rate X(t) as long as Ys(t) > 0. If at the
end of any interval Ys(t) > 0, the buffer is flushed (i.e.,
the data remaining in the buffer at the end of the interval is
never sent into the network and is lost). Thus, Ys(t) = 0

for t = 0;m; 2m; : : : . We let R(t) denote the rate at which
data arrives to the client transport-layer buffer, i.e.,

R(t) =

(
X(t) when Ys(t) > 0

0 when Ys(t) = 0:

As soon as data is received at the client, the application in
the client reads the data from the transport-layer buffer into
the receiver application buffer. After a playback delay of�
seconds, the client begins to remove data from the receiver
application buffer for decoding and play out. Again denote
Y (t) for the amount of data in the client prefetch buffer.
The rate at which the client application buffer is drained
for t � � is

D(t) =

(
r when Y (t) > 0

minfr;R(t)g when Y (t) = 0:

Loss of data occurs if the application buffer is empty, that
is Y (t) = 0 and R(t) < r. The rate at which data is lost
from the CM stream at time t can be expressed as:

L(t) = [r �R(t)]+1(Y (t) = 0):

We evaluated the partial prefetching scheme while vary-
ing the interval size m. We refer to m as the smoothing
parameter. As m increases, information is written to the
sender application buffer at the beginning of each interval
in larger blocks. Writing in larger blocks allows smooth-
ing of the transmission rate over the interval’s length. A
smoothing parameter m = 1 corresponds to the full
prefetching scheme whereas m ! 0 corresponds to the
no prefetching scheme.

Figure 2 shows the fraction of lost data resulting from
partial prefetching schemes with smoothing parameters
m = 4 and m = 60 seconds as the CM consumption rate
varies from 10 Kbps to 3 Mbps. The initial prefetch de-
lay was again 4 seconds. The figure illustrates that the
performance of partial prefetching degrades considerably
as the smoothing parameter decreases. Furthermore, full
prefetching results in significantly lower loss than the par-
tial prefetching schemes considered. For trace A1, the
maximum consumption rate for which there is no loss
when m = 60 seconds is approximately 70% of the max-
imum rate for no loss achieved with full prefetching. Al-
though the performance of partial prefetching schemes can
vary among different traces, our results demonstrate that
in order to obtain the performance of the full prefetching
scheme, partial prefetching must use smoothing parame-
ters of at least three minutes. Table III summarizes some
of the results obtained with trace A1 for full prefetching
and partial prefetching with m = 4 and m = 60.
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Fig. 1. Average throughput over time scales of 10 and 100 seconds for traces A1 and A3.
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Fig. 2. Fraction of data lost for full prefetching, no prefetching and partial prefetching transmission schemes with traces A1 and A2.
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Full Prefetching Partial Pref. (m = 60) Partial Pref. (m = 4)
Rate Loss Max Buf. Loss Max Buf. Loss Max.Buf.

(Mbps) Fraction Size (min) Fraction Size (min) Fraction Size (min)
0.48 0.00 16.08 9.45e-03 1.00 1.07e-01 0.04
0.49 2.14e-04 15.28 1.16e-02 1.00 1.11e-01 0.04
0.50 1.31e-03 14.38 1.41e-02 1.00 1.15e-01 0.04
0.55 1.04e-02 11.37 3.31e-02 0.98 1.36e-01 0.35

TABLE III

FULL PREFETCHING AND PARTIAL PREFETCHING SCHEMES WITH TRACE A1.

In conclusion, our empirical results for streaming
CM under fair-share bandwidth conditions indicate that
prefetching is critical. Prefetching over intervals of a few
minutes can effectively smooth out short time-scale band-
width variations as well as long-term droughts in band-
width. Our results indicate, however, that even the full
prefetching scheme can not fully utilize the average avail-
able bandwidth. This is clearly seen in Table II where we
observe that the maximum consumption rate at which the
CM can be streamed with no loss is typically 60� 70% of
the average available rate.

An interesting secondary observation is that TCP with
prefetching can provide near optimal performance for
streaming over fair-share bandwidth for a wide range of
consumption rates. For a given trace, we observe two
thresholds, tgood and tbad. If the consumption rate is be-
low tgood, then TCP with prefetching has no loss, and is
therefore better than any TCP-friendly UDP scheme. If the
consumption rate exceeds tbad, then neither TCP nor UDP
schemes will give satisfactory quality. If the consumption
rate is between these thresholds, then a TCP-friendly UDP
scheme might provide superior performance. However, the
gap between these two thresholds is typically very small.

IV. STREAMING LAYERED VIDEO

For the remaining of this paper we consider layer-
encoded CM. Layered streaming is an appealing stream-
ing solution for CM applications that need to cope with
the wide and random variations of the available bandwidth
between server and client. In general, the CM stream
is encoded into a base-layer stream and one or multiple
enhancement-layer streams. We suppose that the CM is
encoded into two layers, a base layer and an enhance-
ment layer. There are advantages to using only a single
enhancement layer. A single enhancement layer requires
only a single enhancement-layer decoder at the receiver,
and adds little coding overhead [13]. When CM is en-
coded into two layers, a decoding constraint requires the
base layer to be available at the client in order to decode
the enhancement layer. If only the base layer is delivered, a
CM signal can still be reconstructed, resulting in a low but
acceptable quality at the receiver. The streaming applica-
tion should make the enhancement layer stream available
for decoding whenever possible, to achieve high quality
during playback. At the same time, the application should
maintain a relatively constant quality by avoiding frequent

and short rendering periods of the enhancement layer.

A. The Layered Streaming Model

We now provide a description of the layered stream-
ing model. For simplicity, we suppose that the base and
enhancement layers have been encoded at constant rates,
denoted by rb and re, respectively. We let T denote the
length of the CM in seconds. Let X(t) denote the avail-
able bandwidth at time t. We suppose that the server al-
ways transmits the CM at the rate allowed by the avail-
able bandwidth. We let �b(t) and �e(t) denote the fraction
of X(t) that the server allocates at time t to the base and
enhancement layers, respectively. Let Yb(t) and Ye(t) be
the contents of the base and enhancement layer prefetch
buffers (at the client) at time t, respectively. Data is lost
from the base layer when the base-layer prefetch buffer
is starved, i.e., when Yb(t) = 0, and X(t) < rb. The
loss rate in the base layer at time t can be expressed
as Lb(t) = [rb � �b(t)X(t)]+1(Yb(t) = 0). Loss of
enhancement-layer data occurs when there is loss of base-
layer data, or when the enhancement-layer buffer at the
client is starved. Multiple models can be used for deter-
mining loss in the enhancement layer. [7]. In the nu-
merical work that follows, we use a model in which all
enhancement-layer data that reach the receiver buffer can
be decoded as long as the corresponding base-layer data
is also available at the receiver. The loss rate in the en-
hancement layer at time t can be expressed as Le(t) =

maxf re
rb
Lb(t); [re � �e(t)X(t)]+1(Ye(t) = 0)g:

We consider two classes of inter-layer bandwidth alloca-
tion schemes, namely, static and threshold policies. With
static policies, the allocation �b(t) is constant until one of
the layers is fully prefetched. Under a static policy, de-
noted by �b, 0 � �b � 1, the base-layer prefetch buffer
is fed at rate �bX(t) and the enhancement-layer prefetch
buffer is fed at rate �eX(t), where �b + �e = 1. Under a
threshold policy, denoted by �̂, the fraction of bandwidth
allocated to each layer varies according to the buffer con-
tents. A threshold policy is defined as �̂ = (�b(t); t � 0),
where �b(t) at time t is given by

�b(t) =

8><
>:
1 when Yb(t) < qthres

�̂ when Yb(t) � qthres

0 when Yb(t) > rb(T � t).

The constant qthres represents a threshold of buffered base-
layer data. When the amount of base-layer data buffered



at the receiver is below qthres, policy �̂ allocates all of the
available bandwidth to the base layer. When the amount
of buffered base-layer data exceeds qthres, then a fraction
equal to �̂ is given to the base layer. Once the base layer
has been prefetched, all of the bandwidth is allocated to
the enhancement layer. We evaluate the performance of
threshold policies for which �̂ = rb

rb+re
. Intuitively, allo-

cation �̂ allocates bandwidth among the layers in propor-
tion to each layer’s consumption rate.

B. Trace-driven Simulation

In our numerical work, we suppose for simplicity, that
both layers have equal encoded consumption rates. We
evaluate the performance of static and threshold bandwidth
allocation policies using the collected TCP traces.
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Fig. 4. Fraction of data lost with static and threshold policies, with r

equal to 100 and 80% of the average available bandwidth.

Figure 4 shows our results with trace A1. The average
throughput of this one-hour long trace is approximately
700 Kbps. We performed a series of simulations in which
we varied the total consumption rate of the encoded CM
between 100% and 70% of the average trace bandwidth.
At each consumption rate, we evaluated the performance
of several static policies, obtained by varying the constant
allocation of bandwidth to each layer, and the performance
of threshold policies, obtained by varying the threshold for
buffered base-layer data. The graphs in Figure 4 show
the fraction of data lost from the two layers at consump-
tion rates equal to 100% and 80% of the average available
bandwidth. Both types of policies can render the base layer

without loss, but in all cases a significant fraction of data
is lost from the enhancement layer. This is not a surpris-
ing result, given our observations in the previous section,
indicating that with non-layered video, no loss is achieved
at consumption rates that are typically below 70% of the
average available bandwidth.

Our results show that threshold policies attain signifi-
cantly better perfromance than static policies. We com-
pare the performance of two specific policies: the thresh-
old policy that renders the base layer with no loss, while
minimizing the fraction of data lost from the enhancement
layer, and that of the static policy that achieves similar per-
formance. At a rate equal to the average connection band-
width (r = 0:7 Mbps), a static policy (�b = 0:72) results
in 35% of the enhancement data lost, when there is no loss
in the base layer. A threshold policy (qthres = 4 Mbits)
results in 14% of the enhancement layer lost without any
base layer loss. At a consumption rate equal to 80% of the
bandwidth (r = 0:56 Mbps), a threshold policy results in
no base layer loss and 2:87% of the enhancement data lost;
a static policy results in no base-layer loss and 4:3% of the
enhancement layer lost.

Rapid fluctuations in playback quality are undesirable.
We focus on the threshold policy discussed in the previous
paragraph, which renders the base layer with no loss while
minimizing the fraction of data lost from the enhancement
layer. We will refer to this policy as the “optimal” thresh-
old policy, and examine its performance in terms of the re-
sulting fluctuations in quality. Figure 5 shows the amount
of data buffered in each layer as a function of time under
the optimal threshold policy, for consumption rates equal
to 100% and 80% of the average available bandwidth. We
remark that there is an initial period during which the en-
hancement layer buffer is frequently drained and starved
after very short filling periods. Following this initial pe-
riod, the enhancement layer can be fully supported for
longer periods of time. For example, at a consumption rate
equal to the average available bandwidth (r = 0:7 Mbps),
a constant high quality can be achieved with both layers
shortly after the 15th minute into the CM. After the 34th
minute into the video, the enhancement layer stream can
be played back without further loss. At 80% of the aver-
age available bandwidth (r = 0:56 Mbps), the enhance-
ment layer can be continuously supported after the 10th
minute into the video.

We performed a similar experiment for all of the fair-
share bandwidth traces. Table IV summarizes some of our
results In all cases, the threshold policy implemented could
stream the base layer with no loss. Each entry in the table
indicates the time after which the enhancement layer can
be played back continuously without loss In most cases,
when the consumption rate equals the average available
bandwidth, the enhancement layer can not be played back
continuously from the beginning of the video. In many
cases, continuous playback of the enhancement layer is not
achieved until halfway through the video, as is for instance
the case with traces A1, A2, A4 or D2. We observe that for
traces B2 and B4, the enhancement layer is rendered con-
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Fig. 5. Buffered data for threshold policies resulting in no base layer loss

(r = 100 and 80% of average available bandwidth).

tinuously for an even shorter period of time (i.e. the final
15 � 20 minutes of the video). At 85% of the average
available bandwidth, the enhancement layer can be played
back continuously without loss nearly from the beginning
of the video for most traces. At 75% of the average avail-
able bandwidth the threshold policy can in almost all cases
deliver both layers without loss from the beginning of the
video.

We remark that the results obtained with traces A2 and
B1 differ from those obtained with the remaining traces.
The average throughput evolution for trace A2 (Fig. 1) ex-
hibits an increasing trend. The average connection band-
width is considerably higher than the bandwidth available
during the first half of the connection. Consequently, the
enhancement layer can not be supported early on into the
video, even at 75% of the average trace bandwidth. For
trace B1, the average throughput evolution exhibits a de-
creasing trend resulting in unusually good performance at
all consumption rates considered.

In summary, layered streaming requires an inter-layer
bandwidth allocation scheme that adapts to the long-term
fluctuations in the available bandwidth in order to deliver
the highest quality stream possible. At the same time, the
scheme should avoid rapid fluctuations in quality. Our re-
sults in this section demonstrate that a threshold-based al-
location scheme that varies the prioritization of the two
layers according to the amount of data buffered at the client

can achieve good peformance. Threshold policies perform
significantly better that static policies when the available
bandwidth exhibits long-lived fluctuations. On the other
hand, when available bandwidth does not fluctuate over
longer time scales (such bandwidth conditions were not
considered in this paper), then static policies would per-
haps provide good performance as well. We observe, how-
ever, that threshold policies can result in rapid fluctuations
in playback quality. Since future bandwidth conditions are
not known, the threshold policy may result in frequently
adding and dropping the enhancement layer. In the fol-
lowing subsection we develop a threhold-based heuristic
scheme for adding and dropping the enhancement, which
also aims at reducing quality fluctuations.

C. Dynamic Threshold Policies based on Bandwidth Esti-

mation

In this subsection we develop a heuristic for adding and
dropping the enhancement layer according to conserva-
tive estimates of average bandwidth conditions, and the
amount of data buffered at the client. Recall that thresh-
old policy �̂ allocates bandwidth to the enhancement layer
according to the static policy �̂ only when the amount of
buffered base-layer data is above threshold qthres. Other-
wise, policy �̂ allocates all of the available bandwidth to
the base layer. Our approach is to allow the server-side
of the application to dynamically determine qthres. To this
end, we suppose that it is desirable to render the entire base
layer without loss. At all times, the server should estimate
whether it is likely that there will be no starvation of the
base-layer prefetch buffer at the client, assuming that the
scheme will henceforth allocate a fraction of the available
bandwidth equal to �̂ to the base layer. The estimate of
the likelihood of no starvation depends on (i) the amount
of base-layer data buffered at the receiver, (ii) the drain
rate of base-layer data, and (iii) a conservative estimate of
future available bandwidth.

To estimate future available bandwidth, we use a
weighted exponential moving average (WEMA) of the past
and current bandwidth observations. We denote the esti-
mate of the average available bandwidth from time s on-
ward by Xavg(s). Given this estimate we determine the
threshold at time s as follows:

qthres(s) = (T � s)rb � �̂(T � s) �Xavg(s);

The above expression represents a conservative choice of
the threshold. It “guarantees” (based on the estimated fu-
ture available bandwidth) that the base-layer buffer will not
be starved during the remaining viewing duration if at any
time s, policy �̂ begins to allocate bandwidth to the en-
hancement layer according to policy �̂. A less conserva-
tive choice for the threshold at time s maintains the no-
starvation condition during the next C seconds: q thres(s) =

C � (rb � �̂ �Xavg(s)). As the value of C decreases in the
above equation, the threshold choice becomes less con-
servative, allowing the server to begin streaming the en-
hancement layer sooner. In order to reduce rapid fluctua-



Trace Rate (% avg. bandwidth) Trace Rate (% avg. bandwidth)
100 % 85 % 75 % 100 % 85 % 75 %

A1 33.90 10.78 3.41 B1 0.07 0.07 0.07
A2 37.08 30.72 30.63 B2 37.36 21.65 3.71
A3 13.78 1.12 1.05 B3 46.95 2.47 0.07
A4 28.87 0.33 0.32 B4 45.85 0.07 0.07
C1 8.18 1.27 0.07 D1 20.00 0.07 0.07
C2 10.10 0.07 0.07 D2 32.98 0.20 0.07
C3 10.90 0.07 0.07 D3 4.78 0.07 0.07

TABLE IV

TIME IN MINUTES (INCLUDING A PLAYBACK DELAY OF 0.07 MINUTES) AFTER WHICH THE ENHANCEMENT LAYER CAN BE PLAYED BACK

WITHOUT LOSS. THE RESULTS ARE FOR THRESHOLD POLICIES WITH NO BASE LAYER LOSS.

�b(t) = 1

Phase 1

Yb(t) � qthres(t) and Ye(t) � q0thres(t)

Phase 2
�b(t) = �̂

Yb(t) < qthres(t) or Ye(t) < q0thres(t)

Fig. 6. State transition diagram for the dynamic threshold heuristic.

tions in quality caused by frequently adding and dropping
the enhancement layer, our heuristic uses an additional
condition for adding the enhancement layer. The second
condition entails adding the enhancement layer only if it
is likely, given the estimated future available bandwidth,
that the enhancement layer can be supported for at least
the next C 0 seconds. We express the latter condition by
defining a threshold for buffered enhancement-layer data,
denoted by q

0

thres, and determined at time s as follows:
q
0

thres(s) = C
0

� (re � (1� �̂) �Xavg(s)).
The server streams the enhancement layer at time s if

the amount of buffered enhancement layer data Ye(s) is
greater that q0thres(s). The add and drop mechanisms uti-
lized by our dynamic threshold heuristic are illustrated in
Figure 6. In phase 1, the streaming policy allocates all
of the available bandwidth to the base layer. In phase 2,
bandwidth is allocated among the layers in proportion to
the consumption rates of the layers.

To implement the above heuristic, the server side of the
application must determine a reasonable prediction inter-
val for future average bandwidth conditions. The length
of the prediction interval determines how often to update
the bandwidth estimate and how often to recompute the
threshold levels. In addition, the application must deter-
mine suitable values for C and C0.

C.1 Trace-driven simulations

We evaluated the performance of the dynamic thresh-
old heuristic in simulations using the fair-share bandwidth
traces. Fig. 7 shows results obtained with trace A1, when
bandwidth estimates and threshold levels are updated each
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Fig. 7. Buffered data for dynamic threshold policies with C = C
0 = 1

second.

second. C and C0 were both set to one second. Each of the
graphs shows the amount of buffered data in each layer,
as well as the computed threshold level, for different total
consumption rates (in this case qthres(s) = q

0

thres(s)). We
observe that at both consumption rates the base layer is
rendered without loss. When the total consumption rate is
equal to 100% of the average available bandwidth (r = 0:7

Mbps), approximately 25% of the data is lost from the en-
hancement layer. The fraction of enhancement-layer loss
is higher in this case than in the case of the “optimal”
threshold policy when 14% of the data was lost.(Figure 5).
We remark from Fig. 7, however, that the heuristic renders



the enhancement layer for two long and continuous peri-
ods, and avoids the initial rapid fluctuations in quality that
are observed under the threshold policy. This is clearly
seen in Fig. 8, which compares the buffer content under
the threshold policy and under the heuristic during the first
16 minutes of the video, when the consumption rate equals
the average available bandwdith. Furthermore, we observe
from Fig. 7 that the heuristic results in approximately the
same high-qualityviewing time as the threshold policy, de-
livering the enhancement layer without further loss after
the 34th minute into the video.
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Fig. 8. Quality flutctuations using the threshold policy and using the

dynamic threshold heuristic (bottom).

We performed similar simulations for the remaining
traces using C = C

0 = 1 second. Again bandwidth es-
timates and threshold levels were updated every second.
Table V summarizes some of our results when the total
consumption rate is equal to 85% of the average available
bandwidth. Each entry in the table indicates the time after
which the enhancement layer can be played back continu-
ously without loss. The results are only marginally differ-
ent from those in Table IV corrsponding to the “optimal”
threshold policy. Thus our heuristic inter-layer allocation
scheme based on conservative bandwidth estimates is reli-
able in avoiding loss of base-layer data, while successfully
adapting to the higher bandwidth conditions.

V. CONCLUSION

We studied schemes for streaming stored CM over fair-
share bandwidth traces. We observed that fair-share band-

Trace Time (min) Trace Time (min)
A1 10.80 B1 0.48
A2 30.72 B2 21.78
A3 1.32 B3 6.23
A4 0.98 B4 5.83
C1 2.60 D1 0.10
C2 0.30 D2 0.38
C3 0.40 D3 0.13

TABLE V

HIGH-QUALITY VIEWING WITH DYNAMIC THRESHOLD HEURISTIC.

width fluctuates significantly over a broad range of time
scales, and that to achieve good performance streaming
schemes must prefetch CM during playback over intervals
that are several minutes long. Additionally, we showed
that layered encoding is desirable for streaming CM over
fair-share bandwidth and that a simple threshold alloca-
tion scheme provides good performance. We developed
a heuristic threshold-based bandwidth allocation scheme
for streaming two layers that is based on conservative es-
timates of average bandwidth conditions. Our empirical
results indicated that such a measurement-based heuristic
attains good performance.
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ABSTRACT
Today’s Internet traffic is dominated by short Web data transfers.
Such a workload is well known to interact poorly with the TCP
protocol. TCP uses the slow start procedure to probe the network
for bandwidth both at connection start up and upon restart after an
idle period. This usually requires several roundtrips and is inefficient
when the duration of a transfer is short.

In this paper, we propose a new technique, which we call
TCP/SPAND, to speed up short data transfers. In TCP/SPAND,
network performance information is shared among many co-located
hosts to estimate each connection’s fair share of the network re-
sources. Based on such estimation and the transfer size, the TCP
sender determines the optimal initial congestion window size. In-
stead of doing slow start, it uses a pacing scheme to smoothly send
out the packets in its initial congestion window. We use extensive
simulations to evaluate the performance of the resulting system. Our
results show that TCP/SPAND significantly reduces latency for short
transfers even in presence of multiple heavily congested bottlenecks.
Meanwhile, the performance benefit does not come at the expense of
degrading the performance of connections using the standard TCP.
That is, TCP/SPAND is TCP friendly.

1. INTRODUCTION
Numerous measurements show that Internet traffic is now dominated
by short and bursty Web data transfers [13, 19, 21]. Such a workload
interacts poorly with TCP, the dominant transport protocol in today’s
Internet. TCP uses the slow start procedure [14] to probe the avail-
able network capacity both at connection start up and upon restart
after an idle period. This usually requires several roundtrips. For
short Web data transfers, which typically span only a few roundtrips,
spending several roundtrips in probing the network state can be very
inefficient. Several techniques like P-HTTP have been proposed in
the past to speed up short Web transfers. These techniques help, but
are not complete solutions.

In this paper, we propose a new technique, which we call
TCP/SPAND, to effectively eliminate the slow start penalty for short
data transfers. In TCP/SPAND, network performance information is
shared among many co-located hosts to estimate each connection’s
fair share of the network resources. Based on such estimation and
the file transfer size, the TCP sender determines the optimal initial
congestion window size at connection start up and upon restart after
an idle period. Instead of doing slow start, it uses a pacing scheme
to smoothly send out the packets in its initial window. Once all
the packets in the initial window have been paced out, the sender
switches back to the behavior of the standard TCP.

We implement TCP/SPAND in the ns simulator [24] and use ex-
tensive simulations to evaluate its performance. Our results show
that TCP/SPAND significantly reduces latency for short transfers

even in presence of multiple heavily congested bottlenecks. Mean-
while, TCP/SPAND is TCP-friendly. The significant performance
improvement is not at the expense of degrading the performance of
the connections using the standard TCP [14]. Therefore, deploying
TCP/SPAND at Web servers can provide great performance benefit.
Furthermore, our system is designed to be incrementally deployable
in today’s Internet. It only involves modifications at the server side.
All the client side applications can be left untouched.

The rest of the paper is organized as follows. x 2 gives some back-
ground about TCP. x 3 overviews the previous work. In x 4, we ana-
lytically derive the optimal initial congestion window as a function of
certain network path characteristics and the transfer size. x 5 presents
the design and implementation of TCP/SPAND, an incrementally de-
ployable architecture that allows us to apply our analytical results to
today’s Internet. x 6 presents simulation results to evaluate the ef-
fectiveness of our approach. We end with concluding remarks and
future work in x 7.

2. BACKGROUND
TCP is currently the dominant transport protocol in the Internet and
forms the foundation of applications such as Web browsing, E-mail,
file transfer, and news distribution. It is a closed-loop flow control
scheme, in which a source dynamically adjusts its flow control win-
dow in response to implicit signals of network overload. Specifically,
a source uses the slow start algorithm to probe the available network
capacity by gradually growing its congestion window until conges-
tion is detected or its window size reaches the receiver’s advertised
window. The slow start is also terminated if the congestion window
grows beyond a threshold. In this case, it uses the congestion avoid-
ance to further open up the window until a loss occurs. It responds
to the loss by adjusting its congestion window and other parameters.

The success of TCP relies on the feedback mechanism, where it uses
a packet loss as the indication to adapt itself through adjusting a va-
riety of parameters, such as the congestion window size (cwnd), the
slow start threshold (ssthresh), the smoothed roundtrip time (srtt)
and its variance (rttvar). However, for a feedback mechanism to
work, a connection should last long enough. When transfers are
small compared with the bandwidth-delay product of the link, such
as file transfers of several hundred kilobytes over satellite links or
typical-sized web pages over terrestrial links, it is very likely that we
have little or no feedback – loss indications. In this case, the con-
nection’s performance is primarily governed by the choice of initial
parameters.

In the original TCP [14], the initial values of such parameters are
chosen to accommodate a wide range of network conditions. They
may not be optimal for a specific network scenario.

3. PREVIOUS WORK



There have been a number of proposals on improving the start up
and/or restart performance of TCP connections.

Two typical examples of application level approaches are launch-
ing multiple concurrent TCP connections and P-HTTP (persistent
HTTP) [29]. Using multiple concurrent connections makes TCP
overly aggressive for many environments and can lead to congestive
collapse in shared networks [10, 9]. P-HTTP reuses a single TCP
connection for multiple Web transfers, thereby amortizing the con-
nection setup overhead, but still pays the slow start penalty. Since
the average Web document (including the inline Web objects) is only
around 30KB [21], such penalty is significant enough to limit the
performance benefit of P-HTTP.

T/TCP [5] bypasses the three-way handshaking by having the sender
start transmitting data in the first segment sent (along with the
SYN) [1]. In addition, T/TCP proposes temporal sharing of TCP
control block (TCB) state, including maximum segment size (MSS),
smoothed RTT, and RTT variance [5]. [6] also mentions the possi-
bility of caching the congestion avoidance threshold without offering
details.

Hoe proposes [16] to use the bandwidth-delay product to estimate
the initial ssthresh. However, they use a packet-pair [18] like
scheme to estimate the network available bandwidth, which does not
work well for FIFO networks.

Allman et. al. propose [2] to increase the initial window (and op-
tionally the restart window) to roughly 4K bytes. There have been
various studies in support of [2] such as [3] and [32]. However, since
they use a fixed initial window for all connections, the value has to
be conservative, and the improvement is still inadequate in situations
where the bandwidth delay product is much larger.

TCP control block interdependence [34] specifies temporal reusing
of TCP state, including carrying over congestion window informa-
tion from one connection to the next. Similar to [34], Fast start [26,
27] reuses the congestion window size (cwnd), the slow start thresh-
old (ssthresh), the smoothed roundtrip time (srtt) and its variance
(rttvar). By taking advantage of temporal locality, both approaches
can lead to significant performance gain. On the other hand, as
demonstrated in x 4, the optimal initial congestion window size de-
pends on both the network state and the transfer size. Therefore, di-
rectly reusing previous parameters is not optimal. In addition, when
network condition changes, such reusing can be overly aggressive.
Fast Start [27] addresses the issue by resorting to router support. This
is not the final solution at least for today’s Internet. Moreover, in both
approaches information sharing is limited to within a single host (al-
though the possibility for inter-host sharing is mentioned in [26]).

In summary, TCP start-up performance has received considerable at-
tention. Many proposals help, but are not complete solutions.

4. MINIMIZE LATENCY BY CHOOSING
OPTIMAL INITIAL CWND

In this section, we show how to determine the optimal initial cwnd
(denoted as cwndopt) that minimizes the completion time for a data
transfer given the transfer size and the network path characteristics.
We first analytically derive cwndopt for a simple scenario in which
the network path characteristics remain unchanged (in x 4.1). We
then extend our results to more general scenarios by introducing a
technique called the shift optimization (in x 4.2).

4.1 Derivation of cwndopt for a Simple Scenario
We consider a simple network model in which there is only one TCP
connection, the network path characteristics remain unchanged for
the duration of the connection, and all losses are due to network con-
gestion.

We use the following notations in our derivations:
� Let Wopt = propagation delay * bottleneck bandwidth.
� Let Wc =Wopt +B, where B is the buffer size at the bottle-

neck router.

Clearly, Wopt is the number of packets the link can hold on its own,
while Wc is the total number of packets that the link and the buffer
together can hold.

As we know, the slow start algorithm is designed to probe the avail-
able network capacity. The throughput during slow start is very low.
More specifically, without delayed ACK, no more than 2

k � 1 pack-
ets can be sent in k RTT’s during slow start; with delayed ACK,
the throughput is even lower because the congestion window grows
more slowly. Therefore, if the network condition is known and sta-
ble, we should try to avoid slow start, and enter congestion avoidance
directly. This can be achieved by setting the initial ssthresh to be
no more than the initial cwnd. Therefore, we only need to consider
the congestion avoidance phase in order to find cwndopt. Moreover,
we only consider the Reno-style congestion avoidance because it is
the dominant TCP flavor in today’s Internet.

Time t

Window Size W(t) Service Rate S(t)

E 2E 3E

[(1+Wc)/2]

Wopt

1+Wc

Figure 1: Evolution of service rate and congestion window during
congestion avoidance for TCP/Reno. E is the duration of an epoch.

Consider a TCP/Reno connection that starts at time 0 with an initial
cwnd of bWc+1

2
c and has an infinite amount of data to send. Define

S(t) as the service rate it receives at time t, and W (t) as its conges-
tion window size at t. Figure 1 depicts roughly how S(t) and W (t)

evolve with time, going through periodical epochs. A similar figure
also appeared in [15]. (For simplicity, we ignore the time required
by the fast retransmission algorithm to wait for 3 duplicated ACK’s.)

Let

E: the duration of an epoch
FE: the number of packets sent during an epoch
b: the average number of packets acknowledged by

an ACK

Close inspection of the congestion window evolution allows us to
estimate FE : During each epoch, the congestion window size starts
from bWc+1

2
c and increases linearly in time, with a slope of 1

b
pack-

ets per roundtrip time. When the window size reaches Wc + 1, the
sender injects Wc + 1 packets into the network. Since the network
can hold at most Wc packets, the last packet will get dropped. Af-
ter sending another Wc packets (corresponding to the Wc ACK’s for
those packets that are not dropped), the sender detects the loss by 3
duplicated ACK’s and recovers from it through fast retransmission.
Then the window drops back to bWc+1

2
c and a new epoch begins.

Therefore, the total number of packets sent during each epoch is:



FE = b � (

WcX

x=bWc+1

2
c

x) + 2 �Wc + 1 (1)

For a given transfer with size F , choosing cwndopt is essentially the
problem of fitting a block with size F in the S(t) curve to minimize
the transfer time. More precisely, we want to find s 2 [0; E) to
minimize T , which satisfies

R
s+T

s
S(t)dt = F . (We can then choose

W (s) as our cwndopt.) For this problem, we have the following
theorem:

t

W(t) S(t)

F

cwnd_{opt}

k*E

Figure 2: Minimize completion time by having the transfer end at
some epoch boundary.

THEOREM 1. As illustrated in Figure 2, we can minimize the
completion time for a given transfer with size F by choosing the ini-
tial cwnd appropriately so that the transfer ends at an epoch bound-
ary, i.e., at time k �E, for some integer k.

The detailed proof for Theorem 1 can be found in [37]. Below we
give some intuition behind the theorem.

Consider a transfer that starts at time s 2 [0; E) with a completion
time of T � E. Clearly, there are only two cases: (i) s + T � E,
and (ii) s + T > E. As illustrated in Figure 3, by comparing the
area of the shaded regions, it is evident that in both cases the amount
of data transfered during interval [E � T;E] is no less than the data
transfered in [s; s + T ], which is the transfer size. This means if
we can have the original transfer end at time E, the completion time
does not increase.

t

S(t)

t

S(t)

s s+T EE-T

(a)  s+T <= E

E

t

S(t)

t

S(t)

s s+T EE-TE s

(b)  s+T > E

Figure 3: Fixing the width of the shaded region to T � E, we can
maximize the area of the region by having the region end at E.

Based on Theorem 1 we can further derive the value of cwndopt.
The result is summarized in the following theorem:

THEOREM 2. The optimal initial cwnd (cwndopt) that mini-
mizes the completion time of a given file transfer with size F can
be determined as the largest integer m (�Wc + 1) satisfying

b �

WcX

i=m

i+ (2 �Wc + 1) � F mod FE (2)

where FE is defined in Equation 1.

The derivation of Theorem 2 is given in [37].

Note that the cwndopt in Theorem 2 is derived for the case in which
the transfer ends at some epoch boundary. But ending at an epoch
boundary means the connection has to experience a loss during its
final epoch. Although in theory, the loss can be detected and recov-
ered very fast through fast retransmission, in reality it may still be
desirable to avoid such an additional loss. This can be achieved by
having the transfer end with its cwnd equal Wc instead of Wc + 1.
Accordingly, the initial cwnd becomes the largest integer m (�Wc)
satisfying

b �

WcX

i=m

i � F mod FE (3)

4.2 Shift Optimization
We can prove that the cwndopt given by Theorem 2 minimizes the
integer number of roundtrips required for the given transfer. The
only assumption we need to make is that Wc remains unchanged
throughout the duration of the connection.

Of course, assuming a constant Wc is unrealistic in the real world.
But fortunately, we can relax this assumption through a technique
which we call the shift optimization. More specifically, for cwndopt
determined by Equation 3, if b � (

P
Wc

i=cwndopt
i) is greater than

(FmodFE), we can reduce the initial cwnd without increasing the
integer number of required roundtrips by shifting the entire transfer
in Figure 2 towards left.

The exact amount of reduction in cwnd can be estimated as follows:
Suppose we reduce the initial cwnd by �. Since it takes roughly b �
(Wc� cwndopt+1) roundtrips for cwnd to grow from (cwndopt�
�) up to (Wc � �), the total amount of transfered data is reduced
by around � � (b � (Wc � cwndopt + 1)). Such reduction should
be no more than b �

P
Wc

i=cwndopt
i� F modFE in order to keep the

same integer number of required roundtrips. This gives us

� = b
b �
P

Wc

i=cwndopt
i� F mod FE

b � (Wc � cwndopt + 1)
c (4)

Clearly, the shift optimization doesn’t increase the integer number
of required roundtrips. It does slightly increase the completion time
by not more than one roundtrip time. However, we believe such
marginal overhead is acceptable because in return we can have a
smaller and thus safer initial cwnd. More importantly, as we will
soon demonstrate in this section, the shift optimization makes our
algorithm less sensitive to the exact value of Wc.

A simple example of the shift optimization is illustrated in Figure 4.
In this example, we have b = 1, Wc = 10, and transfer size F =

11. From Equation 3, we obtain cwndopt = 9, which results in a
completion time of 2 RTT s (more precisely, more than 1 but less



than 2 full RTT ’s). After the shift optimization, we get a much
smaller initial cwnd of 5, while the completion time becomes 2 full
RTT s, which is only slightly larger than before optimization.

After Optimization
Initial cwnd=5

Before Optimization
Initial cwnd=9

Figure 4: A simple example of the shift optimization. (b = 1. Wc =

10. Transfer size F = 11.)

To further demonstrate the effect of the shift optimization, we keep
the transfer size to be 30 packets, and plot the computed initial cwnd
with and without the shift optimization as a function of Wc. The
results are summarized in Figure 5.
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Figure 5: The effect of the shift optimization.

We make two observations: First, with the shift optimization, the
initial cwnd is more conservative than directly reusing Wc (corre-
sponding to curve y = x in the figure). Second, with the shift op-
timization, the computed cwnd is insensitive to the value of Wc,
especially when Wc is large. Multiple Wc can result in the same
initial cwnd. Such insensitivity allows us to compute a near optimal
initial cwnd even if Wc varies over time or if accurate estimation for
Wc is not available.

We have demonstrated that the shift optimization makes the choice
of initial cwnd both conservative and insensitive to the value of Wc.
Meanwhile, the latency is only increased by a small amount (less
than an RTT). In the rest of this paper, we will use cwndopt to refer
to the optimal initial cwnd after the shift optimization.

So far we have only considered non-shared networks, we can extend
our results to shared networks by redefining Wc as a connection’s
share of the available network resources, which can be estimated
as one segment smaller than the congestion window size before the
TCP sender detects a loss during congestion avoidance. Measure-
ment study of Internet traces shows that the WAN performance is
reasonably stable over terms of several minutes; meanwhile, nearby
hosts experience similar or identical throughput performance within
a time period measured in minutes [25, 7, 31]. Such level of stability
suggests sharing performance information both temporarily and spa-

tially (across many co-located hosts) can help to more accurately de-
termine network performance, in particular, a connection’s fair share
of network resources (Wc).

5. TCP/SPAND: SYSTEM DESIGN AND IM-
PLEMENTATION

In this section, we present the design and implementation of
TCP/SPAND, a system that allows applications like Web servers or
FTP servers to effectively avoid the slow start penalty by applying
the theory we develop in x 4. Our design only involves modifications
to the server side. All the client applications can be left untouched.
This makes TCP/SPAND incrementally deployable in today’s Inter-
net.

5.1 System Architecture
Our design of TCP/SPAND, similar to SPAND [31, 30], uses a per-
formance gateway that monitors all traffic entering and leaving an
organization’s network. For each destination network, the gateway
gathers network performance information from all the active TCP
flows to that destination. It then aggregates such information to esti-
mate the current network state.

The gateway needs to track two types of performance information,
which are described below:

� Wc, which reflects the network resources available to a TCP
flow. It is required for choosing the optimal initial cwnd as
shown in x 4. Wc can be estimated as one segment smaller
than the current congestion window size when a TCP sender
detects a loss during congestion avoidance. For a short data
transfer, it is possible that entire transfer completes without
experiencing any loss. In this case, its Wc can be estimated as
the congestion window size when the connection terminates.

� The roundtrip time (RTT) information. It is used to deter-
mine the initial rate for smoothly sending out the packets in
the initial congestion window, which we will discuss in detail
in x 5.2.5. It is also useful for determining the initial TCP
timeout value.

At connection start up or upon restart after an idle period, the appli-
cation sitting on top of a TCP sender (e.g., a Web server) extracts the
current estimation ofWc andRTT from the performance gateway. It
then computes cwndopt as described in x 4 based on such estimation,
as well as the transfer size, which is locally available. It then uses
a setsockopt system call to initialize the parameters such as the
cwnd and srtt for the underlying TCP sender. Instead of doing slow
start, the TCP sender directly enters congestion avoidance. (This can
be achieved by setting ssthresh to be no more than cwnd). Mean-
while, the TCP sender uses a pacing scheme to smoothly send out
the packets in the initial window. Once all the packets in the initial
window have been paced out, it switches back to the behavior of the
standard TCP.

5.2 Implementation Issues
There are a number of questions we need to answer in order to actu-
ally implement TCP/SPAND:

� What is the right scope for information sharing and aggrega-
tion? That is, among which TCP flows should the performance
information be shared and aggregated?

� How does the performance gateway collect performance infor-
mation for active TCP flows?

� After collecting the performance information, what algorithms
should the performance gateway use to aggregate the perfor-
mance information and estimate the current network state?



� How can the applications sitting on top of TCP extract the cur-
rent estimation of Wc and RTT from the performance gate-
way?

� What pacing scheme should the TCP senders use to send out
packets in the initial congestion window? How can such a
scheme be implemented?

In the remainder of this section, we discuss the potential solutions
as well as different implementation strategies for these problems in
turn.

5.2.1 Determining the Scope for Sharing and Aggre-
gation

The first problem we discuss is how to determine the right scope for
information sharing and aggregation. Ideally, we would like to share
performance information among flows that share the same bottleneck
router at the same time. Unfortunately, in the current Internet archi-
tecture, it is very difficult to determine which network flows share the
same bottleneck, because there is no easy way to determine where a
packet was dropped.

To get around such difficulty, we decide to use conservative approx-
imations based on the destination IP address. Two possible approxi-
mations have been proposed in [30]: The host locality, that is, flows
that share the common destination IP address; and the network local-
ity, that is, flows that share the same destination network. We choose
to use the latter, which allows more sharing.

Note that it is somewhat difficult to determine the network address
from an IP address because the length of the network part can vary.
We use a simple heuristic which assumes that IP addresses sharing
the most significant 24 bits belong to the same network [30].

Below we evaluate the accuracy of the 24-bit heuristic using access
logs recorded at MSNBC news site [23], one of the busiest Web sites
in the Internet today. Our traces are from busy hours (from 9:00am
to noon) on three consecutive weekdays (from Tuesday, August 03
1999 to Wednesday, August 05 1999). They consist of 10,688,728
HTTP requests to MSNBC, with requests for inline images excluded.

For each client IP address, we use reverse DNS lookup to resolve
its host name, and take the last two segments of the host name as
its domain name. We then report how often client IP addresses
sharing the most significant 24 bits get resolved to different domain
names. Altogether there are 656,559 IP addresses in the access logs,
among which 475,803 (72.48%) can be successfully resolved to host
names via reverse DNS lookup. Of those 475,803 IP addresses, there
are 106,669 distinct 24-bit subnet addresses, and only 6715 (6.3%)
subnet addresses contain IP addresses that are resolved to different
domain names. This demonstrates the high accuracy of the 24-bit
heuristic.

5.2.2 Collecting Performance Information
The second important problem is how the performance gateway col-
lects performance information from active TCP flows. There are sev-
eral possible implementation strategies for this problem.

First, the TCP senders can record the performance information as
socket state variables. The application sitting on top of TCP can
periodically get such information using the getsockopt system
call and then report to the performance gateway by sending a special
performance report packet. This is similar to the approach used in
the original SPAND system.

Alternatively, it is possible to modify TCP so that a TCP sender pig-
gybacks the performance information in its normal outbound data
packets by introducing a new TCP option. When the performance
gateway captures such packets, it can extract the performance infor-
mation it needs. The TCP receivers can simply ignore this option.
The bandwidth and processing overhead for the new TCP option is
unlikely to cause a performance concern because the performance in-
formation doesn’t have to be reported very frequently. However, the
TCP senders may need to negotiate the option in advance in order
to interoperate with existing implementation of TCP receivers [17].
A similar approach for piggybacking the performance information is
to steal bits from normal IP headers [33]. This approach doesn’t re-
quire any TCP option negotiation and can be implemented with only
sender side modifications.

As a third alternative, the performance gateway itself can infer the
performance information by passively monitoring all the traffic en-
tering and leaving the organization’s network and then reconstruct-
ing the TCP protocol state. This is similar to [22]. Compared to the
first two approaches, the passive approach has the advantage that it
doesn’t consume any extra bandwidth and doesn’t require any modi-
fication to the sender’s protocol stack.

5.2.3 Information Aggregation
After collecting the performance information, the performance gate-
way needs to aggregate such information to accurately estimate the
current network state.

Currently, we use a very simple sliding window averaging algorithm
to aggregate the performance information. More specifically, the per-
formance gateway keeps a sliding window of S minutes in duration.
It uses the average of all values in the past S minutes as the estima-
tion for current Wc and RTT .

In case there is not enough performance information in the sliding
window, the performance gateway simply informs the TCP senders
to do slow start. As part of our future research, we are interested in
exploring the possibility of exponentially decaying the estimation for
Wc in this case.

The only control parameter in our algorithm is S, the size of the
sliding window. The choice of S involves some tradeoffs: On one
hand, we want S to be as large as possible in order to maximize
sharing; on the other hand, a large S means the performance gateway
needs to keep a large amount of state; in addition, the choice of S
needs to match the level of stability reported in the literature.

Currently, we set S to 5 minutes. It clearly matches the level of sta-
bility reported in [25, 7, 31], which is a few minutes. Below we use
MSNBC traces to demonstrate that a 5-minute sliding window can
achieve significant sharing while only requiring moderate amount of
state kept by the performance gateway.

Figure 6 shows the cumulative distribution of the time between two
consecutive requests from the same client network. (We use the 24-
bit heuristic described earlier to determine the client network ad-
dress.) As we can see, around 90% of the time, the time elapse
between two consecutive requests from the same client network is
below 5 minutes. This suggests that with a 5-minute sliding window,
most Web transfers are able to benefit from the congestion informa-
tion accumulated by the previous transfers.

We also assess the amount of state the performance gateway needs
to keep. Since the performance gateway keeps state for each destina-
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Figure 6: Cumulative distribution of the time between two consecu-
tive requests from the same network. The 24-bit heuristic is used to
determine the network address from an IP address.

tion network, the total amount of required state is proportional to the
number of different destination networks showing up in a 5-minute
interval. For each request in the MSNBC traces, we count the num-
ber of different client networks appeared in the next 5 minutes. We
then plot the cumulative distribution for all these numbers in Fig-
ure 7. From the figure it is evident that the performance gateway
only needs to keep state for 15,000 to 25,000 different destination
networks even during busiest periods, which can be easily handled
by modern computers.
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Figure 7: Cumulative distribution for the number of different client
networks seen in 5 minutes.

5.2.4 Retrieving Current Estimation of Network State
There are at least two possible ways for the application to retrieve
the current estimation of Wc and RTT :

First, similar to SPAND, the application can explicitly query for such
information by sending a special performance inquiry packet to the
performance gateway.

Alternatively, when the performance gateway infers that some appli-
cation needs the current estimation of Wc and RTT , it can actively
push such information to the host on which the application runs.

There are several simple heuristics that can be used by the perfor-
mance gateway to determine if an application needs such estimation.
For example, when the performance gateway captures an incoming
file transfer request (e.g. an HTTP GET request), or even simpler,
when it captures an inbound packet for a new TCP connection, or for
a connection that has been idle for a while, it can safely infer that
the corresponding TCP flow needs the estimation. These heuristics
can be implemented very easily, especially when the gateway already

uses the Windmill approach [22] to collect performance information
through passive monitoring and protocol reconstruction.

5.2.5 Pacing
Lastly, we discuss pacing. In TCP/SPAND, the TCP senders don’t go
through the slow start procedure after initializing its cwnd. However,
the cwndopt derived in x 4 can be potentially large. Sending out all
the packets in the initial congestion window back to back is clearly
unacceptable because it can result in a large burst overflowing the
network bottleneck buffer.

A natural solution to this problem is to have the TCP sender use
a pacing scheme to smoothly send out all the packets in the initial
window. Once all packets in the initial window have been sent, the
sender can switch back to the behavior of the standard TCP.

There are several pacing schemes proposed in the literature [8, 27,
35]. Here we introduce an alternative scheme based on leaky-bucket.
In this scheme, a TCP sender uses a leaky bucket (more specifically,
a token bucket) to shape its outgoing traffic. When the sender has a
packet to send, it first checks the token bucket. If there are sufficient
tokens, the packet is sent immediately; otherwise, it is delayed using
a fine-grained timer until there are enough tokens. The depth of the
token bucket can be configured to limit the maximum burstiness of
the outgoing traffic. It is set to 4 segments in our simulations. The
token filling rate is set to cwnd

srtt
so that the average sending rate is no

more than cwnd packets per roundtrip.

In order to implement the leady-bucket based pacing scheme, we
need a fine-grained timer to reschedule a segment for later transmis-
sion in case there are no sufficient tokens. Meanwhile, since the
token filling rate is inversely proportional to srtt, we need a rela-
tively accurate estimation of RTT , which can not be achieved with
the 200 ms or 500 ms timer granularity in the standard TCP. In our
simulations, we use a 50 ms timer. If the TCP timestamp option
is available, it can be used to further improve the accuracy of RTT
estimation.

There is evidence to suggest that the overhead of software timers
is not likely to be significant with modern processor technologies.
( [12] reports an overhead of the order of a few microseconds.) More-
over, the timer overhead is unlikely to be a significant addition to the
cost of taking interrupts and processing ACK’s that goes with ACK
clocking [27].

5.3 Implementation Status
Currently, we have implemented TCP/SPAND in the ns network
simulator [24]. Our implementation is based on TCP NewReno [16,
11], a variant of TCP that uses partial new ACK information to re-
cover from multiple packet losses in a window at the rate of one per
RTT. As described above, the performance gateway uses a 5-minute
sliding window to aggregate the performance information. For sim-
plicity, we assume that the communication between the performance
gateway and the other hosts in the organization’s network is instanta-
neous. This is reasonable, because compared to the large delay for a
WAN connection, the communication latency in a LAN environment
is negligible.

6. SIMULATION RESULTS
In this section, we use extensive simulations in the ns network sim-
ulator to study the performance of TCP/SPAND. We first discuss our
simulation topology and experiment methodology, and then present
detailed results for various simulation scenarios.



6.1 Simulation Topology
In our simulations, we use single-bottleneck topologies to uncover
and illuminate the important issues, and more realistic multiple-
bottleneck topologies to evaluate the performance of TCP/SPAND
in real-world scenarios.

The single-bottleneck topology is shown in Figure 8. One or more
bursty connections are established between a subset of the sources on
the left and sinks on the right. The bottleneck buffer is 10 KB. The
bottleneck router uses FIFO scheduling and drop-tail buffer manage-
ment. All non-bottleneck links have 10 Mbps capacity and 1 ms
one-way propagation delay. We consider three scenarios shown in
Table 1.

Source 1

Source 2

Source n

Dest 1

Dest 2

Dest n

Bottleneck Link

Router S Router D

10 Mbps, 1ms

Figure 8: Single-bottleneck topology. Bottleneck buffer is 10 KB.
The settings for bottleneck link are summarized in Table 1.

The multiple-bottleneck topology is illustrated in Figure 9. In this
topology, a set of M user flows traverse a congested network path
that consists of K hops. Cross traffic is generated at each inter-
mediate router Ri (i = 1; 2; : : : ; K) from C cross-traffic sources.
Each router has 10 KB buffer and uses FIFO scheduling and drop-
tail buffer management. All links other than those between adjacent
routers have 10 Mbps capacity and 1 ms one-way propagation delay.
As for the links between adjacent routers, we consider two scenarios
summarized in Table 2, which roughly correspond to Scenario 1 and
2 for the single-bottleneck topology. (Note that the aggregated buffer
size is larger in the multiple-bottleneck scenario.)
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Figure 9: The multiple-bottleneck topology. Bottleneck buffer is 10
KB. The settings for bottleneck link are summarized in Table 2.

For the interest of brevity, we only include the results for Scenario 1
and Scenario 4 in this paper. Interested readers can refer to [37] for
results of the other scenarios. In general, the performance gain using
TCP/SPAND is higher when each connection share of Wc is large.
In other words, TCP/SPAND yields even higher performance benefit
for the scenarios omitted here.

6.2 Experiment Methodology
We set up our experiments in the following way to mimic the behav-
ior of Web transfers: Each experiment consists of 40 rounds. In each
round every sender transfers one file with start time uniformly dis-

tributed around a central point by a time interval (denoted as jitter).
Between each round there is 120 seconds of idle time.

We use the average completion time of all file transfers in an experi-
ment as our performance metric. For each simulation configuration,
we report the mean of 10 runs of an experiment. We also looked at
the variation, but since it is very small compared to the mean, we
don’t report it here.

We compare the performance of TCP/SPAND with the following
four variants of TCP’s:

� Reno with slow start restart (reno-ssr): TCP/Reno which en-
forces slow start when restarting data flow after an idle period.

� Reno without slow start restart (reno-nssr): TCP/Reno which
reuses the prior congestion window upon restarting after an
idle period (This is the scheme used in SunOS.).

� NewReno with slow start restart (newreno-ssr):
TCP/NewReno with restart behavior similar to reno-ssr.

� NewReno without slow start restart (newreno-nssr):
TCP/NewReno with restart behavior similar to reno-nssr.

The maximum window size of all TCP connections in our simula-
tions is set to 100 KB. The TCP segment size is set to 1 KB. More-
over, in order to remove the performance difference due to different
timer granularities, all TCP flavors use the same timer granularity
of 50 ms unless otherwise specified. Finally, just like in [26, 27],
all the TCP protocols in our experiment use one-way connections
instead of two-way connections. That is, TCP classes derived from
TcpAgent are used instead of those derived from FullTcpAgent
in the ns simulator. Consequently, there is no overhead of 3-way
handshaking at connection setup. We believe removing such con-
nection setup overhead is necessary for us to better understand the
performance impact of the slow start procedure, which is the major
focus of TCP/SPAND. Avoiding connection setup overhead is or-
thogonal to avoiding slow start penalty and has already been well
studied in the literature. For example, P-HTTP [29] can effectively
amortize such overhead across multiple transfers.

6.3 Performance Evaluation on the Single-
Bottleneck Topology

In this section, we evaluate the performance of TCP/SPAND on the
single-bottleneck topology illustrated in Figure 8. We examine the
multiple-bottleneck topologies in the following section.

6.3.1 Performance evaluation with many concurrent
web transfers

6.3.1.1 Varying the number of competing connections
First, we compare performance as the number of competing TCP
connections varies from 1 to 30 while transfer size is kept at 30 KB,
which is the average Web transfer size [21]. Five telnet sessions
compete with the main flows to help avoid deterministic behavior.
The inter-arrival times for telnet sessions are drawn from the “tcplib”
distribution as implemented in ns.

Figure 10 shows the results for Scenario 1 in Table 1. As shown in the
figure, TCP/SPAND leads to significant reduction in average com-
pletion time. Compared with reno-ssr and newreno-ssr, TCP/SPAND
reduces latency by more than 50% in most cases, which means a
100% improvement in average data rate. Compared to reno-nssr and
newreno-nssr, the completion time reduction is smaller but still sig-
nificant, over 20% in most cases. Notice that reno-nssr and newreno-
nssr are well-known to be overly aggressive but still perform con-
siderably worse than TCP/SPAND. There are two major reasons for



Scenario Bandwidth Link Delay Descriptions
1 1.6 Mbps 50 ms typical terrestrial WAN links with close to T1 speed
2 1.6 Mbps 200 ms typical geostationary satellite links with close to T1 speed
3 45 Mbps 200 ms typical geostationary satellite links with T3 speed

Table 1: Different simulation scenarios for the single-bottleneck topology

Scenario Bandwidth Link Delay Descriptions
4 1.6 Mbps 50/(K � 1) ms roundtrip time (RTT) similar to Scenario 1
5 1.6 Mbps 200/(K � 1) ms roundtrip time (RTT) similar to Scenario 2

Table 2: Different simulation scenarios for the multiple-bottleneck topology. K � 2 is the number of hops.

this: first, directly reusing previous cwnd is not optimal; second,
sending all the packets in initial window at once is usually too bursty
and can cause more losses than TCP/SPAND.
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Figure 10: Performance comparison for different number of connec-
tions. Bottleneck link has setting of Scenario 1 (defined in Table 1).
In each round, file transfers start within 10 seconds (i.e. jitter=10
sec). 5 telnet sessions are used to avoid deterministic behavior.

6.3.1.2 Varying the transfer size
Now we compare performance as the transfer size varies. As shown
in Figure 11, TCP/SPAND reduces the completion time over a wide
range of transfer sizes. In percentage terms, the improvement de-
creases as the transfer size increases. This is what we would expect,
because avoiding the slow start penalty has a much bigger impact on
small transfers than on larger ones.
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Figure 11: Performance comparison for different transfer sizes. 6
TCP connections competes for the bottleneck link with setting of
Scenario 1 (defined in Table 1). In each round, file transfers start
within 10 seconds (i.e. jitter=10 sec). 5 telnet sessions are used to
avoid deterministic behavior.

6.3.2 Performance evaluation with ON/OFF UDP
flows as cross traffic

It has been reported in [28] that WWW-related traffic tends to be
self-similar in nature. In [36], it is shown that self-similar traf-
fic may be created by using several ON/OFF UDP sources whose
ON/OFF times are drawn from heavy-tailed distributions such as the
Pareto distribution. So in this section, we evaluate the performance
of TCP/SPAND with ON/OFF UDP flows as cross traffic.

As before (in x 6.3.1), we first evaluate performance as the num-
ber of competing connections varies while the transfer size is still
kept at 30KB. The simulation results are illustrated in Figure 12.
TCP/SPAND reduces latency by 35% to 65% compared with reno-
ssr and newreno-ssr, which means a 60% to 200% improvement in
average data rate. Compared with reno-nssr and newreno-nssr, the
latency reduction is around 25% to 50%.
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Figure 12: Performance comparison for different number of connec-
tions with 40 ON/OFF UDP flows as cross traffic. The ON/OFF
times of the UDP sources are drawn from Pareto distributions with
the “shape” parameters set to 1.2. The mean ON time is 1 second
and the mean OFF time is 2 seconds. During ON times, the sources
transmit with a rate of 12 Kbps. In both (a) and (b), the jitter for
transfer start time in each round is 10 seconds.

Figure 13 shows the result of varying the transfer size and keeping
the number of connections constant. Again, TCP/SPAND reduces
completion time over a wide range of transfer sizes.

6.4 Performance Evaluation on the Multiple-
Bottleneck Topology

In this section, we evaluate the performance of TCP/SPAND when
the underlying network path is heavily congested and has multiple
bottlenecks.

We use the multiple-bottleneck topology illustrated in Figure 9. The
number of hops (K) is fixed to 5. At each intermediate router Ri
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Figure 13: Performance comparison for different transfer sizes with
UDP as cross traffic. Settings are the same as in Figure 12.

(i = 1; 2; 3; 4), the cross traffic is generated from C = 40 ON/OFF
UDP connections. Just like in x 6.3.2, the ON/OFF time of the UDP
sources are drawn from Pareto distributions with the “shape” param-
eters set to 1.2. The mean ON time is 1 second and the mean OFF
time is 2 seconds.

6.4.1 Performance evaluation with 12 Kbps UDP
Sources

We first evaluate performance when each ON/OFF UDP source gen-
erates cross traffic at a rate of 12 Kbps during ON time, which is the
same as for the single-bottleneck case in x 6.3.2.

As before, we first keep the transfer size at 30 KB and vary the
number of competing connections. As illustrated in Figure 14,
TCP/SPAND leads to significant reduction in completion time: 30%
to 65% over reno-ssr and newreno-ssr, 25% to 55% over reno-nssr
and newreno-nssr. Such performance improvement is comparable to
the single-bottleneck case shown in Figure 12.
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Figure 14: Performance comparison for different number of connec-
tions with 12 Kbps ON/OFF UDP flows as cross traffic. The jitter
for transfer start time in each round is 10 seconds.

We then fix the number of competing connections to 6 and vary the
transfer size. It is evident from Figure 15 that TCP/SPAND again
achieves significant performance improvement similar to the single-
bottleneck case shown in Figure 13.

6.4.2 Performance evaluation with 48 Kbps UDP
Sources
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Figure 15: Performance comparison for different transfer sizes with
12 Kbps ON/OFF UDP flows as cross traffic. Settings are the same
as in Figure 14.

To further investigate the performance of TCP/SPAND under heavy
congestion, we increase the sending rate of the UDP sources during
ON time to 48 Kbps and redo all the experiments. The simulation
results are summarized in Figure 16 and Figure 17.

From the significant increase in the completion time, it is evident
that the underlying network path is highly congested. But even un-
der such heavy congestion, TCP/SPAND consistently out-performs
the other TCP flavors. Of course, the performance improvement
decreases. This is not surprising, because the impact of the initial
congestion window becomes less significant as the network becomes
highly congested.
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Figure 16: Performance comparison for different number of connec-
tions with 48 Kbps ON/OFF UDP flows as cross traffic. The jitter
for transfer start time in each round is 10 seconds.

6.5 TCP Friendliness
In this section, we demonstrate the performance improvement of
TCP/SPAND does not come at the expense of degrading the per-
formance of the connections using the standard TCP. In other words,
TCP/SPAND is TCP friendly.

We show this by considering a mixture of TCP’s on the single-
bottleneck topology. One half of the connections use TCP/SPAND,
while an equal number use reno-ssr, one of the least aggressive TCP
schemes. We then compare their performance with the case in which
all connections use reno-ssr. The jitter for transfer start time during
each round is set to 0.1 second to create maximum contention for
the bottleneck bandwidth. Again 5 telnet sessions are introduced to
avoid deterministic behavior.
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Figure 17: Performance comparison for different transfer sizes with
48 Kbps ON/OFF UDP flows as cross traffic. Settings are the same
as in Figure 16.

First, we use 50 ms timer granularity for reno-ssr, which is the same
as TCP/SPAND. Figure 18 summarizes the simulation results, where
the bottleneck link is T1 link with latency of 50 ms (Scenario 1), and
the transfer size is kept at either 30 KB.

From the figure it is evident that the performance of reno-ssr, when
mixed with TCP/SPAND, is virtually the same as when all connec-
tions use reno-ssr. This demonstrates TCP/SPAND is TCP-friendly
even under heavy contention.

Also worth mentioning is that TCP/SPAND performs almost the
same as reno-ssr. This is because the jitter is only 0.1 second. In
such case, each connection’s share of Wc is very small due to heavy
contention. Consequently, the optimal initial cwnd is very close to
1, which makes TCP/SPAND behave almost the same as reno-ssr.
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Figure 18: TCP friendliness. 5 telnet sessions are used as back-
ground traffic. Transfer start time in each round has a jitter of 0.1
sec. Transfer size is either 30 KB or 100 KB. The timer granularity
for both reno-ssr and TCP/SPAND is 50 ms.

We also use 200ms timer granularity for reno-ssr to evaluate the
TCP-friendliness of TCP/SPAND. The results are illustrated in Fig-
ure 19. We can see from the figure that TCP/SPAND significantly
outperforms reno-ssr. Meanwhile, reno-ssr experiences almost no
performance degradation in presence of TCP/SPAND.

6.6 Summary of Simulation Results
To summarize, in this section we use extensive simulations to evalu-
ate the performance of TCP/SPAND. TCP/SPAND consistently out-
performs reno-ssr, newreno-ssr, reno-nssr, and newreno-nssr in all
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Figure 19: TCP friendliness. The configuration is the same as in
Figure 18 except that reno-ssr uses 200 ms timer granularity instead
of 50 ms. TCP/SPAND still uses 50 ms timer granularity.

simulation scenarios, even in presence of multiple heavily congested
links. The performance benefit is greatest when each connection’s
share of Wc is large. In such cases, TCP/SPAND can reduce latency
by 35% to 65% compared with reno-ssr and newreno-ssr; or by 20%
to 50% compared with reno-nssr and newreno-nssr. Meanwhile, such
significant performance improvement does not come at the cost of
degrading unenhanced TCP connections. We have demonstrated that
TCP/SPAND is TCP-friendly even under heavy contention.

There are three major factors that contribute to the good performance
of TCP/SPAND. First, by sharing and aggregating performance in-
formation among many co-located hosts, the sender can have a quite
accurate estimation of current network conditions. Second, the initial
cwnd used by TCP/SPAND is chosen based on our theoretical anal-
ysis for optimal initial cwnd. We also employ the shift optimization
(described in x 4) to make such choice conservative and insensitive
to the accuracy of the estimation of current network characteristics.
In this way, TCP/SPAND can utilize available bandwidth efficiently
and safely when each connection’s share of Wc is large. When the
network is heavily loaded, TCP/SPAND tends to be conservative.
Particularly, when each connection’s share of Wc is less than 4K
bytes, the choice of initial cwnd in TCP/SPAND is more conser-
vative than what is proposed in RFC 2414 [2]. Finally, by using a
pacing scheme to send out packets in the initial congestion window,
TCP/SPAND effectively reduces the burstiness of TCP upon start-up
and restart.

7. CONCLUSIONS AND FUTURE WORK
In this paper, we investigate the possibility of speeding up short data
transfers by effectively avoiding the slow start penalty. By analyz-
ing the TCP start-up dynamics, we derive the optimal initial con-
gestion window (cwndopt) as a function of the transfer size and
a connection’s share of network resources (Wc). We then propose
an incrementally deployable architecture called TCP/SPAND, which
accurately estimates a connection’s fair share of network resources
by sharing performance information among a large number of co-
located hosts. Based on such estimation and the transfer size, a TCP
sender can further compute the optimal initial congestion window
size. Instead of doing slow start, it directly enters congestion avoid-
ance and uses a pacing scheme to smoothly send out the packets in
its initial congestion window. We then do extensive simulations us-
ing ns simulator to evaluate the performance of the resulting system.
Our results show that TCP/SPAND significantly reduces latency for
short transfers even in presence of multiple heavily congested bot-



tlenecks. Meanwhile, the performance benefit does not come at the
expense of degrading the performance of connections using the stan-
dard TCP.

There are a number of directions that we want to further explore in
the future. First of all, we plan to implement TCP/SPAND in real
systems and evaluate its performance through Internet experiments.
Secondly, we want to better understand the impact of pacing on TCP
performance, especially for short TCP flows. We are also interested
in developing effective techniques for determining which network
flows share a bottleneck. Finally, we plan to investigate better algo-
rithms for information aggregation.
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ABSTRACT

The Random Early Detection (RED) algorithm [8] is
becoming a de-facto standard for congestion avoidance
in the Internet and other packet switched networks.
Recently several research and working groups have been
discussing parameter settings of RED. Although there
were some recommendations dealing with the adequate
settings of RED parameters, and some router vendors
suggest some default values, the research community is
still debating and still lacking the exact engineering rules
network operators are looking for [13]. With the recent
increasing interest in Differentiated Services, where
packets with different priorities can share the same queue
and where an enhanced variant of RED, i.e. weighted
RED or n-RED, handling different priorities is used, the
parameter settings’ complexity increases accordingly. We
propose Rate Based n-RED (RB n-RED): a new active
queue management algorithm that preserves the design
principles of RED and results in the same behavior as
RED while reducing the number of parameters to only
one. The basic idea is that the rate at which packets are
dropped is a function of the long-term average arrival
rate in addition to the average queue size used for RED.
Our simulation results show that in all the cases RB n-
RED gives the same performance results as a “well-
configured” n-RED.

Keywords. Active queue management, RED, TCP.

I� Introduction

It is becoming increasingly evident that active queue
management schemes based on the Random Early
Detection (RED) algorithm will be used in the next
generation IP networks. For both Best-Effort, as well as
IntServ and DiffServ based services, the Internet
Engineering Task Force (IETF) is strongly
recommending, if not stating it as a mandatory
requirement, the use of an active queue management
based on the RED algorithm [2,10]. Alternatively another,

i.e. than RED, active queue management may be used if
there are strong arguments behind its deployment.

RED aims at monitoring the queue occupancy and
increasing the overall throughput while allowing transient
bursts of data packets by relying on the average queue
occupancy, instead of the actual queue occupancy, to drop
packets probabilistically in a congestion avoidance phase
and deterministically when the congestion is imminent.
The basic design principle is that since reactive sources
reduce their sending rate after packet losses, dropping
probabilistically packets should avoid the oscillating
behavior, and therefore performance degradation, by
avoiding global synchronization of the sources. Without
loss of generality, RED needs to be configured with four
parameters: a minimum and a maximum threshold
limiting the region in which packets are dropped
probabilistically, a maximum drop probability
determining an upper bound on the drop probability in the
probabilistic dropping region and a weight used for
estimating the average queue size.

For the specific case of the DiffServ model where the
Type of Service (ToS) field of the IP header [15] is used
to indicate the QoS requirements as well as a drop priority
of the packet, extensions [5] to the RED algorithm have
been proposed to provide different forwarding treatments
based on the drop priority. The incoming data traffic, in
particular the one using the Assured Forwarding Per Hop
Behavior (AF PHB), is subject to marking aiming at
assigning a low drop probability to the traffic that fits
within the subscribed profile and a higher drop probability
to the excess traffic. In case of congestion, packets
marked with higher drop probability are preferentially
dropped in order to make buffer space for packets marked
with the lowest drop probability which may be dropped
only in case of extreme congestion. While the AF PHB
specifies three levels of drop precedence, several
proposals [3,16] suggest the use of more than three drop
precedences. For these schemes, a variant of RED
handling different drop precedences can be used to
achieve fair bandwidth allocation among competing flows
and protection against unresponsive flows. While these
are desired properties, there is a negative side effect
resulting from using different colors consisting in



increasing considerably the number of parameters and
therefore the configuration complexity.

In [6,13], the authors have shown the impact of the
parameter settings of the RED algorithm. Although in
[6,7], setting guidelines are proposed, the engineering of
RED is still an open area for research and testing, mainly
because an optimal configuration is largely correlated
with the number of flows, the round trip time, the buffer
space, etc. Several proposals including [6] suggest the use
of dynamic parameters, which are adjusted based on
traffic patterns and the queue occupancy behavior.
Although the effectiveness of these dynamic variants of
RED has been demonstrated by means of simulations,
their stability for very dynamic load conditions is still to
be demonstrated. In this paper we propose a variant of
RED, namely the Rate-Based n-RED (RB n-RED), that
exhibits the same properties as RED with one or more
colors. The strong advantage of RB n-RED is to reduce
considerably the parameter setting complexity making it
ideal for use for several load conditions and
configurations.

This paper is organized as follows: Section II proposes
an overview of RED based active queue management
algorithms and describes RB n-RED. Section III explains
how the estimation of the average arrival rate is made. In
section IV we describe how to enhance RB n-RED to
provide a uniform packet drop distribution. In Section V
we give an overview of substantial benefits of deploying
RB n-RED before showing some simulation results in
Section VI. Finally we give some conclusions in Section
VII.

II� Rate Based n-RED

In this section we briefly discuss n-RED and define
our new buffer acceptance algorithm, i.e. Rate Based n-
RED.

A� n-RED

The n-RED mechanism consists of n separate RED
mechanisms, i.e. one for each color, making use of the
same queue but using different thresholds and estimates
for dropping an arriving packet. Routers using RED are
able to keep the overall throughput high while
maintaining a small average queue length, and tolerate
transient congestion without resulting in global
synchronization of TCP connections. Since n-RED is
defined as an extension to RED it still retains these
attractive features in addition to the ability to discriminate
some packets with respect to others on the basis of a
mark, i.e. drop-precedence or color, in times of

congestion. When two drop-precedences1 are used, n-
RED is also known as RIO [5].

For every drop precedence, four parameters need to be
configured: a weight wdrop-prec (can be the same for all
drop-precedences), a minimum threshold mindrop-prec, a
maximum threshold maxdrop-prec and a maximum drop
probability maxpdrop-prec. The operation of a single RED,
with respect to the last three parameters, can be
represented as shown in Figure 1.  Figure 2 shows n-RED
for two drop precedences: in and out, where we see that
the number of parameters is doubled compared to Figure
1.  When the average queue occupancy is below the
minimum threshold, no packets are dropped. When the
average queue size exceeds the minimum threshold,
packets are dropped with an increasing probability up to
maxpdrop-prec. When the average queue size exceeds the
maximum threshold all arriving packets are dropped. In
[9] an improvement is discussed: a further linear
continuation from maxpdrop-prec up to 1 of probabilistic
dropping, until the average queue occupancy reaches 2 x
maxth.

p(drop)

1

0
mindrop-prec maxdrop-prec

maxpdrop-prec

avg_queue

normal
operation

congestion
avoidance

congestion
control

Figure 1: drop probability in function of the average
queue length in RED
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Figure 2: n-RED for two drop precedences, in and out
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��Starting from this point we will use drop precedence and color
interchangeably.



B� Rate Based n-RED

With Rate Based n-RED, as with n-RED we assume
that all packets are colored.  The key idea behind RB n-
RED is that the long term average arrival rate is estimated
for each color.  The total average arrival rate should never
be larger than the rate R at which the queue is served.  If
the total average arrival rate is smaller, then all packets
are accepted.  When it is larger, packets have to be
dropped such that the total arrival rate of the accepted
packets is equal to the service rate R.

Let us assume that we have three colors: green, yellow
and red. We denote the estimated arrival rate in bits per
second of color c at time t by EAR(c,t).  For example
EAR(green,t) is the estimated arrival rate in bits of green
packets at time t.  Let TEAR(t) be the total arrival rate of
all packets, i.e.

( ) ( ) ( ) ( )W�UHG($5W�\HOORZ($5W�JUHHQ($5W7($5 ++= Eq. 1

then no packets should be dropped when TEAR(t) is
smaller than the service rate R; when TEAR(t) is larger
than R, packets should be dropped such that the total
arrival rate of accepted packets is equal to the service rate
R.  This means that the drop probability should be equal
to (see Figure 3):

( )
( ) 
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��PD[3GURS Eq. 2

Using this, we are sure that the accepted arrival rate is
never higher than the service rate R.  It is preferable that
packets should be dropped less aggressively when the
buffer occupancy is low and that packets should be
dropped somewhat more aggressively when the buffer
occupancy is high to be sure that the queue remains
stable.  For this purpose we multiply the drop probability
Pdrop with a correction factor, CF.  CF is calculated based
on the average buffer occupancy in the same way as it is
calculated with RED.  If the average buffer occupancy is
low, CF should be smaller than 1. However when the
average buffer occupancy is high, then CF should be
larger than 1.  Let QS be the queue size and avgQ the
average queue occupancy, then CF is calculated in the
following way (Figure 4):

$3
46
DYJ4

&) ⋅= Eq. 3

where AP is the aggressiveness parameter.  A typical
value for AP is 2.  This parameter determines how
aggressive the drop mechanism will be.  A small value
means that it is not aggressive and allows large queue
occupancies and, therefore, large delays.  A large value
for AP makes the drop mechanism more aggressive
resulting in smaller queue occupancies and smaller

delays.  Using the correction factor, the corrected drop
probability, CPdrop, becomes

&)3&3 GURSGURS ⋅= Eq. 4

This means that the drop rate at time t, i.e. the amount
of bits discarded per second at time t, is equal to:

( ) ( )W7($5&3WUDWHGURS GURS ⋅= Eq. 5

The total drop probability must be Pdrop or CPdrop

(when the correction factor is used).

Amount of arriving traffic = TEAR(t)
Amount of arriving traffic above service rate = TEAR(t)-R

⇒ drop probability should be

total 
arrival rate
TEAR(t)

( )
( )tTEAR

RtTEAR −

EAR(red,t)

Service RateEAR(yellow,t)

EAR(green,t)

Figure 3: Basic idea behind Rate Based n-RED
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CF

AP = aggressiveness parameter
CF = correction factor
QS = queue size

Correction factor

Average
queue 
occupancy

Figure 4: Calculation of the correction factor

C� Configuration

The parameters, which need to be configured by the
network operator, are:

á the service rate, R,
á the queue size, QS, and
á the aggressiveness parameter, AP.

The latter parameter, AP, only has to be configured
when the correction factor is used.  The service rate, R,
and the queue size, QS, are typical parameters of a queue.

The distribution of the individual drop probabilities
among the different colors can be chosen in different
ways. In the following three subsections, we explain how
RB n-RED can provide loss differentiation and a
minimum guaranteed rate service.



III� Estimation of the Arrival Rates

In order to calculate the drop probability we have to
estimate the arrival rate of each color, i.e. EAR(green,t),
EAR(yellow,t), and EAR(red,t).  This can be done using
the formula in [17] where the estimated arrival rate is
updated at every packet arrival as follows:

( ) ( ) ( )W�F($5H
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c is the color, K a constant (typical values are 0.1, 0.5 or 1
second), L the packet size, and T the time between the
current time and the last update of EARarr(c,t).  Taking K
small means that the estimated average arrival rate will
follow the instantaneous arrival rate closely.  On the other
hand a large K means that EAR(t) varies more smoothly
in time.  This means also that it reacts slow with respect
to bursts.  EARarr(c,t) is updated each time a packet of
color c arrives.

The problem why we cannot use EARarr(c,t) as
EAR(c,t) is because EARarr(c,t) is updated only on packet
arrival. When there are no packet arrivals for that color,
the estimate remains constant.  In order to solve this, we
calculate an upper bound, EARupper(c,t), of the mean
arrival rate, which is updated on every packet arrival,
irrespective of the color of that arriving packet, in the
following way:

( ) ( ) ( )W�F($5H
7
/

H�W�F($5 DUU.7PD[.7XSSHU ⋅+⋅−= −− Eq. 7

where T is again the time between the current time and
the previous update of EARarr(c,t) (and not the previous
update of EARupper(c,t)!).  Each time EARarr(c,t) is
updated, EARupper(c,t) is set equal to EARarr(c,t).
EARupper(c,t) is an upper bound on the estimated arrival
rate, which decreases when no packets of that color
arrive.  The final estimated arrival rate, EAR(c,t), is
updated on every packet arrival (irrespective of the color)
according to the following formula:

( ) ( ) ( )( )W�F($5�W�F($5PLQW�F($5 XSSHUDUU= Eq. 8

The algorithm is summarized in Figure 5.

When a packet of color c arrives:

1. Calculate EARarr(c,t) according to
formula (Eq. 6)

2. Set EARupper(c,t)  equal to EARarr(c,t)
3. For each color cc different from c,

calculate EARupper(cc,t)  according to
formula (Eq. 7)

4. For each color cc, calculate EAR(cc,
t), according to formula (Eq. 8)

Figure 5: Estimating the averages

IV� Variable Service Rate

In the previous sections, it was always assumed that
the service rate, R, of the queue is fixed.  In practice, there
are also other QoS queues, such as a queue for the
expedited forwarding (EF) PHB [12] and a queue for best
effort traffic.  This means that the service rate, R, is time-
dependent and in order to calculate a drop probability at
time t, the service time at time t, R(t), has to be calculated.
R(t) can be estimated in the same way as the arrival rates
are estimated: .

( ) ( ) ( )SUHYLRXVBW5H
7
/
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where t is the last service time of a packet and t_previous,
the previous service time.  T is the difference between t
and t_previous.  In this case, the calculation of the drop
probability, for example in Eq. 2, is based on R(t) rather
than on R.

V� Supporting Different Services

Rate-Based n-RED can be used to support different
services.  This section explains how it can be used for two
specific services: minimum rate guarantees and loss
differentiation.

A� Minimum Rate Guarantees

For minimum rate guarantees, red packets are
discarded first.  If this is not sufficient we also start to
discard yellow packets, and if there is still congestion all
red and yellow packets are dropped. Finally, green
packets are dropped only in case of extreme congestion.
CPdrop is computed as described in section 2 and this value
is used to calculate the acceptance rate. The average
queue occupancy is thus taken into account when
calculating the (transformed) acceptance rate. The drop
rate, as defined in section 2, is:



( ) ( )W7($5&3WUDWHGURS GURS ⋅= Eq. 10

This means that the amount of accepted traffic, AT(t), is
equal to:

( ) ( ) ( )W7($5&3�W$7 GURS ⋅−= Eq. 11

All traffic above AT(t) has to be discarded.  Four
different scenarios can be identified.  The first scenario is
where the total arrival rate TEAR(t) is smaller than or
equal to AT(t).  In this case, no packets are dropped.  The
second scenario is where EAR(green,t) + EAR(yellow,t)
is below AT(t), but TEAR(t) is above AT(t), then all
green and yellow packets are accepted, but the red packets
are probabilistically dropped (Figure 6):
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The third scenario is similar: EAR(green,t) is below
AT(t), but EAR(green,t) + EAR(yellow,t) is above AT(t).
In this case we accept all green packets, discard all red
packets, and discard yellow packets with probability
(Figure 7):
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In the fourth scenario EAR(green,t) is above AT(t).  This
means that all yellow and red packets must be dropped
and that the green packets are dropped with probability
(Figure 8):

( ) ( )
( )W�JUHHQ($5

W$7W�JUHHQ($5
3
JUHHQ

−
= Eq. 14

The four scenarios are summarized in Figure 9.

TEAR(t)

Accept all green and yellow packets
Discard red packets with probability: Excess red / EAR(red,t)

Excess red

EAR(red,t)

AT(t)EAR(yellow,t)

EAR(green,t)

Figure 6: Discard red packets probabilistically

TEAR(t)

Accept all green packets
Discard all red packets
Discard yellow packets with probability: Excess yellow / EAR(yellow,t)

Excess yellow

EAR(yellow,t)

AT(t)
EAR(green,t)

EAR(green,t)

Figure 7: Discard yellow packets probabilistically

TEAR(t)

Discard green packets with probability: Excess green / EAR(green,t)
Discard all yellow and red packets

Excess green

EAR(green,t) AT(t)

EAR(yellow,t)

EAR(red,t)

Figure 8: Discard green packets probabilistically

B� Loss Differentiation

For loss differentiation the loss probability for the red
packets should be qred times the loss probability of the
green packets and the loss probability of the yellow
packets should be  qyellow times the loss probability of the
green packets.  The drop rate (t), i.e. the amount of bits
discarded per second at time t, is:
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Because ( )W7($5&3UDWH�W��GURS GURS ⋅=  (assume we use

the corrected drop probability), we have the following:
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Using this formula for calculating the drop probability
of the green packets, we can derive the drop probability
for the yellow and red packets:

�3T3
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⋅=

⋅=
Eq. 17

These formulas are sufficient to compute the different
drop probabilities in order to support loss differentiation.

if
(EAR(green,t)+EAR(yellow,t)+EAR(red,t))
 ≤ AT(t))

then accept all packets;

else
if ((EAR(green,t)+EAR(yellow,t) ≤ AT(t))

then accept all green packets;
     accept yellow packets;
     discard red packets with probability
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W$7W7($5

3
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−= ;

else
if (EAR(green,t) ≤ AT(t))

then accept all green packets;
     discard all red packets;
     discard red packets with probability
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else discard all yellow packets;
     discard all red packets;
     discard green packets
     probabilistically;
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Figure 9: algorithm for bandwidth differentiation

VI� A Uniform Drop Probability

Unpublished simulation results performed by Sally
Floyd show that light-tailed drop distributions give better
performance than heavy-tailed ones (see the note in
http://www.aciri.org/floyd/REDdistributions.txt for more
details). In particular a uniform drop distribution is a
desired property of RED. In this section we explain how

RB n-RED can be modified to provide a uniform drop
distribution.

Let Nc be the number of packets of color c after a
dropped packet of the same color, i.e. the number of
accepted packets of color c after a dropped packet of color
c plus 1 (the dropped packet at the end).  Then with the
dropping method of the previous subsections, Nc has a
geometric distribution. This is  because every packet has
the same drop probability independent of any previous
drops:
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where pc is the drop probability of color c.  The mean
of Nc, E(Nc), is in this case equal to:
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If we want to drop a packet according to a uniform
distribution as in [8], then we have to change pc such that
the mean remains the same, i.e. such that we are still
dropping at the same rate.  Assume that Pb, is this
transformed uniform drop distribution and that the final
drop probability, Pa, is calculated as follows:
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where count is incremented with 1 if the packet was not
dropped and set to 0 if it was dropped.  In this case Nc

will have a uniform distribution:
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Eq. 21

when n is smaller or equal to 1/Pb (assume for simplicity
that 1/Pb is an integer).  Otherwise the probability is zero.
This means that the mean of Nc, E(Nc), is equal to:
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In order to have the same drop probability for the
uniform case as with the geometric case, we should
choose Pb such that the two means in Eq. 19 and in Eq. 22
are equal to each other.  This means that we have to
calculate Pb as follows:
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In order to obtain a uniform drop probability, the
algorithm depicted in Figure 10 should be executed.
Notice that each color has its own count-variable.

When a packet of color c arrives:

1. Calculate p
c
 using one of the methods

described in the previous subsections
2. Calculate P

b
:

     
F
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3. Calculate 
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−
=

4. Drop packet with probability P
a
. If

packet is not dropped then increment
count

c
 with 1, otherwise reset count

c

to zero.

Figure 10: A uniform drop probability

VII� Simulation Model and Results

In order to show that RB n-RED gives a similar
behavior as an optimal configured n-RED, some
simulations with bursty TCP sources are performed.  The
intention of these simulations is not to show that RB n-
RED outperforms n-RED. We will consider a scenario,
called the generic fairness configuration (GFC), which is
a rather complex scenario and it is depicted in Figure 11.
We have 10 users connected to an ISP, called A-short, A-
long, B-short, B-long, C-short, C-long, X-short, X-long,
Y-short, and Y-long.  Users A-long, B-long, C-long, X-
long, and Y-long have a larger RTT than the other users
connected to the same bottleneck router.  The shaded
region in Figure 11 represents the ISP to which all users
are connected.  All access links, i.e. the links from the
routers of the users towards the ISP, are 45 Mbps with a
fixed propagation delay of 2.5 ms. The bandwidths in the
ISP backbone are shown in Figure 11 in Mbps and the
links have a fixed propagation delay of 10 ms. The arrows
in the figure represents the direction in which the data
packets flow, the acknowledgements flow in the opposite
direction.  Each user has 20 TCP connections attached to
the routers via a link of 10 Mbps and a fixed delay of 1
ms, but these individual TCP connections are not shown
in the figure.

The aggregated flow is colored according to a two rate
three color marker (tr-TCM) [11]. These have a CIR of 6
Mbps, a PIR of 12 Mbps, a CBS of 10 Kbytes and a PBS
of 20 Kbytes.  We take the link rates such that green
packets can consume at most 50% of the second link of
the ISP.  Because traffic from users A-short, A-long, B-

short, B-long, C-short, and C-long go through this link,
the maximum green packets rate is at most 36 Mbps (6
times 6 Mbps).  If we want that the green packets to
consume at most 50% of this link, we have to set the link
rate equal to 72 Mbps.  Users B-short and B-long use link
1 and 2 and they should have their bottleneck at the first
router of the ISP such that they can consume 10% of the
excess bandwidth of link 2, i.e. 3.6 Mbps.  This means
that the users B-short and B-long send their traffic at an
average rate of 7.8 Mbps, each (6 Mbps CIR and 1.8
Mbps excess). By setting the link rate of the first link
equal to 31.2 Mbps, users X-short, X-long, B-short and B-
long should have an equal amount bandwidth.  We make
a similar reasoning for users A-short and A-long: they
have their bottleneck at the third router and we want that
they consume 30% of the excess bandwidth of link 2.
This leads us to a bandwidth of 45.6 Mbps for the third
link. Users C-short and C-long have their bottleneck at the
second router.

B-short

B-long

X-short X-long

A-short A-long C-short C-long

Y-short Y-long

X-short X-long

B-short B-long C-short C-long

Y-short

Y-long

A-short

A-long

31.2 Mbps 72 Mbps 45.6 Mbps
45 Mbps 45 Mbps

45 Mbps

45 Mbps

45 Mbps

45 Mbps

45 Mbps

,63

TR-TCM / Application Aware Marker

n-RED / RB n-RED

Figure 11: Simulation model - GFC scenario

We perform simulations where all routers implement
n-RED, RB n-RED and 2 mixes. Mix 1 where router 1
and router 3 implement n-RED and where router 2
implements RB n-RED. A second mix (Mix 2) consists of
a RB n-RED implementation in router 1 and router 3, and
an n-RED implementation in router 2.

Figure 12 shows the simulation results for bandwidth
differentiation.  We see that our RB n-RED mechanism
achieves the same results as an optimal configured n-RED
mechanism. All users get their CIR in all cases, therefore
achieving the minimum rate guarantee promised by the
mechanisms.  Issues related to bandwidth guarantees
using this method can be found in [14].  From the
simulation results of the two mixes we can notice that RB
n-RED performs well in a heterogeneous network where
different RED mechanisms are deployed. The mechanism
doesn’t degrade the performance of a well-configured n-
RED. We remind the reader that correctly configuring n-



RED isn’t obvious, while with RB n-RED this problem is
resolved.

In a second simulation scenario, the RB n-RED
mechanism was set such that it provides loss
differentiation between green and yellow packets (no red
packets here to keep the simulation scenario relatively
simple).  The chosen loss ratio between green and yellow
was set to 2. For loss differentiation no tr-TCMs are used,
the marking is done at the hosts.  Each user has 40 TCP
connections where 20 connections tag their packets as
green whereas the others tag their packets as yellow.
Figure 13 shows the packet loss ratio in each queue and it
is clear that the targeted loss ratio between green and
yellow are met.
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Figure 13: Simulation results for loss differentiation

VIII� Relationship with Other Network
Mechanisms

The Rate Based n-RED mechanism proposed in this
document, is somewhat more complex to implement
compared to n-RED.  The estimation of the rates for each

color is the most complex task from an implementation
point of view.  However, in addition to substantial
benefits in terms of configuration, there are other positive
side effects that compensate for this additional
complexity: the different rates can also be used for other
purposes such as traffic engineering, measurement based
flow admission control, feedback mechanisms, rate
adaptive shapers and performance monitoring.  How the
rate estimates can be used for these purposes is briefly
discussed in the following subsections but a specification
of such a mechanism is outside the scope of this paper.

A� Traffic Engineering

The purpose of traffic engineering is to reroute a part
of the traffic when some links along the current path
become congested.  A problem that traffic engineering
faces is how to determine which links are congested and
which links are not.  One method is to estimate the packet
loss ratio.  Alternatively, this can also be done using the
rate estimates of the RB n-RED.  With these rate
estimates it is easy to determine which links are congested
and the available bandwidth on each link.

Henceforth by using the rate estimated by RB n-RED,
a powerful traffic engineering mechanism can be
designed without introducing too much complexity in the
routers because the rate estimates are already made by the
buffer acceptance algorithm.

B� Measurement Based Flow Admission Control

For measurement based flow admission control, the
available bandwidth has to be estimated in order to accept
a new flow or to reject it. An example is the “simple
marking” scheme proposed in [18].  It is obvious that the
rate estimates provided by the RB n-RED can also be
used for measurement based flow admission control.

C� Feedback Mechanisms and Rate Adaptive
Shapers

Core routers can give feedback to the edge routers
about the level of congestion they experience.  When a
core router detects a congestion some proposals suggest to
introduce a feedback mechanism where a message is sent
back to the edge routers in order to reduce their sending
rate [4].  With the rate estimates provided by the RB n-
RED mechanism, the edge routers can see how the level
of congestion in the network increases and decreases in
time.  Based on the increase or decrease of the level of
congestion, the edge routers can adapt their sending rate
appropriately.

The same can be done for rate adaptive shapers such
as the one proposed in [1].  The rate estimates provided
by Rate Based n-RED in the core routers can also be used
to determine a more appropriate shaping rate.



IX� Conclusions

In this paper we proposed a buffer acceptance
algorithm that exhibits the same characteristics as RED
while avoiding the parameter setting complexity. The
mechanism adapts itself to the changing traffic patterns
but without changing parameter values, and drops the
correct amount of packets. It is based on rate estimates,
which can be re-used by various other QoS-related
mechanisms.
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Abstract

The multicast-based distribution of streaming media is
conjectured to be an important component of future net-
work services. Congestion control has emerged as a ma-
jor hurdle in the large-scale deployment of such services.
Heterogeneity in transmission media, end-systems, and traf-
fic flows have significantly increased the complexity of the
problem. Researchers have sought to address the problem
through such mechanisms as layered encoding and TCP-
style formulae. The end-to-end paradigm has been the guid-
ing principle for these approaches. In parallel, many tools
are being developed that provide snapshots of network in-
ternals. Of interest to us are tools that accurately construct
or estimate the topology of a multicast tree. In this paper, we
explore whether these tools can assist in providing conges-
tion control for real-time multicast. Through this exercise
we find that the multicast tree topology, if available, can be
used to regulate the flow of streams. In this paper, we seek to
understand the additional benefits of using this information
by focusing on the extreme case where the complete tree
topology is known. We develop an algorithm which uses
this information and layered streams to provide robust con-
gestion control. We evaluate our algorithm using ns, the
network simulator. Our results show that our algorithm is
robust and converges to “fair” subscription levels for each
receiver.

1. Introduction

Streaming media is fast becoming the most popular me-
dia type being delivered in the Internet. The Internet, origi-
nally designed for data transport, is now increasingly being
used to deliver multimedia services. IP Multicast efficiently
supports this type of transmission by enabling a source to
send a single stream to multiple recipients who explicitly

want to receive the stream[1]. This yields many perfor-
mance improvements and conserves bandwidth end-to-end.

However, the heterogeneity of the current Internet poses
challenges to multicast transmission. The difference in
available bandwidth makes it impossible to provide good
service to all receivers using a single multicast stream. For
instance, a receiver on the same 10Mbps Ethernet as the
source can expect to receive a better quality of transmis-
sion than a receiver on a 33Kbps modem. Researchers have
focused on satisfying these varying requirements by us-
ing multiple multicast streams. Replicated streams models
as well as layered streams models have been proposed[2].
In the replicated streams model, the source sends multiple
streams with the same content, but with different quality and
bit rates. The layered streams model utilizes the ability of
various video compression schemes to break up their output
bit stream into multiple streams.

Researchers have frequently referred to the impor-
tance of knowing the tree topology in making optimal
decisions[3, 4]. We corroborate this intuition by consid-
ering an illustrative example. Assuming a layered multi-
cast model, receivers subscribe to a base layer and some
enhancement layers. Assume that layer 1 requires a band-
width of 32Kbps and every subsequent layer requires twice
the bandwidth required by the previous layer. Using the
topology in Figure 1, the receivers at nodes 3 and 4 can
hope to receive layers 1 and 1; 2 respectively. Suppose, the
receiver at node 4 greedily tries to subscribe to one more
layer. The receiver is bound to experience loss. In addi-
tion, the receiver at node 3 is also affected because of con-
gestion at node 2. Protocols like Receiver-driven Layered
Mulitcast(RLM) try to avoid such problems by multicast-
ing receiver join experiments[5]. This however has the dis-
advantage that, receivers such as the one at node 5, who
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Figure 1. A simple multicast tree topology.

are topologically “unrelated” also get the multicast mes-
sage. Knowledge of the tree topology would avoid such
problems.

Our work tries to formalize the intuitive notion that
“knowledge of tree topology is useful”. We develop an al-
gorithm that uses topology and loss information to suggest
optimal subscription bandwidths. In this paper, we make
an assumption that the entire tree structure is known to a
“centralized controller agent”. This agent then uses the al-
gorithm we develop, and informs the receivers as to what
layers they should subscribe. This architecture has obvi-
ous scalability limitations, but allows us to explore how tree
topology can be used to adapt to congestion in the network.
Our approach consists of acquiring the necessary informa-
tion at periodic intervals (which we assume is feasible), run-
ning the algorithm and sending the results to receivers. We
evaluate the operation of the algorithm by simulation using
ns.

The remainder of the paper is organized as follows. We
summarize related work in Section 2. Section 3 contains an
assessment of the parameters of the problem and an enumer-
ation of the principles for congestion control under these
constraints. In Section 4 we develop a topology sensitive
congestion control algorithm. In Section 5, we present a set
of simulation results. The paper is concluded in Section 6.

2. Related Work

The problem domain we address has two parts: 1) effi-
cient means of delivering multimedia content using multi-
cast and 2) mechanisms to infer a multicast tree's topology.
Li et al. present a comprehensive history of approaches

to multicast-based multimedia content delivery[2]. No-
table among these approaches is Receiver Layered Multi-
cast (RLM) which uses a layered model of transmission[5].
In RLM, each receiver subscribes to a base layer and some
enhancement layers. Join experiments are advertised and
receivers undergo shared learning to find optimal subscrip-
tion levels. Bajaj et al. propose a priority dropping scheme
where the network, instead of receivers, decides optimal
subscription levels[6]. Gopalakrishnan et al. propose a
hybrid of receiver and network driven approaches wherein
the receivers decide the priorities[7]. The key feature of all
these approaches is that they abide by the end-to-end prin-
ciple. If information internal to the network is used, then
it is done “inside” the network, at routers. The receivers
use only end-to-end information. While the end-to-end ap-
proach is appropriate for the unicast model, it has severe
drawbacks when used for multicast. Coordination among
multicast receivers—an important parameter for congestion
control—is difficult to achieve if tree topology is not known.
Ratnasamy and McCanne contend that tree inference us-
ing end-to-end measurements is sufficient for coordinating
receivers[4]. However, inter-flow fairness cannot be ad-
dressed using their group formation protocol. Our approach
is to develop an application-layer algorithm that relies on a
topology-constructing tool to make suggestions about opti-
mal subscription levels. An application level approach uses
internal state of the network, but does not violate the end-
to-end principle.

Critical to our work is the ability to discover the multi-
cast tree topology. Recent research has focused on infer-
ence techniques to build a representation of the tree. Thaler
et al. use cascaded SNMP router queries in their mrtree
tool to provide a text based representation of the multicast
tree topology[8]. Other work focuses on using the mtrace

utility and various front-end interfaces. Levine et al. pro-
posed the Tracer protocol, which uses the mtrace utility to
deterministically organize multicast group receivers into a
tree structure[9]. Makofske and Almeroth also use mtrace
and RTCP packets to determine and visualize the multicast
tree topology[3, 10]. Ratnasamy and McCanne infer logical
multicast trees from shared loss characteristics[4].

3. Multicast Congestion Control

While TCP is sufficient for certain types of traffic, its
congestion control algorithm is not appropriate for multi-
media traffic. The TCP congestion control algorithm is de-



signed to reduce the transmission rate whenever congestion
is detected[11]. TCP however cannot be used for real-time
multimedia traffic because the characteristics of the traffic
are different. While TCP is most suited to delay-tolerant
and loss-sensitive traffic; multimedia traffic is loss-tolerant
and delay-sensitive.

TCP congestion control involves interaction between the
sender and the receiver and is feedback oriented. This is
certainly not practical for multicast traffic because of the
notorious “implosion” problem. If all the receivers send
feedback to the sender, the root link in the tree will become
congested. In addition, the sender becomes overwhelmed
with the responses. UDP is therefore the preferred proto-
col to transmit multimedia traffic. UDP provides best ef-
fort delivery which is ideally suited for loss-tolerant traffic.
In addition, there are no feedback mechanisms provided by
UDP. UDP traffic has no cognizance of network conges-
tion. Other protocols have therefore been developed on top
of UDP to impart limited and scalable feedback and con-
gestion awareness[2].

Research efforts have been directed to discover and
quantify the TCP approach to congestion control, so that
it can be applied to UDP traffic. Formulae have been devel-
oped to characterize TCP traffic and these have been used
in UDP-based protocols[12]. These formulae rely on an es-
timate of round trip times from the sender, and on estimates
of packet loss rates. These metrics run into an intuitive
roadblock when it comes to defining round trip times for
multicast. Because there are multiple receivers, attempts to
define round trip times are nebulous at best. In addition,
the characteristics of the streaming media traffic may not
be conducive to TCP-like flow control. For instance, addi-
tive increase with multiplicative decrease, though practical
for TCP, does not make sense for layered streaming media.
Any attempts to simulate TCP-like behavior for such traffic
requires a fundamental change in encoding techniques. In
the absence of such a change, one cannot hope to simulate
TCP like behavior and at the same time ensure “quality” in
data reception. Our approach has been to take a liberal view
towards TCP friendliness in the light of the following trends
in Internet traffic[13]:

� Short-lived TCP connections form the bulk of Internet
traffic

� Long-lived TCP connections are relatively few in num-
ber and declining

� The overall trend in the Internet traffic pattern (TCP
versus UDP) has been fairly constant over time.

In contrast, we are focusing on multicast sessions whose
duration is much longer. Coupled with the fact that multi-
cast prunes may take time on the order of minutes[14], it
is a reasonable possibility that individual TCP sessions will
transmit their payload and cease to exist, by the time multi-
cast congestion control kicks in.

Researchers have sought to model the TCP-like behav-
ior in a multicast scenario by being receiver-oriented rather
than sender-oriented. The receiver can obtain receiver-to-
source characteristics like an estimate of round-trip time
and available bandwidth. However, receiver-driven proto-
cols suffer from a major setback: lack of co-ordination and
cooperation. In general, it is not possible to achieve fair-
ness without additional network machinery, even if all the
receivers cooperate. McCanne et al. accept this as a prob-
lem, but mention that their approach will work well in con-
sonance with network machinery that enforces this cooper-
ation and fairness[5].

As an alternative to receiver-driven protocols, we exam-
ine the possibility of using a controller agent and the multi-
cast tree topology to impose fairness on receivers. We hy-
pothesize that the knowledge of the tree topology with some
additional information such as packet loss rates at receivers
can be used to determine a “fair” distribution of bandwidth
utilization. While a single, centralized agent is likely to suf-
fer the same scalability problems as a source-driven pro-
tocol, this problem can be solved hierarchically. Multiple
agents, each concerned with different subtrees of the whole
multicast tree, can be employed.

An important consideration is how easily the solution
can be deployed. Much of the recent research has focussed
on router-based solutions[6, 7, 15]. While these solutions
may be elegant, they may not necessarily be easy to deploy.
Our solution, which offers an application-layer agent using
tools already in place, can be considered an attractive al-
ternative. One caveat is that our solution does presume the
existence of a topology constructing tool, which in practice
may have its own scalability problems.

In general, we believe any topology-based congestion
control algorithm should have certain properties. Using
topology information we hope to develop an algorithm with
the following characteristics:

1. Recognize occurrences of congestion



2. Allow receivers to explore available bandwidth

3. Adapt to transient traffic

4. Limit the maximum subscription of layers in a subtree
to the minimum bottleneck bandwidth between any re-
ceiver in the subtree and the source.

4. The TopoSense Algorithm

To the extent in which we have examined other multi-
cast congestion control algorithms and developed a set of
desired properties, we now present our algorithm, called
TopoSense. We discuss the algorithm in two parts. First,
we outline the architecture of the algorithm. Second, we
describe the algorithm and its operation.

4.1. TopoSense Architecture

TopoSense is assumed to be run at periodic intervals
by controller agents. Multiple controller agents, each con-
cerned with a different portion of the multicast tree, are lo-
cated in different end-user networks. Each controller agent
obtains regular updates of the tree topology in its domain
and the layers traversing each part of that tree. This domain
based solution has two primary advantages. First, it adds
an element of scalability; congestion control can be man-
aged on sub-trees instead of on the whole tree. Second, it
is flexible to administrative heterogeneity. Thus a network
using SNMP can use an SNMP-based topology discovery
tool while some other network can choose not to use topol-
ogy based congestion control at all. This architecture is il-
lustrated in Figure 2.

The TopoSense instance used by each controller agent
maintains an internal image of the current multicast topol-
ogy and uses it for decision making. The TopoSense algo-
rithm makes its decisions based on two important criteria.
These are the multicast session topology and receiver packet
loss rates. The algorithm does not require knowledge of link
bandwidths, but knowledge of these would certainly lead to
better performance. In general, a lack of knowledge about
per-link capacity leads to the often-observed saw-tooth be-
havior in receiver bandwidth. This is a consequence of
most algorithms needing to explore how much bandwidth
is available and can be utilized. Receivers periodically at-
tempt to increase the amount of received bandwidth. If con-
gestion occurs receivers return to the previous rate. The
algorithm also assumes that the average bandwidth of each

layer is known beforehand. This assumption is reasonable
as this can be advertised along with the multicast address of
the layer.

4.2. TopoSense Algorithm

The TopoSense algorithm has three stages in addition to
information retrieval from the network. In the first stage,
congestion rules are used to label each tree node as CON-
GESTED or NOT�CONGESTED. This stage processes
nodes in the tree breadth-first and bottom-up. There is also
top-down pass in which uncongested children of congested
parent nodes are also labeled as congested. The algorithm
defines a node to be congested if:

� its parent is congested, or

� all its children have a packet loss rate greater than a
threshold value pthreshold and more than �similar per-
cent of its children have packet loss rates which are
close to the average packet loss rate of all the children.

Because loss information at internal nodes of the tree
is difficult to obtain, the TopoSense algorithm makes some
simple assumptions about packet loss at internal nodes. The
packet loss rate at an internal node is taken to be the min-
imum packet loss rate of its children. The packet loss rate
at internal nodes is computed in a bottom-up, breadth-first
manner based on reported losses at the receiver. Receivers
can report loss using mechanisms like (but not limited to)
the Real-time Transport Control Protocol (RTCP)[16]. The
intuition behind this mechanism is that if all the children
of a node are congested, then all the children will have to
reduce their bandwidth demands. This in effect means that
the parent node reduces its demand to a level equal to the
maximum demand of all its children (in case of the layered
model used in this work), even if it is not congested.

In the second stage of the algorithm subscription de-
mands are computed for each node in the tree. This stage
proceeds in a bottom-up fashion. This allows the nodes
representing the receivers to subscribe to some layers and
the nodes representing upstream routers to aggregate all the
demands of the downstream nodes. This stage uses each
node's subscription history (the highest layer subscribed in
the previous two intervals) and the congestion state history
(the congestion state computed in the previous executions
of TopoSense) to make decisions regarding future subscrip-
tions.
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Figure 2. Scalability using a hierarchical control model.

The third stage is a top-down pass in which allocations
are made for each demand. Once the allocation is made, the
controller agent sends each receiver a message suggesting
which layers it must subscribe.

The most critical part of TopoSense is the second stage
where demands are computed. The decision making pro-
cess can be represented as a table lookup indexed by the
congestion state history and total advertised bandwidth sub-
scribed in the past two intervals. The decision table is pre-
sented in Table 1. The congestion state history is presented
as a 3 bit integer in the table where CONGESTED=1 and
NOT�CONGESTED=0. The congestion states at times
T0, T1 and T2 are represented at bit positions 2, 1, and 0 re-
spectively. The column, “BW Equality”, represents the re-
lationship of the total bandwidth received in interval T0�T1

with respect to total bandwidth received in interval T1�T2.

As an example, assume that TopoSense is run in inter-

vals and the i
th interval is represented by Ti. TopoSense

computes the demand for each node in the interval T2�T3,
using the congestion states computed at times T0, T1 and
T2. It also uses the total bandwidth of layers received in the
intervals T0�T1 and T1�T2. If a node is labeled as CON-

GESTED at time T2 and its parent is also CONGESTED,
TopoSense assumes that the possible cause of losses at the
child node is the congestion at the parent node. TopoSense
then sets the demand of the child node to be the layers it was
receiving in the interval T1�T2. If the child node is labeled
as CONGESTED but the parent node is not, TopoSense
takes that into consideration when setting the level for the
child node. In general, if the current node is an internal
node and it has been labeled as CONGESTED, then the de-
mand for layers is reduced such that the overall bandwidth
demanded is less than the bandwidth demanded in the inter-
val T1 � T2. If the node has been labeled as CONGESTED
for successive intervals, the demand is reduced such that the
total bandwidth demand is halved.

TopoSense increases the bandwidth demanded for leaf
nodes (receivers) only when the congestion state history is
NOT�CONGESTED successively for two intervals. How-
ever, if an increase in demand is followed by a CON-
GESTED state in the next interval, then TopoSense sets a
backoff timer for the receiver. The demand for that receiver
will not increase until the timer expires.



Leaf/Internal Node Congestion BW Equality Action
State History

Leaf 0 Lesser Add next layer, if not backing off.
Leaf 1 Lesser If loss rate is high, drop layer, set backoff timer
Leaf 2,4,5,6 Lesser Maintain Demand
Leaf 3 Lesser Reduce demand to supply in T0 � Tn

Leaf 7 Lesser Reduce Demand to half the supply in T0 � Tn

Set the backoff timer
Leaf 0,4 Equal Add next layer, if not backing off.
Leaf 1,2,5,6 Equal Maintain Demand
Leaf 3,7 Equal Reduce Demand to half the supply in T0 � Tn

Set the backoff timer.
Leaf 0 Greater Add next layer, if not backing off.
Leaf 1,2,4,5,6 Greater Maintain Demand
Leaf 3,7 Greater If loss is very high, then reduce demand to

half the supply in T0 � Tn

Internal Node 0,4 All Cases Accept all demands of the child nodes
Internal Node 1,5,7 Greater Reduce Demand to half the supply in Tn � T2n

Internal Node 1,5,7 Equal, Lesser Reduce Demand to half the supply in T0 � Tn

Internal Node 2,3,6 All Cases Maintain Demand

Table 1. Decision table for computing demand at each node at time T2.

5. Evaluation of the TopoSense Algorithm

In this section, we outline the issues relevant to the per-
formance of TopoSense. We also present some simulation
results to illustrate robustness of the algorithm. While the
simulations do not prove that TopoSense is robust, they do
indicate that TopoSense behavior is consistent with our intu-
itions. We evaluate TopoSense using the following criteria:

1. Robustness and convergence time. Each receiver
must quickly receive its maximum (fair) bandwidth.

2. Adaptation and Recovery. The receivers must adapt
to noisy cross-traffic and recover quickly after the
cross-traffic subsides.

3. Inter-session fairness. When there are multiple ses-
sions traversing the same set of links, bandwidth
should be fairly and fully utilized.

4. Session Scalability. The algorithm must scale to large
numbers of receivers.

5. Stability. There must not be frequent changes in band-
width received. Ideally, layers should only be removed
when congestion occurs and layers should only be
added when capacity exists.

We implemented the TopoSense algorithm described
above in the network simulator ns. Our work uses a hier-
archical source model[5]. Sources transmit a layered video
session consisting of 6 layers. The base layer sends at a
rate of 32Kbps, with the rate doubling for each subsequent
layer. We consider constant bit rate as well as variable bit
rate sources. We used the same method to generate vari-
able bit-rate (VBR) traffic as proposed by Gopalakrishnan
et al.[17]. For the base layer, n packets are transmitted in 1

second intervals. n has the value 1 with probability 1 � 1

P

and the value PA + 1 � P with probability P . A is the
average number of packets per interval and P is the peak-
to-mean ratio. Peak-to-mean ratios in the range of 2 to 10
have been observed for VBR traffic[17]. The packet size is
chosen to be 1000 bytes.

In this paper we present results only addressing the is-
sue of robustness. The other issues mentioned above are
beyond the scope of this paper. To evaluate robustness, we
used the topologies illustrated in Figure 3. Topology A is a
simple topology consisting of a single receiver and a source.
This topology is used to evaluate if TopoSense converges to
optimal subscription in the absence of any heterogeneity or
competing traffic. Topology B is an extension of Topology
A, and is used to evaluate scalability (in a limited sense).
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Figure 3. Simulation topologies.

The number of receivers attached to a node is increased and
the subscription levels of all the receivers are monitored.
Topology C is used to evaluate TopoSense behavior in a
heterogeneous environment. There are two sets of receivers,
each having different bandwidth constraints. The number of
receivers in each set is increased and their subscription level
monitored. To measure the performance of TopoSense, we
define the following metric. Let xi(�t) be the subscription
level of receiver i in the interval �t and yi be the optimal
subscription. Let k �t k be the length of the interval �t.
We define the relative deviation over the entire interval

P
�t

to be:
P

�t
j (xi(�t)� yi)� k �t k) j
P

�t
yi� k �t k

Intuitively, the smaller the relative deviation, the better
the performance. It can be noted that once a stable state has
been achieved, this metric can be made arbitrarily good by
increasing the time interval. However, this is contingent on
the system achieving a stable state. This metric is sufficient
for our purposes because our objective is to illustrate that
TopoSense is robust.

For the simulation parameters listed above, we ran nu-
merous ns simulations. A sample result from each, for each
topology, is shown in Figures 4, 5, and 6. The results in
Figures 4, 5 and 6 show straightforward protocol behavior
where each receiver joins the appropriate set of levels. The
receivers in Topologies A and B have a bottleneck band-
width of 1 Mbps and can receive only 5 layers (992 Kbps).
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Some receivers in TopologyC have a bottleneck bandwidth
of 3Mbps and can receive all 6 layers, while other receivers
have a bottleneck bandwidth of 1Mbps and can receive only
5 layers. This is illustrated in the subscription behavior
shown in these Figures. The loss rate of the receivers for
the simulations in Figures 5 and 6 are shown in Figures 7
and 8 respectively. The loss rates have been calculated us-
ing 10 second sliding windows. Receivers sharing a com-
mon bottleneck link show very similar loss rates. Join ex-
periments by one of the receivers equally affects all other
“related” receivers. When one of the receivers subscribes to
a layer higher than the optimal level, the loss rates increase
drastically. TopoSense is able to recognize and control the
congestion only after some delay. This may appear counter-
intuitive. However, in practice multicast prunes may take
longer to take effect than the delay incurred because of
TopoSense.

The average relative deviation from optimal subscription
levels, over a period of 1200 seconds, for increasing num-
ber of receivers in Topologies B and C is shown in Figures
9 and 10 respectively. The average relative deviation for the
constant bit-rate (CBR), VBR(P = 3) and VBR(P = 6)
traffic is shown. One would expect this deviation to be very
small and remain nearly invariant with increasing number
of receivers. TopoSense behaves as expected. Topology B

can have a maximum relative deviation of 0:8, while Topol-
ogy C can have a maximum deviation in the range 0:8 to
0:83. These values correspond to the situation where the
receivers subscribe to only one layer whereas the optimal is
5 layers or 6 layers. As can be seen, the results are invari-
ant of heterogeneity constraints indicating that TopoSense
suggests nearly optimal subscription levels to receivers in
the above topologies. The behavior however is sensitive to
the synchronization in join experiments. For instance, when
we simulated a session in Topology B with 20 receivers,
with random backoff intervals on join experiment failure,
the loss rates were persistently high. This was because at
least one of the receivers was performing a join experiment
to the highest layer most of the time. All receivers incurred
losses owing to these join experiments. On using a syn-
chronized join experiment schedule (using back-off for in-
ternal nodes), this problem was eliminated. The burstiness
of the traffic also appears to play a role in the behavior of
TopoSense, when the number of receivers is high. This is
seen in the higher relative deviation for VBR(P = 6) traffic
in Figure 9.
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6. Conclusions

In this paper, we have explored using multicast tree
topology information to assist in controlling real-time mul-
ticast traffic flow. We assessed the the key features of mul-
ticast traffic and identified the characteristics of a topology
sensitive congestion control algorithm. Comparing the TCP
model and existing receiver-based congestion control algo-
rithms we offer insight into why these protocols do not suf-
ficiently solve the problem. Using these insights we have
developed an algorithm to suggest optimal subscription lev-
els for receivers. We implemented the algorithm in ns and
ran simulations to evaluate its robustness. The algorithm
appears to be robust and converges to nearly optimal solu-
tions in the basic tests run to-date. While our work identi-
fies topology-awareness as a useful tool to address multicast
congestion, significantly more work needs to be done to an-
alyze and address the challenges in ascertaining topology in
a timely manner and using it in a scalable fashion.
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Abstract

RLM [4] and RLC [7] are two well known receiver-driven
cumulative layered multicast congestion control protocols.
They both represent an indisputable advance in the area of
congestion control for multimedia applications. However,
there are very few studies that evaluate these protocols, and
most of the time, these studies conclude that RLM and RLC
perform reasonably well over a broad range of conditions.

In this paper, we evaluate both RLM and RLC and show
that they exhibit fundamental pathological behaviors. We
explain in which context these pathological behaviors hap-
pen, why they are harmful, and why they are inherent to the
protocols themselves and cannot be easily corrected. Our
aim is to shed some light on the fundamental problems with
these protocols.

Keywords: RLM, RLC, Pathological behaviors, Conges-
tion Control, Multimedia, Multicast, Cumulative layers.

1 Introduction

Multimedia applications will probably become some of the
most popular applications in the Internet. One fundamental
problem when introducing a new application in the Internet
is to find an efficient way (for both the application and the
network) to do congestion control. Cumulative layered mul-
ticast congestion control protocols are presented as the best
solution for the dissemination of multimedia content to a
heterogeneous set of receivers (see for instance [4, 7, 6, 3]).
Therefore, these applications are the subject of active re-
search.

Steven McCanne et al. introduced the first receiver-driven
cumulative layered multicast congestion control protocol
called RLM [4]. The behavior of RLM is determined by a
state machine where transitions among the states are trig-
gered by the expiration of timers (the join-timer and the
detection-timer) or the detection of losses. The maintenance
of the timers and the loss estimator are fundamental parts of
the RLM protocol. In order to scale with the number of re-
ceivers, RLM needs an additional mechanism called shared
learning. McCanne evaluated RLM for simple scenarios
and only considered inter-RLM interaction. He found that

RLM can result in high inter-RLM unfairness. Bajaj et
al. [1] explored the relative merits of uniform versus priority
dropping for the transmission of layered video. They found
that RLM performs reasonably well over a broad range of
conditions, but performs poorly in extreme conditions like
bursty traffic. Gopalakrishnan et al. [2] studied the behavior
of RLM for VBR traffic and show that RLM exhibits high
instability for VBR traffic, has very poor fairness properties
in most of the cases, and achieves a low link utilization with
VBR traffic.

A TCP-friendly version of RLM, called RLC, was intro-
duced by Vicisano et al. [7]. RLC is based on the generation
of periodic bursts that are used for bandwidth inference and
on synchronization points (SP) that indicate when a receiver
can join a layer. The TCP-friendly behavior is mainly due
to the exponential distribution of the layers that results in an
exponential decrease of the bandwidth consumed (like TCP)
in case of losses. While the exponential distribution of the
layers is not a requirement for the TCP-like behavior if the
protocol drops the layers in an exponential way, it consider-
ably simplifies the protocol. We are not aware of any study
considering another layer distribution. Vicisano found that
RLC can be unfair with TCP for large packet sizes.

According to these previous studies, RLM and RLC seem
to perform reasonably well in a broad range of cases. How-
ever, in this paper, we evaluate both RLM and RLC with
very simple scenarios and show that they exhibit pathologi-
cal behaviors. We explain in which context these patholog-
ical behaviors happen, why they are harmful, and why they
are inherent to the protocols themselves and cannot be easily
corrected. Our aim is to shed some light on the fundamental
problems with RLM or RLC.

The paper is organized as follows. In section 2 we present
the scenarios considered for the simulations. We discuss the
results of the simulation for RLM in section 3, and for RLC
in section 4. We conclude the paper in section 5.

2 Simulation Topologies

Fig. 1 shows the three topologies used to evaluate the be-
havior of RLM and RLC. A source and a receiver, when not
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specified, refer to a RLM (or RLC) source and receiver, re-
spectively. The first topology, Top1 , consists of one source
and four receivers. We evaluate the speed, the accuracy,
and the stability of the convergence in the context of a large
heterogeneity of link bandwidths and link delays. The sec-
ond topology,Top2 , consists of one source andm receivers.
For all the simulations, the links (N1; RM) have a band-
width uniformly chosen in [500; 1000] Kbit/s and a delay
uniformly chosen in [5; 150] ms. We evaluate the scalabil-
ity with respect to session size. The last topology, Top3 ,
consists of M multicast sources (with one receiver), and k
unicast sources. For all the simulations, the links (SM ; N1),
(SU ; N1), (N2; RM), and (N2; RU) have a bandwidth of
10 Mbit/s and a delay of 5 ms. We evaluate the scalabil-
ity of the multicast protocol with an increasing number of
multicast sessions and with an increasing number of unicast
sessions. Also, we evaluate the fairness of the multicast pro-
tocol towards the unicast sessions.

We evaluate RLM and RLC using the ns [5] simulator.
We use the following default parameters for our simula-
tions: The multicast routing protocol is DVMRP (in partic-
ular graft and prune messages are simulated). We chose the
packet size for all the flows (RLM, RLC, CBR, and TCP) to
be 500 bytes.

RLM and RLC are designed for FIFO scheduling. How-
ever, we made all the simulations for both FIFO and FQ
scheduling; in a given simulation, all the queues are either
Fair Queuing (FQ) queues with a shared buffer or FIFO
queues. The main reason for considering FQ scheduling
is to evaluate how FQ impacts the behavior of RLM and

RLC1.

3 Pathological behaviors of RLM

We use the ns implementation of RLM with the parameters
as chosen by McCanne in [4]. For all the simulations, the
buffer size (or shared buffer size for FQ) is 20 packets. We
run all the simulations for RLM for a duration of 1000 sec-
onds.

In several places, in this section, we consider thin layers
(typically 10 Kbit/s or 20 Kbit/s layers granularity). We do
not argue that thin layers are reasonable, practically appli-
cable, etc. (Linda Wu et al. [8] study an architecture ex-
ploiting thin layers/streams). In fact, we use thin layers as
a diagnosis tool; thin layers clearly exhibit pathological be-
haviors that still hold with coarse layers. However, directly
using coarse layers does not allow to easily find if there is a
pathological behavior and what is the reason of this patho-
logical behavior.

The first simulation evaluates the speed, the accuracy, and
the stability of RLM convergence on Top1 . We consider
10 Kbit/s layer granularity. We only present the results for
FIFO scheduling (FQ scheduling gives the same result as,
in this experiment, we have only one source). We see in
Fig. 2(a) the very slow convergence time of RLM. Receiver
R1 needs more than 400 seconds to converge to the opti-
mal rate. Moreover, the mean loss rate for this simulation
is 3.2%. The 10 Kbit/s layers granularity is a tough test
for RLM, and shows a pathological behavior of RLM in ex-
treme cases. The slow convergence time is explained by the
value of the minimum join-timer of RLM that is fixed to 5
seconds. The smaller the layer granularity, the slower the
convergence. The significant loss rate is explained by the
loss threshold of RLM set to 25%. With such small lay-
ers, we never enter in a congestion period where a receiver
experiences a loss of more than 25% of the packets. Each
receiver sees a persistent loss rate for the whole simulation
that results in a mean loss rate of 3.2%. As a receiver can
only do a join experiment if he does not see losses during a
given period of time, there is very low number of join exper-
iments in this simulation. We made another simulation with
exponential layer sizes starting at 32 Kbit/s (the layer band-
width distribution is f32,64,128,256,512,1024g Kbit/s) and
give the results in Fig. 2(b). In this case RLM performs sig-
nificantly better than in the previous case. The convergence
time is reasonably fast. We clearly see the join experiments

1Another reason is the following: In [3] we introduce a new cumulative
layered multicast congestion control protocol called PLM. This protocol
requires a Fair Queuing network (i.e. a network where every queue is a FQ
queue). In order to compare PLM with RLM and RLC, we must consider
the same scenarios (the scenarios in this paper are a subset of the scenar-
ios in [3]) and in particular, the same scheduling discipline. Moreover, as
FQ improves the performance of RLM and RLC, it is fair to consider FQ
for the comparison between these protocols and PLM. We find that PLM
outperforms in all the cases RLM and RLC.
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Figure 2: Speed, accuracy, and stability of RLM conver-
gence for a single session, Top1 .

that are, in this case, the main reason for a mean loss rate of
0.81%.

The second experiment evaluates the scaling of a single
RLM session with respect to the number of receivers on
topology Top2 . We consider 50 Kbit/s layer granularity.
For this simulation, we consider the link (SM ; N1) with a
bandwidth of 280 Kbit/s and a delay of 20 ms. We start 20
RLM receivers at time t = 5 s then we add one receiver
every five seconds from t = 205 s to t = 225 s, and at
t = 400 s we add 5 more RLM receivers. The aim of this
experiment is to evaluate the impact of the number of re-
ceivers on the convergence time and on the stability, and to
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Figure 3: Scaling of a RLM session with respect to the num-
ber of receivers, Top2 .

evaluate the impact of late joins. We only present the results
for FIFO scheduling (FQ scheduling gives the same result
as, in this experiment, we have only one source). The most
interesting event in Fig. 3 is the receiver synchronization.
Due to the shared learning, receivers cannot join upper lay-
ers while there are some receivers subscribed only to lower
layers. Indeed, the shared learning precludes a receiver to
do a join experiment if there is a pending join experiment
for a lower layer. Late joins can slow down the convergence
time for RLM receivers. We did the same experiment with
exponential layers and observed a similar behavior.
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Figure 4: Mean throughput of RLM and CBR flows sharing
the same bottleneck, FIFO scheduling, Top3 .

The third experiment considers a mix of RLM and CBR
flows on Top3 . We consider a layer granularity of 20
Kbit/s. We comment this experiment for both FIFO and
FQ scheduling. For FIFO scheduling, we consider M = 3
RLM sessions and k = 1 CBR flow. The bandwidth of
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Figure 5: RLM and CBR flows sharing the same bottleneck,
FIFO scheduling, Top3 .

link (N1; N2) is 200 � M = 600 Kbit/s and the delay is
20 ms. We start each of the three RLM receivers at times
t = 50; 100; 150 s and the CBR source at time t = 300 s;
we stop the CBR source at t = 400 s. The CBR source rate
is 300 Kbit/s, half the bottleneck bandwidth. The aim of
this scenario is to study in the first part (before starting the
CBR source) the behavior of RLM with an increasing num-
ber of RLM sessions, and in the second part (after starting
the CBR source) the behavior of RLM in case of severe con-
gestion. When the CBR source stops we observe how fast
RLM grabs the available bandwidth.

Fig. 4 shows the mean throughput of the three RLM ses-

sions and Fig. 5(a) shows the layer subscription for the
three RLM receivers. There is a slow convergence due to
the small layer granularity. We see also a high unfairness
among the sessions during the whole simulation. Moreover,
the high period of congestion (when the CBR source sends
packets) results in a large number a losses for the RLM
sessions (see Fig. 5(b)). When the CBR source starts and
creates congestion, the RLM sessions start dropping lay-
ers. However, the process of dropping layers with RLM is
very conservative (sluggish) and induces significant transi-
tory losses (see Fig. 5(b)). Indeed, a receiver can only drop
one layer per detection-timer period. The mean loss rate is
2.3% in this experiment. We note the same effect as in ex-
periment one: The small layers result in losses that never
exceed the loss threshold (see Fig. 5(b)), therefore never re-
sult in a layer drop, and result in a very low number of join
experiments (see Fig. 5(a)). We did the same simulation
with exponential layers. As expected, the large layer granu-
larity results in a higher reactivity for RLM. When the CBR
source starts, RLM reacts fast to the congestion by drop-
ping one layer (dropping one layer is enough in this case to
avoid congestion). The resulting mean loss rate is reduced
to 1.4%. However, RLM results in a very high unfairness
in case of exponential layers as well. The first session gets
roughly 500 Kbit/s, the second gets roughly 100 Kbit/s, and
the third session must drop all the layers.
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Figure 6: Mean throughput averaged over 5s intervals, FQ
scheduling, Top3 .

For FQ scheduling, we consider M = 3 RLM sessions
and k = 3 CBR flows. The bandwidth of link (N1; N2)
is 200 � M = 600 Kbit/s and the delay is 20 ms. We
start each of the three RLM receivers respectively at time
t = 50; 100; 150 s. We start the CBR sources at time
t = 300 s and stop the CBR sources at t = 400 s. The rate
of each CBR source is 500 Kbit/s. We choose as many CBR
sources as RLM sessions to simulate severe congestion. In-
deed, with FQ, the only way to create congestion is to sig-



nificantly increase the number of sessions. In this case, the
three CBR sources grab half of the bottleneck bandwidth.

Fig. 6 shows the mean throughput for the three RLM ses-
sions. The most noticeable point, compared to the FIFO
scheduling case, is the good fairness among the RLM ses-
sions. However, even with FQ scheduling, the fairness is
not ideal (see Fig. 6 between t = 400 s and t = 800 s). The
mean loss rate for this simulation is 4.6%. As FQ enforces
fairness among all the flows, the RLM flows can not grab
more bandwidth than their fair share. While, with FIFO
scheduling a RLM flow can grab more bandwidth than its
fair share from the CBR flow. Therefore, the RLM receivers
experience more losses with FQ than with FIFO. We do not
notice any other significant difference compared to the FIFO
scheduling case. We did the same simulation with exponen-
tial layers and observed a good fairness among the RLM
flows (according to the layer granularity). RLM reacts fast
to the congestion and the resulting mean loss rate is lower
than 1%.

The fourth experiment considers a mix of one RLM ses-
sion and TCP flows on Top3 . We consider M = 1 RLM
session and k = 2 TCP flows and a layer granularity of 20
Kbit/s. The bandwidth of link (N1; N2) is 100� (M +k) =
300 Kbit/s and the delay is 20 ms. We do all the simulations
for FIFO and FQ scheduling. In a first set of simulations,
we start RLM first at t = 0 s, then TCP1 at t = 300 s,
and TCP2 at t = 600 s. In a second set of simulations, we
start TCP1 first at t = 0 s, then RLM at t = 300 s, and
TCP2 at t = 600 s. For FQ scheduling, the simulations do
not bring any new results compared to the previous experi-
ment. In summary, with FQ scheduling, RLM shares fairly
the bandwidth with TCP (according to the layer granular-
ity), and experience a transitory period of congestion when
a new TCP flow starts. This period of congestion results in
a significant loss rate (from to 2% to 8% according to the
simulation scenario) with 20 Kbit/s layer granularity, and
in a low loss rate (around 0.5% for all the scenario) with
exponential layers.

In the following we consider FIFO scheduling. Fig. 7
shows the mean throughput averaged over 5 seconds inter-
vals of the RLM and TCP flows for FIFO scheduling. When
RLM starts first it grabs all the available bandwidth. TCP
can only achieve a very small throughput (see Fig. 7(a)) due
to the large RLM loss threshold of 25%. Indeed, when RLM
is in the steady state, a receiver must experience a loss rate
higher than the loss threshold to drop a layer. However, TCP
is not able to create a large enough congestion and therefore
fails to grab bandwidth from RLM. When RLM starts after
TCP1, RLM is not able to grab bandwidth from TCP. This
is due to the join experiment process of RLM. When a RLM
receiver does a join experiment and experiences losses dur-
ing this join experiment, he infers that it can not join this
layer. Moreover, in order to do a join experiment, a receiver
must not see any loss during a given period of time. The
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Figure 7: Mean throughput of RLM and TCP flows sharing
the same bottleneck, FIFO scheduling, Top3 .

key point is: whereas a RLM receiver in steady state needs
a 25% loss rate to drop a layer, a RLM receiver needs only
one loss to infer than he cannot join a layer or to preclude a
join experiment (the reader can refer to [4] for all the details
about the RLM protocol).

In conclusion, we found several pathological behaviors
of RLM: i) The minimum join timer gives a large lower
bound to the speed of convergence; ii) The high loss thresh-
old can result in a high mean loss rate. Moreover, it results
in a very aggressive behavior when competing with TCP. iii)
The shared learning results in receiver synchronization; iv)
The join experiment process results in a very conservative
behavior when competing with TCP flows; v) The conser-
vative drop process (one layer dropped per detection-timer)



results in extended transient periods of losses in case of con-
gestion.

Each of these pathological behaviors is very hard to cor-
rect as the parameters involved are the result of complex
tradeoff. The minimum join timer is a tradeoff between the
speed of convergence of the frequency of the join experi-
ments. The loss threshold is a tradeoff between a conserva-
tive and a reactive behavior in case of loss. One solution is
for both, the join timer and the loss threshold, to dynami-
cally adjust these parameters according to the network con-
ditions. However, that requires complex network inference
mechanisms: an additional (large time scale) bandwidth in-
ference mechanism to infer if a receiver needs to add several
or only few layers to reach the equilibrium; an additional
congestion inference mechanism to determine if the con-
gestion is heavy (one needs to drop several layers to reach
the equilibrium) or light (one needs to drop only one layer
to reach the equilibrium). These questions need further re-
search. The shared learning and the join experiment pro-
cess are foundations of the RLM protocols and cannot be
changed without redesigning the whole protocol. Finally,
the conservative drop process is necessary for RLM to avoid
over-reaction to losses and is, therefore, very hard to tune.

4 Pathological behaviors of RLC

We use the ns implementation of RLC with the parameters
as chosen by Vicisano in [7]. We identify behaviors in the
ns version of RLC that are not conform with the description
of RLC in [7]. We do not correct these behaviors as we
do not know if they are intended by the authors or if they
are the result of a bug. We always take into account these
behaviors in our simulations and discuss them when they
impact the results. The main peculiar behavior is that RLC
drops the current layer when it experiences losses during
a burst, whereas, according to [7], RLC should stay at the
current layer and just infer that it cannot join an upper layer.

RLC can be considered a TCP-friendly version of RLM
with the improvement of the synchronization points (data
packets with a special flag) and a new bandwidth inference
mechanism based on periodic bursts. In fact, we show that
both the synchronization points and the periodic bursts lead
to pathological behaviors, and that the RLC behavior is very
sensitive to the queue size.

For all the simulations with RLC, we just indicate the rate
B0 of the base layer L0. The rate of layer Li isBi = 2i �B0.
If not specified, the default buffer size (or shared buffer
size for FQ) is 20 packets. The first simulation evaluates
the speed, the accuracy, and the stability of RLC conver-
gence for Top1 . The rate of the base layer is 32 Kbit/s. We
only present the results for FIFO scheduling (FQ schedul-
ing gives the same result as, in this experiment, we have
only one source). The queue size is 15 packets. Fig. 8
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Figure 8: Layer subscriptions for a single session, 4 re-
ceivers, Top1 .

shows the layer subscription for the RLC receivers. The
solid line is forR1, the dashed line is forR3, the dotted line
is for R2, and the dashed-dotted line is for R4. This sim-
ple experiment shows one of the most fundamental problem
with RLC. For instance, when R1 subscribes to layer 4, he
receives 256 Kbit/s. As his bottleneck bandwidth is 256
Kbit/s, he experiences no loss. The source sends periodi-
cally a burst that doubles, over a short period of time, the
sending rate to allow the receiver to infer if he can join a
higher layer. However, the burst does not make the queue
overflow, and R1 infers that he can join layer 5. After a
short period of time, R1 will experience a large number of
losses and will drop the layer. For receiver R1, we observe
a cascade drop from layer 5 to layer 3. However, this cas-
cade drop is due to the peculiar behavior pointed out at the
beginning of the section. Indeed, just after dropping layer
5, the queue will remain full (as the bottleneck bandwidth
is equal to the layer 4 rate), the source will generate a burst
that makes the queue overflow as the queue is already full
before the burst. The receiver will experience losses dur-
ing the burst and due to the peculiar behavior will drop the
layer 4. We can explain the behavior of the other receivers
in the same way. The periodic erroneous bandwidth infer-
ence leads to a mean loss rate up to 13%.

This experiment shows a fundamental pathological be-
havior of RLC. RLC’s bandwidth inference is based on the
generation of periodic bursts that aim to reduce the transi-
tory period of congestion due to join experiments (see [7]
for more details). To succeed, the burst must make the
queue overflow when there is not enough bandwidth to ac-
commodate a new layer. However, queue overflow happens
in our simulations only for a very judicious choice of the
queue sizes, which is impossible to do in a real network. As
the bandwidth inference does not succeed, the receivers pe-



riodically join a layer when there is not enough bandwidth
available to add this layer. That leads to periodic congestion
and periodic losses.

To avoid cascade drop, RLC uses a deaf period of fixed
length after dropping a layer during which it does not drop
layers. However, this deaf period reflects the delay between
the time the receiver sends a leave request and the time the
receiver sees the effect of the leave request on the bottleneck
router. This value varies highly over time and for different
receivers. As the join experiments are sender-based in RLC,
there is no way for a receiver to infer the appropriate dura-
tion for the deaf period without adding a complex protocol.
This is a significant weakness of RLC as a correct static
choice of the deaf period can be very difficult. If RLC must
drop several layers to react to a severe period of congestion,
the deaf period will significantly slow down the drop pro-
cess. However, we note that with exponentially distributed
layers, dropping one layer is most of the time sufficient to
react to congestion.
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Figure 9: Scaling of a RLC session with respect to the num-
ber of receivers, Top2 .

The second experiment evaluates the scaling of a single
RLC session with respect to the number of receivers on
topology Top2 . For this simulation we consider the link
(SM ; N1) with a bandwidth of 250 Kbit/s and a delay of 20
ms. The queue size is 10 packets. We start 20 RLC receivers
at time t = 5 s then we add one receiver every five seconds
from t = 30 s to t = 50 s, and at t = 80 s we add 5 RLC
receivers. The rate of the base layer is 8 Kbit/s. The aim
of this experiment is to evaluate the impact of the number
of receivers on the convergence time and on the stability,
and to evaluate the impact of late joins. We only present the
results for FIFO scheduling (FQ scheduling gives the same
result as, in this experiment, we have only one source). A
receiver can only increase his number of layers at synchro-
nization points (SP) if no losses are experienced during the

burst preceding that SP. The distance between two SPs dou-
bles at each layer, and the SPs at layer Li are a subset of
the SPs at layer Li�1 (see [7] for more details). Fig. 9
shows the mean throughput for all the receivers. We first
note that the small throughput oscillations around the mean
throughput are due to the succession of periodic burst and
silent period that slightly increases or decreases the mean
throughput averaged over 5 seconds intervals. The annota-
tions SPi indicate the occurrence of some relevant SPs. In
this simulation, the bandwidth inference using bursts never
succeeds, i.e. the bursts never make the queue overflow, and
the receivers join an additional layer that the network cannot
support. We observe a new pathological behavior of RLC.
Between t = 30 s and t = 50 s late joiners start. Around
t = 60 s, at the synchronization point SP5 , some late join-
ers join layer 52 and the others join layer 4. But, as the
synchronization point SP1 is synchronized with SP5 , the
first receivers (that join at t = 5 s) join layer 6 that cannot
be supported. This results in a period of congestion that is
misinterpreted by the late joiners who drop a layer. The late
joiners can only subscribe to the highest layer supported at
SP6 , which is not synchronized with an upper layer SP. We
observe the same pathological behavior with the late joiners
that start at t = 80 s. This pathological behavior signif-
icantly slows down the convergence speed. We note that,
even if the burst succeeds in inferring the available band-
width, the same problem persists. Indeed, if the burst (to
join layer 6) makes the queue overflow, the first receivers
will infer that they cannot join layer 6 and they will stay at
the current layer at SP1 . However, the late joiners cannot
join an upper layer at SP5 as they will see losses, shared
among all the layers, due to the burst on layer 5.

With the parameters choice in [7], the SPs are exponen-
tially spaced. At layer i, the distance between the SPs is
2i � 8 � s

B0

, where s is the packet size and B0 is the through-
put of the base layer. For B0 = 16 Kbit/s and s = 256
bytes, the distance between the SPs at layer i is roughly 2i

seconds. For instance, a receiver can only join layer 6 every
64 seconds. The exponentially spaced SPs can significantly
slow down the convergence of the receivers to the highest
layers.

We did a third experiment that considers the same sce-
narios than the third experiment for RLM. We do not give
plots for this experiment as it does not exhibit pathological
behaviors. For this experiment, RLC performs reasonably
well. The RLC sessions share fairly the bandwidth among
each other and adapt reasonably fast to the transitory period
of congestion produced by the CBR source(s). The mean
loss rate for all the scenarios range from 0.6% to 2.9%.

The fourth experiment on Top3 considers a mix of RLC
and TCP flows. We considerM = 1RLC session and k = 2
TCP flows. The bandwidth of link (N1; N2) is 200 � (M +

2In this simulation layer 4 corresponds to a 64 Kbit/s, layer 5 corre-
sponds to 128 Kbit/s, and layer 6 corresponds to 256 Kbit/s.
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Figure 10: Mean throughput of RLC and TCP flows sharing
the same bottleneck, Top3 .

k) = 300 Kbit/s and the delay varies from 20 ms to 400
ms. The rate of the base layer is 16 Kbit/s. We start RLC
at t = 0 s, TCP1 at t = 50 s, and TCP2 at t = 100 s. We
did all the simulations for both FIFO and FQ scheduling.
For FQ scheduling, we do not see any pathological behavior
and do not present the plots. In this case, RLC shares fairly
(according to the layer granularity) the bandwidth with the
TCP flows. For these scenarios, the mean loss rate range
from 0.7% to 1.6%.

Now we comment the simulations for the fourth exper-
iment with FIFO scheduling. Fig. 10(a) shows the mean
throughput averaged over 5 seconds intervals for the RLC
and TCP flows when the delay of the link (N1; N2) is 20
ms. When TCP1 starts, RLC drops to layer 1 and then os-

cillates between layer 1 and layer 2. When TCP2 starts, we
do not notice any particular behavior for RLC. This experi-
ment shows that RLC can be very conservative compared to
TCP. Fig. 10(b) shows the same experiment than previously
except that the delay of the link (N1; N2) is 200 ms. We
see that when TCP1 starts, RLC shares fairly the bandwidth
with TCP1. When TCP2 starts, RLC gets a lower bandwidth
than the two TCP flows. In a last experiment (we do not give
the plot), we increase the delay of the link (N1; N2) to 400
ms. For this experiment, RLC fairly shares the bandwidth
with TCP1 and TCP2. The explanation of this behavior is
simple. The TCP cycle (i.e. the time between two losses)
is shorter with a small RTT than with a large RTT. As a
consequence, the smaller the RTT is, the larger the num-
ber of losses RLC experiences in a given time interval. As
the RLC throughput is function of the number of losses, the
higher the number of losses, the lower the RLC throughput.

In conclusion, we observed several pathological behav-
iors of RLC: i) The bandwidth inference mechanism based
on burst leads to a high number of losses and does not suc-
ceed to make the queue overflow. ii) The synchronization
points, as distributed in RLC, can significantly reduce the
speed of convergence of late joiners. iii) The claimed TCP-
friendly behavior of RLC results in a very conservative be-
havior of RLC compared to TCP.

Moreover, we cannot easily correct any of these patho-
logical behaviors. For the periodic bursts to succeed, we
must know how long the burst should persist in order to
make the queue overflow. That requires a mechanism close
to a bandwidth inference mechanism that renders to periodic
burst useless. Moreover, the static choice of the burst length
is a very difficult tradeoff between the probability to make
the queue overflow and the amount of periodic congestion
(and losses) generated. The pathological behaviors ii) and
iii) raise new questions: Does RLC still achieve its claimed
TCP-like behavior with non exponentially distributed lay-
ers? What is the influence of the placement of the SPs on
the RLC behavior? These questions are for future research.

5 Conclusion

In this paper, we have evaluated RLM and RLC on simple
scenarios. We show that both protocols exhibit pathological
behaviors. We discuss which part of the protocol leads to
a given pathological behavior and explain that most of the
time these pathological behaviors are difficult to correct. We
note that most of the problems come from the bandwidth
inference mechanism used that is responsible for transient
periods of congestion, instability, and periodic losses.

In [3] we present a new cumulative layered multicast con-
gestion control protocol, called PLM, based on the gen-
eration of packet pairs (PP) to infer the available band-
width. Bandwidth inference using PPs does not have any of



the weaknesses of the bandwidth inference mechanisms of
RLM and RLC, and PLM outperforms in all the cases RLM
and RLC. However, PLM requires a Fair Queuing network.
With a FIFO network, traditional solutions like RLM and
RLC are still necessary, but require improvements of the
bandwidth inference mechanism. We hope that this paper
contributes to identify the fundamental problems of these
protocols, and will stimulate research to improve these pro-
tocols.
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Abstract

IP multicast provides best-effort delivery. Packets encounter
variable delays and may be lost because of transmission er-
rors and buffer overflows. Real-time multimedia streaming
services require that most packets arrive at the receivers
prior to an application deadline. Multicast quality on the
current Internet is often inadequate for these applications.
We have solved this problem by placing repair servers in-
side the network. The repair servers recover missing packets
by communicating with each other, then re-multicast the re-
paired stream to nearby receivers on a new address. Multi-
cast reception in the constrained area is typically much bet-
ter than in the wide area Internet.

In this paper we address the problem of constructing a
repair graph. The repair graph shows which repair servers
each repair server communicates with to recover missing
messages. Our objectives when constructing this graph con-
flict with each other. We want high reliability: every repair
server to recover as many missing messages as possible, as
quickly as possible. But we also want low cost: this recov-
ery should use as little of the network bandwidth as pos-
sible. We present a centralized algorithm to generate re-
pair graphs. We demonstrate through simulation that these
graphs achieve a level of reliability that is almost as high as
that achieved by repair graphs specifically designed for high
reliability. At the same time, our graphs maintain a cost that
is almost as low as the cost in repair graphs designed for
low cost.

1 Introduction

The Internet’s flexible design enables it to transmit a variety
of types of traffic. Traffic can be as simple as a point-to-
point data communication, or as complex as a large-scale,
multimedia collaboration that simultaneously transmits in-
formation between numerous hosts. The deployment of IP
Multicast [1] significantly reduces the load imposed on the
Internet by large-scale, multi-host communications. How-
ever, IP Multicast is best-effort: a packet transmitted via IP
Multicast need not reach all intended receivers. Hence, on

its own, IP Multicast is unsuitable for sessions that require
low packet loss rates.

Multimedia broadcast sessions, such as live or pre-record-
ed broadcast radio / TV, are applications that, via IP Mul-
ticast, can be made widely available to consumers at a low
cost. However, peoples’ interest in tuning in to such sessions
decreases with the quality if the reception. Since packet loss
degrades reception quality, it is necessary to add some addi-
tional mechanism on top of the best-effort IP Multicast ser-
vice to keep loss rates at low levels.

Here, we present a system that improves reception qual-
ity by recovering from packet losses in streams transmitted
via IP Multicast. The system utilizes a few dozen servers in-
side the network as repair servers. Each server caches pack-
ets from the original transmission, and can forward (via uni-
cast) packets to other repair servers that did not receive the
packets via the original transmission. After a fixed delay on
the order of several seconds, a repair server then multicasts
the packets in scoped sub-regions of the network, providing
receivers within the scoped region with a transmission that
is delayed by a few seconds relative to the original multicast
session. However, this delayed transmission contains fewer
losses, and thus presents a higher quality copy of the origi-
nal transmission than what the receiver would have obtained
had it joined the original transmission group.

We focus on producing a recovery system that can eas-
ily be deployed by a network service provider or by a set
of cooperating network service providers. The system has
several unique features. First, it is built to support existing
and future applications that are designed to interact with the
current best-effort IP multicast model. Our system does not
require that these applications possess any additional func-
tionality to handle late packet arrivals or to request repairs.
Second, the system is fault tolerant: it uses a simple algo-
rithm to route repair transmissions around any repair server
that ceases to operate, and reconfigures itself to avoid subse-
quent failures. Last, the system’s configuration information
is maintained at a central point of control, simplifying sys-
tem operation, monitoring, and on-line debugging.

There has been a significant amount of prior work that
uses repair servers in a similar manner [2, 3, 4, 5, 6]. What



separates our work from prior art is our focus on keeping the
architecture simple where it doesn’t need to be complicated.
This simplicity of the architecture is captured in terms of
three basic design principles:

1. Decisions are centralized, as long as the centraliza-
tion does not compromise the scalability of the sys-
tem, and as long as the system can operate correctly
and remain productive for an extended time if sepa-
rated from the centralized decision point. In particu-
lar, we use a centralized algorithm to determine from
which repair servers a given repair server should re-
quest repairs. Other works use distributed algorithms
that use various probing techniques to identify appro-
priate repair servers [2, 3, 5, 6, 7], which complicates
their deployment.

2. The complexity of the protocol at the repair servers
is kept simple, and the amount of state that a repair
server must maintain is kept low.

3. The system utilizes a simple model of the underly-
ing network. A system designed to utilize a complex
network model tends to be quite complex itself, and
makes it difficult to assess its performance, or debug
problems that may arise.

This simplification increases the likelihood of a success-
ful deployment, and also simplifies the task of monitoring
and debugging.

This paper specifically focuses on the protocol that is
utilized by the repair system to repair packet losses at the
repair servers, allowing them to deliver high quality mul-
timedia multicast sessions to receivers. Our protocol pro-
vides high reliability: a high likelihood that a repair server
can deliver a packet to a receiver within the receiver applica-
tion’s deadline. This is accomplished using a small amount
of additional bandwidth on network links, keeping the oper-
ating cost low (in terms of link usage). In the protocol, re-
pair servers obtain missing packets from other repair servers.
What affects the reliability and cost of the protocol is the
choice of repair graph: a graph whose nodes are the repair
servers, and whose edges indicate the directions in which re-
pairs flow between repair servers. We demonstrate how a
variant on the minimum spanning tree algorithm generates
repair graphs that can achieve high reliability at a low cost.
The only knowledge of the underlying network needed by
these algorithms is the Euclidean distance between all pairs
of repair servers, and between each repair server and the
originating multicast source. We demonstrate through sim-
ulation that, given the limited knowledge we have about the
underlying network, the repair graph generated by the algo-
rithm achieves a level of reliability that is almost as high as
that achieved by repair graphs specifically designed for high
reliability (repair servers request repairs from servers that lie
near the transmitting source). At the same time, it maintains

a cost that is almost as low as the cost maintained by the re-
pair graphs designed to maintain a low cost (repair servers
request repairs from nearby servers).

The paper proceeds as follows. In Section 2, we intro-
duce the network model: our abstract view of the network
and of the capabilities of the repair servers for which we
wish to provide repair service. Section 3 presents the al-
gorithms we use to generate the repair tree, and motivates
why we believe these algorithms produce the kinds of repair
graphs that would be most effective at providing high relia-
bility at a low cost. Section 4 presents performance results
of simulations of our repair graph algorithm on the network
model. We discuss related work in Section 5, and last we
discuss future directions and conclude in Section 6.

2 Network Model

In this section, we present our abstract model of the network
on top of which we will be building a repair graph. We be-
gin by describing the application model that we support, and
then describe our abstraction of the Internet topology that we
believe is a reasonable basis on which we should design our
repair graph algorithm.

2.1 Application Model

Our repair graph algorithm is designed to connect repair ser-
vers that support multimedia broadcast applications, where
the applications are designed to run on top of best-effort IP
multicast. As a result, the repair server cannot rely on the
application to actively participate in the repair service proto-
col (e.g., repair requests, playout buffering). Our model of
the interface between repair server and application is based
on the model presented in [8], which we now summarize.

s1

X

s2

G0

s3

G1

2G
G3

Figure 1: The Non-modified Application Repair Server Ar-
chitecture

Figure 1 depicts how multicast groups are used by the
repair system to improve reception quality at receivers. The



transmission source, represented by an ’X’, transmits its sig-
nal on a multicast group,G0. Transmissions from the source
onto G0 have a large scope (e.g., a ttl of 127), and can be
received in the lightly-shaded region. Some of the data gen-
erated by the source is lost within the network as it propa-
gates to receivers (black dots) or repair servers (square white
boxes) joined to multicast group G0. Hence, receivers that
join to G0 will often receive a poor quality signal due to sub-
stantial packet losses.

Each repair server, si, joins to group G0, and delays its
transmission of the received data by some fixed amount of
time, ti, beyond its scheduled playback time. During this
period of time, it detects packet losses in its received stream
on groupG0, and attempts to recover these lost packets from
neighboring repair servers via unicast requests. The recovery
attempt consists of a series of one or more unicast requests
to nearby repair servers, which unicast back the requested
packet if it is available. When a time of ti has elapsed be-
yond the playback time of a received or recovered packet, the
packet is transmitted by the repair server, si, on a separate
multicast group, Gi. Transmissions to Gi by si are scoped
to within a local region (e.g., ttl of 0,1 or slightly larger). In
Figure 1, we indicate the smaller scoping of the group G i by
a darker shaded region which surrounds the repair server.

Rather than join group G0, a receiver that lies within
the transmission range of some repair server, s i, can join
to group Gi and receive a delayed, but much higher quality
transmission. This is because a receiver near a repair server
si that is joined to group Gi receives almost all the packets
that were received or recovered by s i. If the repair graph is
configured in a reasonable manner, then it is highly likely
that a repair server si will be able to recover a packet as long
as some repair server upstream on the graph receives the
packet in the original transmission.1 The repair will prop-
agate downstream due to the chain of unicast requests and
retransmissions of the lost packet along each hop of the re-
pair graph. Thus, the likelihood is high that a receiver will
receive a packet on Gi that it would have lost on G0.

Note that because the source and receiver do not partici-
pate in the recovery process, applications that have been and
are being developed to use the standard IP multicast UDP-
like interface can utilize the protocol by simply joining a re-
pair multicast group instead of joining the original multicast
group. Further details can be found in [8].

Repair servers do not maintain state about who has re-
quested a repair. If a repair server, si, receives a request
for a packet from a repair server, sj , and it cannot provide
the packet, si makes no response, and keeps no information
regarding the request. Hence, it is sj’s responsibility to re-
query si at some future point in time if it still desires to re-
ceive the packet from si. If each repair server were to main-
tain state about queries, it would be possible to propagate a
repair through a chain of servers that lost the initial trans-
mission in much less time. However, maintaining such state

1A node A is upstream from another node B if there is a directed path
from A to B.

increases the complexity of the repair server code (which re-
quires a re-request mechanism in any event because requests
themselves might be lost), and is not necessary for the range
of applications that we wish to support with our protocol.

In our system, the organization of the repair graph is
formulated from a centralized process, which then contacts
each repair server to inform it of its connection information.
This centralized process assigns a set of parents to each re-
pair server from which the server may request packet repairs.
One can construct the repair graph from this information
by drawing edges from each repair server to its set of par-
ents. The centralized process can contact servers on occa-
sions when the repair graph needs to be updated (e.g., a re-
pair server in the system fails). However, we expect such up-
dates to be infrequent. We have already built a repair system
that operates in this manner that locates and routes around
faults in the network. Furthermore, repair servers whose ser-
vices are not needed (no receivers are joined to the repair
session, and no repair servers are requesting repairs) can en-
ter a sleeping mode that conserves resources at the host run-
ning the repair server process, as well as in the neighboring
network region. The description of these attributes of the
system is discussed in [9].

2.2 Abstraction of the Underlying Multicast
Network

We evaluate our system through simulation over an abstract
model of the multicast network. Our abstraction of the un-
derlying multicast network attempts to capture several real-
istic features of Internet multicast routing, and at the same
time, avoid unnecessary details that we expect will not sig-
nificantly affect protocol performance. Since we compare
the performance of repair graphs whose nodes consist of the
transmission source and repair servers, our underlying net-
work graph in the model only contains nodes that can po-
tentially serve as repair servers. We do this rather than in-
troduce additional complexity in the model by including in-
termediate nodes that connect repair servers. We expect that
removing these additional nodes does not significantly alter
our results. Our model also does not include the last hop
to the receivers that connect to the repair servers. Because
one of our requirements is that application-level code cannot
be modified to request or detect repair packets, there is little
that can be done to improve the communication performance
between a receiver and its “nearest repair server”. We leave
it to the receiving application (or user of the application) to
its “nearest repair server”, i.e., to choose a group on which
it obtains the best service it can, given the limitations on the
number of repair servers that can be deployed.

2.2.1 Underlying topology

We now discuss our construction of the underlying network
topology. Network nodes, each of which represents a poten-
tial source or repair server, are placed on a two-dimensional



grid in which only a fixed subset of grid squares can contain
nodes. The grid squares which contain nodes represent pop-
ulated areas, such as cities, or, if one prefers a larger scale,
continents. The grid squares that do not contain nodes rep-
resent unpopulated regions or oceans. We use a scaled down
version of what is used in [10] to generate our graphs. In
[10], up to 10,000 receivers are used per sample. Here, we
are only interested in the placement of repair servers, and
expect on the order of 50 nodes to be sufficient for pro-
viding a global repair service: an intelligent placement of
these servers throughout the network will improve the trans-
mission quality for a large majority of receivers within the
network. We randomly select 5 grid squares from a 5x5
square grid to be populated regions. The remaining squares
are oceans (devoid of nodes). We refer to each square that
contains nodes as a continent.

After placing the nodes within the network on the conti-
nents, we randomly assign bi-directional links to connect the
nodes, where the probability of constructing a given link is a
function that decreases with the distance between the nodes
it is to connect. Thus, nodes that are close together are more
likely to be directly connected (it follows that the density of
connectivity is higher within a continent than across conti-
nents). The algorithm to generate links does not terminate
until a path exists between all pairs of nodes.

2.2.2 Building the multicast tree

Once we have generated the underlying network topology,
we choose one node to be the source of the multicast group,
and 20 of the remaining 49 unused nodes to be repair servers
that will participate in the session. The multicast tree is
the shortest-path tree from the source to each of the repair
servers, where a path can proceed through any node within
the underlying graph (whether or not the node has been se-
lected as a repair server). We could perhaps build trees that
are more realistic by increasing the aggregate number of
nodes in the graph beyond 50. Doing so would likely in-
crease the expected hop-count between repair servers. How-
ever, we expect that ISPs will choose repair servers in a
strategic manner, and the shortest path between two nearby
repair servers is likely to closely approximate the Euclidean
distance between them.

2.2.3 Loss and recovery

We represent packet loss on the multicast tree as a Bernoulli
process on each link of the tree. A repair server fails to re-
ceive a packet whenever any link upstream from it (toward
the source) drops a packet. This process captures spatial, but
not temporal, loss correlation observed for multicast trans-
mission. In this paper, we will examine the system’s ability
to recover a single packet that is lost in parts of the network.
For this reason, the fact that we do not capture the temporal
loss correlations between successive transmissions is irrele-
vant.

For the purposes of building the repair graph, we per-
mit each repair server to connect directly to any other repair
server (i.e., the graph in which the 20 repair servers are the
nodes and the edges represent paths for direct communica-
tion is a 20-clique). Again we make the assumption that the
distance along the communication path between two repair
servers closely approximates the Euclidean distance. Con-
structing the graph as such also implies that it is quite possi-
ble for two servers to have a more direct mode for communi-
cation than the path that connects them within the multicast
tree.

We are interested in testing the performance of our sys-
tem under two types of losses on top of the repair graph.
First, we assume that the combined request and repair trans-
missions between two repair servers failing to deliver the re-
pair from the requestee to the requester is a Bernoulli loss
process. Second, we assume that it is possible that a small
number of repair servers (0, 1, or 2) may fail during the ses-
sion. These servers do not respond at all to requests for re-
pairs.

2.2.4 Repair server algorithm

A repair server that detects a missing packet requests a re-
pair immediately, and continues to do so periodically until
the packet is received, or the packet’s deadline for playout
on the locally scoped multicast group expires. In the cur-
rent implementation, the period of the request is a second.
Since all repair servers are likely to detect a packet loss at
approximately the same time (relative to a second), the ith
request from all servers that have not received the packet
occur at approximately the same time, and hence it makes
sense to model the request process as a series of rounds. In
each round, a repair server that has not yet recovered the
packet makes a request to a parent for the packet. Because
repair servers do not maintain state for packet requests, a
repair propagates at most one hop on the repair graph per
round toward a repair server that needs the packet.

3 A Repair-Graph Building Algorithm

We now describe the algorithm we use to generate repair
graphs. Let us quickly review the traits of a “good” repair
graph. We define the reliability of a repair graph more for-
mally as the expected number of packets, averaged over all
repair servers, that can be recovered before the deadline. We
want a repair graph that exhibits a high reliability, close to
1. At the same time, we want to limit our usage of network
resources. Here we assume that the cost of a transmission be-
tween repair servers equals the Euclidean distance between
those servers. This is not an unreasonable assumption. At
present, leased-line providers charge by the mile.

We also impose several additional requirements based on
observations of trials of our prototype implementation [9].
The algorithm should be robust in environments where there



are losses of repair packet transmissions, as well as over
single node failures. Robustness over multiple node fail-
ures is of course preferred. However, it is unlikely that two
nodes’ times of failure will overlap.2 Last, we assume that
the only information that is available to the algorithm is the
geographical location of the source and of the repair servers
in the network: this information allows us to compute the
Euclidean distance between pairs of repair servers and be-
tween the source and any repair server. Thus, we will not
need to obtain accurate routing information, nor do we re-
quire initial estimates of the loss rates between various pairs
of repair servers.

3.1 Toward a Robust Repair Graph

Before embarking on a description of our repair-graph build-
ing algorithm, we first describe at a higher level what moti-
vated us to construct the algorithm the way we did.

3.1.1 A ring at the top

If the data source for a session participates in the repair pro-
tocol, then ensuring that a repair server eventually receives
a copy of a lost packet (barring a node failure, a flushing
of the source’s cache, or a deadline expiring) is simply a
matter of rooting the repair graph at the source (making the
source upstream from all repair servers). However, our as-
sumption that the application code cannot be modified does
not allow us to include the data source in the repair graph.
This means that it is conceivable that in some instances, the
original transmission of a packet is lost by all repair servers,
and is therefore unrecoverable. While we cannot hope to
recover from such occurrences, we can try to construct a re-
pair graph that gives a high likelihood of recovery in a small
number of rounds in most loss scenarios by ensuring that a
few hops upstream, there is a repair server that has a high
likelihood of receiving the packet.

One method for locating such a repair server would be to
observe the traffic for some period of time, and then perform
a correlation study for each repair server to determine which
server would best suit its needs for repair. However, such
a process complicates the protocol, and with traffic patterns
changing over time in the network, it is not clear that such a
solution would be effective. Instead, we make the following
observation: nodes with a smaller Euclidean distance to the
source are more likely to lie upstream (nearer to the source)
on the underlying multicast tree, and it follows that in most
cases, it is more likely that these servers will receive the orig-
inal data transmission, and subsequently be able to provide
repairs.

Our solution is to identify a small set of repair servers
that are near the source, such that it is most likely that if any

2The central point of control maintains periodic contact with each server
at a rate such that the system is capable of detecting node failures in under a
minute [9], and in this same period of time it should be possible to restruc-
ture the repair graph to avoid the failed node.

repair server receives a packet, then the packet was received
by some repair server in this small set. We then connect
the servers in the small set in the form of a ring so that if
any of them receive the packet, then all of them should re-
ceive the packet as the packet propagates around the ring.
The remaining repair servers are connected to the ring from
downstream, so that any packet that is received by some re-
pair server within the ring can subsequently be obtained by
any repair servers downstream.

We note that if it is possible to co-locate a repair server at
the location of the data source, then the process of locating a
ring of repair servers that surround the source can be omitted.
For the remainder of the paper, we assume that the source is
located at a point that does not permit the co-location of a
repair server, necessitating the construction of the ring.

3.1.2 Two Trees

A “good” repair graph efficiently distributes repairs from
servers that are more likely to receive data in the initial trans-
mission to those servers that are less likely to receive the
data. Most often, a tree is constructed for this purpose [3, 4,
5, 7], since it is the most efficient means of producing a fully
connected graph (a path exists from the root of the tree to
each node). However, a node failure, unless lying at a leaf of
the tree, would partition the tree and prevent propagation of
repairs from nodes on one side of the partition to the other.
To overcome this drawback, we need to construct a repair
graph that has the efficiency close to that of a tree, but also
has the ability to route around such node failures.

3.2 Our solution

At a high level, our solution is the following:

� Select the 3 nodes that are likely to surround the source
and construct a ring from these nodes with edges that
is bi-directional (directed edges are chosen going both
in the clockwise and counter-clockwise direction).

� Treating the three nodes in the ring as a single node,
construct a primary tree with high reliability and low
cost from the remaining nodes, rooted at the node that
represents the ring.

� Remove the (directed) edges used in the primary tree,
and generate a secondary tree rooted at the ring on the
remaining edges. We would like to construct this sec-
ondary tree such that the graph built by concatenating
the ring and two trees together results in a graph that
can route around any single node failure.

� During each round, a repair server that has not yet re-
ceived a copy of the packet chooses an edge on the
graph generated by the concatenation of the ring and
the two trees, and requests the repair from the node at
the other end of the edge.



(a) Minimum Spanning Tree (b) Shortest Path Tree (c) A “good” tree

Figure 2: Various Trees built on top of a 6-clique, where the white node is the root.

We now describe the algorithm to construct the trees.
We postpone our discussion of how we choose the three
nodes from which we build the ring. For the time-being, the
reader should assume that the three node ring has already
been formed. The resulting tree that is constructed by the
following algorithm extends from the ring, i.e., the ring can
be thought of as a super-node that roots the tree.

The algorithm that constructs the primary tree is a modi-
fication of an algorithm that generates a minimum-spanning
tree (MST). An MST is the tree with the lowest link cost.
However, there are some nodes in an MST whose path from
the root contain many hops. In our model, since packets are
dropped on each hop with equal probability, and since packet
repairs traverse a single hop in each round for a fixed number
of rounds, the level of reliability decreases at a repair server
as the number of hops to repair servers increases. To in-
crease reliability, the number of hops from the ring to repair
servers must be decreased. The tree with the fewest number
of hops to each repair server is a shortest path tree rooted at
the ring (where a path’s length is the number of hops con-
tained within the path). Since edges are permitted between
any pair of repair servers, the shortest path tree connects each
repair server directly to a repair server that lies within the
ring. This introduces several long, high-cost edges into the
repair graph. Ideally, we want to build a tree where long
links in a repair graph are shared by several repair servers
that are near to one another. For instance, looking at this
in terms of a network spread out over several continents, it
makes sense to form trees where only a single link connects
repair servers across continents, but the path from a repair
server to this cross-continental link has a small number of
hops.

Figure 2 shows the difference between a minimum span-
ning tree, a shortest path tree, and a tree we consider ideal.
In all three graphs, the node locations are identical, only the
edges used to connect the nodes change. In the minimum
spanning tree (Figure 2(a)), there is a node that is 5 hops
from the source (white node). In the shortest path tree (Fig-
ure 2(b)), all nodes are one hop from the source, but most
are connected using long-length edges. In the “good” tree
(Figure 2(c)), most edges are of short length, and nodes are
at most two hops from the source.

3.2.1 Construction of the primary tree

The algorithm to construct the primary tree adds one node at
a time, and relies on two measures of distance within the tree
and network. We write c(n;m) for the Euclidean distance
from a node n to a node m, and measure the network cost
for sending a repair over link (n;m) as being proportional to
c(n;m). We define h1(n) to be to be the minimum number
of hops it takes along in the primary tree to travel from a
node in the ring at the root of the tree to node n. Note that
h1(n) is only defined for a node n after the node has been
added to the tree.

1. Let N be the set of nodes without a path on the tree to
the ring.

2. Let M be the set of nodes with a path on the tree to
the ring.

3. While N is non-empty

4. Select n 2 N and m 2 M such that c(n;m) +
�h1(m) � c(n0;m0) + �h1(m

0) for all other n0
2

N;m0
2M .

5. Add directed edge (n;m) to the graph.

6. end while

Figure 3: An iteration of the algorithm to build Tree 1

Figure 3 presents the main iteration within the body of
the algorithm used to generate the primary tree. The three
nodes that form the ring near the source are connected and
placed in the set, M , of nodes which have a path on the tree
to a node within the ring. N is initially the set of the remain-
ing nodes. Each time the iteration of the body is performed,
a node is moved from M to N . When M is empty, all nodes
are attached to the tree and the algorithm is complete. The
value chosen for the parameter, �, affects the shape of the
primary tree. If � is zero, then the algorithm generates an
MST: the link with lowest cost that connects to the tree and
does not form any cycles is always added on a given itera-
tion. As � is increased, more emphasis is placed on mini-
mizing the number of hops from the ring to a repair server.
As � tends toward infinity, the resulting tree converges to-
ward the shortest path tree (where path length is the number
of hops in the path).

We now describe the construction of the ring that forms



the root of the repair tree. The objective is to try and “sur-
round” the paths on the multicast tree from the source with-
out underlying knowledge of the multicast tree. We want to
keep small the number of nodes that we place within the ring
to minimize the maximum hop-count to propagate a repair
to all repair servers in the ring. To accomplish these tasks,
we run the algorithm to build the primary tree, rooted at the
source, and then perform a breadth-first search on the result-
ing tree. When two nodes have the same path length from
the source, we give precedence to the node with the smaller
aggregate edge cost. The first three nodes we come across
are the nodes that form the ring. In the ring that roots the
primary tree, directed edges are chosen such that the third
node obtained in the breadth first search recovers from the
second node, which recovers from the first, which recovers
from the third. After this ring is formed, the algorithm to
generate the primary tree is rerun, with M initially set to the
three nodes that form the ring. This result is a set of trees,
which, when joined to the set of edges in the ring in one
direction, is a single tree plus one additional edge.

3.2.2 Construction of the secondary tree

For the secondary tree, the ring at the root of the tree con-
tains the same set of nodes as the ring that roots the primary
tree, but the edge directions are reversed (i.e., the first node
added to the ring recovers from the second, which recovers
from the third, which recovers from the first). All directed
edges used within the primary tree are removed from the un-
derlying graph so that the secondary tree and primary tree
share no common, directed edges. Note, however, that if di-
rected edge (m;n) is in the primary tree, we permit the edge
(n;m) in the secondary tree.

The main purpose of the secondary tree is to ensure that
the graph built from the concatenation of the two trees can
route around any node failure. We accomplish this by re-
stricting the set of edges that can be used in the secondary
tree to those that satisfy certain depth requirements. We de-
fine h2(n) in a manner similar to the definition of h1(n): a
value is assigned to h2(n) once node n has been added to
the secondary tree, where h2(n) equals the minimum num-
ber of hops it takes along in the secondary tree to travel from
a node in the ring at the root of the tree to node n.

Figure 4 presents the main iteration within the body of
the algorithm used to generate the secondary tree. Note that
this algorithm is similar to the algorithm used to build the
primary tree: a node is added to the tree when, compared
to the other nodes that can be added, it minimizes a com-
bination of link cost and hop count. As in the algorithm
that builds the primary tree, the relative weights of the link
cost and hop count depend on the choice of �. This algo-
rithm imposes an additional requirement on the node being
added: a node, n, can attach downstream from a node m
only if h1(n) � h1(m) within the primary tree. This ad-
ditional property guarantees that the graph formed from the
edges from both trees can route around any single node fail-

1. Let N be the set of nodes without a path on the tree to
the ring.

2. Let M be the set of nodes with a path on the tree to
the ring.

3. While N is non-empty

4. Select n 2 N and m 2 M where h1(n) � h1(m),
such that c(n;m) + �h2(m) � c(n0;m0) + �h2(m

0)
for all other n0

2 N;m0
2 M where h1(n

0) �

h1(m
0).

5. Add directed edge (n;m) to the graph.

6. end while

Figure 4: An iteration of the algorithm to build Tree 2

ure. This is proven formally in [11]. The proofs are omitted
here due to space restrictions.

We conclude this section by noting each node in the ring
has two parents (the other two nodes in the ring). Each node
that is not in the ring also has two parents: a node in each
tree, or, for each time its parent is the ring (represented as a
super-node), it has a distinct node in the ring as a parent. It
follows that if each repair server requests repairs from both
of its parents, any repair that was received by a node within
the ring will eventually reach all other nodes.

4 Evaluation

In this section, we evaluate the performance of our algorithm
via simulation. Our evaluation proceeds in three steps. First,
we determine an appropriate value for the tunable parameter,
�, that achieves a low cost while maintaining a high likeli-
hood of packet recovery (i.e., reliability) for all receivers.
We will see that using a value of � = 1 within the algorithm
results in trees that use long, higher cost links infrequently
(keeping cost low), and have a low hop-count for most re-
pair servers to recover the packet (keeping reliability high).
Next, we consider the impact of building the repair graph as
the concatenation of two trees rather than building it as just a
single tree. We find that utilizing the links on the secondary
tree causes a small increase in cost and a small reduction in
reliability in the case where there are no node failures, but
that when node failures occur, requesting repairs from the
secondary tree can increase reliability significantly. Last, we
examine the impact on reliability and cost as we vary the
loss rate on both the multicast tree and on the recovery tree.
We find that the loss rate on the multicast tree reduces reli-
ability of the repair graph, but this reduction applies to any
generated repair graph. Hence, the repair graph generated
with � = 1 in which both repair trees are utilized in the re-
pair process remains the preferred option. We find that loss
on the repair graph has much less of an impact on both cost
and reliability than having this loss on the original multicast



distribution tree.
We run simulations as follows: A simulation configu-

ration consists of a choice for �, a fixed loss rate on links
of the multicast tree, a fixed loss rate on links of the repair
tree, a fixed number (0, 1 or 2) of nodes that fail (are un-
able to forward repairs), and a round schedule that indicates
per round from which tree (primary or secondary) a repair
server selects its parent to issue its repair request. For each
configuration, we perform 500 runs. Each run consists of
the following steps: First, we randomly generate a network,
and randomly choose 21 out of the 50 nodes to be possible
repair servers and multicast source. We then choose 10 dif-
ferent nodes at random to be the multicast source. For each
choice of multicast source, we generate a multicast tree and
repair graph (where the remaining 20 nodes chosen are re-
pair servers). In the case where we have either one or two
node failures, we iterate over all possible combinations of
nodes failing, considering each combination once. We then
transmit 10 packets, record how many repair servers were
able to recover the packet by the end of each round, and what
the cumulative cost of transmissions was at the end of each
round. We average over all results, giving equal weight to
each packet transmission in each run, to obtain the reliabil-
ity and average cost.

Figure 5 demonstrates how varying � impacts the relia-
bility and cost of a repair session. Here, there is no loss of
transmissions between repair servers, and there are no node
failures. The loss rate on each link during the original mul-
ticast transmission of the packet is :03. Each repair server
issues a request along the primary tree during the first four
rounds, and switches to the secondary tree during the last
four rounds, and gives up trying to obtain a packet after eight
rounds. On the x-axis of both Figures 5(a) and 5(b), we vary
the number of rounds. The y-axis of Figure 5(a) indicates
the average level of reliability, and the y-axis of Figure 5(b)
indicates the average cost. Points plotted at x = 0 in Fig-
ure 5(a) indicate levels of reliability of the original multicast
session (without any repairs). The various curves plot relia-
bility and cost as a function of round for different values of
�.

We see that by increasing �, we can increase the relia-
bility of the repair graph. This is because a high value of �
increases the weight of the hop-count component within the
metric that the tree generating algorithm tries to minimize.
As a result, the length of the path from a node in the ring at
the root of the graph to the repair server is decreased. This in
turn decreases both spatial correlation of loss and the max-
imum number of hops that a repair needs to travel in worst
case scenarios. However, cost increases, since repair servers
are less likely to choose parents that are nearby neighbors,
and more likely to choose parents that are near to the source.
A value of � = 10 is most often a star, with each repair
server connecting directly to some node in the ring at the
root. A value of � = 0 produces a minimum spanning tree
(if we consider the ring at the root as a single node before
applying the MST algorithm).
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Figure 5: How changing � changes reliability and cost

We see a significant increase in reliability as we vary �
from 0 to 1, and a significant increase as well when it is
varied from 1 to 10. However, the increase in cost as we
vary � from 0 to 1 is not nearly as significant as it is when it
is varied from 1 to 10. We conclude that it makes the most
sense to choose a value of � close to 1, since this gives a
significantly higher level of reliability than that for � = 0
without a significant increase in cost.

Figure 6 demonstrates how utilizing a second tree can
increase reliability in the event of node failures. Because
our simulations use identical loss rates on all links, one does
not achieve any significant gain in reliability by utilizing a
second graph when there are no node failures. However, us-
ing a single repair tree, a node failure might partition a set
of repair servers that lost a packet from the set of nodes that
might be able to repair the loss. Figure 6(a) demonstrates the
impact that a single node failure has (recall we average over
all possible configurations of the location of the node fail-
ure), and Figure 6(b) demonstrates the impact of two node
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Figure 6: The second tree’s impact on node failures

failures at once. Again we vary the number of rounds on the
x-axis and the reliability on the y-axis. The different curves
represent different orderings of repair graphs used per round.
For instance, the curve labeled “4x(1,2)” means that on odd
rounds, the parent is chosen from the primary tree, and from
the secondary tree on even rounds. We see that switching
to the secondary tree allows a higher level of reliability, and
this is exemplified in the unlikely event that there is more
than a single node failure at any given point in time.

Figure 7 demonstrates the effect of varying the loss rate
on the original multicast tree (labeled p) and on the repair
tree (labeled P ). We see that varying the loss rate on the
original multicast tree has a larger impact on both the relia-
bility and cost of the repair server system than similar vari-
ations in loss rate on the repair transmissions. This is not
surprising, since increasing the loss rate on the original mul-
ticast tree increases the expected number of receivers that
need additional repairs. Increasing the loss rate on the repair
tree only affects the reliability of the subset of receivers that
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Figure 7: The impact of loss on reliability and cost

did not receive the initial transmission, and therefore this has
a smaller impact on overall reliability.

Last, we find that the conclusions drawn by examination
of Figures 5 and 6 remain the same for the loss rates depicted
in Figure 7. In other words, we find that for reasonable loss
rates, a value of � = 1 and alternating parents between the
two repair trees over the various rounds provides a repair
system that exhibits the most desirable tradeoff between low
cost and high reliability.

5 Related Work

IP multicast [1] is designed as a best-effort service, shifting
the responsibility of providing some sort of reliable deliv-
ery to the protocol layers that lie above the network layer.
Several early works examine reliable multicast in networks
where no explicit knowledge of participant location was nec-
essary [12, 13]. However, the current preferred means to



achieve a reliable multicast that scales to a large number of
receivers is to form some sort of hierarchical structure in the
network. The idea was first developed into a protocol by
Paul et al [3] by building the hierarchy from participating
receivers.

Providing better-than-best-effort service for deadline-
driven traffic, such as audio and video applications, was ex-
amined independently by Maxemchuk et al in [8], Xu et al in
[2], and Lucas et al in [5]. In these works, receivers request
repairs from other receivers. The goal is to repair as many
lost packets before their deadlines as possible, rather than
providing full reliability, as would be necessary for a data-
transfer. Xu’s work was extended in [6] to demonstrate the
performance benefits of including waypoints: servers inside
the network dedicated to improving protocol performance.
In the application presented in that paper, waypoints act as
repair servers, and reduce the repairing load on receivers in
the session.

A variety of works [2, 6, 7, 14, 15] present different
algorithms for generating the repair hierarchy that can be
used to provide reliable multicast. All of these approaches
build their repair graphs dynamically using distributed algo-
rithms. A dynamic algorithm to build the repair graph can
customize the graph precisely to the current networking con-
ditions. The distributed nature allows the algorithm to scale
to a large number of tree participants. However, our results
indicate that a simple, static, centralized algorithm builds a
repair graph that is sufficient for our needs, both in terms of
reliability and scalability.

6 Future Directions and Conclusion

We have proposed and examined a simple, static, centralized
algorithm to build a repair graph to provide resilient multi-
cast support to real-time multicast sessions that can tolerate
small playback delays. The simplicity of the algorithm is due
to the high level of abstraction of our underlying network
model, and because decisions that are made infrequently are
centralized. We start by limiting the set of features in the
network that we model to only those that we believe are im-
portant, and design an algorithm that provides a high level
of reliability while maintaining a low link utilization cost for
this simple model. The simplicity of the algorithm makes
the system easy to deploy, and its static, centralized nature
facilitates understanding and/or debugging of the protocol in
a real Internet environment.

We are currently incorporating our algorithm into our ex-
isting repair service system and will next examine its effec-
tiveness at providing repairs within the actual Internet. It
would also be of interest to compare the level of reliability
and link utilization cost of our approach with the protocols
that build their repair graphs in a distributed, dynamic fash-
ion to see whether the performance gains due to dynamic
adaptation warrant the resulting additional complications in
deployment.
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Abstract— In this paper, we present an end-to-end adaptation scheme,
called the enhanced loss-delay based adaptation algorithm (LDA+) for regu-
lating the transmission behavior of multimedia senders in accordance with
the network congestion state. LDA+ uses the real-time transport protocol
(RTP) for collecting loss and delay statistics which are then used for adjust-
ing the transmission behavior of the senders in a manner similar to TCP
connections suffering from equal losses and delays. The performance of
LDA+ is then investigated by running several simulations as well as mea-
surements over the Internet. Additionally, by conducting simulations, the
performance of LDA+ is compared to that of other TCP-friendly congestion
control schemes presented in the literature.

I. INTRODUCTION AND MOTIVATION

While congestion controlled TCP connections carrying time
insensitive FTP or WWW traffic still constitute the major share
of the Internet traffic today [1], recently proposed real-time mul-
timedia services such as IP-telephony and group communication
will be based on the UDP protocol. While UDP does not offer
any reliability or congestion control mechanisms, it has the ad-
vantage of not introducing additional delays to the carried data
due to retransmissions as is the case with TCP. Additionally, as
UDP does not require the receivers to send acknowledgments for
received data, UDP is well suited for multicast communication.
However, deploying non-congestion controlled UDP in the In-
ternet on a large scale might result in extreme unfairness towards
competing TCP connections as TCP senders react to congestion
situations by reducing their bandwidth consumption and UDP
senders do not. Therefore, UDP flows need to be enhanced with
control mechanisms that not only aim at avoiding network over-
load but are also fair towards competing TCP connections, i.e,
be TCP-friendly. TCP-friendliness indicates here, that if a TCP
connection and an adaptive flow with similar transmission be-
haviors have similar round trip delays and losses both connec-
tions should receive similar bandwidth shares. As an oscillative
perceived QoS is rather annoying to the user, multimedia flows
require stable bandwidth shares that do not change on the scale
of a round trip time as is the case of TCP connections. It is, thus,
expected that a TCP-friendly flow would acquire the same band-
width share as a TCP connection only averaged over time inter-
vals of several seconds or even over the entire life time of the
flow and not at every time point [2].

In this paper, we describe a new scheme called the loss-delay
based adaptation algorithm (LDA+), that adapts the transmission

rate of UDP-based multimedia flows to the congestion situation
in the network in a TCP-friendly manner. Basically, LDA+ regu-
lates the transmission rate of a sender based on end-to-end feed-
back information about losses, delays and the bandwidth capac-
ity measured by the receiver. With no observed losses, the sender
can increase its transmission rate additively otherwise it needs to
reduce it multiplicatively.

The work presented here is an extension of previous work pre-
sented in [3]. We have updated this work based on more recent
proposals for analytical models of TCP [4], improved the used
approach for dynamically determining the additive increase rate
and finally the new algorithm avoids using parameters that had
to be statically set by the user in the older version.

In Sec. II we take a brief look at some of the available TCP-
friendly schemes in the literature. LDA+ is then presented in
Sec. III. The performance of LDA+ is then investigated us-
ing simulations in Sec. V and measurements over the Internet
in Sec. V. LDA+’s performance is compared to that of other
schemes in Sec. VI.

II. BACKGROUND AND RELATED WORK

Recently, there has been several proposals for TCP-friendly
adaptation schemes that either use control mechanisms similar
to those of TCP or base the adaptation behavior on an analytical
model of TCP.

Rejaie et al. present in [5] an adaptation scheme called the
rate adaptation protocol (RAP). Just as with TCP, sent packets
are acknowledged by the receivers with losses indicated either
by gaps in the sequence numbers of the acknowledged packets
or timeouts. The sender estimates the round trip delay using the
acknowledgment packets. If no losses were detected, the sender
periodically increases its transmission rate additively as a func-
tion of the estimated round trip delay. After detecting a loss the
rate is multiplicatively reduced by half in a similar manner to
TCP.

Jacobs [6] presents a scheme called the Internet-friendly pro-
tocol that uses the congestion control mechanisms of TCP, how-
ever, without retransmitting lost packets. In this scheme, the
sender maintains a transmission window that is advanced based
on the acknowledgments of the receiver which sends an ac-
knowledgment packet for each received data packet. Based on



the size of the window the sender estimates then the appropriate
transmission rate.

Padhye et al. [4] present an analytical model for the average
bandwidth share of a TCP connection (rTCP)

rTCP =
M

tRTT

q
2Dl
3

+ tout min

�
1; 3

q
3Dl
8

�
l (1 + 32l2)

(1)

with M as the packet size, l as the loss fraction, tout as the TCP
retransmission timeout value, tRTT as the round trip delay andD
as the number of acknowledged TCP packets by each acknowl-
edgment packet.

Using this model Padhye et al. [7] present a scheme in which
the sender estimates the round trip delay and losses based on the
receiver’s acknowledgments. In case of losses, the sender re-
stricts its transmission rate to the equivalent TCP rate calculated
using Eqn. 1 otherwise the rate is doubled.

Additionally, various schemes have been proposed for the
case of multicast communication such as [8], [9], [10] that aim at
using a TCP-friendly bandwidth share on all links traversed by
the multicast stream.

III. THE ENHANCED LOSS-DELAY BASED ADAPTATION

ALGORITHM (LDA+)

With most of the adaptation schemes presented in the litera-
ture [5], [4] the sender adapts its transmission behavior based on
feedback messages from the receiver sent in short intervals in the
range of one or a few round trip delays. This is particularly im-
portant for the case of reliable transport where the sender needs
to retransmit lost packets. Additionally, with frequent feedback
messages the sender can obtain up-to-date information about the
round trip delay and, hence, use an increase in the round trip de-
lay as an early indication of possible congestion.

On the contrary, LDA+ was designed to use the real time trans-
port protocol (RTP) [11] for exchanging feedback information
about the round trip time and the losses at the receiver. As RTP
is currently being proposed as an application-level protocol for
multimedia services over the Internet, using RTP would ease
the introduction of adaptation schemes in the context of such
services. RTP defines a data and a control part. For the data
part RTP specifies an additional header to be added to the data
stream to identify the sender and type of data. With the con-
trol part called RTCP, each member of a communication session
periodically sends control reports to all other members contain-
ing information about sent and received data. However, with
RTP, the interval between sending two RTCP messages is usu-
ally around five seconds. The in-frequency of the RTCP feed-
back messages dictates that an RTP sender can not benefit fast
enough from rapid changes in the network conditions. Thus, the
goal of RTCP-based adaptation is to adjust the sender’s transmis-
sion rate to the average available bandwidth and not react to rapid
changes in buffer lengths of the routers for example. This might
be actually more appropriate in some cases than rapidly chang-
ing the transmission rate at a high frequency.

A. Measurement of Characteristics of Internet Paths

From Eqn. 1 it is obvious that for determining a TCP-friendly
bandwidth share losses as well as delays on the links between
the sender and receiver need to be taken into account. Addition-
ally, the sender should not increase its transmission rate above
the bottleneck rate of the link, i.e., the bandwidth of the smallest
router on the path connecting the sender to the receiver.

As already mentioned, LDA+ uses RTP for transporting con-
trol information between the sender and the receiver. RTCP mes-
sages already include information about the losses and delays
noticed in the network. Losses are estimated at the receiver by
counting the gaps in the sequence numbers included in the RTP
header of the data packets. The round trip delay is estimated by
including a timestamp in the sender reports indicating the time
the report was generated. The receiver includes in its reports the
timestamp of the last received sender report (TLSR) and the time
elapsed in between receiving that report and sending the receiver
report (TDLSR). Knowing the arrival time (t) of the RTCP re-
ceiver report the sender calculates the round trip time (� ) as fol-
lows:

� = t� TDLSR � TLSR (2)

This calculation requires no synchronization between the clocks
of the sender and receiver and is therefore rather accurate.

Further, we enhanced RTP with the ability to estimate the
bottleneck bandwidth of a connection based on the packet pair
approach [12]. With this enhancement, the sender periodically
transmits a number of data packets in bursts. Based on the time
gaps (G) between two packets of size S the receiver can estimate
the bottleneck bandwidth (B) as follows:

B =
S

G
(3)

For detailed information about the probing process and meth-
ods for filtering out wrong estimates see [13], [14]. The infor-
mation about which packets constitute the probing burst are then
included in the sender RTCP messages. The results of the bottle-
neck estimation are reported in the receiver reports. The choice
of running the measurement of the bottleneck bandwidth after
the sending of each RTCP sender report, i.e., in intervals of min-
imally 5 seconds, or every few ones should be left to the appli-
cation.

B. Rate Adjustment with LDA+

LDA+ is an additive increase and multiplicative decrease al-
gorithm with the addition and reduction values determined dy-
namically based on the current network situation and the band-
width share a flow is already utilizing. During loss situations
LDA+ estimates a flow’s bandwidth share to be minimally the
bandwidth share determined with Eqn. 1, i.e., the theoretical
TCP-friendly bandwidth share determined using the TCP model.
For the case of no losses the flow’s share can be increased by a
value that does not exceed the increase of the bandwidth share



of a TCP connection with the same round trip delay and packet
size.

In the detail, after receiving themth receiver report the sender
estimates the bandwidth share (rm) it should be using as follows:
No loss situation: In this case, the sender can increase its esti-
mation of its TCP-friendly bandwidth share by an additive in-
crease rate (A). To allow for a smooth increase of A and to al-
low flows of smaller bandwidth shares to increase their transmis-
sion rates faster than competing flows with higher shares, A is
determined in an inverse relation to the ratio of the bandwidth
share (rm-1) the sender is currently consuming and the bottleneck
bandwidth (R) of the path connecting the sender to the receiver.
Thus with an initial transmission rate of (r0), an initial additive
increase value of _A, A would evolve as follows:

Aadd1 = (2�
r0

Ri

)� _A (4)

Aaddm = (2�
rm-1

R
)�Am-1 (5)

Both r0 and _A are set by the user but should be kept small relative
to the bottleneck bandwidth.
To limit the rate increase maximally to the bottleneck bandwidth
a second value of A is determined that converges to 0 as the
bandwidth share of the flow converges to the bottleneck band-
width. One function that fulfills this requirement is the exponen-
tial function in the form of

Aexpm = (1� exp�(1�
rm-1
R

))� rm-1 (6)

Finally, an RTP flow should not increase its bandwidth share
faster than a TCP connection sharing the same link. With T sec-
onds between the reception of two receiver reports and a round
trip delay of (� ) a TCP connection would increase its transmis-
sion window by P packets with P set to

P =

T=�X
p=0

p =
(T
�
+ 1)� T

�

2
(7)

with the window size being increased by one packet each round
trip delay. Averaged over T, the sender should maximally in-
crease its estimation of its bandwidth share by

ATCPm =
P

T
!

T
�
+ 1

2� �
(8)

The additive increase value (Am) is then set to

Am = min(Aaddm ; Aexpm ; ATCPm) (9)

Finally, rm is determined as

rm = rm-1 +Am (10)

Loss situation: For the case that the receiver reports a loss
value of l, the transmission rate (rm) is determined as follows:

rm = max(rm-1 � (1�
p
l); rTCP) (11)

with rm-1 as the rate currently used by the sender and rTCP deter-
mined using the TCP-model of Eqn. 1. Additionally, the increase
factor (A) is reset to _A.

IV. PERFORMANCE INVESTIGATION OF LDA+ USING

SIMULATIONS

For testing the performance of LDA+ we have conducted a
large set of simulations investigating various aspects that might
influence the behavior of LDA+. Among those tests we have in-
vestigated the robustness of LDA+ to various settings like num-
ber of competing flows, type and load of competing traffic, round
trip delays, buffer management and length as well as the initial
values of the scheme itself such as initial transmission rate and
increase rate. Due to the lack of space we present here only a
set of results describing the behavior of LDA+ in the presence of
WWW traffic under different delays and the effects of the length
of the report intervals on the efficiency of LDA+.

For testing the performance of LDA+ we used a simple topol-
ogy, see Fig. 1, consisting of a bottlenecked link connecting m
RTP-based senders and receivers,nTCP-based FTP connections
and k WWW servers. The TCP connections were based on the
Reno TCP specifications with fast retransmission and fast recov-
ery algorithms [15]. The LDA+ and FTP sources were modeled
as greedy sources that always had data to send at the rate allowed
by the congestion control mechanism. The WWW servers gener-
ated short TCP connections with each connection lasting for the
time required to carry a number of packets drawn from a Pareto
distribution with the factor of 1.1 and a mean of 20 packets. Af-
ter the end of a TCP connection the server paused for a period of
time drawn from a Pareto distribution with a factor of 1.8 and a
mean of 0.5 seconds [16] before starting a new connection.

The link had a capacity of 10 Mb/s and a propagation delay of
� . The bottlenecked router (Router1) introduced a maximal ad-
ditional delay of �q seconds due to the buffering of the data. The
second router (Router2) served only as a distributer of the data
to the end systems and did not introduce losses or delays to the
transported data. The routers used random early drop (RED) [2]
for buffer management. A RED gateway detects incipient con-
gestion by computing the average queue size. When the average
queue size exceeds a preset minimum threshold the router drops
each incoming packet with some probability. Exceeding a sec-
ond maximum threshold leads to dropping all arriving packets.
This approach not only keeps the average queue length low but
ensures that all flows receive the same loss ratio and avoids syn-
chronization among the flows. Actually, the measurements pre-
sented later and simulation studies conducted in [17] suggest that
the performance of LDA+ was not affected by the used buffer
management scheme. The maximum and minimum thresholds
were set in this study to 0.8 and 0.3 of the maximum buffer size.

The packet size was set to 1000 bytes, _A to 5 kb/s and all the
RTP connections started at the same time with an initial trans-
mission rate ( _R) of 10 packets/sec.

Similar to [5], the TCP-friendliness (F ) of LDA+ was deter-
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mined as

F =
rRTP

rTCP
(12)

with rRTP as the goodput of the RTP connection and rTCP as the
goodput of the TCP connection.

A. Performance of LDA+ in the Presence of WWW Traffic

For testing the performance of LDA+ when competing with
long-lived TCP connections and bursty WWW traffic we used
the simulation topology depicted in Fig. 1 with (n = m = k =

N = 27) and various round trip propagation delays (� ) and max-
imum buffering delays (�q). Each simulation was repeated four
times with each run lasting for 1000 seconds. The first 200 sec-
onds were considered as a transient phase and were not taken into
account in the here presented results.

Tab. I depicts the average values for the rate (r), standard devi-
ation among the average rates of the flows (�), the fairness index
(F ) and the router utilization level (u) achieved for the simula-
tions. The results presented in Tab. I suggest that LDA+ achieves
acceptable friendliness values between 0.7 and 1 for a wide range
of round trip delays (� ) and buffering delays (� q).

�q (sec) 0.10 0.50
� (sec) r � F u r � F u

0.1 155.9 4.0 0.85 0.87 148.5 7.3 0.82 0.87
0.2 134.7 4.9 0.72 0.84 156.3 10.3 0.88 0.88
0.4 134.0 8.5 0.78 0.80 168.6 15.1 1.02 0.88

TABLE I

ACHIEVED AVERAGE RATE AND FAIRNESS FOR LDA+ WITH 27 TCP, 27

LDA+ AND 27 WWW SERVERS COMPETING FLOWS

Fig. 2 displays the temporal behavior of two arbitrarily chosen
LDA+ flows for the case of two different values of � . We notice
that while the LDA+ flows show some oscillations, these oscil-
lations are only around �30% of the average values and occur
on a slow time scale.

When investigating the interaction between adaptive flows
and long-lived TCP connections one aims at achieving an equal
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Fig. 2. Temporal behavior of LDA+

bandwidth distribution among the competing flows. For the case
of short lived connections, however, those performance metrics
can not be used. Short lived connections do not carry enough
data in order to fully utilize a bandwidth share similar to that of a
long lived TCP connection. With the WWW server model we are
using in this paper the average connection carries about 20 pack-
ets. Hence, those short lived TCP connections will usually send
their data in a few round trip times. To test the effects of intro-
ducing LDA+ flows to a network inhibited by short lived TCP
connections we compare the bandwidth share those short lived
connections can assume when competing with LDA+ flows on
the one hand and when competing with long lived TCP connec-
tions on the other. In this case, we expect that the bandwidth
share of the short lived TCP connections should be in both cases
rather similar.

For the simulation topology depicted in Fig. 1 with a RED
router, round trip propagation delay (� ) of 0.4 seconds, queuing
delay of 0.1 seconds and a link bandwidth of 10 Mb/s we ran two
simulations with 27 FTP connections and 27 WWW servers in
the first case and 27 LDA+ flows and 27 WWW servers in the
second.

Fig. 3 shows the bandwidth distribution for the case of WWW
traffic competing with LDA+ flows on the one hand and with
long lived TCP connections, i.e., FTP connections on the other.
While the LDA+ flows receive a much higher bandwidth share
than the WWW traffic, the share of the LDA+ flows is similar
to that of the TCP connections under the same conditions. This
suggests that adding LDA+ flows to the network does not affect
the performance of the WWW traffic under the simulated situa-
tion any different than long lived TCP connections do.

B. Effects of the RTCP Intervals on the Performance of LDA+

To investigate the possible benefits of using smaller intervals
we simulated the topology depicted in Fig. 1 with 27 LDA+
flows competing for a bottleneck of 10 Mb/s. As background
traffic we used 27 WWW servers. The round trip propagation
delay � was set to 0.4 seconds and the maximum queuing delay
(�q) to 0.1 seconds. Each simulation was run for 500 seconds and
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Fig. 3. Bandwidth sharing for the case of WWW traffic competing with FTP or
LDA+ flows

the presented results are the average values of 10 simulation runs
with different seed values.

Congestion in packet switched networks is manifested by
buffer overflows at the routers. That is, a constantly filled buffer
is a good indication of a highly congested network. Network un-
derutilization is on the other hand indicated by empty buffers. To
investigate the effects of changing the RTCP interval on the net-
work congestion state, in our simulations we measured the time
the buffer was observed to be occupied to a certain percentage
of the maximum buffer, see Fig. 4. That is, for the case of RED
buffer management, the results depicted in Fig. 4(b) reveal that
0 to 0.1 of the buffer was occupied for 48% of the simulation time
for the case of an RTCP sending interval of 5 seconds and the
range between 0.1 and 0.2 of the buffer was occupied 17% of the
time. Fig. 4 suggests that for both cases of FIFO and RED buffer
management, using larger RTCP intervals results in reduced net-
work congestion as indicated by the lower occupancy times of
the higher ranges of the buffer. So for the case of an RTCP in-
terval of one second, the buffer was 2.4% of the simulation time
above 90% occupied, whereas for intervals of five seconds this
value is reduced to 1.8%. It is also interesting to see that with
RED the buffer occupancy in the high region of above 80% is

much lower than that of FIFO, indicating a more balanced load
situation and therefore lower queuing delays.

0

0.1

0.2

0.3

0.4

0.5

0 0.2 0.4 0.6 0.8 1

Fr
ac

tio
n 

of
 m

ea
su

re
d 

tim
e

Fraction of buffer length

5 seconds
2 seconds
1 seconds

(a) FIFO router

0

0.1

0.2

0.3

0.4

0.5

0 0.2 0.4 0.6 0.8 1

Fr
ac

tio
n 

of
 m

ea
su

re
d 

tim
e

Fraction of buffer length

5 seconds
2 seconds
1 seconds

(b) RED router

Fig. 4. Effects of the length of RTCP intervals on the buffer occupancy

Tab.II presents the average bandwidth share of the flows (r) as
well as the average utilization of the router (u) for both cases of
using FIFO and RED for buffer management. The rather equal
utilization and rate results suggest that reducing the RTCP in-
terval does not improve the performance of LDA+ significantly.
Actually, the reduced buffer occupancy values indicate that with
larger RTCP values LDA+ is more conservative in its adapta-
tion behavior and hence less affected by network instabilities and
traffic burstiness.

FIFO RED
Interval (sec) r u r u

5 126.88 0.991 105.031 0.971
2 122.430 0.993 118.066 0.991
1 121.206 0.997 107.361 0.997

TABLE II

PERFORMANCE OF LDA+ FOR DIFFERENT RTCP INTERVALS



V. MEASURING THE PERFORMANCE OF LDA+ OVER THE

INTERNET

The simulation results in Sec. IV suggest the efficiency of
LDA+ in reducing network congestion while maintaining a high
network utilization level as well as its friendliness towards com-
peting TCP connections over a wide range of parameters. In this
part of the work, we investigate the performance of LDA+ when
used over the wide area Internet.

For the purpose of testing LDA+ we have conducted several
measurements on different parts of the Internet. Each measure-
ment consisted of a host sending data packets over a TCP con-
nection to some other destination as fast as it can. Simultane-
ously, the host sends UDP packets to the same destination with
the transmission rate determined using LDA+. Each measure-
ment was done several times over different times of the day.

Host name Domain Operating System Location
donald fokus.gmd.de SunOS 5.5 Berlin
verba stu.neva.ru SunOS 5.6 St. Petersburg
systems seas.upenn.edu SunOS 5.5 U. Pennsylvania
ale icsi.berkeley.edu SunOS 5.6 Berkeley, CA.

TABLE III

HOSTS USED IN THE EXPERIMENTAL TESTS

The host names and domains as well as their operating systems
and locations are listed in Tab. III. Each measurement consisted
of sending 10000 packets on both the TCP and UDP flows. The
packet size was held constant to 1000 bytes which is a size of-
ten used in video conferencing applications. For networks that
do not support this packets size it might be appropriate to ex-
tend LDA+ with path MTU discovery mechanisms [18] to op-
timize its performance and avoid fragmentation. The initial ad-
ditive increase rate ( _A) was set to 5 kb/s and the initial transmis-
sion rate of the UDP flows was set to 10 packets/s. The maxi-
mum transmission rate of the UDP flow was limited to 1 Mb/s.
The friendliness factor (F ) of LDA+ is determined here as in
Eqn. 12. To obtain a detailed view of the performance of LDA+
we collected information about the sent and received RTP and
TCP data in intervals of one second. Additionally, we collected
the loss, round trip delay and bottleneck bandwidth information
carried by the RTCP protocol. To estimate the average bottle-
neck bandwidth we relied on an approach similar to that used in
the BPROBE tool [19] for filtering out incorrect estimates. That
is, similar bottleneck bandwidth values estimated by the receiver
using Eqn. 3 were clustered into intervals and the average of the
interval with the highest number of estimates was chosen. The
estimated value was then sent back to the sender with the receiver
reports.

Obviously, this approach has lots of drawbacks. We did not
include the time between the transmission of two probe pack-
ets. But, as we sent the probe packets at the sender’s network ac-
cess speed which in our case was 10 Mb/s we can usually ignore
this time. Also, we did not consider packet drops or competing

traffic. However, testing this approach on different Internet con-
nections we achieved results comparable to those estimated by a
more complicated tool such as the PATHCHAR tool [20].
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Fig. 5. TCP friendliness measured over different Internet paths

Fig. 5 shows the friendliness results as measured over differ-
ent links in Europe and the States. Fig. 6 depicts the average loss
values observed during these measurements.

The fairness results depicted in Fig. 5 show great variations
among the different flows and even on the different directions
of the same flow. The links between St. Petersburg and Berlin
as well as St. Petersburg and U. Penn. are rather lossy in both
directions. Under these conditions the measured friendliness in-
dex (F ) varies between 0.6 and 1.4 with most of the measured
values in the range of 0.8 and 1.2. These results are rather simi-
lar to the results achieved using the simulation model in Sec. IV
and indicate the TCP-friendliness of LDA+. The results depicted
in Fig. 5(d) are, however, contradictory. In the direction form
Berlin to U. Penn. we have a friendliness factor of around 0.8 on
the average which means that the LDA+ controlled flow actu-
ally receives a smaller share of the bandwidth than the compet-
ing TCP connection. The measurements on the opposite direc-
tion indicate, however, that the LDA+ controlled flow receives
four times as much bandwidth as the competing TCP connection.
Actually, the LDA+ controlled flow manages to achieve the max-
imum transmission rate and to stay at this level. While these re-
sults sound contradictory on the first sight, they actually resulted
from the asymmetry of the Internet link between Europe and the
States. Looking at the loss results depicted in Fig. 6(d) reveals
that while the traffic from Berlin to U. Penn. suffered on the av-
erage from losses below 1%, the traffic sent in the other direction
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Fig. 6. Losses measured over different Internet paths

had an average loss of more than 10%. Fig. 7 shows a detailed
snapshot of the measurement labeled 2 in Fig. 5(d) and displays
the transmission rate of both the TCP connection and LDA+ con-
trolled flow and the losses measured over intervals of one second
in both directions on the link connecting U. Penn. and Berlin. In
Fig. 7(b) we notice that while in the direction from Berlin to U.
Penn. no losses were observed during the entire measurement pe-
riod the traffic from U. Penn. to Berlin faced losses ranging from
5% up to 25% during the same period. This asymmetry leads to
the well known ack compression problem [21], [22]. On sym-
metric links TCP acknowledgment packets arrive at the sender
with a similar rate to the arrival rate of the data packets at the
receiver. During the congestion avoidance phase, each arriving
acknowledgment clocks one or two new packets out at the sender
and leads to an increase in the congestion window (CWND) by

1

CWND each round trip delay. For the case of a slower or lossy
back link, acknowledgments might arrive in clusters or might get
lost. In the worst case, loosing several acknowledgment packets
in a row might cause a timeout at the sender which leads to a se-
vere reduction of the congestion window and the sender retrans-
mitting packets that have already reached the receiver. In any
case, the clustering or loss of acknowledgments can result in idle
states at the sender. That is, after sending a complete window
worth of packets, for example from packet (P1) up to packet (Py)
the sender needs to wait for an acknowledgment for packet (P 1).
If the acknowledgment for this packet was lost the sender will
only be able to start sending data after receiving the acknowl-
edgment for packet (Px : y � x > 1). Further, after receiving
the acknowledgment for (Px) the sender can send up tox packets

instead of one or two at once at the access speed of the sending
station. Sending a large burst of back to back data packets in-
creases the probability of one of those packets being dropped as
the speed of the transmission and the number of packets might
exceed the capacities of some router on the path to the receiver.

So while the transmission rate of UDP flows is adapted only
to the losses on the way from the sender to the receiver, the TCP
connections’ transmission behavior is affected by the loss con-
ditions on the direction from the receiver to the sender as well.
Thus, in this situation setting the transmission rate of the UDP
senders exactly to the equivalent TCP rate would be ineffective.
The transmission rate of the UDP sender would be artificially re-
stricted to a level that actually leads to underutilization of the net-
work and might not fulfill the needs of the user.
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Adaptation schemes that adjust the transmission rate based on
acknowledgment packets from the receivers such as [23], [5],
[6] have the same problem as TCP and can not benefit from the
available network resources appropriately. Additionally, note
that during the entire observation period in Fig. 6 no losses were
measured on the link from the sender to the receiver. Thus, in
such a situation relying solely on the TCP model of Eqn. 1 is not
appropriate for determining the transmission rate.

Fig. 8 shows the goodput, measured in intervals of 2 seconds,



of the competing TCP and LDA+ streams during a period of
200 seconds of the measurement shown as point 18 in Fig. 5(b).
LDA+ shows a less oscillatory behavior than TCP and has in
general a comparable rate to that of TCP.
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Fig. 8. Temporal behavior of competing TCP and LDA+ streams

VI. COMPARISON OF THE PERFORMANCE OF LDA+ TO

OTHER CONGESTION CONTROL SCHEMES

In this part of the work, we compare between the performance
of LDA+ and a row of recent proposals for TCP-friendly con-
gestion control. In order to cover a wide range of possible ap-
proaches for TCP-friendly adaptation we compare LDA+ to a
rate-based scheme and a scheme based on an analytical model of
TCP. For comparing the schemes, we picked out some represen-
tative test cases as were described in the papers presenting those
algorithms. We re-simulated those cases in our simulation envi-
ronment and compared the achieved results using LDA+ with the
results achieved by the other schemes as were reported by their
authors. This approach reduces possible errors in the compar-
isons due to misinterpretations or wrong implementation of the
algorithms.

A. Comparison of LDA+ with a Rate-Based TCP-Friendly
Adaptation Scheme

With the rate adaptation protocol (RAP) [5], already briefly
described in Sec. I, the receiver acknowledges the reception of
each incoming packet. Based on those acknowledgments the
sender can estimate the round trip delay and losses. In the ab-
sence of packet losses the sender increases its transmission rate
by an additive amount determined using the estimated round trip
delay. Additionally, the transmission rate is subject to fine grain
adaptation related to variations of the short-term average round
trip delay compared to the long-term average round trip delay.
After detecting a packet loss, the rate is reduced by half in a sim-
ilar manner to TCP.

For testing the performance of RAP Rejai et al. used in [5] a
simulation topology similar to that depicted in Fig. 1 withN TCP
connections sharing a single bottleneck with N UDP flows. The
round trip delay (� ) was set to 0.04 seconds and the bottleneck
bandwidth (R) was set to (2 � N � 40 kb/s). The router used
FIFO buffer management with the buffer length set to (R���4).

The packet size was set to 100 bytes. To avoid synchronization
among the flows, each transmitted packet was delayed randomly
by an amount varying between 0 and the bottleneck service time.
In [5] SACK-TCP connections were used. As our simulation
environment does not support SACK TCP we referred to using
Reno-TCP which delivers similar results in general but might
show a lower performance for the case of bursty losses.
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Fig. 9. Bandwidth distribution with RAP and LDA+

Fig. 9 depicts the results of the average bandwidth share for
the adaptive flows and the TCP connections. We can observe
that even though RAP requires a higher control overhead due to
the frequent acknowledgments, equal bandwidth shares are only
reached for higher numbers of competing flows. For a low num-
ber of competing flows the RAP flows actually receive a 50%
higher bandwidth share than the TCP connections. Additionally,
note that Fig. 9(a) describes the results reached with SACK-TCP
which is more robust to multiple losses than Reno-TCP which
we have used. Actually, the authors of [5] report that with Reno-
TCP the fairness results of RAP are slightly worse. With LDA+,
the TCP connections receive on the average a bandwidth share
of around 5.4 kbytes/s compared to 4.5 kbytes/s for the LDA+
flows. Hence, LDA+ is under this configuration more conserva-
tive than TCP.



B. Comparison of LDA+ with an Equation-BasedTCP-Friendly
Adaptation Scheme

Using the analytical model of TCP in Eqn. 1 Padhye et al.
present in [23] a scheme called TCP-friendly rate control pro-
tocol (TFRCP). With TFRCP the sender estimates the round trip
delay and losses based on the receiver’s acknowledgments. In
the case of losses, the sender restricts its transmission rate to
the equivalent TCP rate calculated using Eqn. 1 otherwise the
transmission rate is doubled. The sender updates its rate period-
ically in intervals of M . In [23] different results were reported
for adaptation intervals between two and five seconds.

Similar to our previous investigations a simple test topology
was used in [23] with N TCP connections sharing a single bot-
tleneck withN UDP flows. The round trip delay (� ) is set to 0.04
seconds and the packet size was set to 100 bytes. The router uses
FIFO buffer management with the buffer length set to (4�R�� ).

Fig. 10 depicts the fairness results of a test setting with the
bottleneck bandwidth set to (2 � N � 40 kb/s) for a varying
number of flows. The fairness index is determined as the av-
erage goodput of the adaptive flows to the average goodput of
the TCP connections. Both LDA+ and TFRCP achieve in this
case a fairness index of around one indicating a high degree of
TCP-friendliness. With TFRCP this is especially evident when
an adaptation interval (M ) of two seconds is used. For higher
values of M TFRCP is especially for the case of fewer compet-
ing flows more aggressive than TCP.

Fig. 11 depicts the fairness results for the case of a constant
bottleneck bandwidth of 1.5 Mb/s. Depending on the chosen
adaptation interval, TFRCP achieves different fairness values
ranging from 0.7 to around one. For higher numbers of com-
peting flows, LDA+ achieves a fairness index of around one as
well indicating its TCP-friendliness in cases of higher network
loads. However, for the case of a lower number of competing
flows a fairness factor higher than one is achieved. This is espe-
cially evident for the case of six LDA+ flows competing with six
TCP connections. In this case, a fairness index of 2.3 is achieved
indicating that the LDA+ flows receive on the average twice as
much bandwidth as the TCP connections. However, this is not
caused by the adaptation algorithm itself but by the way the loss
information are transported in RTP. The receiver reports use an
eight bit field for the loss information and hence the smallest loss
information that can be indicated is approximately 0.004. How-
ever, under the used topology with 0.04 seconds round trip delay
and a bottleneck of 1.5 Mb/s to be divided among 12 compet-
ing flows, using Eqn. 1 indicates that the average loss rate each
flow needs to suffer in order for it to get a bandwidth share of
( 1:5
12

= 0:125 Mb/s) is around 0.002. In this case, the RTP re-
ceivers round the loss value down to 0 and the RTP flows can
increase their transmission rate in situations where they are sup-
posed to reduce it. Fig. 11(b) depicts the fairness results achieved
when using a 32 bit field in the receiver reports for loss indica-
tion instead of eight bits. In this case, we can observe that LDA+
is rather conservative and achieves for the case of smaller num-
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per flow

bers of competing flows a fairness index of less than one. For
the case of higher numbers of competing flows the behavior of
LDA+ is identical for both loss representations.

VII. SUMMARY AND FUTURE WORK

In this paper, we presented an algorithm called LDA+ for
adapting the transmission rate of multimedia senders in a TCP-
friendly manner. LDA+ relies on RTP and does not require the
introduction of a new control protocol for establishing a closed
feedback loop between the sender and receiver.

The measurement and simulation results presented in this pa-
per suggest that while RTCP generates feedback messages on a
much slower scale than the control protocols used for RAP [5]
or TFRCP [7] LDA+ still achieves similar fairness results over
a wide range of parameters.

The here presented results constitute only a subset of the test
results collected for LDA+. More extensive tests documented
in [17] confirm the TCP-friendliness of LDA+ and its efficiency
in achieving high network utilization and avoiding losses.

While LDA+ was not designed as a multicast congestion con-
trol scheme, basing the adaptation actions on infrequent control
messages makes it suitable to be used within a multicast conges-
tion control framework. In [10] we present such a framework
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called MLDA in which the receivers use LDA+ to estimate their
TCP-friendly bandwidth share and inform the sender about this
share. The sender can then use this information to optimize its
transmission behavior. While with MLDA the receivers do the
rate estimation and the control protocol is slightly different than
the current specification of RTCP the increase and decrease be-
havior of LDA+ is still preserved.
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Abstract
The explosive increase in the volume and variety of Internet
traffic has placed a growing emphasis on congestion control and
fairness in Internet routers.  Approaches to the problem of
congestion, such as active queue management schemes like
Random Early Detection (RED) use congestion avoidance
techniques and are successful with TCP flows.  Approaches to the
problem of fairness, such as Fair Random Early Drop (FRED),
punish misbehaved, non-TCP flows. Unfortunately, these
punishment mechanisms also result in a significant performance
drop for multimedia flows that use flow control and do not scale
since they require per-flow state information.  We extend Class-
Based Threshold (CBT) [4], and propose a new active queue
management mechanism as an extension to RED called Dynamic
Class-Based Threshold (D-CBT) to improve multimedia
performance on the Internet. The performance of our proposed
mechanisms is measured, analyzed and compared with other
mechanisms (RED and CBT) in terms of throughput and fairness
through simulation using NS.  The study shows that D-CBT
improves fairness among different classes of flows.

1. Introduction
The Internet has moved from a data communication network for a
few privileged professions to an essential part of public life
similar to the public telephone networks, while assuming the role
of the underlying communication network for multimedia
applications such as Internet phone, video conferencing and video
on demand (VOD).  As a consequence, the volume of traffic and
the number of simultaneous active flows that an Internet router
handles has increased dramatically, placing new emphasis on
congestion control and traffic fairness. Complicating traditional
congestion control is the presence of multimedia traffic that has
strict timing constraints, specially delay constraints and variance
in delay, or jitter constraints [1,2].  This paper presents a router
queue management mechanism that addresses the problem of
congestion and fairness, and improves multimedia performance on
the Internet.  Figure 1 shows some of the current and the proposed
router queue mechanisms.
There have been two major approaches suggested to handle
congestion by means other than traditional drop-tail FIFO
queuing.  The first approach uses packet or link scheduling on
multiple logical or physical queues to explicitly reserve and
allocate output bandwidth to each class of traffic, where a class
can be a single flow or a group of similar flows.  This is the basic
idea of various Fair Queuing (FQ) disciplines and the Class-Based
Queuing (CBQ) algorithm [3].  When coupled with admission
control, the mechanism not only suggests a solution to the

problem of congestion but also offers potential performance
guarantees for the multimedia traffic class.  However, this explicit
resource reservation approach would change the “best effort”
nature of the current Internet, and the fairness definition of the
traditional Internet may no longer be preserved.  Adopting this
mechanism would require a change in the network management
and billing practices. Also, the algorithmic complexity and state
requirements of scheduling make its deployment difficult [4].

Figure 1: Router Queue Mechanisms (shaded is proposed)

The second approach, called Active Queue Management, uses
advanced packet queuing disciplines other than traditional FIFO
drop-tail queuing on an outbound queue of a router to actively
handle (or avoid) congestion with the help of cooperative traffic
sources. In the Internet, TCP recognizes packet loss as an
indicator of network congestion, and its back-off algorithm
reduces transmission load when network congestion is detected
[5].  One of the earliest and well-known active queue management
mechanism is Random Early Detection (RED), which prevents
congestion through monitoring outbound buffers to detect
impending congestion, and randomly chooses and notifies senders
of network congestion so that they can reduce their transmission
rate [6].  While fairly handling congestion for TCP flows, RED
has a potentially critical problem that non-TCP flows that are
unresponsive or have greedier flow-control mechanisms than TCP
can take more share of the output bandwidth than TCP flows
[4,7].  In the worst case, it is possible for non-TCP flows,
especially unresponsive ones, to monopolize the output
bandwidth while TCP connections are forced to transmit at their
minimum rates.  This unfairness occurs because non-TCP flows
reduce transmission load relatively less than TCP flows or do not
reduce at all, and the same drop rate is applied to every flow.
This unfairness could be a serious problem in a near future as the
number of Internet multimedia flows increases.  Delay sensitive
multimedia applications typically use UDP rather than TCP
because they require in-time packet delivery and can tolerate some



loss, rather than the guaranteed packet delivery with potentially
large end-to-end delay that TCP produces.  Also, they prefer the
periodic packet transmission characteristics of UDP rather than
the bursty packet transmission characteristics of TCP that can
introduce higher receiver side jitter. Multimedia UDP applications
either do not use any flow-control mechanism or use their own
application-level flow control mechanisms that are rate-based
rather than window based and hence tend to be greedier than that
of TCP taking the multimedia Quality of Service (QoS)
requirements into account [10].
In addressing the problem of fairness, there have been strong
arguments that unresponsive or misbehaving flows should be
penalized to protect well-behaved TCP flows1 [8].  Fair Random
Early Drop (FRED) is an active queue management approach that
incorporates this argument [7].  FRED adds per-active-flow
accounting to RED, isolating each flow from the effects of others.
It enforces fairness in terms of output buffer space by strictly
penalizing unresponsive or misbehaving flows to have an equal
fair share while assuring packets from flows that do not consume
their fair share are transmitted without loss.  FRED achieves its
purpose not only in protecting TCP flows from unresponsive and
misbehaving flows but also in protecting fragile TCP connections
from robust TCP connections.  However, per-active-flow
accounting is expensive and might not scale well.  FRED also has
a potential problem that its TCP favored per-flow punishment
could unnecessarily discourage flow-controlled interactive
multimedia flows.  Under FRED, incoming packets for a well-
behaved TCP flow consuming more than their fair share are
randomly dropped applying RED’s drop rate.  However, once a
flow, although flow-controlled, is marked as a non-TCP friendly
flow, it is regarded as an unresponsive flow and all incoming
packets of the flow are dropped when it is using more than its fair
share.  As a result, a flow-controlled multimedia UDP flow, which
may have a higher chance to be marked, will experience more
packet loss than a TCP flow and be forced to have less than its
fair share of bandwidth.
Parris et al. [4] propose a new active queue management scheme
called Class-Based Threshold (CBT), which releases UDP flows
from strict per-flow punishment while protecting TCP flows by
adding a simple class-based static bandwidth reservation
mechanism to RED.  In fact, CBT implements an explicit resource
reservation feature of CBQ on a single queue that is fully or
partially managed by RED without using packet scheduling.
Instead, it uses class thresholds that determine ratios between the
number of queue elements that each class may use during
congestion. CBT defines three classes: tagged (multimedia) UDP2,
untagged (other) UDP and TCP.  For each of the two UDP
classes, CBT assigns a pre-determined static threshold and
maintains a weighted-average number of enqueued packets that
belong to the class, and drops the incoming class’ packets when
the class average exceeds the class threshold.  By applying a

                                                                
1 A well-behaved flow (or TCP friendly) is defined as a flow that

behaves like a TCP flow with a correct congestion avoidance
implementation.  A flow-controlled flow that acts different (or
greedier) than well-behaved flow is a misbehaving flow.

2 Tagged (multimedia) UDP flows can be distinguished from other
(untagged) UDP flows by setting an unused bit of the Type of
Service field in the IP header (Version 4).

threshold test to each UDP class, CBT protects TCP flows from
unresponsive or misbehaving UDP flows, and also protects
multimedia UDP flows from the effects of other UDP flows. CBT
avoids congestion as well as RED, has less overhead and
improves multimedia throughput and packet drop rates compared
to FRED.  However, as in the case of CBQ, the static resource
reservation mechanism of CBT could result in poor performance
for rapidly changing traffic mixes and is arguably unfair since it
changes the best effort nature of the Internet.
To eliminate the limitations due to the explicit resource
reservation of CBT while preserving its good features from class-
based isolation, we propose Dynamic-CBT (D-CBT).  D-CBT
fairly allocates the bandwidth of a congested link to the traffic
classes by dynamically assigning the UDP thresholds such that the
sum of the fair share of flows in each class is assigned to the class
at any given time era if the mix of flows changes.
We use an event driven network simulator called NS (version 2)
[9] to evaluate D-CBT.  We implement CBT in NS, extend it to
D-CBT, and compare the performance of D-CBT with that of
RED and CBT.  In the evaluation, our primary focus is on the
effect of heterogeneously flow-controlled traffic on the behavior
of the queue management mechanisms especially on fairness.
Section 2 discusses CBT and Section 3 presents D-CBT in detail.
Section 4 presents our validation of CBT in NS and section 5
describes the flow-controlled multimedia traffic generator that we
used for tagged flows.  Section 6 describes our simulation setup,
Section 7 analyzes and evaluates D-CBT and Section 8 concludes
our research.

2. Class-Based Threshold (CBT)
Before describing D-CBT, we discuss the design of Class-Based
Threshold (CBT) [4] which D-CBT extends.  As discussed briefly
in Section 1, the main idea behind the design of CBT is to apply
class-based isolation on a single queue that is fully or partially
managed by RED without using packet scheduling.  Instead of
using packet scheduling on multiple logical queues, CBT
regulates congestion-time output bandwidth for n classes of flows
using a RED queue management mechanism and a threshold for
each of the n-1 classes of flows, which is the average number of
queue units that a class may use.
CBT categorizes flows into three classes, which are TCP, tagged
(multimedia) UDP and untagged (other) UDP, and assigns a pre-
determined static threshold for each of the two UDP classes,
assuming that UDP flows are mostly unresponsive or misbehaving
and need to be regulated. When a UDP packet arrives, the
weighted-average for the appropriate class is updated and
compared against the threshold for the class to decide whether to
drop the packet before passing it to the RED algorithm.  For the
TCP class, CBT does not apply a threshold test but directly passes
incoming packets to the RED test unit.  This is the first design of
CBT, called “CBT with RED for all”.  In the second design,
called “CBT with RED for TCP”, only TCP packets are subjected
to RED’s early drop test, and UDP packets that survive a
threshold test are directly enqueued to the outbound queue that is
managed by RED.  Another difference from the first design is that
RED’s average queue size is calculated using only the number of
enqueued TCP packets.  CBT with RED for TCP is based on the
assumption that tagged (multimedia) UDP flows as well as
untagged (other) UDP flows are mostly unresponsive, and it is of
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no use to notify these traffic sources of congestion earlier. D-CBT
is extended from CBT with RED for all.  In the rest of this paper,
CBT refers to CBT with RED for all.

3. Dynamic-CBT (D-CBT)
D-CBT enforces fairness among classes of flows, and gives UDP
classes better queuing resource utilization. Figure 2 shows the
design of D-CBT.  The key difference from CBT is (1) the
dynamically moving fair thresholds and (2) the UDP class
threshold test that actively monitors and responds to RED
indicated congestion.  To be more specific, by dynamically
assigning the UDP thresholds such that the sum of the fair average
queue resource share of flows in each class3 is assigned to the
class at any given time, D-CBT fairly allocates the bandwidth of a
congested link to the traffic classes.  Also, the threshold test units,
which are activated when RED declares impending congestion
(i.e. red_avg > red_min), coupled with the fair class thresholds,
allow the UDP classes to use the available queue resources more
effectively than in CBT, in which each UDP class uses the queue
elements an average of no more than its fixed threshold at any
time.   Looking at it from a different view, D-CBT can be thought
of a Class-Based FRED-like mechanism that does per-class-
accounting on the three classes of flows.

Figure 2: Design of Dynamic-CBT (D-CBT)

As in CBT, D-CBT categorizes flows into TCP, tagged UDP and
untagged UDP classes.  However, unlike the class categorization
of CBT in which flow-controlled multimedia flows are not
distinguished from unresponsive multimedia flows (all tagged),
D-CBT classifies UDP flows into flow-controlled multimedia
(tagged) UDP and other (untagged) UDP.  Thus, only flow-
controlled (or responsive) multimedia flows are categorized into
tagged UDP and all other flows including unresponsive
multimedia flows are classified into untagged UDP.  The
objective behind this classification is to protect flow-controlled
multimedia flows from unresponsive multimedia flows, and
encourage multimedia applications to use congestion avoidance
mechanisms, as does TCP.  We believe that there are advantages
in categorizing UDP traffic in this way for the following reasons:
first, multimedia applications are the primary flows that use high
bandwidth UDP; second, by categorizing flows by their
congestion responsiveness characteristic (i.e. TCP friendly, flow-
controlled but misbehaving multimedia and unresponsive flows),

                                                                
3 Fair class shares are calculated based on the ratio between the

number of active flows in each class over the total number of
flows in all classes.

different management can be applied to the classes of differently
flow-controlled flows.
In fact, in determining the fair UDP thresholds, D-CBT calculates
the fair average output buffer share of the tagged UDP class from
the average queue length that is maintained by RED, and that of
the untagged UDP class from the RED’s minimum threshold (plus
a small allowance).  This is based on the assumption that tagged
flows (or flow-controlled multimedia) can respond to network
congestion and will actively try to lower the average length of a
congested queue on notification of congestion.  Therefore, they
are allowed to use the impending congestion state queue buffers
(i.e. red_avg – red_min when red_avg > red_min) up to their fair
share of the average.  However, unresponsive (untagged) flows,
which have no ability to respond to network congestion, are not
allowed to use the impending state queue buffers at impending
congestion.  Actually, we allow the unresponsive UDP class to
use a small fraction of the impending state queue buffers, which is
10% of (red_max – red_min) * untagged_UDP_share (when the
maximum early drop rate is 0.1), to compensate for the effect of
needless additional early drops for the class.  Figure 3 shows the
tagged and untagged UDP threshold calculations.

Figure 3: Tagged and Untagged UDP Threshold Calculations

In the design of D-CBT, the existence of the active flow counting
unit is a big structural difference from CBT.  In order to calculate
a fair threshold (or average queue resource share) for each class,
D-CBT needs class state information, and therefore keeps track of
the number of active flows in each class.  Generally, as in FRED,
active flows are defined as ones whose packets are in the
outbound queue [7].  However, we took slightly different
approach in detecting active flows, in that an active flow is one
whose packet has entered the outbound queue unit during a
certain predefined interval since the last time checked.  In D-CBT,
an active flow counting unit that comes right after the classifier
maintains a sorted linked list, which contains a flow descriptor
and its last packet reception time, and a flow counter for each
class.  Currently, the flow descriptor consists of a destination IP
address and the flow ID (IPv6).  However, assuming IPv4, this
could be replaced by source and destination address, although this
would redefine a flow as per source-destination pair.  Tagged
UDP flows can be identified in IP layer using the protocol field
and an unused bit in the type-of-service field for IPv4.  For Ipv6,
this can be done using the next-header field and the priority field.
For an incoming packet after the classification, the counting unit
updates an appropriate data structure by inserting or updating the
flow information and the current local time.  When inserting new
flow information, the flow counter of the class is also increased by
one.  The counting unit, at a given interval (set to 300ms in our
implementation), traverses each class’ linked list, deletes the old
flows and decreases the flow counter.  The objective behind this
probabilistic active flow counting approach is twofold: (1) D-CBT
does not necessarily require an exact count of active flows as do
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other queue mechanisms that are based on flow-based-accounting,
although a more exact count is better for exercising fairness
among flow classes; and (2) it might be possible to improve the
mechanism’s packet processing delay by localizing the counting
unit with the help of router’s operating system and/or device.  For
example, the traversing delete is a garbage collection-like
operation that could be performed during the router’s idle time or
possibly processed by a dedicated processor in a multiprocessor
environment.  In our simulator implementation, we used a sorted
linked-list data structure that has the inserting and updating
complexity of O(n), and the traversing complexity of O(n), where
n is the number of flows of a class.  Assuming that a simple hash
table is used instead, the complexity of inserting and updating
drops to O(1), while the complexity of the traverse delete will
remain O(n).
When an incoming packet is updated or inserted, according to its
flow identification, into its class data structure at the counting
unit, D-CBT updates the RED queue average, the tagged UDP
average and the untagged UDP average, and passes the packet to
an appropriate test unit as shown in Figure 2.  Note that for every
incoming packet all of the averages are updated using the same
weight.  This is to apply the same updating ratio to the weighted-
averages, so that a snapshot in time at any state gives the correct
average usage ratio among the classes.  Using the three averages
and the active flow count for each class, the UDP threshold test
units calculate the fair thresholds for the tagged and untagged
UDP classes, and apply the threshold test to incoming packets of
the class when the RED queue indicates impending congestion.
UDP packets that survive an appropriate threshold test are passed
to the RED unit along with the TCP flows as in CBT.
Thus, D-CBT is designed to provide traditional fairness between
flows of different characteristics by classifying and applying
different enqueue policies to them, and restrict each UDP class to
use the queue buffer space up to their average bandwidth share.
We hypothesize that the advantages of D-CBT are the following:
first, D-CBT avoids congestion as well as RED with the help of
responsive traffic sources; and second, assuming that the flows in
a class (especially the tagged UDP flows) use flow control
mechanisms with similar congestion responsiveness
characteristics, D-CBT will fairly assign bandwidth to each flow
with much less overhead than FRED, which requires per-flow
state information.  Even if the tagged flows do not use their fair
share, D-CBT will still successfully assign bandwidth fairly to
each class of flows, protecting TCP from the effect of
misbehaving and unresponsive flows and also protecting the
misbehaving (flow-controlled multimedia) flows from the effect
of unresponsive flows.  Lastly, D-CBT gives tagged (flow-
controlled multimedia) flows a better chance to fairly consume the
output bandwidth than under FRED by performing per-class
punishments instead of the strict per-flow punishment.

4. CBT Validation
Since D-CBT extends CBT, we first implemented CBT in NS.
We took the RED implementation in NS and extended it to CBT
(with RED for all) [4].  After the implementation, we validated
the RED and the CBT implementations by simulating the
experiments in [4] and comparing the RED and CBT results with
the simulated ones.  Figure 4 shows the experimental network
consisted of two switched 100 Mbps Ethernet LANs (source and
destination LAN) that were interconnected by a full-duplex

10Mbps Ethernet. For traffic sources, they used 6 video ProShare
multimedia applications that generate approximately 210 Kbps of
traffic each, 240 FTP-TCP bulk transfers and 1 UDP non-
multimedia application that sent 1 Kbyte packets at 10 Mbps (the
maximum capacity of the network), of which the scheduling is
shown in Figure 5.  To simulate a large RTT for the TCP
connections, the kernel on each machine was modified to
introduce a delay in transmitting packets from each connection.
Refer to [4] for the further experiment setup details.

Figure 4: Experimental Network in [4]

 Figure 5: Traffic Source Schedule

Similarly, our simulation used the network topology of 100 Mbps
source and destination Ethernet LANs, each of which consisted of
248 nodes (147 hosts and a router), connected by a 10 Mbps link.
However, instead of introducing a large delay in the nodes, we
give the 10Mbps link the delay of 20ms.  For the traffic source,
we assumed many of the parameter settings, since no detailed
source behavior or parameter settings are described in [4].  To
simulate the ProShare multimedia application, we used a CBR
traffic generator that transmitted 6 Kbytes frames at the rate of
210 Kbps, each of which was broken into six 1 Kbyte tagged
packets at the underlying UDP layer.  For the TCP (Reno)
connection, we set the maximum packet size to 300 Bytes and the
maximum congestion window size to 10 packets.
Each router is set to have a 60 packet long output queue.  For
RED, the maximum and minimum thresholds were 30 packets and
15 packets, the weight was 0.002 for the weighted queue average
calculation, and the maximum early drop probability was 0.1.  For
CBT, in addition to the RED settings, the tagged UDP class
threshold (mm-th) was set to 10 packets, and the untagged UDP
class threshold (udp-th) was set to 2 packets.  These class
thresholds were determined based on an assumption that the
average of the average queue length would be about 26 packets
throughout the experiments (or the simulation), and all packets are
of the same size.  By assigning the maximum average of a 10-
packet space of the queue to the tagged flow class, it
approximately gets the maximum bandwidth of 3.8 Mbps, 10/26
of the network link bandwidth, at congestion.  This was enough
for the 6 ProShare flows whose aggregated average bandwidth
requirement was approximately 1.3 Mbps.  Similarly, for the
untagged UDP flows, by assigning the average of a 2-packet space
the class for congestion, approximately 0.8 Mbps of output was
reserved for the class.  From the above calculation, the aggregated



throughput of TCP, which should have been about 8.7 Mbps (or
1088 Kbytes/Sec) when TCP flows are sharing the bandwidth
with the ProShare flows, should have dropped down to
approximately 7.9 Mbps (or 988 Kbytes/Sec) when the UDP blast
joins.  However, TCP flows got a little bit less bandwidth than the
calculation due to their smaller packet size.  By using smaller
packets, TCP agents would operate in a larger congestion window
size and transmit more packets into the network resulting in more
TCP packet drops at the router.  However, since the TCP
bandwidth loss due to a packet drop was reduced, the TCP
bandwidth loss was not significant.

Figure 6 shows the aggregated TCP throughput (in Kbytes/Sec)
under RED and CBT for (a) the experiment presented in [4] and
(b) the simulation we conducted (the throughput graph for the
experiments is copied directly from the paper).  By comparing the
experimental result and the simulated result under RED, one can
see that the traffic source parameter settings we deduced for the
unspecified ones are similar to the settings used in the
experiments.  Also, the results imply that the TCP and RED
implementation on NS are comparable to the ones used in the
experiment. Next, the aggregated TCP throughputs under CBT for
the experiment and the simulation show that our NS
implementation is correct, although the experimental result shows
several sharply dropping aggregated TCP throughputs during the
period when the UDP blast joins.  We believe that this
phenomenon is caused by experimental “noises” from the real
world.
Comparing the experimental and the simulated results carefully,
one can notice the delayed throughput of the experiment at the
beginning and at the end.  This could be simply from the fact that

[4] used a transmission source scheduling that is slightly different
than shown in Figure 5.  Assuming that the same schedule is used,
it is possible that this difference comes from the mechanism in the
host kernels that introduces a delay for TCP packet transmissions
could be set to have a higher delay than that of the network link in
the simulation.  Another possible factor is the routing delays of
the routers in the experiment.  In fact, the router implementation
in NS does not have a routing delay and thus does not have an
inbound queue.  It appears that each router in the experiment is set
to have a large inbound queue.  In this situation, when a severe
overload occurs in the inbound link that is considerably off the
router’s switching capacity (or processing delay), the incoming
packets wait a significant time in the inbound queue before being
processed or even dropped. At the period when TCPs start
transmission the overload occurs due to the slow start algorithm
with the relatively large congestion window sizes.  Likewise, it
seems that when the UDP blast starts, a very significant overload
occurred at the inbound link.  These effects, we believe,
contributed to the delayed transmission at the router, and possibly
the sharply dropping aggregated TCP throughput during the
period of 60 to 110 seconds.
This section showed the validation of the TCP, RED and the
newly added CBT implementations in NS.  By simulating the [4]
experiment and comparing the results with the experimental
results, we showed that the TCP, RED, and the CBT
implementations are comparable to the ones used in the
experiments.  The next section briefly describes the behavior of
flow-controlled multimedia traffic source that we designed and
used as tagged traffic sources for the simulation that compares
RED, CBT and D-CBT.

RED              CBT with RED for all
(b) Simulated Results

Figure 6: Aggregate TCP Throughput (X-axis = Seconds, Y-axis = Kbytes/Sec)

RED             CBT with RED for all
(a) Experimental Results in [4]



5. Flow-Controlled Multimedia
At the time we started this work, NS did not support flow-
controlled multimedia traffic.  We designed and implemented a
multimedia traffic generator that responds to network congestion,
extended from media scaling techniques proposed in [12].  The
traffic generator, MM_APP, reduces or increases transmission
rate by decreasing or increasing the transmission interval with a
fixed frame size.  The goal is to use this framework to achieve an
Additive Increase Multiplicative Decrease (AIMD) algorithm.
TCP uses AIMD congestion control and is required to avoid
congestion collapse on the Internet [8].

Scale
Value

Media Encoding and
Transmission Policy Set

Avg. Transmission
Rate (Kbps)

4 A 1100
3 B 900
2 C 700
2 D 500
1 E 300

Table 1: Example Media Scale Assignment

The MM_APP applications use sender and receiver behavior.
Before transmitting the actual data, the sender and the receiver
agree on five scale values (0 to 4), each of which is assigned to a
different media encoding method and transmission policy (i.e.
which frame to transmit) pair.  The scale value 0 is assigned to a
set from which a predetermined minimum sustainable media
quality can be achieved, the next value is assigned to sets from
which a better media quality can be achieved, and so on.  It is
assumed that the media encoding and transmission policy sets are
carefully chosen so that the transmission rates resulting from the
sets increase linearly as the scale value increases.  Table 1 shows
an example assignment.
Thus, the sender has five discrete and linearly increasing
transmission rates assigned to the scale values, and starts from
scale 0 transmitting at the lowest rate.  The receiver detects
congestion (or lack of it), determines the next transmission rate of
the sender in terms of scale value, and notifies the sender of this
scale value.  The sender, being notified of the scale value, simply
changes the transmission rate by using media encoding and
transmission policy assigned to the scale value.
In detecting congestion, the receiver uses frame loss as the
network congestion indicator.  There are two circumstances where
the receiver claims frame loss.  The first is when the receiver gets
a frame whose sequence number is greater than the expected
sequence number.  The second is when the receiver does not
receive any frames within a timeout interval.  Proper setting of the
timeout interval is critical.  A timeout interval that is set too short
will claim false frame losses, which will make the sender reduce
the transmission rate needlessly.  On the other hand, a timeout
interval that is set too long will fail to detect multiple sequential
frame loss effectively such that the sender reduces transmission
rate later than other competing connections, which could result in
an unfair portion of bandwidth.  In our implementation, the
Round Trip Time (RTT) of the connection is greater than the
longest possible frame transmission interval:

RTT > Max_Intrvl: TOI = RTT
RTT ≤ Max_Intrvl: TOI = Max_Intrvl + α
(where 0 < α < RTT)

The receiver, when detecting congestion, reduces its scale value to
half (integer division) and notifies the sender of this value by
sending a small packet.  When the receiver detects no network
congestion within a RTT from the last checkpoint, it increases the
scale value by one and notifies the sender of this value.  This
design of drop scale to half at congestion, and increase one scale
up at a RTT is motivated by the fast recovery algorithm that is
found in Reno TCP implementations [13] and the TCP-friendly
definition [8].
As briefly mentioned earlier, MM_APP directly associates
transmission rates to scale values without targeting a specific
media encoding and transmission policy.  It assumes that every
media encoding and transmission policy pair associated to the
scale values generates traffic with a fixed frame size.  In other
words, it assumes that the transmission intervals are the only
factors that cause the rate changes.  Therefore, the resulting traffic
can be characterized by CBR traffic of a fixed frame size and
various transmission intervals associated with the scale values.
Although MM_APP is not tied to a specific multimedia
application, it is useful in that it is easy to change the transmission
rate associated to each scale value and then test the media scaling
scheme, thus eliminating the effect of a specific traffic
characteristic for a particular application.
We also tested our multimedia flow-control scheme with a
specific video application that is based on the MPEG-1 encoding
scheme [14].  MPEG_APP implements five sets of MPEG-1
encoding and transmission policies and associates them with scale
vales - in fact, it only changes the frame transmission policy
leaving the encoding scheme unchanged.  MPEG-1 encodes video
at a given frame rate and picture quality, generating a stream of
frame types I, P and B, associated with a typical Group of Pictures
(GOP), such as IBBPBBPBB.  Among the three frame types, only
I-frames can be decoded on their own. The decoding of a B-frame
relies on a pair of I-frames and/or P-frames that come before and
after the B-frame and the decoding of a P-frame relies on an I-
frame or P-frame that comes before the P-frame. MPEG_APP
supports MPEG-1 streams using the common GOP patterns
IBBPBBPBB and IBBPBBPBBPBB. Figure 7(b) shows the
transmission policies on the latter stream patterns, which is
carefully selected keeping the dependencies in mind [15].
MPEG_APP reads in an MPEG-1 trace file that contains frame
information for a stream with the maximum frame rate (scale 4) as
input along with the maximum frame rate and the longest possible
frame transmission interval that is used for congestion detection at
the receiver side. At every scale transmission interval,
MPEG_APP reads the frame information from the input file, and
determines whether or not to transmit this frame using the current
scale value and the transmission policy associated with the scale
value.
Figure 7(a) shows an example input file that contains frame
information for a 30 frames per second IBBPBBPBB pattern
stream in which the sizes of the I-, P- and B-frames are 11 KB, 8
KB and 2 KB, respectively.  The frame sizes used in this example
are the mean frame size of each type obtained while playing a
short high quality MPEG-1 news clip.  Figure 7(b) shows each
transmission policy assigned to scale values with the estimated
average transmission rate for the input trace file.  Figure 7(c)
visualizes the estimated transmission rate in Figure 7(b).  The



almost linearly growing estimated average transmission rates
shows that the assignment of the transmission policies to the scale
values works well with the given example MPEG-1 stream.  This
is because the linear increment of scale results in linear increment
of transmission rate and the exponential decrement of scale results
in exponential decrement of transmission rate.

I 11000
B 2000
B 2000
P 8000
B 2000
B 2000

P 8000
B 2000
B 2000
I 11000
. .
. .
. .

Figure 7(a): Input Trace File (in bytes)

Maximum Frame Rate (Scale 4) = 30 frame/sec

Scale Transmission Policy
(Pattern 1)

Estimated Average
Trans. Rate (Kbps)

4 I B B P B B P B B I 1056
3 I   B P   B P   B I 896
2 I     P     P     I 736
1 I     P           I 544
0 I                 I 352

Figure 7(b): Transmission Policies and Associated Rates

Figure 7(c): Estimated Average Transmission Rate
of the Example in Figure 7(b).

We ran a series of simulations to validate the NS implementation
of MM_APP and MPEG_APP and to measure their fairness when
competing for bandwidth with TCP flows under RED queue
management.  Here, we present and compare the results of two
simulations of which one has no flow control mechanism for the
multimedia traffic sources and the other has the flow control
mechanism for the multimedia traffic as just described.  Figure 8
shows the network topology and the application flows used for the
simulation.
Each link that connected a source or destination node and a
network node had 10 Mbps link capacity and 5ms of delay.  The
link that connected the two network nodes has 6 Mbps of link
capacity and 20ms of delay.  The network node n1 used RED
queue management, for which the parameter set used was chosen
from one of the sets that are recommended by [6].  For traffic
sources, 6 FTP, 2 MM_APP and 2 MPEG_APP traffic generators
were used, where FTP used TCP Reno and the others used UDP
as the underlying transport agent. All the TCP agents were set to
have a maximum congestion window size of 20 packets and
maximum packet size of 1500 bytes.  The UDP agents were also
set to have a maximum packet size of 1500 bytes.  The MM_APP

traffic generators used the transmission rates shown in Table 1,
that is 300, 500, 700, 900, 1100 Kbps, for scale 0 to 4
transmission rates, respectively.  The MPEG_APP traffic
generators used the transmission policies and the trace file shown
in Figure 7, which generated traffic rates of 352 Kbps to 1056
Kbps.  The MM_APP and MPEG_APP were run without flow
control for the first simulation transmitting at its maximum rate
(i.e. 1100 Kbps for MM_APP and 1056 Kbps for MPEG_APP)
and with flow control on for the second simulation.

Both the simulations started with five FTP applications, 1
MM_APP and 1 MPEG_APP, and after 15 seconds the remaining
traffic sources joined. For the first 15 seconds, the available
bandwidth share for each connection was about 857 Kbps, and for
the next 10 seconds, the share went down to 600 Kbps.  For the
throughput measurements, we omitted the first 5 seconds to
eliminate the startup effect of unstable TCP and RED behaviors
on the fairness at the initial stage.

(a) Unresponsive Multimedia

(b) Flow-Controlled Multimedia

Figure 9: Average Per-Flow Throughput for MM Test
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Figure 9 compares the average per-flow throughput of FTP,
MM_APP and MPEG_APP for the two cases.  Figure 9 (a) shows
that unresponsive multimedia flows get the bandwidth close up to
their needs while FTP over TCP back off and share the leftover
bandwidth.  However, as shown in Figure 9 (b), the responsive
multimedia flows share network bandwidth fairly with TCP flows.
Even during the second part of the simulation, seconds 15-25, the
multimedia streams do receive more their fair share of bandwidth
when bandwidth becomes even more scarce, but still do not
completely starve out the TCP flows.
We briefly presented the behavior and the responsiveness of our
rate-based multimedia flow control mechanism, which is
compatible to that of TCP while it can be greedier than TCP under
high network congestion.  In the following series of simulations
MM_APP traffic generator (flow-controlled) is used as tagged
flow sources.  Refer to [10] for more details on the responsive
multimedia traffic generators.

6. Simulation: RED vs. CBT vs. D-CBT
We ran an NS simulation for each of RED, CBT and D-CBT to
compare the effect of the router queue management mechanisms
on fairness in network bandwidth allocation.  Every simulation
had the exactly same settings except for the network routers, each
of which was set to use one of the above three outbound queue
management mechanisms.  The network topology and the traffic
source schedules are shown in Figure 10.

Figure 10: Simulation Scenario and Network Setup

For traffic sources, 55 FTP, 10 flow-controlled multimedia traffic
generators, MM_APP (tagged) and 2 CBR (untagged) traffic
generators were used, where FTP used TCP Reno and the others
used UDP as the underlying transport agent.  The network packet
size was set to 1Kbyte. The MM_APP traffic generators, which
react to congestion using 5 discrete media scales with a “cut scale
by half at frame loss, up scale by one at RTT” flow control
mechanism, used 300, 500, 700, 900 and 1,100Kbps for scale 0 to
4 transmission rates, with a fixed frame size of 1Kbyte.  The CBR
sources were set to generate 1Kbyte packets at a rate of 5Mbps.
Network routers were assigned a 60-packet long physical
outbound queue. The RED parameters, which are shown in Figure
10, were chosen from one of the sets that are recommended by
Floyd and Jacobson [6].  For CBT, besides the RED parameters,
the tagged and untagged class thresholds (denoted as mmu_th and
udp_th in the figure) were set to 2.9 packets and 0.6 packets to
force each UDP flow to get about their fair bandwidth shares

during 0 to 20 seconds. D-CBT also shares the RED settings, but
since each threshold is assigned dynamically to the fair share of
each class, no threshold setup was necessary.

7. Result and Analysis
We measured the performance of RED, CBT and D-CBT in terms
of fairness.  In this section, we compare the average per-flow
throughput in each class, which is an average aggregated class
throughput divided by the number of flows in the class, to
visualize how fairly the output bandwidth is assigned to each class
considering the number of flows in the class.  Also, later in this
section we present the Jain’s fairness [11] measurement results.
Figure 11 (a) through (c) compares the periodic (i.e., 0-10, 10-20
and 20-30 seconds) average per-flow throughput for each class
under the three queue mechanisms.

(a) RED

(b) CBT

(c) D-CBT

Figure 11: Average Per-Flow Throughput for TCP,
Tagged UDP and Untagged UDP Classes under RED,
CBT and D-CBT
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As shown in Figure 11 (a), RED absolutely failed to assign
bandwidth fairly to each class of flows from 10 seconds when the
two high bandwidth untagged UDP flows (unresponsive CBR)
joined transmitting at a total of 10Mbps, about 40% of the link
bandwidth.  During 0-10 seconds, when 25 TCP and 10 tagged
(flow-controlled MM_APP) flows were competing for the
bandwidth, it was somewhat unfair as a tagged flow got an
average of 37% more bandwidth than a TCP flow, but RED was
able to manage the bandwidth.  However, when the untagged
UDP blast came into the system, RED was totally unable to
manage bandwidth.  The 2 untagged UDP flows got most of the
bandwidth they needed (average of 4.68Mbps out of 5Mbps), and
the remaining flows used the leftover bandwidth.  Especially, the
25 TCP flows got severely punished and transmitted at an average
of 293Kbps per flow as they often went back to slow start and
even timed out.  Fairness got worse as 30 more TCP flows joined
at 20 seconds and experienced starvation.
Figure 11 (b) shows that CBT can avoid the great unfairness of
RED using fixed thresholds for the UDP classes. However, during
the analysis, we found that CBT, which updates each class
average and the RED average independently, suffers from
unsynchronized weighted-average updates. That is, the ratio
between independently updated UDP class averages and RED
average does not correctly indicate the actual class bandwidth
utilization ratio, since whichever flows update the average more
frequently will have higher weighted-average than the others will,
although they all use the same amount of bandwidth. This is
because as the average is updated more frequently, not only is a
newly enqueued packet added to the average with a predetermined
weight, but also the existence of the other already enqueued
packet are added to the average.
Figure 11 (c) shows the D-CBT results, which indicates that D-
CBT fairly manages bandwidth during all periods accommodating
the change of traffic mix by dynamically allocating the right
amount of output queue space to each flow class.  It also shows
that by updating each class and the RED average at the same time
in a synchronized manner, the ratio between the averages is a
good indicator of the ratios between each class’ bandwidth
utilization.  Note that although we strictly regulate the untagged
class by assigning a fair threshold calculated from RED’s
minimum threshold, the untagged class did get most of its share.
This is because the high bandwidth untagged (unresponsive)
packets were allowed to enter the queue without a threshold test,
when RED indicated no congestion.

Figure 12: Jain’s Fairness Comparison

Next, we present the same simulated systems’ fairness on
individual flows using Jain’s fairness index [11], which measures
the fairness among individual flows. Jain’s equation takes the
average throughputs of the flows of which the fairness is
measured as input, and produces a normalized number between 0
and 1, where 0 indicates the greatest unfairness and 1 indicates the
greatest fairness.  Figure 12 shows the periodic (0-10, 10-20 and
20-30) Jain’s fairness computation for each system.
Jain’s fairness measurement shows that the simulated system that
uses RED queue management fails to fairly assign bandwidth to
each individual flow from 10 seconds when the unresponsive
flows join in the system.  The low Jain’s index value for the RED
system indicates that some flows are experiencing severe
starvation during 10-20 seconds and even more severe starvation
during 20-30 seconds when 30 extra TCP flows join.
The system that uses the CBT queue management mechanism was
fair overall in distributing bandwidth to each flow.   However,
during 20-30 seconds, the system’s fairness was degraded because
the 10 tagged (multimedia) flows got about twice as much
bandwidth as the other flows.  One thing to note is that CBT’s
fairness was pre-engineered.  In a circumstance where traffic
mixes change a lot, CBT might show more degraded fairness.
On the other hand, the systems that use D-CBT were dynamically
adjusting to changing flow mixes, and were very fair not only to
the classes of flows but also to individual flows as Jain’s index
numbers indicate.  However, this does not mean that D-CBT can
force fairness within a class.  Note that flows in a class used same
flow control mechanism in the simulation (TCP Reno, MM_APP
and Unresponsive UDP for each of the three classes).  Also the
distance from sources to the congested router were the same so
that every connection in a class had very similar fragile (or robust)
characteristics.  D-CBT is designed to regulate fairness among the
classes of flows using per-class accounting and is not aimed at
forcing fairness within a class since per-flow accounting is
expensive and may not scale well.

8. Conclusion
We have presented the design and evaluation of our proposed
router queue mechanism, Dynamic Class-Based Threshold (D-
CBT), by comparing its performance with that of RED and CBT.
D-CBT is a new active queue management mechanism that
addresses the problem of fairness by grouping flows into TCP,
tagged (flow-controlled multimedia) UDP and untagged (other)
UDP classes and regulating the average queue usage of the UDP
classes to their fair shares.
As expected, RED, previously shown to be fair among TCP flows,
showed an extreme unfairness with mixed traffic. CBT that uses a
fixed threshold on UDP classes was able to avoid extreme
unfairness.  However, during the analysis, we found that CBT
suffers from “unsynchronized weighted-average updates”. D-CBT
fixes CBT’s problem by synchronizing all the average updates,
and better manages bandwidth by dynamically determining the
UDP thresholds to cooperate with RED by fairly assigning the
output bandwidth to each class for all traffic mixes.  That is,
through class-based accounting, D-CBT fairly protects TCP from
the effect of UDP flows and also fairly protects tagged UDP flows
from untagged flows.
There exist many possible areas for future work and still remain
many performance aspects to be evaluated.  Future work could
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compare the performance of the D-CBT with that of FRED [7].
We expect that D-CBT could give better throughput performance
for tagged UDP flows than FRED, since it frees flow-controlled
multimedia flows from the strict per-flow punishment.  Another
area for future study is to examine the parameter sensitivity of D-
CBT.  We expect that D-CBT is as sensitive to parameter settings
such as min-threshold, max-threshold and max-probability as
RED, since its congestion detection and management is based on
RED and only uses RED parameters.   Another area for future
work is to measure the effect of the threshold test of D-CBT on
multimedia QoS with currently available responsive multimedia
applications, since bursty multimedia packet drops when the class
average reaches the class threshold may degrade the multimedia
quality noticeably.
Recently, we implemented CBT and D-CBT into the Linux
kernel, which currently works both for IPv4 and IPv6.  Refer to
[16] for the details.  Related future work is to compare the Linux
implementation of CBT and D-CBT with the NS implementations
by reconstructing the simulated test runs.  Additional future work
is to measure and analyze the overheads of D-CBT using the
Linux implantation and to optimize it.

9. Notes
The NS simulator code used in this research, CBT, D-CBT and
the multimedia traffic generators, can all be downloaded from the
perform web page, http://perform.wpi.edu/.  The implementation
of D-CBT in Linux will also be available shortly.
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Abstract—

Congestion control tries to answer the question: “At
what rate should a sender transmit data under current net-
work conditions?” While answering this question is suf-
ficient to maximize the goodput of traditional bulk data
streams, emerging multimedia applications generate het-
erogeneous data streams where different frames have dif-
ferent quality of service requirements in terms of priority,
deadlines, and inter-frame dependence. Consequently, the
goodput of a multimedia stream depends not only on an-
swering the above question, but also the question “Which
packets should the sender transmit given its current trans-
mission rate?” In this paper, we make the case that the
“goodput control” mechanisms that answer this question
should be considered as a critical component of future mul-
timedia transport protocols.

We present an objective definition of goodput at the
transport layer, and show that optimizing this goodput
function has exponential complexity in the general case.
We then present a set of simple online packet dropping al-
gorithms that can be used at the sender side in order to ap-
proximate the optimum within a bounded ratio, and show
that our goodput control mechanisms improve theapplica-
tion level reception quality for the flow.

I. INTRODUCTION

Emerging multimedia applications generate data
streams that have significantly more complex character-
istics than traditional bulk data applications. Consider a
multimedia streaming application that requires the trans-
mission of an MPEG video stream from a server to a
client. The server and client exchange control packets
that must be delivered reliably, and the MPEG video
stream contains I-, P-, and B-frames that are prioritized
and possibly deadline bounded. Further, there are depen-
dencies across the frames: a P-frame depends on the pre-
ceding I-frame, while a B-frame depends on the preced-
ing and following non B-frames. To summarize, multi-
media applications generate heterogeneous data streams
wherein frames/packets have diverse quality of service
(QoS) requirements in terms of reliability, deadline, util-
ity, and inter-frame dependency.

What are the special requirements that heterogeneous

data streams impose on the underlying data transport
mechanisms? In traditional bulk data transfer applica-
tions such as ftp, the transport must provide rate control
and support reliable and sequenced delivery of packets –
all packets are equally important, and the timeliness of
delivery is not critical. Therefore the transport protocol
must determine the sustainable sending rate for a con-
nection (i.e., perform rate control), and then send packets
in sequence while making sure that lost packets are re-
transmitted (i.e., enforce reliability). However, for the
heterogeneous data streams under consideration, timeli-
ness of data delivery may be critical – packets that arrive
after their deadline are useless at the receiver. There-
fore, the data transport mechanisms must perform rate
control as before, but send only the “most useful” pack-
ets that can be delivered at the sustainable sending rate.
In other words, the transport must transmit the high-
est utility packets that satisfy their deadline and depen-
dency requirements in order to maximize the “goodput”
(or broadly speaking, aggregate utility) of the heteroge-
neous data stream at the receiver.Our companion HPF
paper provides the platform in which we can evalulate the
goodput algorithms.

Comparing the requirements of “homogeneous” and
“heterogeneous” data streams, we see that the data trans-
port mechanisms must consider two questions:

1. At what ratemust the sender transmit packets given
the current network conditions? This is the standard rate
control problem, and has been extensively addressed for
both reliable and unreliable data streams in related liter-
ature [3] [5] [7] [10]. In this work, we use a rate control
mechanism that is TCP-friendly and stable, similar to the
work in [5], and we will not address this issue further.
2. Which packetsshould the sender transmit, given the
current transmission rate and packets in the send buffer?
While the answer to this question is straightforward for
homogeneous data streams (transmit the next packet in
sequence), it is non-trivial for heterogeneous data streams
because it depends on the relative values of the ap-
plication sending rate and the transport sending rate,
the QoS requirements of the packets in the buffer, and



 

which packets have already been transmitted (in order
to take into account the dependency requirements across
frames). In short, different packets in the same stream
have different utilities, and the transport needs to imple-
ment a set of mechanisms for selecting packets for trans-
mission such that the aggregate utility of the received
packets at the receiver is maximized.
We call this set of mechanisms goodput controlin this
paper, and make the case that data transport for multime-
dia streams must provide goodput control as an integral
part of the systems support for multimedia application
designers.

It is now widely accepted that rate control must be a
part of transport protocols designed to support both reli-
able and unreliable flows. Most current approaches for
multimedia system design call for multimedia applica-
tions to sit on top of rate-controlled unreliable transport,
receive rate and delay feedback periodically, and then
adapt within the application to the dynamics of the con-
nection.

In this paper, we consider a different model. We con-
cur with conventional wisdom that the application best
knows the QoS metrics of its frames. Thus, we believe
that the responsibility of assigning QoS requirements in
terms of reliability, utility, deadline, and dependency con-
straints must remain with the application. On the other
hand, once the QoS requirements of a frame are speci-
fied by the application, we argue that the “goodput con-
trol” mechanisms which maximize the perceived utility
of the stream at the receiver can be best implemented in
the data transport/middleware outside of the application.
This approach provides for a clean separation between
application-specific QoS policies (which are set and con-
trolled by the application) and the general mechanisms
that are used to implement these QoS policies (which are
provided by the data transport).

In this paper, we make the case for considering good-
put control as a fundamental component of multimedia
transport as opposed to a part of the application, mo-
tivated by three reasons. First, it makes writing multi-
media applications much simpler, because the applica-
tion designer only needs to think about the policy-level
issues and not the mechanisms for achieving effective
adaptation to rate/delay fluctuations. Second, it makes
the modeling of, and structured reasoning about, good-
put control easier if these mechanisms constitute a sepa-
rate component and are not wrapped into the application.
Third, fine-grained interaction between the rate control
and goodput control can improve the aggregate utility of

the transmitted stream under network dynamics. Our ini-
tial experimentation shows that maximizing the objective
goodput control metric at the transport level also leads
to improved perceptual quality of the data stream at the
application level.

The rest of the paper is organized as follows. Section II
presents the network model and the framework for good-
put control. Section III describes the model for optimal
goodput control and a set of simple buffer management
mechanisms that approximate the optimal model. Sec-
tion IV evaluates the goodput control mechanisms for
three different types of application-level coding schemes:
motion JPEG and MPEG. Section V discusses some un-
resolved issues and concludes the paper.

II. MODEL AND FRAMEWORK
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Fig. 1. Framework for Goodput Control. Figure (a) positions
goodput control in the protocol stack. Figure (b) shows the
key components of goodput control. The goodput control
mechanisms described in this paper provide QoS-aware
packet dropping in the sender side buffer.

Figure 1.a positions goodput control in context. As
a part of generic data transport, we consider three func-
tions: framing, goodput control, and rate control. The ap-
plication deals with frames and frame-specific QoS poli-
cies. The framing component provides frame-to-packet
segmentation/reassembly, translation of frame-to-packet
QoS, and partial reliability[6]. The rate control com-
ponent provides estimates of the rate and delay for the
connection. Goodput control bridges the potential rate
mismatch between the application sending rate and the
transport sending rate by determining which packets to
send and which packets to drop at the source. The first
order of business is to determine what the goodput con-
trol mechanisms are, and how they can effectively use the
application-specified QoS parameters of frames/packets
in order to maximized the aggregate received utility at
the receiver. The second order of business is to determine
how to structure the three components, i.e. which com-
ponents belong to the transport layer and which belong



 

to middleware. For simplicity of discussion, we will ini-
tially assume that goodput control is a part of a transport
protocol such as HPF[6], and then revisit the structural
trade-offs in Section 5.

In the rest of this work, we will assume the follow-
ing: (a) a higher layer already has performed the frame-
to-packet translation (so the goodput control component
deals only with packets) and (b) a lower layer performs
rate control and provides the goodput control component
with short term and long term running averages of rate
and round trip time estimates. In all our simulations
and analytical evaluation, we use the standard additive
increase-multiplicative decrease rate control algorithm,
similar to the implementation in RAP [5], [6]. Figure
1.b. shows the three aspects to goodput control: buffer
management at the sender, rate and delay feedback, and
buffer management at the receiver. Packets flow into the
sender buffer at a rate of rapp send, and are drained at
a rate of rinst1. The rate control component provides
the sender side buffer manager with the short-term av-
erage rate rsavg , the long-term average rate rlavg , and the
smoothed round trip time rtt. If the application is adap-
tive, then it may periodically probe the lower layer for
rlavg and adjust rapp send accordingly. The buffer size at
the sender is B. At the receiver, packets arrive into the
receiver buffer and are drained from the receiver buffer
at a rate of rapp recv. Our focus is on the set of packet
dropping mechanisms at the sender buffer that bridge the
potential rate mismatch between the application and the
network in a way that maximizes the goodput of the flow,
which we now formally describe below.

A. Conditional Utility and the Goodput Control Objec-
tive

Let us consider a multimedia application that gener-
ates a multi-resolution image/video stream. Each packet
i is associated with a “utility” u(i) and length l(i). For
applications with real-time constraints, each packet may
be associated with a “deadline” d(i) by which it must be
delivered. Finally, there are dependencies between data
packets. In other words, a packet i is useful at the re-
ceiver only if the receiver also receives the set of packets
D(i). We abstract these QoS characteristics of a packet
by means of a predicted conditional utility v(i) at the
sender, defined as follows:

v(i) =

8
><
>:

0 9 packet j 2 D(i), j is not received at the receiver

0 packet i is predicted to miss its deadline d(i)

u(i) otherwise
1All rates are time dependent, though we drop the time dependence

for convenience of notation.

Conditional utility captures the requirements that a
packet must be received before its deadline2, and that all
the packets on which it depends must also be received.
Given this definition of conditional utility, we define the
“goodput” G[t1; t2] of a heterogeneous data stream over
a time window [t1; t2] as

G =
X

i2S[t1;t2]

v(i); (1)

where S[t1; t2] is the sequence of packets that is trans-
mitted in the time window. The goodput control problem
is thus an optimization problem: maximizeG[t1; t2] for
a desired time window[t1; t2] such that

X

i2S[t1;t2]

l(i) �
t2X

t=t1

r(t) ��t (2)

where the rater(t) adapts in discrete time intervals of
�t, a packet is eligible for transmission only after it ar-
rives at the send buffer, and the sequenceS[t1; t2] is a
subsequence of the sequence of transmissions from the
application layer. In essence, the goal is to choose the
sequence of transmissions S[t1; t2] in a way that max-
imizes the aggregate predicted conditional utility at the
sender.

Note that in this problem formulation, the actual condi-
tional utility may differ from predicted condictional util-
ity because we do not consider losses in the network in
the ideal model (i.e. every packet that is selected for
transmission is optimistically expected to be received at
its destination)3 . Of course, in the practical instantiations
of the mechanisms and in evaluation, we do not make this
assumption.

Let us now consider how the utility and depen-
dency relations are specified by the application. u

is an application-specific utility function, and D is
an application-specific dependency relationship between
frames. The precise mapping between the application-
level perceptual usefulness of a frame and its utility as-
signment is beyond the scope of the paper. However, in
the evaluation section, we use the peak signal to noise
ratio (PSNR) metric for assigning per-frame utility. De-
pendency across frames is inherent to the structure of the

2Decision is made on the sender side based on the estimated RTT
and estimated flow rate. The deviation of the actual delay from esti-
mated RTT is ignored in the theoretical analysis but considered in the
simulation
3While it is possible to account for network losses using a multiple

description-based forward error correction below the goodput control
layer, in this work we assume an idealized network model that does
not drop packets so long as the sender does not violate its rate esti-
mate.



 

coding scheme which is faithfully reflected in the inter-
packet dependency. We consider two coding schemes
in our evaluation to demonstrate the generality of the
goodput control work: Motion JPEG and MPEG. We see
in our evaluation that maximizing the objective goodput
function in the transport achieves higher PSNR on the re-
ceiver side and the perceptual quality of the stream in the
application is improved.

III. GOODPUT CONTROL MECHANISMS

In Section 2, we presented a high-level overview of the
optimization criterion, viz. selectS[t1; t2] to maximizeP

i2S[t1;t2] v(i) such that the transmission of the packets
in S does not violate the rate bound of the connection.In
this section, we first explore the detailed ideal model of
goodput control; then we show that goodput maximiza-
tion with deadline and dependency constraints is expo-
nential in nature; then we investigate a simple greedy
solution that achieves the best-known competitive ratio
with respect to the optimum. The result of our work is
that we propose a very simple set of online packet drop-
ping mechanisms that effectively approximate goodput
optimization.

A. Ideal Goodput Control

Each packet i has a utility u(i), length l(i), deadline
d(i), and dependency relationship D(i), where D(i) is
a set of preceding packets on which it depends. Let us
first consider a simple offline version of the goodput con-
trol problem wherein the task is to determine at time t1
which packets from the queue to select for transmission
in a time window [t1; t2], with fixed connection rate of
r at time in [t1; t2] and no further arrivals after t1 4.
First, let us simplify the problem further, and assume that
8i; d(i) =1 and D(i) = �. Then this problem reduces
to the 0-1 Knapsack problem, and has a well-known dy-
namic programming solution in O(NQ � r � (t2 � t1))
time where NQ is the number of packets in the sender
buffer Q. The key point to note is that the 0-1 Knap-
sack problem satisfies the optimal substructure property
(i.e. partial solutions of the optimal solution are also opti-
mal) – hence, dynamic programming is a valid approach
for solving this problem. Let us now generalize this ap-
proach to account for deadlines and dependencies.

We define the recursive relation for the goodput control

4This is different from the schedulingalgorithm in the sense that
the packets selected here are still transmitted in the order they are in
the queue while the packets in the ordinary schedulingalgorithm can
be transmitted out of order.

problem as follows:

G[Q] = maxjfvS(Q�fj�g)(j) +G[Q� fjg]g (3)

j
� = arg maxjfvS(Q�fj�g)(j) +G[Q� fjg]g (4)

S(Q) = fj�g [ S(Q� fj�g) (5)

feasible S(Q� fj�g)) feasible S(Q) (6)

where G[Q] is the optimal goodput considering the set of
packets Q, S(Q) is the subsequence of packets selected
for transmission from the set of packets Q, and vS(i) is
the conditional utility of packet i given that a sequence S
has already been selected for transmission.

Essentially, the above dynamic programming problem
setup yields a correct solution if the recursive relation-
ship for G[Q] and the feasibility condition for S(Q) hold.
Under such circumstances, we can obtain a simple poly-
nomial time optimal solution for goodput.

Unfortunately, when we introduce deadlines, then the
feasibility condition may be violated because adding a
packet j� to the transmission sequence in any iteration
of the solution may violate the deadline of some previ-
ously chosen packet in S(Q � fj�g) that follows j� in
the sequence of transmissions.

Further, when we introduce dependencies, the optimal
substructure property may be violated because S(Q �
fjg) may depend on whether j is selected or not in
S(Q). In other words, adding a packet to the transmis-
sion sequence may change the optimal transmission sub-
sequence chosen thus far, because it can enable the trans-
mission of other packets that were not hitherto consid-
ered.

To summarize, the optimal substructure property is vi-
olated when we introduce both deadline and dependency
constraints, and consequently the solution moves from a
polynomial time to an exponential time computation.

B. Goodput Control Mechanisms under Some Simplifi-
cations

Given the fact that the goodput maximization algo-
rithm is exponential without restrictions on how the u(i),
l(i), d(i) and D(i) are specified, we investigate what the
time complexity of the goodput maximization algorithm
would be if the u(i), l(i), d(i) and D(i) observe some
simple relations.

We represent the packet dependency via the digraph
Gr = (V;E) where the nodes in set V are all the packets
in the queue Q and ordered pair (i; j) 2 E if packet j



 

depends on packet i. Packet j depends on packet i ex-
plicitly or implicitly if there exists a path from i to j and
no such k such that (k; i) 2 E and (j; k) 2 E.

Let P (i) be the set of nodes which depends on node i
explicitly or implicitly and w(i) = u(i)=l(i) be the “util-
ity per bit” of packet I .

Proposition III.1: If packet i has w(i) larger than that
of any packets depending on itself, then

w(i) >

P
k2SP (i) u(k)P
k2SP (i) l(k)

; (7)

the average utility per bit for any subset SP (i) of P (i).

When the deadline of the packets in the queue is so
large that the deadline constraint can be omitted, if the al-
location of the utility of the packets satisfies Proposition
III.1, breath-first search can produce the maximal good-
put sequence in polynomial times.

C. Practical Goodput Control Mechanisms - Selecting
Algorithm

In this section we proposed a greedy algorithm to ap-
proximate the optimal result whose output has the lower
bound of log(maxU

minU
� maxl

minl
). The algorithm has no as-

sumption about the utility function and deadline.

1. Let Set I  fall the packets which don’t depend on
other packetsg.
2. Pick the packet P (i) in I with largest normalized util-
ity w(i) and satisfy the deadline constrict.
3. Add the packets whose dependent packet are already
selected to the set I .
4. Remove the packets which miss the deadline and all
their dependency from I .
5. If I is empty, the algorithm terminates. Otherwise it
goes to Step 2.

The idea is always to pick the packet with largest nor-
malized utility w(i) under the constraints that it is within
its deadline bound and its transmission won’t make the
packets already picked miss the deadline. Those packets
already picked have higher w(i) than itself.

D. Practical Goodput Control Mechanisms - Dropping
Algorithm

The algorithm proposed before is not suitable for on-
line execution because it assumes no further arrival.
Here we propose an online dropping algorithm, which
is equivalent to the previous algorithm, but is more
amenable to online adaptation. It can be shown that the
output sequences of the two algorithms are the same for
the offline scenario[15]. We consider a suite of 4 packet-
dropping algorithms here.

1. Discard packets that are not “useful” to the receiver.
(a) Deadline drop: Discard a packet that is predicted

to violate its deadline by the time it is received at the
receiver.
(b) Dependency drop: Discard a packet for which the

sender has already discarded some packet on which it de-
pends (e.g. discard a B-frame packet whose preceding
P-frame has been dropped).
2. Preferentially discard lower utility packets in favor of
sending higher utility packets.
(a) Utility drop: When the sender buffer is full, discard

queued packets with lower normalized utility in favor of
incoming packets with higher normalized utility, where
we define “normalized utility” of packet i as u(i)=l(i)
(i.e. utility per-bit).
(b) Anticipated deadline drop: If a packet with higher

normalized utility is predicted to miss its deadline, but
discarding one or more packets with lower normalized
utility preceding it in the sender buffer will enable the
packet to meet its deadline, then discard those lower nor-
malized utility packets.

E. Anticipated deadline drop

Consider the case of a packet stream with multiple nor-
malized utilities and packet deadlines. By assigning the
different priority to the different normalized utilities, the
system can be simplified to a priority system when the
normalized utilities are discrete and finite. In this exam-
ple we consider a three-level priority system.

Suppose a high priority packet is predicted to miss its
deadline, but there are enough lower priority packets pre-
ceding it such that dropping them will cause the high
priority packet to make its deadline, then the anticipated
deadline drop mechanism will delete the preceding lower
priority packets to make room for the following high pri-
ority packet. Figure 2 illustrates a sequence of scenarios,
and Figure 3 specifies the pseudocode.

Anticipated deadline drop can be accomplished with a
two-pass algorithm through the send queue. In the first
pass, we scan the queue in order to determine how many
packets in each layer must be dropped to make room for
following higher priority packets to meet their deadlines.
In the second pass, we drop the designated number of
packets from the head of each priority level.

The space complexity of this algorithm is O(p) for p
priority levels, since we need to maintain two arrays –
sent[level]and dropped[level]– in the algorithm in Fig-
ure 3. Anticipated deadline drop is invoked under two
circumstances: (a) when a packet is enqueued, and (b)
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Fig. 2. Anticipated Deadline Drop. Figure (a) shows the data
structures. Each packet is labeled with its deadline. The
slack denotes the available slack for the packet (slack of -1
causes either the packet to be dropped, or anticipated dead-
line drop). We also show the updated state of the send[]
and dropped[] arrays as we traverse the queue. Figures (b),
(c), and (d) show the evolution of the queue and the actions
of the anticipated deadline drop as four packets with dif-
ferent priority and deadline arrive.

when the connection parameters have changed beyond
a threshold value since the last invocation of the antici-
pated deadline drop. The time complexity for case (a) is
O(p) (since we only need to perform the two-pass algo-
rithm for the incoming packet), and the time complexity
for case (b) is O(np).

F. Dependency drop

As we have described before, frames in a heteroge-
neous data stream may have application-specific depen-
dencies. At the receiver, a frame cannot be usefully re-
ceived unless the frames on which it depends have also
been usefully received. The motivation for dependency

sent[levels] : number of packets sent
for this priority level

dropped[levels] : number of packets dropped
for this priority level

total : total number of packets sent
max_level : number of priority levels

FIRST PASS:

while (p)
allow = (p.deadline - now - rtt) / rate
before = sum(i: p.level to max_level) sent[i] ; head drop
if total <= allowed ; enough slack, accept

sent[p.level] ++
total ++

else
if before < total - allowed ; not enough slack, discard

mark p
else ; must discard lower priority packets to accept

to_drop = total - allowed ; number of lower priority
j = max_level ; packets to drop
while (to_drop > 0)

drop_at_level -= min{sent[j], to_drop}
to_drop -= drop_at_level
sent[j] -= drop_at_level
dropped[j] += drop_at_level
j --

sent[p.level] ++
total = allowed + 1 ; equal to total-to_drop+1

next p

SECOND PASS:

total_drops = sum(i:0 to levels) dropped[i]
while (total_drops > 0)

if dropped[p.level] > 0 and p unmarked
mark p
dropped[p.level] --
total_drops --

next p

Fig. 3. Pseudocode for the Anticipated Deadline Drop Mech-
anism.

drop is to discard the packets of a frame at source if the
sender knows that any of the frames on which this frame
depends have not been usefully received at the receiver.

Providing dependency drop requires the transport pro-
tocol to understand the in-built application structure of
the data stream, and the description of dependency drop
in this section is necessarily more closely coupled to the
specific transport protocol implementation as compared
to previous mechanisms.

One of the more interesting uses of inter-frame depen-
dency is to emulate layering. A “layer” in our model
is simply a dependency chain. If the application does not
want to adapt frequently, it can simple “chain” a sequence
of frames that belong to a “layer”. Once a frame in the
layer is dropped, subsequent frames in the layer will also
be dropped. The chain must be broken periodically to
enable the “join” experiment for the layer. Using this ap-
proach, we can emulate layering and bound the frequency
of adaptation for applications that do not wish to have fre-
quent quality fluctuations. It turns out that we can emu-
late finer granularity adaptation than layering. For exam-
ple, by chaining every nth frame in a layer (and having n
such chains), we can essentially enforce adaptation at the
granularity of 1=nth of a layer. Thus, dependency allows
the application to control the frequency and granularity



 

of adaptation.

IV. SIMULATION EVALUATION

We now present an evaluation of the goodput control
mechanisms through simulation in NS2. First, we present
two adaptation mechanisms that are commonly used in
the practice. That will further motivate the necessity of
goodput control. Second, we present the results for Pro-
gressive Motion JPEG and characterize the utility among
packets within one frame. Third, using the MPEG trace
from Bellcore[14], we show an example to characterize
the utility across different frames in one group of pic-
ture(GOP). Finally, we illustrate the relationship between
deadline and buffer size and show network characteristic
does not affect the functionality of goodput control.

A. Goodput Control versus Application-Level Adapta-
tion

888.3K

1148K1200.9K

1200.0K

998K

1001K

1199.7K
1057.6K

960.7K

877.0K

899.8K

1

2

3

4 5

7

6

S4

R7

R8

S5

S3
S2 S1 R10

S7

S6
S9 S10

S11

R9

R11

R4

R3

R2

R6

R5

R1

6Mbps, 70ms

S8

900Kbps, 20ms

3Mbps, 70ms

3Mbps, 60ms

5Mbps, 30ms

5Mbps, 40ms

2.0Mbps, 89ms 5Mbps, 50ms

1.5Mbps, 2ms

1.2Mbps CBRS1-11

Fig. 4. Complex Multi-hop Link Topology.

In this experiment, we first present the performance
figures for goodput control, then compare goodput con-
trol with application-level adaptation, and understand the
trade-offs involved.

We present the simulation results for goodput con-
trol in a randomly generated network configuration com-
posed of 7 backbone links with different link bandwidths
and latencies, and 11 connections as shown in Figure 4.
Note that the goodput control mechanisms are not af-
fected by the network characteristics as we will discuss
in the Section IV-C.

All the 11 application senders send MPEG traffic at
constant bit rate with 16 frames per GOP. Each GOP has
one I frame, three P frames, and 12 B frames with one
packet per frame. P frames depend on preceding I frames
while B frames depend on preceding and following non
B frames. The aggregate rate for each sender is 1.2Mbps.
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Fig. 5. Goodput Control versus AIPD Adaptive Ap-
plication over UDP.
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Fig. 6. Goodput Control versus AIMD Adaptive Ap-
plication over UDP.

11 CBR connections share the available bandwidth as fol-
lows. The bandwidth of S4 is limited by the bandwidth
of the global bottleneck link from node 5 to R4. Con-
nections S1, S2, S3, S5, and S6 share the link 4-5 with
constrained connection S4. On the other hand, connec-
tion S9 and S11 share the link 2-4 with connection S6.
Since the bandwidth of S6 was constrained by link 4-5,
connections S9 and S11 shared the remaining bandwidth
which makes the R9 and R11 receive all the CBR frames.
Connections S7 and S8 share link 1-2, which is the bot-
tleneck link on their paths. Since S10 shares the link 2-3
only with connection S7 and S8, whose transmission rate
where already constrained by link 1-2, it gets all the re-
maining bandwidth of link 2-3.

Table 1 shows the results for the experiment using
goodput control mechanisms and the additive increase-
multiplicative decrease rate control algorithm. Note that,
in column 5, we introduce a notion of utility called “use-
ful frame”. Because of the inter-frame dependency in
MPEG, utility can be defined to be the number of de-



 

Sender Expected Observed Frame Useful PSNR
� deadline priority I P B miss

rate rate sent frame
� (db) drop drop frame frame frame deadline

�

1 1000 1147.98 28684 28675 32.34 5 1376 1879 5638 21181 0
2 1000 1057.63 26596 26328 31.61 452 3071 1839 5477 19064 36
3 1000 960.73 24008 23882 30.88 227 5958 1863 5540 16603 29
4 900 888.27 22309 22178 30.53 188 7554 1858 5522 14838 106
5 1000 899.76 22571 22412 30.57 431 6836 1865 5492 15263 10
6 1000 877.07 22050 21779 30.35 477 7403 1850 5463 14616 19
7 1000 1011.26 25147 24880 31.34 284 4808 1865 5584 17469 51
8 1000 988.45 25086 24730 31.29 301 4862 1862 5578 17399 46
9 1200 1200.03 29990 29989 32.72 0 0 1875 5623 22492 0
10 1200 1200.95 30004 30001 32.72 0 0 1876 5625 22503 0
11 1200 1199.70 29978 29977 32.72 0 0 1874 5621 22483 0

TABLE I
Results of experiment on topology in Figure . (The superscript * is measured at receiver side. The rate has unit Kbps.)

codable frames that satisfy the dependency constraint at
the receiver. As we can see in the column 5 and 6, it is
closely related to PSNR value. Thus, we use the “useful
frame” as a looser notion of metrics to measure the qual-
ity. From this point on, we present MPEG test in term of
useful frame instead of PSNR for simplicity.

To see the impact of goodput control, we also perform
the same experiment, but with two other application be-
haviors: (a) adaptive application with additive increase
and loss proportional decrease(AIPD): the application
will change its CBR rate based on monitoring the con-
nection progress, and send at the peak estimated rate, and
(b) adaptive application with additive increase and multi-
plicative decrease(AIMD): the application will change its
CBR rate according to an additive increase multiplicative
decrease algorithm based on monitoring the connection
progress. Figure 5 compares goodput control versus the
former scenario, while Figure 6 compares goodput con-
trol versus the latter scenario. In both cases, we test with
different adaptation intervals for the application.

From Figure 5, we see two results:

1. The adaptive application is far more aggressive (in a
non-TCP friendly manner) and sends 17% to 5% more
packets than the goodput control case, but useful frames
received is 21.5% to 4.6% less than that in goodput con-
trol case. Specifically, the goodput control application
sends 11.8% more I frames, and 11.4% more P frames,
even for the best case adaptation. In words, sending more
does not help the application itself.
2. The total number of packets received at receiver is
similar but the goodput can be significantly different de-
pending on the presence of goodput control mechanisms
at the sender. Further, for the same number of received
packets, the adaptive application sends a lot more pack-
ets, which would choke other TCP flows (the rate control
algorithm used in goodput control is TCP friendly [5]).

From Figure 6, we see two results:

1. The adaptive application in this case behaves in a TCP
friendly manner but it is highly susceptible to the adap-
tive interval. The applications will underutilize the chan-
nel after the multiplicative decrease and take serval adap-
tation periods to recover. Even in the best case, the good-
put control application sends 13.2% more I frames and
14.3% more P frames. The aggregate number of useful
received frames with goodput control is 5.4% more.
2. Shorter adaptation intervals enable the application to
become more responsive to the dynamics of the network.
In fact, goodput control outperforms adaptive applica-
tions precisely because of the same reason – it is closely
coupled with the rate adaptation component and has the
same granularity of adaptation.

B. Test Results for Progressive Motion JPEG and MPEG
Trace
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Fig. 7. Simulation Topology with two switches.

For the simulations in this section, we encode a foot-
ball sequence (grayscale, 342x240, 31 frames per sec-
ond) using Progressive Motion JPEG. The resulting data
is fragmented into 13 packets with payload size of 1000
bytes. In the other words, the traffic is about 3.6Mbps.
We send this traffic over the topology as shown in Fig-
ures 7. The bottleneck bandwidth is 55Mbps with la-
tency 30ms. There are one Pareto and one Exponential
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Fig. 8. Plot for buffer=420 deadline=2.0sec and delay=30ms.

ON/OFF source among 20 senders. The mean for both
the ON and OFF period are 10ms. During the ON pe-
riod, CBR with rate 5Mbps is sent.

We measure the mean and variance of PSNR over 18
senders/receiver pairs. In Figure 8.a, it demonstrates the
perfect world with smart transport and priority network.
In Figure 8.b, we do not assume network has priority drop
and we show slightly quality degradation for 0.7db. In
Figures 8.c, the average PSNR is lower for 1.7% because
the deadline drop does not delete the deadline-violated
frames in order to save bandwidth for other packets in
the buffer, ie. the anticipated drop. This further delays
the packets in the sender buffer and reduces usefulness of
received frame. In Figures 8.d, except that the PSNR is
lower for 2.7%, there is another important source for the
quality degradation. The difference in PSNR for any two
consecutive frames is much higher because there is no
priority drop to remove less important data to make room
for higher utility packets. Therefore, users will perceive
jittery quality even receivers receive the same amount of
packets. This behavior can also be characterized quanti-
tatively by the variance of the PSNR as well. The vari-
ance increases from 51.1% between case b and d. Fi-
nally, in Figure 8.e, without smart transport and network
support, the quality is dramatically degraded. The PSNR
drops from 24.056 to 22.830 while the variance increases
from 1.891 to 3.884. Note that in all 5 examples shown

here, the network rate stay approximate the same. This
validates the arguments that congestion control is of the
interest to the network but it does not optimize the appli-
cation goodput.

In Figure 8.f, we use the MPEG trace from Bellcore.
The sequence consists 12 frames in one GOP with the
240X352 (Luminance - Y) and 120X176 (Crominance -
U & V). The frame rate is 24 frames per second. We
again show the five scenarios as that in MPJPEG case ex-
cept that we use the useful frame as a metrics to charac-
terize the quality. In MPJPEG, there is no inter-frame de-
pendency. The quality is purely depending on the packets
received for that frame. Showing quality by PSNR can
best represent the perceived quality.

In contrast, in MPEG, inter-frame dependency plays
such an important role in the perceived quality. Thus,
“number of useful frames received” captures perfectly
the utility and dependency in MPEG streams. As shown
in Figure 8.f, between bar (1) and bar (2), the use-
ful frame decreases slightly(3.31%) from perfect case to
goodput control case. However, there is literally no dif-
ference in received I and P frames. In bar (5), useful
frames drop dramatically. Especially, number of I frames
received drop more than 50% that lead to poor quality.

C. Summary on Evaluation of Goodput Control

We preformed a series of simulations to understand
the behavior of goodput control. We summarize our ex-
preiences below:

1. The size of sender buffer has a threshold value at
which dropping mechanisms change from priority drop
to deadline drop. The threshold value is approximately
equal to the “deadline bandwidth” product.
2. Without synchronized clocks and symmetric links, the
goodput control module does not know the one way la-
tency. Thus, we can not expect the forward latency to be
50% of the smoothed round trip time(srtt). We vary the
decision making point from 50% to 120% of the round
trip time, and our simulations show that using 90% of
the srtt can avoid almost all of the deadline violations at
receiver. In fact, using one srtt seems to be a good engi-
neering choice.
3. We vary the delay and buffer size of the bottleneck
link in Figure 7, and these preliminary results seem to
indicate that goodput control is not very sensitive to those
link characteristics.

The interesting observation is that goodput control can
improve the performance while at the same time reducing
the programming complexity of applications. However,



  

we caution the reader against assuming that these im-
provements come for free: goodput control mechanisms
incur computational overhead as we mentioned in the end
of Section III-E.

V. RELATED WORK AND SUMMARY

In related literature, there have typically been two
other ways of supporting such streams. In the first ap-
proach, the application implements all the smarts for
supporting the multimedia stream, and uses UDP as the
transport. Specifically, the application must determine
the available sending rate, manage deadlines, send only
the highest priority packets that can be sustained at the
available rate, and send complete frames (or throw away
partially received frames). The advantage of this ap-
proach is that the application has complete control over
what is sent over the network. The disadvantages are
that the sending rate estimation can become quite inac-
curate at the user layer, the mechanisms for adaptation
must be replicated for each application, and packets once
sent cannot be “recalled” even if they are still queued at
the sender (e.g. even if they have violated their deadline).
In fact, writing an efficient multimedia application that
adapts effectively to network dynamics is a very chal-
lenging task[13].

In the second approach, applications use transport pro-
tocols such as RTP [12] or RAP [5], that are designed
to support real-time multimedia flows. In this case, the
transport protocol performs the connection rate adap-
tation and allows the application to adapt over longer
timescales to long-term rate (which is desirable to pre-
vent the quality fluctuation at the application layer), and
buffers packets due to the potential mismatch between
the application sending rate and the connection sending
rate. Among related work, most multimedia transport
protocols provide rate adaptation and buffering, but not
priority dropping and deadline dropping. The problem
with this approach is that in the absence of deadline drop-
ping and priority dropping, once the application has sent
packets for transmission, it cannot “recall” them, and due
to the buffering in the transport layer (and coarser rate
adaptation in the application), this problem is more pro-
nounced than in the previous approach.

The problems with the first two approaches motivate
the need for goodput control. Basically, we see from the
second approach that it is a good thing to perform rate
adaptation at two levels – the transport adapts the connec-
tion sending rate to short-term variations in the network
resources while the application adapts the application-
sending rate only to long-term variations in the network

resources. However, in addition to the issue of rate adap-
tation, which answers the question of “how much to
send”, there is also the critical issue of “what to send”.
The shortcomings of the first two approaches can be di-
rectly traced to the fact that the sender sent packets that
were useless at the receiver, thereby wasting the connec-
tion capacity, and possibly further delaying other packets.
This motivates a close coupling between rate control and
goodput control at the transport layer.
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max_min_estimate (buffer, count)
allocation = buffer / (   +   - count ); 
for ( i = 0; i <   ; i ++ ) {
    if (   !=    )
              += allocation;
    if (   <=    ) {
        rest  +=   -   ;
              =    ;
        count ++;
    }
}
if (( rest > 0 ) && (count <    )) 
     max_min_estimate (rest, count);
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Abstract

Internet packet loss and delay exhibits temporal depen-

dency. If packet n is lost, packet n + 1 is also likely to

be lost. It leads to bursty network losses and late losses

in real-time multimedia services such as Voice over IP

(VoIP). This may degrade perceptual quality and the ef-

fectiveness of Forward Error Correction (FEC). To char-

acterize this burstiness, we �rst discuss the modeling of

packet loss and delay. We propose the joint use of the ex-

tended Gilbert model and the inter-loss distance (ILD)

metric to characterize temporal loss dependency. For de-

lay, we introduce a metric called the conditional cumula-

tive distribution function. We have applied these models

to some Internet packet traces to validate the necessity

and e�ectiveness of these models. We then evaluate the

e�ect of these dependencies on VoIP by investigating

the �nal loss pattern (FLP) after applying playout de-

lay adjustment and FEC. Our results through a set of

simulations con�rmed that the FLP is still bursty.

1 Introduction

Example of real-time multimedia applications include

Voice over IP (VoIP), Internet radio stations, and video

conferencing. The sender digitizes/encodes the media

content and transmit it via the network as packets at

regular intervals. The receiver gets the media packets

and schedules an appropriate playout time in order to

produce a smooth output media stream. It compensates

for the delay variation (jitter) using a playout delay ad-

justment algorithm [7, 16, 14, 3, 2]. Simple algorithms

use a �xed playout delay, either static or determined at

the start of a session. More advanced VoIP applications

compute a di�erent playout delay for each talk-spurt [4]

adaptively according to the current network condition.

The quality of multimedia applications is primarily

determined by packet loss and delay. First, if a packet is

lost, the media quality degrades unless there is a recov-

ery mechanism such as Forward Error Correction (FEC)

[15] [18] or retransmission. Second, if a packet delay

is too high and misses the playout deadline, it leads

to a late loss. Figure 1 illustrates how media encod-

ing/decoding, FEC coding/recovery and playout delay

adjustment work together in a typical VoIP application.

Undoubtedly, two-way metrics such as Round Trip

Time (RTT) are important. In VoIP, a large RTT (>

600ms) will degrade the application's interactivity [5].

But as far as the receiver is concerned, the perceptual

quality of what he/she received only underwent a one-

way trip in the network. So we focus our analysis on one-

way loss and delay. The distinction between one-way

and two-way metrics blurs when the path characteristic

between two ends are symmetric.

1.1 Why Burstiness A�ects Quality

Packet loss and delay can exhibit temporal dependency

or burstiness. For instance, if packet n has a large delay,

packet n + 1 is also likely to do so. This translates

to burstiness in network losses and late losses, which

may worsen the perceptual quality compared to random

losses at the same average loss rate. In particular:

� It a�ects performance of FEC, e.g., percentage of

packets that cannot be recovered. It is because

FEC can recover a packet only if other necessary

packets belonging to the same block are received.

� The loss pattern, whether the original one or the

�nal losses after FEC, a�ects audio/video quality

and e�ectiveness of loss concealment [9].

� To the end user, burstiness in late losses has no

di�erence from network losses.

� Finally, as reported by Moon et al. [13] there

is inter-dependency between delay and loss. It

means late losses and network losses may merge

into longer �nal loss bursts. This e�ect is shown

later in this paper,
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Simple metrics such as average loss and delay do

not capture burstiness. Therefore our goal is to estab-

lish feasible metrics that can suÆciently characterize the

packet loss and delay processes and reliably predict per-

ceived quality. We propose a joint use of the extended

Gilbert model [19] (2-state being a special case) and

inter-loss distance (ILD) metric [12] to characterize tem-

poral dependency in loss. The extended Gilbert model

is suitable for describing loss run distributions, and the

ILD metric is useful in capturing the burstiness between

loss runs. To model temporal correlation of delay, we in-

troduce a metric called conditional CDF. We analyzed

some Internet packet traces and con�rmed the existence

of loss burstiness and delay correlation in these traces.

Past literature has focused on network loss patterns.

In a real VoIP application, however, the perceptual qual-

ity is determined by the �nal loss patterns (FLPs) after

playout delay control and optionally FEC. FEC can sig-

ni�cantly change the loss rate and its distribution. The

FLP could be even burstier due to the inter-dependency

between delay and loss, that is, a packet loss is often

preceded by high delays [13]. Finally, FEC coupled with

playout delay adjustment complicates the FLP even fur-

ther because a recovery time longer than the playout de-

lay is equivalent to a late loss. We run a set of playout

control simulations based on our Internet packet traces.

The FLP is indeed bursty and also �ts with the extended

Gilbert model. The same is true when FEC is used.

There are four main contributions in our work: �rst,

the joint use of the extended Gilbert model and the ILD

metric. It is simpler than the nth-order Markov model

(2n states), yet depicts the burstiness both within and

between loss runs. Second, we evaluate the errors intro-

duced by the Bernoulli model, the 2-state Gilbert model

and the extended Gilbert model when a�ected by small

ILDs. The errors are computed over real Internet packet

traces. Third, we introduce conditional CDF as a met-

ric to capture temporal delay dependency. Finally, we

have investigated the FLP after applying both playout

control and optionally FEC. Our �ndings con�rmed the

FLP is still bursty.

Section 2 and 3 discuss the analytical modeling of

loss and delay. Section 4 examines the �nal loss patterns

for some packet traces after playout control and FEC.

2 Loss Modeling

It is generally agreed that of closely-spaced packets, packet

losses are not approximated well by a Bernoulli model

[19, 21, 2]. Since a packet loss in the Internet indicates

congestion, the next packet may also be lost with a high

probability, leading to the temporal loss dependency.

2.1 List of Network Packet Traces

Table 1 lists the Internet packet traces we used in this

paper. To create the traces, two Unix workstations act

as a sender and a receiver, respectively. The sender pe-

riodically transmit UDP packets of a �xed size. The

software running on the workstations is not a VoIP ap-

plication, but since its traÆc is periodic, the trace can

be used as if it were created by a real VoIP applica-

tion. Many VoIP applications use silence suppression

and introduces talk-spurts and gaps, we can mimic such

behavior by randomly generating talk-spurts and gaps,

and then omitting part of the trace where it maps to a

gap. This is described in Section 4.1.

The UDP packet contains a sender timestamp and a

sequence number. If the packet arrives, the receiver will

record the arriving timestamp and write the two times-

tamps and sequence number into the trace �le. Later

during an o�-line analysis, we calculate the one-way de-

lays by subtracting the send/receive timestamps, fol-

lowed by clock drift removal and initial clock di�erence

correction. For simplicity, the initial clock di�erence

is inferred assuming the network has symmetric delays.

This assumption is not essential in our analysis since

we are only interested in how delay variation (jitter)

translates to late losses, and jitter is a relative measure

instead of an absolute one. A packet loss is detected by

a missing sequence number in the trace �le.

In Table 1, each trace lists their average delay, jitter

and loss rate. The average jitter is the arithmetic mean

of the RTP jitter [20] (sec 6.3.1) for all arrived packets.

It also gives a conditional loss rate to give a �rst glance

of how bursty the losses are in a trace. The packet size

listed in Table 1 is the UDP data portion in bytes. Spac-

ing is the sender's inter-packet interval. Apparently, the

smaller the spacing is, the stronger the temporal corre-



trace sender receiver date time packets delay jitter loss clp spacing size

1 CU GMD 9/19/1997 2:44pm 10039 57.6ms 2.5ms 0.47% 14.9% 30ms 36 B

2 CU UMass 9/19/1997 6pm 10978 62.9ms 16.9ms 9% 33% 30ms 36 B

3 UCSC CU 9/22/1997 1:30pm 10601 55.8ms 5ms 5.67% 10.6% 30ms 36 B

4 UCSC UMass 9/23/1997 8:12am 10290 56.8ms 11ms 2.82% 44.1% 30ms 36 B

5 CU UCSC 5/25/1999 5pm 12000 44.5ms 1.9ms 0.63% 14.7% 30ms 36 B

6 CU HP 6/1/2000 11:20am 50000 47.6ms 1.8ms 0.096% 31.3% 10ms 36 B

Table 1: List of Internet packet traces being used

lation becomes. Most traces here use 30ms, because it is

the same as a frame duration in G.723.1 [10]. The frame

size of G.723.1 at 6.3kb/s is 24 bytes, which makes 36

bytes in a RTP/UDP packet. That is why most traces

here also use 36 byte packet size.

Finally, all starting times in Table 1 are either East-

ern Standard or Daylight savings Time (EST or EDT),

whichever appropriate for the speci�ed date.

2.2 The Gilbert Model

Sanneck et al. [19], Yajnik et al. [21] and Bolot et

al. [2] recommend use of a Markov model to capture

temporal loss dependency. All of them analyzed the 2-

state Markov model, also known as the Gilbert model

(Figure 2). It is simple to understand and to implement

in monitoring applications.

(non-loss)

0 1

1-q1-p
p

q

(loss)

Figure 2: The Gilbert Model

In Figure 2, p is the probability that the next packet

is lost, provided the previous one has arrived. q is the

opposite. 1� q is the conditional loss probability (clp).

Normally p + q < 1. If p + q = 1, the Gilbert model

reduces to a Bernoulli model.

From the de�nition, we can compute �0 and �1, the

state probability for state 0 and 1, respectively.

�0 =
q

p+ q
; �1 =

p

p+ q
(1)

In the Gilbert model they also represent the mean

arrival and loss probability, respectively.

pk, the probability distribution of loss runs with re-

spect to loss length k, has a geometric distribution:

pk = (1� q)k�1 � q

To calculate p and q from a packet trace, one can

use the loss length distribution statistics [19]. Let mi,

i = 1; 2; :::; n�1 denote the number of loss bursts having

length i, where n � 1 is the length of the longest loss

bursts. Let m0 denote the number of delivered packets.

p = (

n�1X
i=1

mi)=m0; q = 1� (

n�1X
i=2

mi � (i� 1))=(

n�1X
i=1

mi � i)

As an example, take trace 1 in Table 1. It has the

following loss burst distribution:

burst length 0 1 2 3

count 9992 34 5 1

�1 = (34 � 1 + 5 � 2 + 1 � 3)=10039 = 0:0047,

p = (34 + 5 + 1)=9992 = 0:004, q = 0:851

In this trace, the ulp is equal to �1 = 0:47%, whereas

the clp is 1� q = 14:9%, signi�cantly higher than �1.

2.3 Approximation Error of the Bernoulli

Model on a Gilbert Process

The Bernoulli model has only one parameter: the mean

loss probability, p̂. When used to approximate a Gilbert

process, it would predict loss run distribution as: p̂k =

p̂
k�1

� (1� p̂).

To illustrate, we compare trace 1 again. Here p̂ =

�1 = 0:0047. In Table 2, n̂k; nk are the expected num-

ber of loss runs with length k under the Bernoulli and

Gilbert model, respectively.

loss length k p̂k n̂k pk nk

1 0.9953 39.8 0.851 34.0

2 0.00466 0.19 0.127 5.1

3 0.0000218 0.0009 0.019 0.76

Table 2: Estimation error caused by the Bernoulli model

For this trace it is evident that the Bernoulli model

over-estimates single loss probability but under-estimates

probability of longer loss bursts. Under the Bernoulli

model, even double losses are highly unlikely for this

trace, with an expected incident of 0.19, whereas the

trace has 5 double losses.



2.4 General Markov Model

An nth-order Markov chain model is a more general

model for capturing dependencies among events. The

next event is assumed to be dependent on the last n

events, so it needs 2n states. Let Xi denote the bi-

nary event for ith packet, 1 for loss, 0 for non-loss. The

parameters to be determined in an nth order Markov

model are: P [XijXi�1; Xi�2; :::; Xi�n], for all combina-

tions of Xi; Xi�1; Xi�2; :::; Xi�n.

Yajnik et al. [21] show that their packet traces typ-

ically have n 6 6, and some require n to be 20 to 40.

They did not quantify how much precision is gained by

using an nth-order Markov model gains as compared to

other simple models such as the 2-state Gilbert model.

2.5 Extended Gilbert Model

Sanneck et al. [19] proposes a di�erent model that leads

to fewer states. One only needs n + 1 states to remem-

ber n events. It is called the extended Gilbert model.

Their key distinction is that a general Markov model

assumes all past n events can a�ect the future; whereas

in an extended Gilbert model only the past (up to) n

consecutive loss events will a�ect the future. Therefore,

it does not capture the burstiness or clustering between

loss runs. However, we can use the inter-loss distance

metric [12] for this purpose.

Figure 3 illustrates how the extended Gilbert model

works. The system keeps a counter l, which is the num-

ber of consecutively lost packets, but it is reset when-

ever the next packet is delivered. The parameter to

determine in an extended Gilbert model is P [XijXi�1

to Xi�l all lost], where Xi has the same de�nition as in

the Markov model.
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Figure 3: The extended Gilbert model

Therefore its corresponding transition matrix is:

P =

2
66664

p00 p10 p20 ::: p(n�2)0 p(n�1)0

p01 0 0 ::: 0 0

0 p12 0 ::: 0 0

::: ::: ::: ::: ::: :::

0 0 0 ::: p(n�2)(n�1) p(n�1)(n�1)

3
77775

Therefore, its steady probability (�0; �1; :::�(n�1)) can

be calculated as follows:

P �

2
664

�0

�1

:::

�(n�1)

3
775 =

2
664

�0

�1

:::

�(n�1)

3
775 ;

n�1X
i=0

�i = 1

It is now clear that the Gilbert model is a special

case of the extended Gilbert model when n = 2.

[19] gives the formula to calculate the parameters for

the extended Gilbert model, as follows:

p01 = (

n�1X
i=1

mi)=m0 p(k�1)(k) = (

n�1X
i=k

mi)=(

n�1X
i=k�1

mi)

(2)

where k = 2; 3; :::n� 1, mi is same as in section 2.2.

As an example, the parameters calculated fromTrace

1 (CU-GMD) are: p01 = 0:004 p12 = 0:15 p23 = 0:167

Given a loss length distribution (length 6 n � 1),

an n-state extended Gilbert model completely retains

the information of the distribution. It is because the

transition matrix P has n unknowns and there are n

equations in Formula 2 to determine the n unknowns.

As a comparison, below is the original loss length

distribution for trace 2 (CU-UMass). The following ta-

ble also lists what an equivalent 2-state Gilbert model

produces on average. For this trace the Gilbert model

predicts single and double losses quite closely, but the

results become visibly di�erent for k > 2. Generally

we need to use the n-state extended Gilbert model to

capture the original loss length distribution.

burst length k 0 1 2 3 4 5

trace count 9992 469 144 24 7 5

Gilbert model 9992 446 146 47.7 15.6 5.1

burst length k 6 7 8 9 10 11 12

trace count 8 2 0 1 1 1 1

Gilbert model 1.7 0.6 0.2 0.06 0 0 0

2.6 Inter-loss Distance Metric

The IPPM working group has proposed an inter-loss dis-

tance (ILD) metric [12] to describe the distance between

packet losses in terms of sequence numbers.

The ILD metric is useful in two respects. First,

the extended Gilbert model is able to model loss run

distributions, but it does not model distances between

loss runs. If many of the loss runs are close to each

in sequence numbers, that is, they have small ILDs, it

may also worsen the �nal perceptual quality. However,

we need further subjective listening study to determine

quantitatively how it relates to perceptual quality.

Second, small ILDs may also degrade the perfor-

mance of FEC. Figure 4 shows the pmf of ILD for trace

4 from Table 1. In trace 4, about (5.5% + 5% + 6%)
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trace original gilbert extended gilbert

4 44% 35% 40%

Table 3: Percentage of lost packets unrecoverable by

FEC: e�ect of small ILDs on FEC

= 16.5% of the loss runs have an ILD < 5. However,

if we generate a random loss trace using the extended

Gilbert model, the probability of two loss runs having

an ILD < 5 is less than 4% as inferred from Figure 4.

Small ILDs has a direct e�ect on FEC performance, as

illustrated in Table 3. Using a (5,3) Reed-Solomon FEC

code [15], we compared the percentage of the lost pack-

ets that are unrecoverable by FEC. For example, 44%

of the lost packets in trace 4 could not be recovered by

FEC, but with an equivalent trace generated from the

extended Gilbert model, the same ratio is 40%. Since

the extended Gilbert model is the most detailed model

for capturing loss run distributions, the only reason for

this deviation is due to small ILDs in the original trace.

In section 4.4, we will examine the e�ect of ILDs on

FEC for all the listed traces.

2.7 Other Loss Models and Metrics

IPPM working group has also de�ned a noticeable loss

rate (NLR) metric [12]. Given a threshold distance d,

one can compute the number of noticeable losses, that is,

losses having an inter-loss distance � d. The noticeable

loss rate is simply obtained by dividing the number of

noticeable losses with the total number of packets.

NLR is useful in giving an estimate on how well FEC

and loss concealment performs. But it does not capture

burstiness within loss runs. For example, for NLR, a

single loss run of 10 is equivalent to 5 double losses.

The NLR is not exactly equivalent to the mechanism of

FEC, since it does not have a notion of blocks. We have

not yet examined the quantitative relationship between

NLR and FEC performance.

3 Delay Models

3.1 Conditional CDF

One way to measure temporal delay dependency is by

auto-correlation analysis. Let di denote the delay of ith

packet, n the total number of packets measured, d the

delay random variable, and �d the average delay, l the

correlation lag, the auto-correlation function (ACF) is:

�(d; l) =

P
n�l

i=1 (di �
�d)(di+l � �d)P

n

i=1(di �
�d)2

(3)

The ACF is a good indicator of dependency, but it

is diÆcult to calculate for example, the burst length

distribution of late losses using this metric. Therefore,

we introduce a new metric for this purpose: conditional

complementary CDF, or just conditional CDF in short,

de�ned as:

f(t) = P [di > tjdi�l > t]; l = 1; 2; 3; :::; (4)

where l is the lag, t is the the x-axis in Figure 5. The

formula means that if packet i� 1 has a delay > t, then

with probability f(t) packet i will also have a delay > t.

We have found the conditional CDF (4) to be a sim-

ple and yet useful metric. This is because in real-time

multimedia applications, any packet with a delay higher

than the playout delay is e�ectively lost. By inspect-

ing the unconditional CDF at a given playout delay Dp,

the percentage of late (lost) packets is 1� cdf(Dp). By

inspecting the conditional CDF at Dp, we can estimate

the burstiness of late losses. If the playout delay is con-

stant throughout a session, the conditional CDF can be

applied directly to estimate the burstiness of late losses.

If an adaptive playout delay is used, we cannot directly

relate the conditional CDF to late loss burstiness.

We have found little known literature on the topic

of conditional delay dependency. Bolot [1] analyzed the

conditional property of round-trip delays of consecutive

packets. Their conclusion is that such delays have a

random variation in lightly loaded conditions, and when

background traÆc load is high, consecutive delays often

exhibit \spikes." A delay spike is a sequence of delays

that starts with a high delay and then decreases almost

linearly thereafter.

An example of conditional CDF is shown in Figure 5.

It uses trace 1 in Table 1. The lag is 30ms.

If the packet delays in our trace do not have signi�-

cant temporal dependency, the conditional CDF at any

lag l should look similar to the unconditional CDF. This

is true in Figure 5 for low delays only. Beyond a certain
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Figure 5: Conditional CDF for Trace 1 (CU - GMD)

threshold, the conditional CDF increases signi�cantly.

As lag l increases, the conditional CDF drops quickly,

which is also con�rmed by the ACF. But the ACF can-

not tell us that only high delays have a strong temporal

dependency.

The reason for the conditional CDF's increasing trend

in Figure 5 can be explained intuitively as follows: a high

delay for packet n indicates a non-empty router bu�er.

Since router operates at a limited speed, it takes some

time for the bu�er to drain. If the sender's inter-packet

gap is small (e.g., 30 ms), the bu�er depth may not have

changed much, then the next packet will also likely ex-

perience a high delay. We also compute the queueing

delay distribution in some approximated queueing mod-

els. Figure 6 shows the conditional CDF for an M=D=1

system with di�erent lags [11].
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The temporal dependency of delay has a strong im-

plication on the quality of real-time multimedia services.

When a packet's delay exceeds a certain value (say the

playout delay), the same will likely happen to the next

packet. The result is burstier late-losses, which may de-

grade the performance of FEC [15] and could degrade

the performance of loss concealment [9].

4 E�ect of Delay and Loss on VoIP

Our ultimate goal is to predict end-user's perceived qual-

ity when using a real-timemultimediaapplication, based

on network performance. FromFigure 1, we can see that

the �nal quality perceived by an end-user depends on

the �nal loss pattern (FLP) of the multimedia stream

and the performance of loss concealment. Since the per-

formance of loss concealment directly depends on the

�nal loss pattern, we will investigate the FLP only. We

assume loss recovery is done by FEC, but the analysis

should be similar for a retransmission-based technique.

The FEC we refer to is the traditional FEC, rather than

a low bit-rate redundancy FEC as mentioned in [9]. A

low bit-rate redundancy FEC would serve as a type of

loss concealment in Figure 1.

4.1 Simulation Setup of Spurt/Gap Pat-

tern, FEC, and Playout Control

VoIP applications often use silence suppressions to trans-

mit only talk-spurts. Study of Brady [4] and Daigle [6]

have found the spurt/gap distributions to be approxi-

mately exponential. We use an exponential distribution

(1.5 sec average) plus a bottom threshold (240ms) to

describe the length distribution of both talk-spurts and

silence gaps. The randomly generated spurts and gaps

are then applied to an existing packet trace for playout

control simulation. A packet is considered in the simula-

tion only if its sequence number falls inside a talk-spurt.

If that packet is lost in the original trace, then it is also

considered lost in the simulation. It also means that on

average half of the packet losses in the raw trace will not

be considered because they don't fall inside a talk-spurt.

Our software simulates the (5,3) Reed-Solomon FEC

code [15]. It uses a block size of 5 data units (i.e., pack-

ets). Among the 5 packets, 3 are original payload, 2

represent redundant information. As long as any 3 out

of 5 packets are received, the payload can be fully recon-

structed. It is the same FEC code that is used in [18].

When applying FEC to a VoIP packet stream, there

is a choice of where to put the redundant information.

Most applications piggy-back the redundant data onto a

subsequent payload packet to reduce network load and

packet header overhead. Furthermore, one needs to de-

cide which \subsequent" packet to piggy-back on. We

choose the settings as shown in Figure 7, because it is

considered optimal in terms of correction ability [2].

We examine several playout control algorithms, the

�rst is Exp-Avg, the exponential average algorithm in

[16]. Its playout time pi is calculated as follows:

pi = ti + d̂i + � � v̂i

where i is the sequence number of the �rst packet in

the current talk-spurt, ti is the generation time of that
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packet, and � = 4. d̂i and v̂i are the running averages

of the delay and jitter, de�ned as:

v̂i = � � ^vi�1 + (1� �)jd̂i � nij

d̂i = � � ^di�1 + (1� �)ni.

where � = 0:998002.

The second algorithm is the virtualized delay version

of Exp-Avg with FEC, as mentioned in [18]. When FEC

is used, if the playout algorithm is not aware of how long

it needs to wait for FEC data to perform in-time recov-

ery, the recovered data are often too late for playout. On

the other hand, it is too conservative to always postpone

playout for the whole FEC block to arrive when loss rate

is very low. Rosenberg et al. [18] shows that any playout

algorithm can be \virtualized" by taking the minimum

of a normal packet's network delay and the delay when

necessary FEC data arrive. The resulting minimum is

called the virtual delay (n̂i), de�ned as:

n̂i = min(ai; ri)� si = min(ai � si; ri � si)

= min(ni; ri � si)

where ai is the arrival time of packet i (or in�nity if lost),

si is its sending time, ri is the earliest time that packet

i can be fully recovered. For example, if packet 1 is the

�rst unit in a (5,3) Reed-Solomon FEC block, and if it

is lost, its earliest recovery time is when packet 4 arrives

(assuming 2,3,4 are not lost and arrives in order).

To virtualize the Exp-Avg algorithm, all we need to

do is replace ni with n̂i when updating v̂i and d̂i. If the

loss rate is high, the value of the virtual delay will be

dominated by FEC recovery time. The \virtual" jitter

will also increase because FEC recovery time is usually

much higher than the average network delay. So the

algorithm will increase the playout delay to allow most

FEC recoveries to complete in time.

The third playout algorithm is Prev-Opt from [18],

which is more adaptive than Exp-Avg. It calculates at

the end of each talk-spurt, an optimal playout delay,

Dopt. Then, it keeps track of a playout estimator Dw :

Dw = � �Dw�1 + (1� �) �Dopt

where � = 0:25, and w is the spurt sequence number.

The actual playout delay for the next spurt is:

Dact = Dw + � � v̂w

where v̂w is de�ned as:

v̂w = �vw�1 + (1� �)jDw �Doptj

In Prev-Opt, Dopt is de�ned as the optimal (i.e.,

miminum) playout delay that achieves (i.e., do not ex-

ceed) a user-speci�ed application loss rate. For simplic-

ity in analysis and implementation, we choose an appli-

cation loss rate of 0%. In this special case, Dopt is simply

the largest virtual delay of the last talk-spurt. This set-

ting also reduces the number of late losses, because the

Dopt is usually relatively large.

The fourth algorithm is the virtualized version of

Prev-Opt when FEC is used.

4.2 FLPs after FEC and Playout Con-

trol

No FEC (a) Exp-Avg (c) Prev-Opt

burst length 1 2 3 4 5 1 2 3 4

late-loss only 51 8 3 0 1 1 0 0 1

unrecovered loss 17 3 0 0 0 17 3 0 0

total loss 68 11 3 0 1 18 3 0 1

merged bursts 56 9 7 1 1 18 3 0 1

With FEC (c) Exp-Avg (d) Prev-Opt

burst length 1 2 3 4 5 1 2 3

late-loss only 50 8 7 0 1 8 1 1

unrecovered loss 1 0 0 0 0 1 0 0

total loss 51 8 7 0 1 9 1 1

merged bursts 51 8 7 0 1 9 1 1

Table 4: E�ect of playout control on �nal loss burstiness,

CU-GMD trace, (5,3) Reed-Solomon FEC code

Table 4 is a brief summary of loss bursts for the

CU-GMD Sep 1997 trace. The \unrecovered loss" is

simply network packet losses if FEC is not used. If FEC

is used, it is the number of loss-bursts that could not

be recovered by FEC. The \merged bursts" column is

the number of loss-bursts after merging late losses and

unrecovered losses. For example, if a single late loss

occurs at packet 37, and an unrecovered loss occurs at

packet 38, then they form one loss burst of length 2,

assuming no other packets are lost before or after them.

Due to the randomnature of the generated spurt/gap

patterns, the results listed in Table 4 is reproduceable

only if the same implementation and random seed is

used. But in most cases, the trends are similar indepen-

dent of the random seeds. That is, the FLPs are bursty

and we need the extended Gilbert model to describe

such patterns.



In Table 4 (a) there are 17 single network losses and

51 single late losses. In Table 4 (b), only 1 out of 17

single network losses could not be recovered by FEC.

That means the FEC does a good job of loss recovery,

but since the loss rate is already low, and the jitter of

this trace is also low, most of the recovered packets are

not played back in time and become late losses.

burst length 1 2 3 4 5 6 7 11

late-loss only 7 4 0 0 0 0 0 0

unrecovered loss 223 62 10 4 2 3 2 1

total loss 230 66 10 4 2 3 2 1

merged bursts 227 66 10 4 1 2 4 1

(a) Without FEC, using Exp-Avg playout

burst length 1 2 3 4 5 6 7 10

late-loss only 25 8 0 0 0 0 0 0

unrecovered loss 22 10 5 5 2 4 0 1

total loss 47 18 5 5 2 4 0 1

merged bursts 48 18 6 5 2 3 1 1

(b) With FEC, using (5,3) Reed-Solomon code and

virtualized Exp-Avg

burst length 1 2 3 4 5 6 7 11

late-loss only 0 0 0 0 0 0 0 0

unrecovered loss 223 62 10 4 2 3 2 1

total loss 223 62 10 4 2 3 2 1

merged bursts 223 62 10 4 2 3 2 1

(c) Without FEC, using Prev-Opt

burst length 1 2 3 4 5 6 10

late-loss only 0 0 0 0 0 0 0

unrecovered loss 22 10 5 5 2 4 1

total loss 22 10 5 5 2 4 1

merged bursts 22 10 5 5 2 4 1

(d) With FEC, using (5,3) Reed-Solomon code and

virtualized Prev-Opt

Table 5: E�ect of playout control on �nal loss burstiness,

CU-UMass Sep 1997 trace

Also, if the late losses and network losses are adjacent

in sequence numbers, they merge into bigger loss bursts.

This is evident in the last column of Table 4 (a), where

number of triple losses increased from 3 to 7. This e�ect

is much less visible in Table 4 (b), because there are not

many unrecovered losses to begin with.

We have performed the same experiment on other

network traces we obtained. Table 5 is the result for

trace #2 (CU-UMass). The results are in general sim-

ilar: the FLPs are still best described by an n-state

extended Gilbert model, and usually n > 2. But the

e�ects of merging between unrecoverd and late losses

are less evident. This is because the other traces have

a much larger jitter, and hence a more conservative

(larger) playout delay. The end result is there are far

fewer late losses in these traces.

The conclusion we draw here is: after applying play-

out control and possibly FEC, the FLP is still best de-

scribed an n-state extended Gilbert model. Our results

indicate that usually n > 2. FEC generally does a good

job of recovering network losses, but whether recovery is

timely depends on the playout delay algorithm. There

is also a merging e�ect between late losses and unre-

covered losses. This e�ect, however, is minimized when

both delay jitter is high and FEC is employed, which

leads to a more conservative (higher) playout delay and

recovery of most lost packets.

4.3 Comparisons of Delays Introduced

by FEC

Table 6 compares the average playout delay between dif-

ferent playout algorithms. It also lists the clp in the FLP

to give a �rst glance of its burstiness.

The delays are in ms. The �rst value before the '/'

is the actual playout delay, the value after the '/' is the

optimal (minimum) delay achievable at the same loss

rate. The unconditional loss probability (ulp) and its

conditional loss probability (clp) are listed as a '/' pair

in the table. We can see that all traces exhibit a high clp

in the FLP, which indicates a high degree of burstiness.

In Table 6, The FEC (i.e., virtualized) version of

Exp-Avg does not add signi�cant playout delay com-

pared to the plain Exp-Avg. However, the gain of FEC

is also relatively small because the unconditional loss

probability is reduced signi�cantly. Prev-Opt with FEC

performs much better in terms of losses, but it also adds

a large overhead the average playout delay. And we can

see that Prev-Opt with FEC produces relatively conser-

vative (i.e., large) playout delay compared to its optimal

value. This is likely due to the choice of 0% application

loss rate in our Prev-Opt implementation.

4.4 Error of Gilbert Model in Predicting

FEC Performance

We have also investigated the error introduced by the

Gilbert model when it is used to predict FEC perfor-

mance. We �rst compute the two parameters needed

in Gilbert model: p and q, which can be derived from

ulp and clp. Then a program generates a packet trace

with a Gilbert loss pattern. Next, we run the same

FEC/playout simulation programon the generated trace.

The program records two numbers: the number of orig-

inal packet losses and the number of packet losses unre-

coverable by FEC. Then we compare the percentage of

unrecoverable packets for both traces. To minimize the

error and variance due to random sampling, we run the

simulations many times to obtain an average. The re-

sults have a large standard deviation (not shown here),



trace FEC,Exp-Avg no FEC,Exp-Avg FEC,Prev-Opt no FEC,Prev-Opt

delay/opt ulp/clp delay/opt ulp/clp delay/opt ulp/clp delay/opt ulp/clp

1 82.6/68.4 1.6%/34% 80.2/66.5 2%/25% 156.6/85.0 0.32%/42% 140.4/79.5 0.56%/30%

2 248.1/168.4 3.9%/47% 236.9/134.1 9.3%/33% 542.9/186.5 2.7%/58% 415.2/146.4 9%/32%

3 108.4/90.4 4.2%/21% 92.1/70.5 6.2%/14% 387.1/149.7 0.48%/43% 148.0/77.4 6.1%/18%

4 134.9/108.4 2.8%/52% 128.0/101.0 3.8%/41% 402.1/157.2 1.6%/73% 318.2/121.6 2.9%/48%

5 62.3/51.8 1.3%/16% 60.4/49.8 2.0%/16% 105.6/60.6 0.37%/45% 88.1/53.8 0.73%/23%

6 59.1/53.8 2.3%/46% 58.9/53.7 2.4%/45% 81.8/55.2 0.28%/54% 81.7/55.2 0.28%/58%

Table 6: Average playout delays and conditional loss probability between di�erent algorithms

trace original gilbert extended gilbert

1 9.1% 8.4% 8.6%

2 28% 26% 25%

3 9.2% 7.8% 8.7%

4 44% 35% 40%

5 15% 7.5% 14%

6 43% 18% 16%

Table 7: Percentage of lost packets unrecoverable by

FEC: e�ect of small ILDs on FEC, all traces

which we believe it is due to the small number of packet

losses and relatively short length of our traces. The

average still shows a consistent performance di�erence

between di�erent loss models.

Table 7 lists the FEC performance results for all the

traces in Table 1. It also lists the results for the ex-

tended Gilbert model. In that case, a similar random

trace is generated, except using the extended Gilbert

loss pattern. Since the extended Gilbert model is the

most detailed model for describing loss run distribu-

tions, its performance di�erence with the original trace

is an indication of small ILDs (inter-loss distances) as

explained in Section 2.6.

According to Table 7, trace 1 has similar results for

all three columns, with the percentage for the original

trace being a bit higher. The same is true for trace 2 and

3. Trace 4 shows a higher deviation between the simple

and extended Gilbert model (35% vs. 40%), meaning

that the Gilbert model is less accurate for this trace.

There is also a large di�erence between the extended

Gilbert model and the original trace (44%), which has

to do with the small ILDs in trace 4. Recall from section

2.6 that in trace 4 about 16.5% loss runs has an ILD

< 5. In trace 6, 36% of the loss runs have an ILD

6 3 (ILD distribution not shown here), therefore the

e�ect of small ILDs is even stronger. Finally, trace 5

has a large di�erence between the two Gilbert models,

but there is almost no di�erence between the extended

Gilbert model and the original trace.

4.5 Further Study: E�ect of FLP on VoIP

Subjective Quality

To summarize, the �nal loss pattern after playout ad-

justment is burstier than one would have expected. How

this a�ects end-user perceptual quality requires further

study. Rosenberg [17] has reported that the built-in

loss concealment mechanism of G.729 codec can usu-

ally repair a single loss well, but does not work well on

longer bursts. Therefore, with the same loss probability,

a burstier loss pattern could degrade a voice signal to a

greater degree than random losses, but there might well

be exceptions. For example, when audio packet dura-

tion is very short (e.g., 5ms) and average loss rate is

high, random losses translate into a frequent annoying

clicking sound (assuming no loss concealment). If the

losses were bursty, it may translate into a less frequent

clicking sound and become less annoying. A di�erent

example is for video streams. A video frame often con-

sists of several network packets, and losing one packet

renders the whole frame useless. In such case bursty

losses may actually be preferable to random losses [8].

5 Conclusion

We discussed factors a�ecting real-timemultimediaQoS.

The �rst is the modeling of network delay and loss. We

propose the joint use of the n-state extended Gilbert

model and inter-loss loss distance (ILD) to character-

ize loss burstiness. This is con�rmed by comparing the

errors in estimating FEC performance between the sim-

ple and extended Gilbert model, and the original packet

trace. We introduce the conditional CDF to capture the

temporal dependency in network delays, that is, when

previous delays are high, the next delay is also likely

to be high. applying playout delay adjustment and op-

tionally FEC, we have found that the �nal loss pattern

(FLP) is still burstier than random losses and needs to

be described by the extended Gilbert model. Particu-

larly if FEC is not employed and jitter is low, late losses

and network losses often merge into longer loss bursts.

It is due to the observed inter-dependency between loss



and delay, e.g., a loss is often preceded by high delays.

6 Future Work
We plan to perform subjective listener tests to examine

how loss burstiness relates to perceptual quality. So far

we have assumed the FLP is what determines percep-

tual quality. However, an algorithm such as Prev-Opt

can produce swiftly changing playout delays, the result-

ing talk-spurts could be arti�cially squeezed or pulled,

which may make the audio less comprehensible to the

end user. So we also plan to investigate the e�ect of

�nal playout jitter on perceptual quality.
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Abstract

Internet multicast is transitioning from the flat, virtual
topology known as the Multicast Backbone (MBone) to a
hierarchical, globally deployed service. This transition in-
troduces a number of important management issues. In
particular, it is believed that the success of multicast on
a large scale partly depends on the availability of good
management tools. In this paper, we address the specific
management problem of monitoring multicast reachability.
We first define the semantics of multicast reachability and
how they differ from unicast reachability. We then motivate
the importance of being able to monitor multicast reacha-
bility. Based on this discussion, we have developed a sys-
tem, called sdr-monitor, to monitor reachability on a global
scale. Using sdr-monitor we have collected almost a year
of reachability data. In analyzing the data, we first process
it to remove artifacts caused by using sdr. We then ana-
lyze the data to calculate a percentage of reachability in the
multicast infrastructure. While we find that the current in-
frastructure is significantly unstable, the main reasons are
likely the newness of inter-domain multicast and the chal-
lenge of developing “in-the-network” services on top of IP.

1. Introduction

Within the last decade, the multicast service model[1],

the one-to-many or many-to-many data delivery model, has

been implemented and deployed as the research oriented

Multicast Backbone (MBone)[2, 3]. In this model worksta-

tions running a multicast routing daemon (mrouted) were

connected to each other via IP tunnels over the Internet.

The overall topology of this service model was a virtual, flat

network. Since then, there has been a continuous effort to

make multicast a ubiquitous Internet service. Most router

vendors now support native multicast routing and Internet

Service Providers (ISPs) have started to deploy multicast in

their networks. Today, the multicast service infrastructure is

shifting from the flat network topology, the original MBone,

to a hierarchical topology. In this new topology ISPs run po-

tentially different intra-domain multicast routing protocols

within their own networks and use a particular set of proto-

cols to provide inter-domain multicast support[3].

Despite the recent advancement in multicast routing, de-

ployment in commercial networks has been observed to be a

slow process[4]. ISPs have been facing a number of difficul-

ties in deploying native multicast in their networks. Some of

the most important reasons include: 1) legacy hardware that

does not support native multicast; 2) instability in the cur-

rent set of multicast protocols; and 3) a lack of tools to aid

in deployment, debugging, and management[4]. As mul-

ticast routing protocols continue to improve and as legacy

hardware is replaced, it will become easier to deploy native

multicast. On the other hand, work on management tools

needs to continue in order to facilitate this process[5].

Availability of good management tools has become a

crucial part of multicast deployment. Deploying multi-

cast without such tools is likely to cause problems for

network engineers and yield a less than satisfactory user-

experience[4]. Many of the current multicast manage-

ment tools are “freeware” and are developed, as needed, by

MBone users[5]. These tools commonly lack the perceived

effectiveness of unicast tools. Of critical importance in as-

sessing effectiveness is to differentiate between the needs of

network engineers and end-users. End-users typically have

very few tools available. For example, tools like ping and

traceroute are the most common network-based tools. Be-

yond these tools, end-users tend not to have access to tools

that can access internal network state. Network engineers



on the other hand use tools like ping and traceroute plus

network-invasive diagnostic tools. For example, manage-

ment platforms based on the Simple Network Management

Protocol (SNMP)[6] are widely used.

For multicast, not only are generic traffic management

tools needed, but also tools specific to the special delivery

characteristics of multicast. One particular area of manage-

ment, and the focus of this paper, is reachability. In the uni-

cast world, network engineers and end-users alike use ping

and traceroute. The belief is that these tools are effective for

unicast reachability. While these tools do provide this func-

tionality, the actual information returned is minimal. Ping

returns a yes or no answer. Traceroute returns little informa-

tion beyond what ping does. A network engineer would use

these tools only to quickly determine if there was a problem.

Then, other tools, available only to the network operator,

would be used to further diagnose the problem. A user sim-

ply knows that a problem exists, and possibly knows how

close or far away the problem is. The bottom line is that

while reachability tools give users little information, this is

exactly appropriate. A user with more information cannot

do much to solve internal network problems. For multicast,

similar functionality is needed. However, tools to support

multicast reachability require additional semantics. We be-

gin the paper by discussing the semantics of unicast and

multicast reachability.

The primary motivation for studying reachability has

been the transition of the MBone into a hierarchical, na-

tive multicast infrastructure. When the MBone was the only

multicast-capable network, reachability either existed or it

did not. Being flat, an end-system either had connectivity

or it did not. Cases of only partial connectivity existed but

were not the norm[7]. However, the problem of reachabil-

ity has become more important in the inter-domain envi-

ronment. As there are no end-user or system-wide tools to

monitor reachability, we have no idea of the robustness and

stability of the multicast infrastructure.

In this paper, we focus on assessing reachability in the

inter-domain. We start by discussing reachability and then

motivate the need to do a study of the multicast infrastruc-

ture. We then present a simple system that performs this

monitoring task for at least some of the multicast infras-

tructure. Our system, called sdr-monitor is based on the

ability to quickly and easily gather statistics about reacha-

bility. Our architecture is based on using multicast session

announcements sent and received by the sdr tool. While

sdr-based session announcements do not represent 100%

of multicast sessions, their periodic, soft-state refresh mes-

sages are sufficient for our needs in sampling inter-domain

reachability. Using this system, we have collected data for

more than a year and have found the multicast infrastruc-

ture to have significant instabilities. However, as multicast

is still evolving and is one of the first “in-the-network” style

services to be deployed, we feel that a certain level of insta-

bility is to be expected. We attempt to explain some of the

possible reasons for this instability.

The remainder of this paper is organized as follows.

Section 2 defines reachability and motivates the need for

monitoring the multicast infrastructure. Section 3 gives an

overview of our reachability monitoring architecture. Sec-

tion 4 describes the data collection process, data processing,

and preliminary results. The paper concludes in Section 5.

2. Defining and Motivating Reachability

With the deployment of native multicast in commer-

cial networks, multicast is getting closer to becoming a

ubiquitous service in the Internet. However, before multi-

cast can be used as a revenue-generating service, its robust

and flawless operation needs to be established in the inter-

domain. This requires availability of good management

tools to help network administrators configure and main-

tain multicast functionality within and between multicast-

enabled domains. While unicast management is well estab-

lished and provides good support for robust network oper-

ation, there still exists a need for good multicast manage-

ment. The management function needed in particular is

reachability monitoring.

For multicast, the relative newness and complexity of

the service model makes it more difficult to develop nec-

essary management tools. The current multicast model is

an open service model that supports sessions in which any-

one can send data to a multicast group and/or can join and

receive data. In this model, senders and receivers may

not always be known to each other. Support for dynamic

groups makes multicast management, in particular reach-

ability, more difficult. Because there is no implicit group

coordination or management, there can be no implicit way

of knowing group members. This means an explicit mecha-

nism for determining membership is necessary.

One explicit mechanism for determining who group



members are and whether there exists reachability between

source(s) and receiver(s) is the ping utility. In unicast, ping

allows a source/receiver to test bi-directional reachability

to a peer receiver/source. This relationship is shown at the

top of Figure 1. A multicast version of ping has slightly

more complicated semantics. Specifically, there is a differ-

ence between what sources and receivers hope to determine.

Moreover, the operation of mping potentially involves re-

sponses from multiple hosts. In an mping request, a re-

sponse is solicited and returned from each group member.

However, because of the open service model and because

mping requests are made to a group instead of to a receiver,

the source does not know from whom to expect responses.

As a consequence, receivers who do not have bi-directional

connectivity with the source will not be heard. This sce-

nario is shown at the bottom of Figure 1. In reality, it might

be that the receivers responding to an mping request are a

very small portion of the overall group membership. An

mping with these semantics likely does not help in recog-

nizing connectivity problems.

A multicast mping tool that is truly analogous to a unicast

ping would first have different semantics for sources and re-

ceivers. A source mping would determine all group mem-

bers and then determine reachability to each. Complicating

this process is the fact that bi-directional connectivity is not

required for multicast applications, and therefore, may not

exist1. A receiver mping would attempt to determine the set

of active sources and then measure their reachability status.

The operation of mping for these two scenarios are shown

in Figure 2. Not having a version of mping that first deter-

mines group sources/membership and then tests reachabil-

ity is a severe limitation. Not only is this function needed

for important management functions like accounting, but it

is needed for network monitoring functions like fault detec-

tion and isolation.

With the transition of multicast into a hierarchical infras-

tructure, network operators have a more difficult time veri-

fying the robust operation to each and every other multicast-

enabled domain. The unicast analogy of simply count-

ing and monitoring Border Gateway Protocol (BGP)[8]

routes does not work because the multicast infrastructure

is not as stable. Furthermore, the topology changes much

1In reality, bi-directional connectivity is not required for UDP-based

unicast applications either, but the use of ping as a reachability check cer-

tainly requires it.
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more frequently as various operators deploy and remove

test networks. In order to verify multicast reachability

and help identify inter-domain multicast problems, we need

tools to monitor and report reachability problems between

multicast-enabled domains. In particular, there are two

types of monitoring tasks that we believe are necessary to

help support reachability monitoring. These are:

� Testing during deployment/configuration: As men-

tioned above, multicast deployment is a difficult ser-

vice to deploy[4]. While intra-domain multicast rout-

ing is relatively straightforward to deploy, provid-

ing inter-domain multicast service requires knowledge

of multiple protocols, cooperation between domains,

and the active participation of several actual people.

After deploying an inter-domain multicast service or

performing configuration changes, network managers

would need to test correct operation in both the intra-

domain and the inter-domain. In these tests, network

operators would like to learn whether their network can

successfully send and receive multicast data to other

networks in both incoming and outgoing directions.

Network managers can test multicast connectivity in

the incoming direction by joining several external ses-

sions and checking if they receive data from external

sources successfully. In cases where a network man-

ager needs to test connectivity with a particular exter-

nal domain, (s)he may need to find someone from this

particular domain to create a test session and source

data for testing purposes. To test multicast connectiv-

ity in the outgoing direction, a network manager can

create a test session and source data to this session. In

this case, the manager may need to contact people in

other domains and ask them to join and test if they can

receive session data successfully. The process of re-

peatedly setting up arbitrary sessions to test multicast

connectivity is tedious at best and incomplete at worst.

Since the multicast infrastructure has transitioned to

a hierarchical topology, network administrators would

now conceivably have to test reachability to every do-

main.

� Monitoring stable multicast networks: Continual

monitoring can either consist of general reachabil-

ity tracking or monitoring specific multicast sessions.

During multicast transmission of an important event,



network managers may want to monitor reception

quality of the session data. This monitoring can help

network managers to identify possible problems in

data reception quality and take action to solve them

if possible. If the problem is external or involves some

other networks, then managers in respective domains

can work together to fix problems.

Given this motivation and these scenarios, we now turn

our attention to a system to perform this monitoring in the

inter-domain. Our aim in developing this architecture is

to create a quick and easily deployable system using exist-

ing mechanisms. This system will provide us with a basic

measure of reachability status in the global multicast infras-

tructure and will help us better understand the requirements

of reachability monitoring task in the inter-domain. Devel-

oping end-user tools with complete reachability monitoring

functionality is a longer-term project left to future work.

3. An Architecture to Monitor Reachability

Our reachability monitoring system, called sdr-monitor,

is based on multicast session announcements. Multicast

session announcements are widely used to convey informa-

tion about active groups to potential receivers. In our sys-

tem, these announcements are also used as heartbeat mes-

sages and allow us to monitor reachability. The collection

of global session announcements seen at a particular site

can be used as a partial measure of reachability for that site.

We focus on global session announcements because they

are intended for all receivers; there is no ambiguity about

whether a site should be receiving a particular regional or

local session announcement. Our belief is that by peri-

odically collecting users' knowledge of active global ses-

sions from many sites widely distributed around the world,

we can generate a continuous visualization of the status of

global multicast reachability. In the rest of this section, we

review the session announcement mechanism used by sdr

and then present details of our sdr-monitor system.

3.1. Sdr Session Announcements

As described above, we use multicast session announce-

ments to monitor reachability. There are obviously many

techniques available for a person who wants to create and

advertise a multicast session. One technique which has been

in use since the original MBone is to send session informa-

tion using the Session Announcement Protocol(SAP)[9]. In

SAP, announcements are periodically sent to a well-known

multicast address (sap.mcast.net) with a certain scope. It is

the responsibility of the underlying network to deliver these

announcements to receivers joined to the SAP address. SAP

is a soft-state based protocol so announcements are period-

ically transmitted but are not delivered reliably, i.e. there

is no acknowledgement mechanism. From a reachabil-

ity monitoring perspective, these periodic messages can be

considered as one-way ping messages to a potentially large

number of receivers. The challenge then is to determine

whether receivers actually received the announcement.

Sdr is a tool for creating and communicating session

announcements[10]. When a session is created using sdr,

it asks for information about the session including session

name, session description, media types, duration, etc. Sdr

creates an announcement entry using the Session Descrip-

tion Protocol (SDP)[11]. Sdr then uses SAP to periodically

send announcements. In addition, sdr listens to the SAP

address for announcements by other users. When an an-

nouncement is received, sdr displays it in a session list. Sdr

will periodically write the current set of announcements to

an sdr cache directory. When a user starts sdr, the tool uses

the cache to present the list of sessions stored when the tool

was last running. Finally, users can also use sdr to launch

the necessary decoding and display tools to receive session

content.

The sdr tool has a feature that enables users to write cus-

tomized code which is executed when certain conditions oc-

cur. Users put their code into a file called sdr.tcl. When the

sdr tool is started, it automatically reads a user's sdr.tcl file

and executes it along with the sdr tool. This enables users

to add extra functionality into the sdr tool. As we will de-

scribe, we use this extensibility to collect information from

sdr-monitor participants.

3.2. Sdr-Monitor Architecture

The basic mechanism of sdr-monitor is to collect cur-

rently available session announcement entries from topo-

logically and geographically distributed sites and process

them to build a representation of reachability status in the

global multicast infrastructure. The components of this

mechanism include:

� Session Announcement Originators: Any user that

sends multicast session announcements to the SAP ad-



dress (using sdr or any other tool) unknowingly be-

comes a source for sdr-monitor heartbeat messages.

� Sdr-Monitor Participants: Any user that listens to the

SAP address can potentially be part of our project.

Currently, sdr-monitor has almost 100 registered par-

ticipants. Sdr-monitor participants use a sender script

to send their sdr cache entries to the sdr-monitor site.

The sender script is a small Tcl script that is appended

to a participant's sdr:tcl file. Once sdr is started, the

sender script is invoked once an hour. The sender script

first forces sdr to write all currently available sessions

to the cache directory. The sender script then reads

the session entries from the cache directory and sends

them to a collection site via email. This mechanism

provides a technique to reliably collect what will later

become reachability data.

� Processing of Global Reachability Information: At

the collection site, the sdr-monitor manager receives e-

mail messages and processes them. The manager uses

these messages to generate, in real-time, a web page

displaying global reachability between session an-

nouncement originators and sdr-monitor participants.

The sdr-monitor tool periodically checks for incoming

e-mail from participants and processes them; updating

the web page with any changes in status. In addition,

the manager takes a snapshot of the system every hour

and archives it for long-term reachability analysis.

4. Reachability Analysis

In this section, we present an analysis of a nine month set

of hourly snapshots taken of the sdr-monitor system. First,

we describe the characteristics of the data set. Next, we

describe the filtering and pre-processing we performed to

remove non-representative participant reports from the data

set. And finally, we present an analysis of the processed

data set.

4.1. Data Collection

The data set used for this paper was collected between

April 1, 1999, and December 31, 1999. During this time,

the sdr-monitor site received over 141,000 e-mail messages

from participants. As long as sdr was running at a partic-

ipant site, our sender script (running in these sites) peri-

odically packed the available session announcement entries

into an e-mail message and sent it to us. The data set es-

sentially reflects the perceived reachability status at partici-

pants sites. However, perceived reachability may not reflect

the actual reachability status. In the next section, we list

some of the causes and how we processed the data to elim-

inate these problems.

4.2. Data Processing

In this step, we filter potentially problematic participant

reports from the data set. We identified three cases that ne-

cessitated some form of filtering. These include:

� Filter all non-global session announcements: Ses-

sion announcements for any session with a time-to-live

(TTL) less than 127 and administratively scoped ses-

sion announcements are filtered.

� Handling old sdr cache entries: When a user starts

sdr, the tool first reads the cached announcements and

treats them as newly received announcements. Sdr

then invokes the sender script code which sends e-mail

messages to the sdr-monitor site. These announce-

ment entries are potentially old entries and are not a

good representative for the current set of active ses-

sions. Therefore, we do not consider the first e-mail

message sent by a user.

� Handling old, problematic versions of sdr: Session

announcements are conveyed using a soft-state mech-

anism and should expire from receivers' caches after

some time (one hour). But some old versions of sdr

keep announcements as long as sdr runs and only ex-

pires them when a user quits. Therefore, in such cases,

if a participant runs sdr for a long time, a number of

entries may be old and not indicative of the current

set of active sessions. Therefore, these sessions should

not be used in reachability analysis. We identify such

entries, based on a “last-heard timestamp”, and filter

inactive ones.

4.3. Data Analysis

In this section, we analyze reachability using the pro-

cessed data set. Our analysis is based on the identification

of the set of global sessions being advertised around the

world. We then assume that if a site does not report see-

ing an announcement then there is a reachability problem



between the announcement source and the sdr-monitor par-

ticipant site.

In our analysis, we use reachability of session-

announcing-sites rather than reachability of individual an-

nouncements. While some sites are responsible for numer-

ous session announcements, we are only interested in basic

reachability. We do not want to skew our statistics by ar-

bitrarily weighting sites, i.e. we do not want to favor the

particular reachability characteristics of sites who advertise

more than one session.

Our analysis is based on defining two types of reacha-

bility. Both types are a form of source-to-receiver reacha-

bility2. The two types of source-to-receiver reachability we

consider are:

� Source-Based Reachability: For each source site, we

compute the percentage of sdr-monitor participants

who see announcements from the source. We take the

number of sdr-monitor participants who see the ses-

sion and divide by the total number of current sdr-

monitor participants.

� Receiver-Based Reachability: For each sdr-monitor

participant site, we compute the percentage of global

sessions seen. We take the number of sessions seen

by an sdr-monitor participant and divide by the total

number of global sessions.

There is more of a semantic difference between these two

types of reachability than there is a performance difference.

Therefore, we only need to focus on computing one type

of reachability. Our analysis shows results for source-based

reachability.

Source-based reachability is computed by calculating the

daily average visibility value for each site announcing one

or more globally-scoped sessions. We then group these sites

into four categories: sites with announcements that are seen

by 0%-24%, 25%-50%, 51%-75%, and 76%-100% of sdr-

monitor participant. Figure 3 shows our grouping and the

normalized visibility ratios over time. In normalizing the

results, we divide the number of sites at each group by the

total number of sites per day. In the figure, the bottom area

corresponds to session originator sites with up to 25% visi-

bility, and the second area on top of it corresponds to session

2Because we are taking advantage of session announcement messages

from source sites, we are not able to monitor reachability in the reverse

direction, i.e. receiver-to-source reachability.

originator sites with visibility 25% to 50%, etc. Looking at

Figure 3, the conclusion seems to be that multicast reacha-

bility is unstable, and overall reachability is very poor.

In the last two parts of this section, we explain our un-

derstanding of why the results appear as they do. The first

identifies the inherent limits of using sdr as our underlying

reachability monitoring mechanism. The second identifies

what we feel are true reachability problems.

4.3.1. Limitations Due to Using Sdr
We believe using sdr contributes to irregular reachability

results in four ways. These are:

� Participant Participation: During the data collection

period, not all sdr-monitor participants are running sdr

continuously. This means that the number and iden-

tity of participants actively sending reports is not con-

sistent over time. Since each participant has a poten-

tially different picture of global reachability, their join-

ing and leaving cause changes in overall reachability

characteristics.

� Session-Announcing-Site Behavior: Similar to the

above case, the number of sites sending session an-

nouncements is also dynamic. Sites can start and

stop announcements at their own will. Different

session-announcing-sites might have different reacha-

bility characteristics. When different sites start or stop,

normalized reachability ratios can be significantly af-

fected.

� Visibility Changes at Announcement Start and
End: When a site starts sending a session announce-

ment, it takes some time until the announcement

reaches to all participants. During this startup time,

the reachability of such session-announcing-sites will

be relatively poor. Similarly at the end of a session an-

nouncement, we see a similar behavior. Only once a

session has achieved stability is it worthwhile to use it

for reachability analysis.

� Short Lived Sessions: Due to the reachability char-

acteristics at announcement start and end, session an-

nouncements with a short life time, e.g. a couple of

hours, will have poor reachability for almost their en-

tire lifetime. In our analysis we encountered 2550 (out

of 5640) announcements with a duration of less than 6

hours.
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Figure 3. Visibility ratios for source-based reachability.
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The reasons mentioned above clearly affect the reacha-

bility characteristics displayed in Figure 3. However, these

effects are not due to true reachability problems and should

be eliminated from consideration. In the next step of the

analysis, we remove a number of data entries from our data

set. Some of these entries belong to short-lived sessions

(sessions living less than 6 hours) and some of them be-

long to session start and end intervals. By removing these

entries, we filter out the negative effects of our data collec-

tion mechanism. Figure 4 shows the reachability status in

a similar way as in Figure 3 but after this filtering process.

According to this figure, the overall reachability status im-

proves but still indicates some problems.

4.3.2. True Reachability Problems

We now describe a number of reasons that we have quali-

tatively identified as causing many of the reachability prob-

lems. We identify three types of problems. They are:

� Site Inter-Domain Connectivity Problems: During

the data collection period, we observed cases in which

some participants report only announcements sent by

sites local to them. We can easily infer that such a re-

porting site has problems with at least receiving capa-

bility. If other sdr-monitor participant sites do not see

session announcements from the local senders than we

can conclude that there are also transmission problems.

While local connectivity problems do occur, our intu-

ition is that they are far less frequent than inter-domain

problems.

� Inter-domain Connectivity/Peering Problems An-

other observation is that a number of announcements

were only reported by one or a few number of non-

local participants. Contrary to the above case, session-

announcing-sites and participant sites were not local.

However, they were topologically close. This situ-

ation is likely caused by inter-domain peering prob-

lems between multicast-enabled networks. Given the

state of multicast protocols, the inter-domain proto-

cols are newer and more unstable than intra-domain

protocols. Still, the existence of some reachability is

troubling. The multicast infrastructure seems to be ex-

hibiting clouds of connectivity. In the unicast world,

connectivity is robust and even if some links fail there

is usually some sort of failover. Apparently multicast

does not have this redundancy and is therefore less ro-

bust.

� Transatlantic Connectivity Problems The last rea-

son is frequent problems with transatlantic links. In

our data set, we observed numerous cases in which an-

nouncements originating from a site in Europe were

only visible to participants in Europe, and announce-

ments originating from a site in the United State were

only visible to US participants. We strongly believe

that these cases are related to network congestion

and/or multicast connectivity problems between Eu-

rope and the US.

In the above discussion, we identified a number of prob-

lems contributing to poor global reachability. In consider-

ing the duration of the outage, we consider problems either

to be short-lived or long-lived. Short-lived problems were

quickly identified and corrected by network administrators.

On the other hand, long-lived problems caused session an-

nouncements to experience poor reachability for extensive

periods of time. Future work will need to examine these

characteristics in more detail.

5. Conclusions

In this paper we address the issue of multicast reach-

ability. Starting with the definition of multicast reacha-

bility and its fundamental differences to unicast reachabil-

ity, we have motivated the need to monitor reachability in

the growing global multicast infrastructure. We then pre-

sented a tool to monitor multicast reachability. This mon-

itoring helps network administrators to identify potential

problems related to multicast reachability within and be-

tween multicast-enabled domains. Using this tool, we have

collected multicast reachability information for over a year.

With this data, we have investigated the long term reacha-

bility behavior of the global multicast infrastructure. Our

analysis has shown that the overall reachability is unstable

and generally poor. We have identified a number of reasons

for this behavior. We believe that the reasons are not indica-

tive of a fundamental failure in multicast, but rather, are the

result of the newness of multicast and the current difficulty

in deploying it. With the deployment of native multicast,

protocols will improve, network administrators will become

more experienced; and most problems should diminish.
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Abstract|Fingerprinting, watermarking content to iden-
tify the recipient, provides a good deterrence to unautho-

rized duplication and propagation of multimedia streams.
This is straightforward in a unicast environment; however,
in a multicast environment, inserting a �ngerprint at the
source does not provide any security since many receivers
will share a common �ngerprint. A simple solution would be

to �ngerprint the data for each user at the source and uni-
cast the di�erent streams. We aim to achieve a more scalable
solution while maintaining and even increasing the level of
security. To achieve this, we have developed WHIM, a scal-
able system that allows multicast content to be marked with

distinct information for distinct receivers securely. This sys-
tem introduces two new concepts: 1)generating a watermark
based on the receiver's location in a tree overlaying the net-
work and 2)inserting the watermark in the content incre-
mentally as it traverses an overlay network. We propose
and evaluate several forms of this architecture and show

how it improves scalability while increasing security.

I. Introduction

As content distribution on the Internet becomes more
pervasive and the value of the content being distributed
increases, the security of this data has become a main con-
cern of content providers. Encryption is generally used to
safeguard the content while it is being transmitted so that
unauthorized persons can not read the stream from the
network, but this o�ers no protection after the intended
receiver receives the data. There is no protection against
unauthorized duplication and propagation by the intended
receiver. This additional protection can be obtained by wa-
termarking the content. Watermarking is the embedding
of some identifying information into the content in such a
manner that it can not be removed by the user but it can
be extracted or read by the appropriate party. Watermarks
can be used for copyright protection or for identi�cation of
the receiver. Copyright protection watermarks embed some
information in the data to identify the copyright holder or
content provider, while receiver-identifying watermarking,
commonly referred to as �ngerprinting [1], embeds infor-
mation to identify the receiver of that copy of the content.
Thus, if an unauthorized copy of the content is recovered,
extracting the �ngerprint will show who the initial receiver
was.
Problems arise when attempting to �ngerprint content in

a multicast environment that do not arise in copyright pro-
tection watermarking. Copyright protection watermarks
are embedded in the data at the source, then the water-

This work supported by grants from the National Science Founda-
tion, DoD MURI Program, and the Georgia Tech Information Secu-
rity Center

marked data is multicast to the group of receivers. For
�ngerprinting, embedding the receiver's identi�cation as
the watermark at the source will not work since all the
receivers will share the same watermark. It is necessary
to watermark content with unique information for distinct
receivers of the same multicast stream. A simple method
to achieve unique watermarks for each receiver would be
to watermark the stream di�erently for each receiver and
to unicast the watermarked streams. Of course, the ine�-
ciency of such a scheme calls for a better solution. We aim
to maintain the security of this approach while achieving
scalability.

We propose WHIM, a scalable system that allows multi-
cast content to be securely marked with distinct informa-
tion for distinct receivers. This system introduces two new
concepts: 1)generating a watermark based on the receiver's
location in the network and 2) inserting the watermark
in the content incrementally as it traverses the network.
WHIM makes use of a hierarchy of intermediaries for cre-
ating and embedding the �ngerprint. This allows security
and scalability. The use of a hierarchy allows a new type
of security by having an User ID based on the user's loca-
tion in an overlay network. Security is also maintained by
using proven watermarking algorithms to embed this User
ID. The hierarchy leads to scalability by capitalizing on the
e�ciency of multicast distribution and by distributing the
watermark embedding load from the source to the di�erent
intermediaries.

This paper proceeds as follows. In Section 2 we enu-
merate the design objectives of WHIM. Section 3 gives an
overview of the WHIM architecture. Section 4 discusses the
WHIM-Backbone component which is based on a hierarchy
of intermediaries that provide an e�cient distribution ar-
chitecture that �ngerprints the streaming content. Section
5 describes the WHIM-Last Hop component, a secure pro-
tocol that �ngerprints and distributes content between an
intermediary and a group of receivers. Section 6 examines
previous work in the area. Section 7 presents an analy-
sis and simulation results of the e�ciency of WHIM, and
a comparison with previous solutions. Finally, section 8
presents conclusions and discusses possible future work.

II. WHIM Objectives

The design objectives of a system to �ngerprint multi-
cast content should be security and scalability. We outline
the concepts involved in achieving these goals. The fea-
tures and components of the system necessary to accom-



plish these goals should be designed into the solution.

Security:

Robustness of the �ngerprinting method:

The �ngerprint is what distinguishes one user from an-
other. This can be a particular pattern of frames or a
particular pattern embedded in a frame. The method used
must be robust to e�orts of a user to remove this distin-
guishing information. There has been signi�cant work in
video watermarking see for example [2], [3], [4], [5]. A
scheme extending these e�orts into �ngerprinting multicast
content is desirable since it assures a robust �ngerprinting
method.
Collusion problem: Collusion is when a set of group

members work together to use the set of di�erently wa-
termarked streams to create a copy of the content which
cannot be determined to contain the �ngerprint of any of
those receivers. The solution must be based on a �nger-
printing scheme that is not susceptible to collusion.
Asymmetric �ngerprinting: Schemes should be able

to provide asymmetric �ngerprinting. This allows the
sender to identify the receiver of a recovered copy of data
without previously knowing the �ngerprinted data. Thus,
the sender is not capable of distributing the data and ac-
cusing an innocent receiver. [6]
Protection Granularity: The granularity of protec-

tion is the amount of content that is needed for the pro-
tocol to be able to determine the receiver of the content.
Schemes should be able to provide the smallest possible
protection granularity but also be exible so that this can
be changed depending on the needs of the application.

Scalability:

Logging Requirements: Logging is necessary because
once a video is recovered and the �ngerprint is extracted,
there must be some record of what receiver was represented
by the ID recovered from the watermark at that instant
in time. The storage and processing overhead of logging
should be minimum.
E�ciency: The e�ciency of the solution is based on the

amount of data that the source must transmit and encrypt
and the amount of data introduced into the network.

III. WHIM Architecture Overview

The system has two components, WHIM Backbone
(WHIM-BB) and WHIM Last Hop (WHIM-LH). WHIM-
BB introduces a hierarchy of intermediaries into the net-
work and forms an overlay network between them. Figure 1
shows how the hierarchy is formed as an overlay network
in the physical network. Each intermediary has a unique
ID. Based on the fact that there exists a unique path be-
tween the source and each intermediary on this overlay
network, we use this path to distinguish between interme-
diaries. Each path is identi�ed by the IDs of the interme-
diaries on the path. This Path ID is embedded into the
content to identify the path that it traveled. Each inter-
mediary embeds its portion of the Path ID into the content
as it forwards the content through the network. This em-

bedding is done using modi�ed versions of existing video
watermarking algorithms. This is along the lines of the re-
cent trend towards introducing a hierarchy of entities into
the network to provide active services, such as reliable mul-
ticast [7], [8], Internet caching [9], [10], [11], multimedia
proxy servers [12], and layered video multicast [13].

Each intermediary can have child intermediaries as well
as a set of child receivers. We call this set of child receivers
the intermediary's domain. A watermark embedded by
WHIM-BB identi�es the domain of a receiver. Some litera-
ture suggests that identifying the domain of the receiver or
the last hop before the receiver is adequate protection [14];
however, we feel that it is necessary in many applications to
identify the individual receiver. So, we propose WHIM-LH
which allows intermediaries to mark the content distinctly
for any children receivers that they might have. WHIM-LH
forms a domain-wide secure distribution and �ngerprinting
system including key distribution and logging.

A central component of WHIM-LH is a secure client-side
�ngerprint insertion program that communicates with the
intermediary for registration and to receive the decryption
keys and the stream. The security of this component can
be achieved by using techniques such as Mobile Cryptog-
raphy [15] and Time Limited Black box Protection [16].
Clients join and register for the group at the domain level.
This type of control is ideal for applications in which do-
mains are responsible for the activity of its members. For
example, a university might subscribe to a site-wide license
for a broadcast then have students subscribe individually
to receive it.

WHIM-LH is a building block that when merged with
WHIM-BB forms a complete solution for �ngerprinting
multicast content distinctly for each receiver in the group.
Used together, WHIM-BB and WHIM-LH allow content
to be marked to pinpoint the location of the receiver in
the overlay network as well as to identify the individual re-
ceiver. WHIM protects against attacks in which receivers
join a group using a fake IP address or name. Even if
the WHIM-LH registration fails to lead to the actual re-
ceiver, the WHIM-BB Path ID will pinpoint the responsi-
ble domain. It should be noted that either of these can be
used alone as a complete �ngerprinting system. WHIM-
BB, alone, o�ers a �ngerprinting system that identi�es the
domain of the receiver, but not the individual receiver.
WHIM-LH can be used between the source and the group
of receivers to �ngerprint the content uniquely for each re-
ceiver. However, it lacks the scalability of the combined
solution due to the lack of the distributed architecture and
it does not provide any information regarding the location
of the receiver.

IV. WHIM Backbone (WHIM-BB)

WHIM-BB makes use of a hierarchy of intermediaries for
creating and embedding the �ngerprint. The �ngerprint is
based on the path from the source to the intermediary. This
allows security and scalability. Use of a hierarchy allows a
new type of security by having the user's �ngerprint based
on the user's location in the network. Security is also main-
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tained by using proven watermarking algorithms to embed
this identifying information. The hierarchy leads to scala-
bility by distributing the watermark embedding load from
the source to the di�erent intermediaries and by easing
logging requirements. This section �rst describes the ar-
chitecture of intermediaries, then discusses the distributed
watermarking algorithms used by the intermediaries, and
�nally, discusses the logging necessary to maintain the path
information.

A. Architecture

The architecture consists of a hierarchy of intermediaries
positioned as endsystems in the network. Each intermedi-
ary is assigned a unique ID either manually or using some
pre�x labeling algorithm [17]; so to identify the intermedi-
ary, there exists a unique ID that identi�es each path from
the source to each intermediary. As the content traverses
the network, every intermediary through which it passes
concatenates its ID to the Path ID already embedded in
the content.
The amount of computation required to insert the water-

mark is more than routers today are capable of and possibly
even more than the amount of processing power proposed
by advocates of active networking [18], [19]. Therefore,
WHIM-BB places a hierarchy of intermediaries as endsys-
tems in the network and forms an overlay network between
them. This overlay network can be rapidly deployed and
easily managed by the use of a system such as the X-
bone [20]. As explained in [21], use of such a distribution
architecture can help avoid many of the problems involved
in using an IP multicast distribution model such as con-
gestion control and end-to-end reliability and even increase
security. This hierarchy can use application-layer multicast
rather than rely on global IP multicast support while still
allowing the use of IP multicast where available, especially
within domains.

This idea can be extended to allow the intermediaries to

be coupled with existing machines in the network that per-
form computation. Infrastructures in place for multimedia
proxy servers [12], server replication, and caching [10], [11],
[9] provide ideal locations for WHIM intermediaries to be
located.

B. Distributed Watermarking Algorithms

The watermark consists of a timestamp and the concate-
nation of all the IDs of the intermediaries on the path and
is inserted in each frame. Now, we examine how to use
existing watermarking methods and distribute the compu-
tation across the intermediaries.

Example 1 The watermarking algorithm described
in [2] works as follows. For each frame, a pseudo random
sequence is calculated to determine the order in which the
blocks will be marked. In the determined order, the blocks
are discrete cosine transformed, smooth and edge detec-
tion is done, and the blocks are quantitized with Qm/Qf

accordingly. For each block, the information is embedded
as in the Zhao-Koch algorithm [22].

Our distributed version of this algorithm performs as
follows. The source creates the pseudo random sequence
in which the blocks will be watermarked, does smooth and
edge detection for each block, and quantitizes with Qm/Qf.
The watermark begins with a timestamp inserted by the
source. It then sends the new frame and the sequence
towards the receivers. As each intermediary receives the
stream, it uses the sequence to determine the next blocks
to watermark, adds its ID to the watermark, and sends
the remainder of the sequence and new frame towards the
group.

Example 2 The watermarking algorithmproposed in [5]
works as follows. An adaptive scheme is used to choose the
blocks to be watermarked. Smooth and edge detection is
done to determine the blocks that can withstand water-
marking. Also, within each block, coe�cients to be used
to embed the bit are chosen pseudo-randomly based on

properties of the block. The information is embedded by
modifying these chosen coe�cients based on the Zhao-Koch

algorithm.
Modi�ed to perform in a distributed environment, the

algorithm operates as follows. The source does smooth and
edge detection and selects coe�cients for each block. Af-
ter beginning the watermark with a timestamp, the source
sends the sequence of blocks to be watermarked and which
coe�cients are to be changed along with the stream to-
wards the receivers. As each intermediary receives the
stream, it uses the sequence to determine the next blocks
to watermark and which coe�cients in that block to use.
The intermediary then adds its ID to the watermark and
sends the rest of the block sequence and coe�cient infor-
mation along with the altered frame towards the group.

It should be noted that each frame containing the entire
string of identifying information does not imply concen-
tration of the watermark. It simply means that the en-
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tire piece of identifying information is embedded into each
frame. The embedding algorithm is still based on a secure
watermarking algorithm which e�ectively hides the embed-
ded information inside of that frame data. Therefore, there
is no reduction in the level of security due to this.

If there is not a need to safeguard single frames or very
short clips, selective watermarking [23] can be used to in-
crease the performance. This involves a trade-o� in the
strength of the security because the length of video clip
that is necessary to extract the watermark is increased.
Instead of inserting the �ngerprint in every frame, it can
be inserted in every n-th frame. This translates into about
a n-fold increase in performance with a tradeo� of n times
the length of the clip that is necessary to extract the water-
mark. For example, with an MPEG stream, it is possible to
�ngerprint only I frames. If the MPEG stream has the re-
peating IBBPBBPBB pattern, this will reduce the compu-
tational overhead by reducing the numbers of frames that
are �ngerprinted by 89%.

The information exchanged by the intermediaries is en-
crypted with an intermediary group key, Ik, while the con-
tent data is encrypted with some session key, Gk, as shown
in Figure 2. In cases in which the intermediary does not al-
ready have the compressed video data available, it will need
to perform the necessary decapsulations, possibly including
RTP [24], UDP, and IP, to extract the video data. Once
the video data is available, the intermediary must perform
the steps to locate the necessary blocks and embed the wa-
termark. An example of this algorithm for MPEG video is
shown in Figure 3.

C. Logging

In order to be able to determine the domain of the re-
ceiver from retrieved watermarks, the log must have enough
information so that it can determine which nodes were rep-
resented by that Path ID at that particular instant in time.
Previously, there has not been much attention to the log-
ging aspect of such a watermarking system. We have iden-
ti�ed it as a key requirement of the system and an impor-
tant factor in the scalability of the system. While previ-
ous schemes for �ngerprinting multicast video require ex-
tended periods of the �ngerprinted video in order to extract
enough information about the embedded �ngerprint to de-
termine the recipient, WHIM requires only one frame since
the entire label is inserted in each frame. Thus, WHIM
can safeguard each frame of a video. With some other
schemes, if a user illegally redistributes a single image or a
very short clip from a video, there is no way of determin-
ing the perpetrator. Also, our logging system requires only

minimal information and uses a simple and straightforward
algorithm to determine receivers.
Each intermediary sends to the logging system, the Path

ID that has accumulated up to and including it. This Path
ID includes the timestamp inserted by the source. De-
pending on the overlay management used, the intermediary
might also send its IP address or some other identifying in-
formation. This includes some authentication information
so that the logging system is assured that the information
is being received from a legitimate intermediary. This log-
ging information is sent to the log every time that the Path
ID of the intermediary changes. Therefore updates are only
sent when the overlay topology changes, not every time the
underlying routing topology changes. When a watermark
has been extracted and the receiver must be determined,
only a simple table lookup algorithm is necessary to access
this information from the log.

V. WHIM Last-Hop (WHIM-LH)

This section describes WHIM-LH, a protocol between
a single intermediary and its children receivers. Whereas
WHIM-BB marks the content to identify the last hop in-
termediary of a receiver, WHIM-LH allows a single inter-
mediary to embed distinct User IDs for each of its children
receivers. This section �rst explains the WHIM-LH archi-
tecture and the variations that are allowed by the di�erent
types of User IDs. Then, the di�erent methods that are
available for choosing User IDs are explained.

A. Methods of Transporting the Video Data

This architecture allows the e�ciency in the network
that is the motivation of multicasting while enforcing the
necessary security at the endpoints, the intermediary and
the client. There is signi�cant research in the area of video
watermarking, so we aim to provide a framework which
will allow any watermarking algorithm to be used to �n-
gerprint multicast streams e�ciently. We introduce a se-
cure client-side �ngerprint insertion program that contains
a watermarking module that can be based on any chosen
watermarking algorithm. Figure 4 shows the interaction
between the modules of the architecture. The intermedi-
ary distributes the �ngerprinting program with a built-in
decryption key, denoted as program[Kinternal]. The client
registers with the logging and key distribution system to
join the group and receives decryption keys and possibly
a User Id. The client program then receives the stream
encrypted with the session key, denoted as fstreamgKplay,
from the intermediary and securely adds the watermark
before making the stream available to the user. The re-
mainder of this subsection explains the variations of this
architecture depending on the type of User ID used. The
Assigned User ID scheme has the intermediary communi-
cate with the group using the following steps:
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Intermediary to Receivers:

Multicast: fstreamgKplay
Multicast: program[Kinternal]

Multicast: ffKplay,User ID1gKinternalgKuser1,
ffKplay, User ID2gKinternalgKuser2, ...

ffKplay, User IDngKinternalgKusern

Each User ID and key packet is encrypted with the user's
public key or symmetric key shared by the logging system
and the user, so the same level of security is achieved as if
they were unicast. A signi�cant portion of the tra�c that
is sent is the User ID information.

For applications that would bene�t from the decrease in
tra�c that would result from not sending this information,
we propose a method that allows the user to provide her

own User ID information to the program. This Local User
ID method only requires the intermediary to send the fol-
lowing messages to the group:

Intermediary to Receivers:

Multicast: fstreamgKplay
Multicast: program[Kinternal]

Multicast: fKplaygKinternal

The Authentication module authenticates the user and sig-
nals the decryption module. This approach is used when
the logging system already has a mapping between the User
ID and the actual receiver or can determine the receiver
based on the User ID, such as when the User ID is derived
from the public key as explained in the next subsection.



B. Methods of Choosing User ID

The User ID information that is embedded as the wa-
termark uniquely identi�es each receiver. While previous
literature simply refers to the User ID as some unique iden-
ti�er, perhaps randomly assigned, we propose a new tech-
nique for creating User IDs. By using cryptographic means,
we compose a User ID that is more closely bound to a user
than a randomly assigned User ID. As shown in the previ-
ous subsection, this also allows a more e�cient distribution
method. Possible methods of forming a User ID include the
following ways:
� Assigned User ID: This simple scheme involves each
user registering with the source, being authenticated, and
being assigned some unique value as a User ID.
� Public Key-based User ID: This approach allows the
User ID to be based on the public key of the receiver. This
requires the user to have a public key certi�cate [25], a
signed message from a trusted certi�cation authority(CA)
that speci�es the user's name and the corresponding public
key, such as a X.509 certi�cate [26]. The �ngerprinting
programmust be assured that the public key used is the one
assigned to this user by the CA.We suggest two methods of
doing this. The �ngerprinting program requests the user's
public key from the CA and then uses a nonce to con�rm
that the user knows the corresponding private key. The
second method is that the user provides the program with
the public key certi�cate and signs it with the private key.
Thus, the program can verify the public/private key pair
and that it was assigned by the CA.

C. Discussion

WHIM-LH provides a framework that allows proven wa-
termarking algorithms to be used e�ciently in a multicast
environment. It allows e�cient rekeying, introduces a new
type of secure User ID construction, has the smallest possi-
ble protection granularity, and is e�cient. It also is capable
of being used with selective watermarking [23] to increase
its e�ciency. Figure 5 shows the how the WHIM-LH ar-
chitecture is combined with WHIM-BB.
We propose means of preventing the risk of the �nger-

printing program being reverse engineered to reveal the
decryption key or otherwise altered to disallow the desired
results. There are a number of attacks that malicious users
can perform against mobile agents including spying out
code and data and manipulation of code and data [27].
Mobile Cryptography can be used to guard against these
attacks [15]. This involves executing encrypted functions to

guarantee code privacy and code integrity. Time Limited
Black box Protection [16] can be used to protect the code
and data of a mobile agent from being read or modi�ed for
at least some minimal time interval.

VI. Related Work

Chu, Qiao, and Nahrstedt [28] proposed a protocol to
provide a di�erent version of a multicast stream to each
group member. The protocol creates two watermarked
MPEG streams, assigns a unique random binary sequence
to each user, and uses this sequence to arbitrate between

those two watermarked streams. For the ith watermarked
frame in stream j(j = 0; 1), a di�erent key KEY

j
i is used

to encrypt it. Then user n is given either KEY
0

i orKEY
1

i

depending on the random bit sequence of user n. The e�-
ciency of this protocol is hampered by the need to water-
mark, encrypt, and transmit two copies of the stream and
by the signi�cant amount of key messages that the protocol
transmits. However, the protocol does have a problem with
the collusion issue. The ability of the protocol to detect a
collusion is dependent on the length of the retrieved data
stream. Even with a retrieved data stream of su�cient
length, the algorithm to determine a collusion is so com-
plex that there is not a known length of retrieved stream
that can guarantee a c-collusion detection. The protection
granularity of this protocol is large since it is based on the
number of receivers.

Wu and Wu [23] proposed a technique which selectively
encrypts and watermarks segments of an MPEG video, uni-
casts these and multicasts the remainder of the video. De-
pending on the speci�c selection scheme used, the chosen
segments could be from 90% to less than 1% of the original
video. There is a tradeo� between e�ciency and security.
As smaller amounts of the video are chosen for encryp-
tion and watermarking, the ability of persons outside of
the group to obtain the video increases due to the proposal
of not encrypting the video that is not watermarked and
the ability of group members to obtain video that is not
watermarked increases due to the fact that if only I frames
are watermarked, then unwatermarked I-blocks found in P
and B frames can provide some degree of quality video.
As larger percentages of the video are chosen to be wa-
termarked, encrypted, and unicast, the security increases,
but the e�ciency of the protocol begins to resemble that of
the simple unicast model. Since only I frames, are water-
marked, the protection granularity is each set of the I-frame
pattern.

Brown, Perkins, and Crowcroft [14] recently proposed a
technique that has each group member receive a slightly
di�erent version of the multicast video stream. For a mul-
ticast group with a tree of depth d, the source creates n

di�erently watermarked copies of each packet such that

n > d. On receiving a transmission group of packets, each
router forwards all but one of the packets. The last hop
router then forwards exactly one packet to the subnet with
the receiver(s). The goal is that each receiver then receives
a stream that consists of a unique combination of water-
marked packets. The original receiver of a recovered stream
can be determined by simulating the operation of various
network components during the time that clip was orig-
inally transmitted. This makes the logging requirements
high since the log must keep the state of the entire network
from the start to the end of the transmission. The require-
ment that the source watermark, encrypt, and transmit n
copies of the stream makes this solution ine�cient. The pa-
per does not o�er a solution for having multiple receivers
on the same subnet since they will have the same User ID.
Also, there is no mention of the ability of receivers on a link
that is not a leaf to obtain access to the set of packets that
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s = stream
nf = number of frames in the stream
f = frame
p = program
n = number of group members

ku = key/User ID message
cku = combined key/User ID messages

k = decryption key
uid = User ID
bit = signi�es which stream the user receives
kf = decryption key for a particular frame

Fig. 6. De�nition of Variables Used in Analysis

are traversing that link. As the length of the clip increases,
the probability of being able to specify a single receiver in-
creases. Thus, the protection granularity is large. Also, the
ability to determine collusions is dependent on the length
of the clip and requires extensive computation to determine
what users could have possibly had access to the frames in
the recovered stream.

VII. Analysis

In this section we examine the e�ciency of WHIM in terms
of data transmission and encryption overhead. We look
at this relative to the performance of some of the other
multicast watermarking schemes reviewed in the related
work section. Figure 6 shows the de�nitions of variables
used in this section.

In WHIM, the source transmits s+p+cku bytes and en-
crypts s+(n)(ku) bytes. The overhead of the scheme in [28]
involves the sender transmitting nf [2(f) + 2(kf)] bytes,
then the group leader transmits nf [(n)(uid + bit + kf)]
bytes. This system also has signi�cant encryption over-
head, nf [2(f) + kf + msg] for the sender and nf [(bit +
kf)(n) + msg] for the leader. In the protocol of [14], the
amount of transmitted data is increased substantially by
the redundant data that is necessary. For a stream of size,
s, the amount of data that is transmitted is at least n � s,
where n > d and d is the depth of the multicast tree.
We seek to analyze the performance of these schemes

with two di�erent types of group behavior, theater-style
and dynamic. Theater-style involves all of the group mem-
bers arriving or joining the group and leaving the group at
approximately the same time, as at a movie theater. This
allows all of the set up overhead to be multicast to the en-
tire group at once. Dynamic groups involve users joining
and leaving the group at anytime throughout the session
and may involve members leaving and re-joining. This also
involves rekeying of the group.
In order to analyze the performance for theater-style

groups, we created multicast groups within transit-stub in-
ternetwork topologies using GT-ITM [29]. For each group
size, the depth used in our data is based on the average
depth of the 10 random multicast trees that were created.
We compare the total amount of data transmitted and en-
crypted by the multicast source in WHIM with the schemes
of [14] and [28] in Figure 7. These calculations are based
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Fig. 7. Total amount of data processed by the source relative to group size, transmitted data and encrypted data

on the source multicasting a one hour session of MPEG-
2 video at 4Mbps at a framerate of 30. The size of the
keys in [28] and WHIM are 128 bits. In [28], the source is
also the group leader. The size of the insertion program in
WHIM was determined by adding the size of a common de-
cryption program and the size of a watermarking program
to be 1MB; However, the total amount of data transmitted
and encrypted by the architecture is orders of magnitude
above the size of the program so the accuracy of this value
becomes insigni�cant.

For dynamic groups, we used data collected by the Mlis-
ten tool [30] over several days for the Mbone multicast
of the Space Shuttle Mission STS-80 in November 1996.
This session has a duration of 13 days and has over 1600
join requests. We used these traces to simulate the perfor-
mance of the �ngerprinting solutions. Figure 8 shows the
cumulative amount of data transmitted over the network
by these schemes as the session continues and the number
of receivers in the group over time.

VIII. Conclusions

There has been a signi�cant amount of work geared to-
ward developing algorithms to securely embed watermarks
into multimedia content. The work presented in this paper
complements these e�orts by providing an architecture that
allows these algorithms to be used in multicast multimedia.
We have presented two architectures, WHIM-Backbone, a
hierarchy of intermediaries that provides an e�cient distri-
bution architecture that �ngerprints the streaming content,
and WHIM-Last Hop, a secure client/server protocol that

�ngerprints and distributes content between a single entity
and a group of receivers, which form WHIM. Our analysis
shows the e�ciency gains of WHIM over previous solutions.

Table I compares the trust, scalability, and resolution
achieved by solutions based on the type of transmission of
the video and the marking location of the data. The �rst
column shows the simple case of marking at the source and
unicasting. This achieves high trust and resolution but low
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Fig. 8. Cumulative Amount of Data Transmitted over the Network
through the session

scalability. The next column shows multicast video that
is marked at the source. This results in high trust and
scalability but low resolution. The third column shows
WHIM-LH which multicasts the video and marks at the
client. This achieves medium trust and scalability and high
resolution. The fourth column shows WHIM-BB which
multicasts the video and marks at the intermediaries. This
achieves high trust and scalability and medium resolution.
The last column shows WHIM which combines WHIM-LH
and WHIM-BB to achieve the scalability of multicast with
the trust and resolution of a unicast approach.
In addition to the architecture presented in this paper,

the idea of identifying a user by his position in the net-
work can be carried over into other applications to o�er
increased security and the use of a trusted hierarchy to



Transmission Unicast Multicast
of Video

Marking Location Source Source Client Intermediary Intermediary and Client
(WHIM-LH) (WHIM-BB) (WHIM)

Trust High High Medium High High
Scalability Low High Medium High High
Resolution High Low High Medium High

TABLE I

Comparison of trust, scalability, and resolution provided by different methods of fingerprinting content to a group

provide scalable security functionality can be used in other
areas including group key management, �rewalls, and de-
fending denial-of-service attacks.
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Abstract

Current multimedia standards (in particular video
standards) are inexible and designed for spe-
ci�c applications, often without regard for het-
erogenous network environments like the Inter-
net. Application-level semantics about the con-
tent and context of video information should be
reected in how video is coded and transmitted.
Current standards are inexible because interpre-
tation and management of di�erent elements of the
video stream are implicit and intertwined. En-
coded video formats can be recast into a more
exible model by separating the generation, man-
agement, and transmission of di�erent video ele-
ments. A more exible coding framework will al-
low applications to better manage network trans-
mission of video stream elements in a manner that
reects application-level knowledge and require-
ments. Furthermore, the coding model can be
adapted to changing network conditions. This pa-
per speci�cally addresses how reference frame man-
agement in the MPEG standards can be recast into
a more exible coding model. By separating the
management of reference information from the cod-
ing of speci�c frames, we enable the standard to be
more e�ectively used when application-level knowl-
edge of the video content is present. A number of
interesting network strategies are enabled by the
proposed revised model.

1 Introduction

Current multimedia standards (in particular video
standards) are designed for speci�c applications
and network environments and as a result are
inexible. Assumptions about the networking
environment, computing capabilities of the re-
ceiver, and the type of video encoded are often
made for the sake of achieving greater compression

rates. Unfortunately, these video formats are sub-
sequently used in environments where the original
assumptions do not hold true (i.e, the Internet),
resulting in poor quality, ineÆcient network usage,
and/or severe degradation of application perfor-
mance in the face of packet loss and limited band-
width. A priori knowledge about the content of
the video stream can only be used in limited ways
because video standards are written to support the
most general possible video content.

While many e�orts have focused on designing
and implementing network protocols and mecha-
nisms to facilitate the transmission of streaming
packet video, there have been few e�orts aimed at
creating adaptive coding models that can be dy-
namically altered to react to changing network con-
ditions. In this paper, we propose changes to the
MPEG-2 coding model that enable a number of
new application-level networking strategies. These
new strategies hinge on the ability of applications
to exploit application-level knowledge of video con-
tent.

Application-level semantics about the content
and context of video information need to be re-
ected in how video is coded and transmitted. To
this end, video standards need to provide ways of
adapting the video format to better match the het-
erogenous needs of di�erent applications and vary-
ing network conditions. The cost of these adap-
tation mechanisms may be a loss of compression,
but this cost is recouped in the form of higher
e�ective network utilization (i.e., \goodput"), in-
creased video quality, and graceful degradation in
the face of packet loss and bandwidth limitations.
Furthermore, a priori knowledge about the content
of the video stream can be used to adapt the coding
model to actually improve compression. For exam-
ple, the encoding of a video source that is known
to be showing the interior of a particular room can
be tuned to reect the limited set of objects that



will appear in the video stream.

Current standards are inexible because inter-
pretation and management of di�erent elements
of the video stream are implicit and intertwined.
For example, MPEG-2 encoded video is generally
comprised of DCT coeÆcients and motion vec-
tors for one luminance plane and two chrominance
planes. The MPEG-2 syntax intertwines the vari-
able length codes for coeÆcients and motion vec-
tors in a way that makes it diÆcult for an appli-
cation to deal with these elements separately or
to deal with any of the three planes separately.
Furthermore, the use of temporal redundancy in
MPEG-2 is strictly constrained by the speci�cation
of three types of frame encodings (i.e., I-, P-, and
B-frames). Each frame type creates speci�c tem-
poral relationships with other frames. No mecha-
nism exists for these temporal relationships to be
rede�ned by the application for its own purposes.

Encoded video formats can be recast into a more
exible model by separating the di�erent video el-
ements and allowing application-level control for
how these di�erent video elements are related to
each other. Given this exible coding framework,
applications can manage the elements of a video
stream in a manner that reects application-level
knowledge and requirements. The encoded video
stream becomes a collection of di�erent encod-
ing elements which can be combined in multiple
ways to create a video stream encoding congru-
ent with the speci�c requirements of the applica-
tion at hand. A number of parallel research e�orts
are working toward this vision of \object-based"
video [6, 5].

The idea of an adaptable, exible video cod-
ing model dovetails with the networking concept
of Application Level Framing (ALF) [3] by allow-
ing an application to optimize its video coding
model in regard to its networking requirements and
changing network conditions. Although separat-
ing video encoding elements provides much needed
exibility, it also creates a number of networking
challenges. In particular, di�erent encoding el-
ements may have di�erent transport-level proto-
col requirements, especially in regard to reliability.
Using di�erent streams to transport encoding el-
ements, however, creates problems with synchro-
nization and naming across streams.

This paper describes preliminary work in
progress in which the MPEG-2 video coding model
is modi�ed to allow exible application-level con-
trol over how reference video data (i.e., video ad-
dressed by motion vectors) is de�ned and managed.

These modi�cations are an example of separating
coding elements and providing a means for inde-
pendently specifying how these elements relate to
each other. We believe that this strategy will be
employed with increasing frequency with the de-
velopment of MPEG-4 [5], H.263+ [11], and other
new multimedia standards. The goal of this work
is to expose and address the networking challenges
created by this strategy. The use of MPEG-2 is
motivated by the fact that it is a stable standard
and a wide variety of hardware and software tools
to handle the format exist today. In fact, the choice
of MPEG-2 for this work is somewhat arbitrary.
The proposed coding model described in this paper
completely separates reference video data manage-
ment from the syntax of the encoded video stream.
Thus, the ideas and challenges identi�ed in this pa-
per can be as easily applied to other video encod-
ing standards that exploit temporal redundancy in
video through the use of interframe encoding (e.g.,
H.263+). This paper serves to outline how we pro-
pose to approach the problem and raise the issues
we are trying to target.

The rest of this paper is organized as follows:
Section 2 describes the current MPEG-2 reference
video model; Section 3 describes several motivating
examples for why the current model is inadequate,
outlines a proposed revised model, and identi�es
networking challenges that are raised by the re-
vised model; Section 4 describes related work; and
Section 5 summarizes the paper.

2 MPEG-2 Reference Video

Model

This section reviews the management of reference
video information in the current MPEG-2 stan-
dard. The term \reference video" is used to refer to
the video frame bu�ers addressed by motion vec-
tors during motion compensation in the MPEG-2
encoding/decoding process. These frame bu�ers
are also commonly known as the \forward" and
\backward" reference frames. We begin by provid-
ing a high-level abstract description of the MPEG-
2 encoding and corresponding decoding models and
the role of reference video information in those
models.

Figure 1 shows a block diagram of the MPEG-
2 encoding and decoding processes. This diagram
is not complete, but it illustrates enough of the
coding process for our purposes. Incoming video
frames are segmented into 16 pixel by 16 pixel re-
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gions called macroblocks. Possibly associated with
each macroblock are a set of motion vectors. Typ-
ically, up to two motion vectors are provided. The
motion vectors indicate regions within the forward
and backward reference frames which form a pre-
diction for the pixel values of the macroblock. How
these reference frames are speci�ed is described be-
low. The prediction is subtracted from the pixel
values of the macroblock and the resulting error
values are DCT encoded using the Discrete Co-
sine Transform (DCT). If no motion vectors are
provided, then the macroblock is considered to be
\intracoded" and the original pixel values are used
for the DCT (i.e., no prediction is formed and sub-
tracted). The coeÆcients from the DCT are quan-
tized, run-length encoded, and along with the mo-
tion vectors encoded using variable-length entropy
encoding (i.e., Hu�man codes). The decoding pro-
cess is essentially the same in reverse.

Each encoded frame is set to be one of three
types: I, P, or B. I-frames are not dependent on
any other frame, P-frames are dependent on the
previous I- or P-frame, and B-frames are depen-
dent on the previous I- or P-frame as well as the
subsequent I- or P-frame. Figure 2 illustrates a
typical encoding pattern. Because B-frames may
depend on frames that actually occur after them
in display order, the frames are transmitted in
dependency order and reordered during the de-
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Figure 2: Relationship between I-, P-, and B-
frames.

coding process. Because I-frames must be free-
standing (i.e., not dependent on other frames), I-
frames use no motion compensation whatsoever.
In other words, all macroblocks of an I-frame are
intracoded. P-frames only use forward prediction
and therefore all motion vectors provided point
only into the forward reference frame. B-frames
use both forward and backward prediction. The
I-, P-, and B-frame designation directs how the
decoder manages the forward and backward refer-
ence frames. Upon encountering an I- or P-frame,
the decoder discards the current forward reference
frame and installs the current backward reference
frame as the new forward reference frame. After
decoding, the frame is installed as the new back-
ward reference frame. Decoding B-frames does not
a�ect the reference frames.

Reference frame management in the MPEG-2
standard is an example of how di�erent elements of
the video coding model are inexibly intertwined.
The speci�cation of what is installed as reference
frame information is tied to the encoding of the
frames themselves. The dependencies created be-
tween I-, P-, and B-frames are rigidly speci�ed.

3 Revised MPEG-2 Refer-

ence Video Model

This section describes a revised reference frame
management model that allows application-level
knowledge to be incorporated into how reference
frame data is handled. We motivate how a re-
vised reference model may be useful with examples,
outline our ideas for a new reference frame man-
agement model, and describe some of the network
challenges that we expect to address to support
the new model. The central feature of our revised
model is that reference frame management is made
separate and explicit from the encoding of speci�c
frames. Thus, in addition to the encoded frames,
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reference frame management \instructions" will be
sent to designate that a frame may be used as a
reference frame in the future and to install spe-
ci�c frames previously sent as either the forward
or backward reference frame.

3.1 Motivating Examples

By separating reference frame management from
other elements of the decoding model, we can in-
corporate application-level knowledge about the
video source and network environment. Minimiz-
ing the impact of packet loss is an example of
how an application can use this ability. In the
current MPEG reference model, the encoding of
an I-frame immediately installs it as a reference
frame for the immediately preceding B-frames as
the backward reference and the subsequent P- and
B-frames as the forward reference. Packet loss that
occurs while transmitting the I-frame to the re-
ceiver results in severe errors for all of the frames
that depend on it. Furthermore, since P-frames
create a dependency chain, these errors are propa-
gated until the next I-frame. Typically this means
that 15 frames will have severe errors in them.

If the coding model is changed to allow the ap-
plication to delay installation of a reference frame,
feedback from the receiver can be used to deter-
mine if a reference frame was successfully received
before it is used as a reference frame. Figure 3 il-
lustrates this scheme. In this example, frames F1
through F4 are intracoded (i.e., do not use motion

compensation). F1 is transmitted along with refer-
ence management commands that indicate that F1
may be used as a reference frame in the future and
should be acknowledged. After the acknowledge-
ment for F1 is received by the sender, F5 and F6
can be encoded with motion compensation using
F1 as a reference frame. F5 and F6 are transmitted
along with reference management commands that
instruct the receiver to install F1 as a reference
frame. In a similar fashion, after F4 has been ac-
knowledged, F8 and F9 can use both F1 and F4 as
reference frames. Periodically, new reference frame
candidates are transmitted (e.g., F4 and F7). This
scheme is more robust to packet loss because the
installation and use of reference frames is driven
by explicit acknowledgements from the receiver.

In our example, we disguise the fact that frames
are transmitted as a series of packets and not
just a single packet. By incorporating knowledge
about how frames are packetized, more sophisti-
cated strategies for dealing with packet loss can be
implemented. If only a single packet of an refer-
ence frame is lost, the application can proceed by
explicitly installing the reference frame and avoid-
ing the use of motion vectors that point into the
area of the frame represented by the lost packet.

The cost of using the scheme described above
is that the temporal distance between a reference
frame and frames that depend on the reference
frame is at least one round trip time. This tempo-
ral distance makes the reference frame less useful
because the content of the reference frame is no
longer as closely correlated to the content of the
dependent frames. This may be especially true in
the case of high motion. The advantage of the
revised model is that the application which has
knowledge of the kind of video being transmitted
can adjust its strategies accordingly. The original
reference frame management model can always be
implemented using the new model.

The scheme described above is essentially the
same as the Reference Picture Selection mode of
H.263+ [11]. This mode is also known as NEW-

PRED. An important distinction between our pro-
posed model and NEWPRED is that we are at-
tempting to decouple reference picture manage-
ment from the rest of the coding model completely.
NEWPRED relies on H.263-speci�c structure and
syntax for naming reference frames and does not al-
low for out-of-band speci�cation of reference data.
Our vision is to construct video codecs that are as-
sembled from distinctly speci�ed modules. In this
case, one that encodes picture data and one that



manages reference video data. This approach en-
ables the use of a wide variety of possible schemes
including the NEWPRED-like scheme described
above. Other examples of how a decoupled ref-
erence frame management scheme might be used
include:

� Calculating an \optimal" set of reference

frame data for video sources with well-known

content characteristics. An o�-line process
may be able to determine an optimal set of
reference frame data to be used for the encod-
ing of a particular video source. The refer-
ence data set may then be distributed prior
to streaming the video. The video can be
encoded assuming that the receiver has al-
ready obtained the necessary reference data.
This approach trades o� start-up latency (i.e.,
the time required to obtain the reference data
set) for better compression and robustness to
packet loss.

� Caching reference frame data across di�erent

communication sessions. If the video source
is part of a telepresence or distance learning
environment, reference data may be cached
across di�erent sessions because the same set
of participants are periodically receiving video
streams that have similar content from one
session to another.

� Using model-based techniques to create refer-

ence data sets that can be \layered" to accom-

modate parallax with camera movement. If the
application has knowledge of the 3-D geome-
try of the scene represented by the video, ref-
erence frames can be constructed from pieces
of reference data that are associated with a
particular depth and position. As the cam-
era moves, the reference data can be appro-
priately warped and layered to form good ref-
erence frames for the new camera position.

3.2 Revised Model

Figure 4 shows the proposed new reference frame
model. The coding model illustrated in Figure 1
is separated into two components. One compo-
nent represents the the MPEG-2 process for encod-
ing picture data (i.e., the existing MPEG-2 cod-
ing model). The second component embodies a
new process called the \Reference Manager." The
reference manager is responsible for implement-
ing any application-speci�c reference data manage-
ment schemes. We expect that di�erent applica-

tions will provide appropriate implementations of
the reference manager. On the encoding side, the
reference manager produces reference management
commands that indicate to the reference manager
on the decoding side on how reference frame data
is to be manipulated. The encoding reference man-
ager may also send out-of-band reference data.
The reference manager on the decoding side is
responsible for producing any required feedback
to indicate which pieces of reference frame infor-
mation were successfully received. The reference
frames within the MPEG-2 encoding process are
relabeled \R1" and \R2" instead of \forward" and
\backward" because their use is no longer neces-
sarily in-line with the original labels. Additional
memory available to the reference manager pro-
cesses is used as a cache for reference frame data
that may be speci�ed but not yet installed into
one of the reference frame bu�ers. This additional
memory is labeled \Reference Cache" in Figure 1.

One feature of the revised model is that the
syntax of MPEG-2 encoded frames remains in-
tact. The use of reference frame data by depen-
dent frames remains the same (i.e., syntax of mo-
tion vectors, number of reference frames available,
etc.). Breaking the standard as little as possible
is important to expedite the development of ex-
perimental applications that use the new revised
model. Because the management of the reference
frame bu�ers themselves is now under the control
of a new mechanism not speci�ed in the standard,
the new model is not backwards compatible with
existing MPEG-2 software and hardware. But, by
leaving much of the syntax of encoded frames in-
tact, existing software decoders can be more easily
modi�ed to support the new revised model.

3.3 Networking Challenges

In the description of the revised model we are work-
ing toward, we have purposefully avoided speci-
fying exactly how reference frame data and man-
agement commands are speci�ed and transported.
The challenges raised by the transport-level re-
quirements of these encoding elements are com-
plex. Good solutions will require careful exper-
imentation. Among the several challenges that
must be addressed are:

� The interface between the reference manage-

ment process and the coding process needs to be

de�ned. To realize our goal of completely sep-
arating the coding process from the manage-
ment of reference data, a standard interface
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between these two processes must be de�ned.
This interface must allow the coding process
to specify the amount and structure of ad-
dressable reference memory available and pro-
vide methods for installing and uninstalling
speci�c portions of that reference memory.

� A naming scheme for reference data needs to

be developed. Reference management com-
mands will need a method of de�ning portions
of encoded video frames that may be used as
reference data. Thus, frames and subregions
within frames need to be uniquely identi�ed.
The naming scheme must also support out-of-
band speci�cation of reference data (i.e., ref-
erence frame data that is not actually part of

the encoded video stream). Another desired
feature of the naming scheme is the ability
to create persistent names which can be used
across sessions. Using persistent names will al-
low applications to cache reference data from a
video source for use in the future. Finally, the
naming scheme needs to also be as compact
as possible to minimize the loss of compres-
sion su�ered by using the scheme.

� A reference management command set needs

to be de�ned. The set of operations avail-
able will determine in what ways applications
can leverage the ability to manage reference
data. A sparse set of reference management
commands will not provide enough exibility,
while a complicated command set will make
decoders slow and complex.

� Transport protocols for reference manage-

ment commands and data need to be de�ned.

The key challenge with transporting reference

management commands and data is the vari-
able \lifetime" associated with these elements.
Unlike video frames which have very short life-
times (i.e., typically 1/30th of a second for
B-frames and up to 1/2 second for P- and I-
frames), reference commands and data may
have very long lifetimes depending on how an
application uses them. The relative reliability
associated with these elements must be pro-
portional to these lifetimes.

� The use of network resources must be coor-

dinated among multiple streams In the re-
vised model a video stream is no longer a
single bitstream. Instead, two separate, but
associated, streams are created, one for en-

coded picture data and one for reference man-
agement commands and out-of-band reference
data. The transport-level network resources
used by these two streams (i.e., bandwidth,
etc.) must be coordinated.

� A feedback protocol needs to be developed.

Many of the strategies that are possible with

the revised model depend on feedback from
the decoder. The form of this feedback and
how it communicated back to the sender needs
to be de�ned. We intend that the feed-
back protocol be usable in both point-to-point
streaming applications as well as in multicast
applications in which receivers send feedback
probabilistically.

� Open-loop strategies that avoid explicit feed-

back need to be developed. In broadcast appli-
cations in which audience size is massive, feed-
back will be infeasible. Open-loop strategies
that still take advantage of explicit reference



frame management need to be developed for
these applications.

For many of these challenges, existing work can
be used as a starting point and adapted to these
issues. In particular, the current RTP payload
formats for MPEG-2 may be used. The Scalable
Naming and Announcement Protocol (SNAP) is
a possible framework for developing the required
naming scheme. The Congestion Manager frame-
work provides a framework for coordinating the use
of network resources among multiple streams [1].
We are most interested in exposing how existing
protocols fail to meet these needs.

4 Related Work

A variety of other research e�orts are also devel-
oping the idea of exible coding models that are
adapted to speci�c application needs. Most no-
tably, the work of Bove, et. al [6], has focused
on the concept of \object-based" video represen-
tations. In their work, video is described by a
language that combines di�erent coding elements.
Their work has concentrated on developing a video
description language and building hardware to im-
plement their coding model.

The H.263+ encoding standard [11] speci�es ex-
tension modes for alternative reference frame man-
agement. These modes include speci�cations for
back channel feedback messages. These extension
modes, however, are strictly tied to the H.263 syn-
tax and rely on H.263-speci�c coding structures.
Additionally, out-of-band reference video data is
not supported.

The concept of tuning transport-level network
protocols to account for application-level seman-
tics of the transmitted data was �rst clearly artic-
ulated by Clark and Tennenhouse as \Application
Level Framing" [3]. This concept was applied to
the communication of video information by Mc-
Canne with the development of Intra-H.261 [8, 7].
His work demonstrated the e�ectiveness of joint
source/channel coding in which the video cod-
ing model reects network-level knowledge about
packet loss rates and optimal packet sizes. The de-
velopment of the Real Time Protocol (RTP), the
associated Real Time Control Protocol (RTCP),
and speci�c payload for video formats within RTP
were heavily inuenced by ALF. We expect to im-
plement our communication protocol within the
RTP framework.

The Scalable Naming and Announcement Pro-
tocol (SNAP) provides an interesting possible ap-
proach to the naming issues identi�ed in our
work [10]. This protocol allows participants to
build source-based hierarchical namespaces. The
protocol builds on an underlying announce/listen
mechanism (i.e., SRM [4]) to communicate the
namespace to other participants in a scalable man-
ner.

The MPEG-4 standard [5] provides extensive
support for synchronizing and multiplexing di�er-
ent ows related to a single multimedia presenta-
tion. The system and synchronization layers of
MPEG-4 may prove useful as a framework for re-
lating the reference management and encoded pic-
ture data streams. However, transport-level issues
(e.g., bandwidth management, reliability, packeti-
zation, etc.) are not addressed.

Bolot, et. al, have explored the use of for-
ward error correction (FEC) to provide adaptive
relative reliability for the delivery of multimedia
data (in particular, audio) [2]. Podolsky, et. al,
are approaching the problem of relative reliability
by developing retransmission schemes within the
RTP framework speci�cally designed for multime-
dia data types [9].

Balakrishnan, et. al, are exploring the problem
of coordinating the use of network resources by
multiple ows [1]. Their work has concentrated
on coordinating the congestion management ac-
tions of separate instances of di�erent protocols.
The framework they have developed provides an
API to incorporate application-level preferences in
managing bandwidth among ows.

5 Summary

This paper outlined a proposed revision of the
MPEG-2 coding model to allow explicit application
control over reference frame management. Several
motivating examples were given to illustrate how
such control could be used to adapt video cod-
ing and transmission to the speci�c needs of an
application and incorporate application knowledge
about the content and context of the video stream.
Two key features that the proposed model will sup-
port is a exible naming scheme for referring to ref-
erence video frame data and a set of management
commands that can be used by applications to im-
plement di�erent management strategies. A vari-
ety of anticipated network challenges were identi-
�ed. One key challenge is the development of a
streaming protocol that transmits elements (i.e.,



reference management commands and data) with
reliability requirements relative to its expected life-
time and the lifetimes of other related elements.
Providing application-level control over refer-

ence frame management is an example of the di-
rection that emerging multimedia standards are
moving toward to accommodate heterogenous ap-
plication requirements and the dynamic network
environment of the Internet. The networking is-
sues identi�ed in this paper are likely to be faced
by these emerging standards. By exploring these
issues within a speci�c context, we hope to gain
insight on viable techniques that can be applied
more generally.
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Abstract

As networking technologies evolve, the ability to sup-
port the low-latency transmission of lossless video for ap-
plications such as scientific visualization or medical imag-
ing will continue to become more important. With all the
research focused on lossless and near-lossless image com-
pression, little gains in compression performance have been
achieved over the last decade. In this paper, we introduce
a system that provides comparable compression ratios to
current lossless compression techniques but makes it more
amenable to network transmission and playback. Working
with computer graphics researchers, this system provides
the appropriate tradeoff of constraints and performance for
their needs.

1 Introduction

As networking and computing technologies continue to
advance, the ability to support advanced video-based ap-
plication that deliver high-quality video are now possible.
With the large amount of research focused on the efficient
coding, storage, retrieval, and transmission of digital video,
we are currently able to support DCT-based video streaming
across networks fairly well. We are, however, still unable to
support applications that require more stringent bounds on
the quality of the video such as medical imaging, advanced
scientific visualization, and computer graphics.

Unlike lossy DCT-based video compression algorithms
that transform the data into the frequency domain so that
it is more compressible, lossless image compression tech-
niques attempt to predict the value of each pixel based on
some of the surrounding pixels and then entropy encoding
the difference to the predicted value. More importantly, it
has been shown that there is little advantage to temporal
compression of these sequences [7]. Because of this, the
compression ratios achieved by lossless image compression
standards are much less than that of DCT-based algorithms

(typically 2:1 for lossless and 25:1 for DCT-based). Thus,
the coding and transmission of lossless video can be ex-
tremely resource hungry.

The efficient support for lossless video-based applica-
tions is extremely difficult because they require low-latency
delivery of video while requiring much larger bandwidth,
generally considered two mutually exclusive goals. In our
discussion with these researchers and scientists, two main
themes manifested themselves. First, they need the ability
to have low-latency visualizations so that they can under-
stand what is happening in the simulation data at a higher-
layer (that is, general understanding). Second, they need
the ability to query the data to be able to extract meaningful
information from the data accurately. Note that the image
data is not necessarily confined to 24-bits per pixel.

In this paper, we introduce a lossless video compression
technique that provides comparable performance to current
lossless image compression techniques but, more impor-
tantly, makes the data more amenable to network trans-
mission. The main purpose of this approach is to provide
(i) a smaller-sized MPEG video sequence that supports the
low-latency requirements, allowing the researchers to un-
derstand the data at a higher-level and (ii) a lossless or loss-
bounded differential file that allows the original image data
to be reconstructed, if necessary 1. Our results will show
that we can achieve lossless and loss-bounded image com-
pression that has comparable performance to lossless video
compression algorithms but also supports low-latency de-
livery (through the smaller MPEG file). The experiments
use two video sequences, one from medical imaging and
the other from a scientific visualization program.

The rest of the paper is organized as follows. In section
2, we describe some of the background and related work
necessary for the understanding of this paper. In section 3,
we describe our proposed approach. In section 4, we pro-
vide experimental results for both lossless and loss-bounded
compression using the previously mentioned image data. In

1Clearly this is achievable only if the MPEG decompression algorithms
are the same. We will elaborate more on this later in the paper

1



section 5, we conclude and give future research directions.
Contributions of this work: The main contribution of this

work is the design and analysis of a lossless video system
that provides scientists with high-level, low-latency under-
standing of scientific computations while preserving the im-
portant lossless characteristics that they desire. In particu-
lar, our work compares and contrasts several lossless video
compression algorithms (including LOCO which serves as
the basis for JPEG2000) using lossless video data that is
used by scientists and graphics researchers at Ohio State.
Our goal is not to create a better lossless video compression
algorithm, but making lossless video more available and us-
able for scientists.

2 Background and Related Work

We break the background and related work section into
two main parts: lossless and loss-bounded image compres-
sion techniques, and video compression algorithms.

2.1 Lossless/Loss-bounded Image Compression

There has been considerable research in the area of
lossless image compression in the last three decades.
While many standard compression techniques such as Huff-
man, Arithmetic, Liv-Zempel(LZ), and Liv-Zempel-Welch
(LZW) can be employed, lossless image compression tech-
niques attempt to take advantage of the spatial properties
of the image to aid in compression. A number of image-
specific lossless compression algorithms and systems have
been introduced recently. These algorithms include the
JPEG lossless coder, SUNSET, universal context modeling,
FELICS [4], CALIC [10], LOCO-I, SICLIC and many oth-
ers. Despite all the effort, there has not been much of an im-
provement in the compression ratio which typically varies
from 1.5:1 to 3:1, depending on the image. Even with such
low compression ratios, the gains can have substantial im-
pact, given the size of the original image.

Lossless image compression algorithms typically com-
prise of two distinct and independent components: model-
ing and coding. The modeling part can be formulated as an
inductive inference problem in which an image is observed
pixel by pixel in some defined order (usually in raster-scan).
The goal then is to infer the next sample value from a se-
lected region of pixels that are close to it.

For this paper, we focus on the use of the LOCO-I image
compression algorithm since it has been standardized as the
algorithm for JPEG 2000 [6]. LOCO-I provides for both
lossless and near-lossless compression of continuous-tone
images. Since LOCO-I has been designed for still-image
data, it does not take into account spectral redundancy in
the case of multi-spectral images and temporal redundancy
in the case of video sequences. It is based on a simple fixed

context model - combining simplicity with the compression
potential of context models. Based on the context for the
current pixel the current pixel value is predicted using a
primitive edge detector (because of complexity constraints).
The context for conditioning the current prediction resid-
ual is built out of the differences between the pixel values
in the context. These differences represent the local gra-
dient thus capturing the local activity. The model is tuned
for efficient performance in conjunction with an extended
family of Golomb-type codes, which are adaptively chosen
and and embedded alphabet extension for coding of low-
entropy image regions. Interband CALIC [9] is one step to
take into account the above two resulting in modest gains
in compression. Another approach is SICLIC [1] which is
an inter-color coding algorithm similar to the LOCO-I algo-
rithm. It does both inter and intra color encoding taking into
account the spectral redundancy component in the image.

2.2 Video Compression Algorithms

For brevity, we assume that the readers are somewhat
familiar with the details of the MPEG video compression
standard [3] and simply highlight the relevant parts for this
paper. First, the data is lossy transformed from the RGB
color space to the YUV color space with the U and V
channels being subsampled at a 2:1 ratio in both spatial
dimensions. Second, MPEG uses a discrete cosine trans-
form (DCT) to separate the data into its frequency com-
ponents, making it easier to run-length compress. After
the DCT is performed, the resultant coefficients are quan-
tized. Larger quantization values mean that more of the
coefficients will have the same value, increasing the com-
pression ratio. Smaller quantization values mean that less
of the coefficients will have the same value, decreasing the
compression ratio. As a result, the DCT and quantization
steps will also introduce error in the compression of video
data. Finally, we note that MPEG has varying frame types
to take advantage of inter-frame redundancy by using pre-
dictive coding coupled with motion compensation.

The MPEG-2 video standard is very similar in flavor to
the original MPEG-1 video compression standard but pro-
vides for higher quality video such as HDTV video. The ac-
tual differences between these algorithms is limited to fairly
minor items such as providing for interlaced video with
fields and different zig-zag ordering of coefficients when
interlacing is used.

3 Proposed Method

To aid scientists in the visualization and understanding
of scientific data, we propose a multi-layer lossless video
compression algorithm that supports low-latency viewing
of time-varying data and supports lossless query retrieval
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Figure 1. Compression and Decompression using proposed method

of the original image data. The basis of our approach is to
use MPEG to compress the video stream to get an in the
ball park video that provides the scientist with a high-level,
real-time view of the visualization. After the scientist un-
derstands the high-level view of the visualization and wants
to look at actual values of pixels (which may represent phys-
ical phenomena such as pressure) we augment the data with
a lossless differential that provides the original data back to
the user (i.e. is lossless). For clarity, we refer to the loss-
less differential as an enhancement and use differential to
mean that a frame is differentially coded with respect to a
previous frame.

3.1 Reasons For/Against Using MPEG

In the general scenario where millions of people may
want access to the video, this type of multi-layering may
not be possible. The main reason behind this is that differ-
ent MPEG implementations may result in different image
data, mostly due to shortcuts taken to optimize for speed.
Some of these differences include:

� Different inverse-DCT algorithms being implemented
in the decoder. Depending on the conformance
level, the decoder may implement a two-pass one-
dimensional DCT (column/row), or may implement a
one-pass two-dimensional DCT [8, 2].

� Tweaks to optimize performance at the cost of accu-
racy. In order to maximize the decoding rate, a decoder
may not perform all the calculations. One such exam-
ple is using the Berkeley MPEG-1 decoder [5] with
half-pixel motion estimation searches. If the motion
vectors in the B-frames are both half pixel in size, the
Berkeley decoder will not completely average all four
pixels that make up the motion compensated pixel.
Their results show that there is very little visual dif-
ference.

However, all is not lost. The researchers that we are work-
ing with are perfectly willing to use the same decoder on all

machines. The only caveat being that the machines may not
necessarily be the same. We have found that under these
assumptions, our approach results in lossless delivery of the
video. We will discuss this point further in the experimen-
tation section.

3.2 Lossless Video Overview

The encoding phase of our proposed approach consists
of four main steps: (a) MPEG video compression, (b)
MPEG video reconstruction, (c) differential image calcula-
tion, and (d) differential entropy encoding. In the first step,
we encode the video frames using quantization levels of 1
for the I, P, and B frames. Using a low quantization level,
ensures that the artifacts introduced during the DCT trans-
formation remain small. This is particularly important when
dealing with computer generated data that contain many
high frequency components. In the second step, we decode
the video frame to determine the resultant video frame. This
decoded frame is then used to create the enhancement image
from the original frame in the third step. In the final step, we
lossless compress the enhancement video frame. As we will
show in the experimental section, Huffman compression or
LZ and not LOCO-I will be the most effective in compress-
ing the enhancement because it provides similar levels of
compression and provides much faster decoding speed. A
block-level diagram of the compression stages is shown in
Figure 1.

Viewing the compressed data occurs in several phases as
well. Initially, when the scientist is trying to understand the
simulation, the highly compressed MPEG-file is streamed
to the user. If the user find an interesting phenomena that
he/she wants to look at in greater detail, the lossless com-
pressed enhancement is transmitted to the user. The en-
hancement is then decoded and added back to the MPEG
video frame to create the original video data without loss.
In many cases, it is expected that the user will not need to
see the lossless compressed video frame, resulting in a large
savings of network bandwidth.



4 Experimentation

In this section, we compare and contrast the performance
of our algorithm with other algorithms such as LOCO-I
for lossless video compression and transmission. We begin
with a description of the experimental setup including the
data used, the different architectures used, and the different
decoders that were used. We then describe the comparison
algorithms that were implemented. Finally, we present our
experimental data.

4.1 Experimental Setup

In this subsection, we briefly highlight the software and
setup that we used for the experiments.

4.1.1 Input data

For our experiments, we used two different data sets. The
first data set is a scientific visualization simulation that
shows the movement of clouds and winds around the earth.
The original data set consists of frames that are 1920x1035
pixels in size. Due to the limitations of the MPEG-1 video
coder, we extracted a 352x240 pixel subregion within the
data. In addition, we extracted 16 frames from the data set
to use in our experiments. We refer to this data set as the
wind data set. The second data set is a visualization of a
rotating head. We had 40 images that show the 360 degree
camera rotation around the head. We refer to this data set as
the head data set. Sample images from these data sets are
shown in Figure 2.

4.1.2 Architectures used

For our experiments, we used three different architectures.
These included an SGI Octane, a Linux-based PC, and a
Sun UltraSparc running Solaris. The purpose of the various
machines is to test the lossless properties across different
architectures and to verify that they result in the same im-
age.

4.1.3 MPEG encoders and decoders used

We used two publicly available MPEG encoders and de-
coders for our experiments. The first set consists of
the Berkeley MPEG tools mpeg encode (version 1.5) and
mpeg play (version 2.3)2. The second set of software
consists of the MPEG Software Simulation Group tools
mpeg2encode and mpeg2decode3.

2These are available via the web at www.bmrc.berkeley.edu
3These are available via the web at www.mpeg.org

4.1.4 Lossless compression algorithms used

For our experiments, we coded several basic compression
algorithms and were able to gather some publicly available
image coding algorithms. The code for the comparison in-
cludes:

LOCO-I: a publicly available LOCO-I encoder and de-
coder from the Univ. of British Columbia

MPEG + LOCO-I enhancement: implements the MPEG
video plus enhancement frames with respect to the
MPEG stream using LOCO-I compression.

MPEG + Huffman enhancement: implements the
MPEG video plus enhancements that are lossless
compressed using Huffman compression.

MPEG + LZ enhancement: implements the MPEG video
plus enhancements that are lossless compressed using
compress which is an adaptive Lempel-Ziv compres-
sion.

LOCO-I Differential: uses modified LOCO-I encoder to
do differential coding of video frames (from a previous
frame). The purpose of this algorithm is to show the
effect of temporal encoding.

4.2 Experiments

For our research, we are interested in three main ques-
tions:

� What overall compression ratio is achievable with the
various algorithms?

� How do they compare in terms of compression and de-
compression time?

� What happens when different architectures and de-
coders are used?

In the rest of this section, we will describe the experiments
that we ran and the resulting data that was obtained.

4.2.1 Compression Performance

To test the compression performance of the algorithms, we
ran the sample data sets through the various algorithms and
plotted the resulting compression ratios (on a frame-by-
frame basis). The results for lossless compression, loss-
bounded compression with bound 2 and loss-bounded com-
pression with bound 4 are given in Figure 3, Figure 4, and
Figure 5, respectively. As shown by the figures, the com-
pression ratio achieved by the various algorithms is very
similar. The wind figures show that there is some advantage
to doing differential compression using LOCO-I. However,



Figure 2. Sample head and wind images
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Figure 3. Compression ratios of frames for head and wind data for lossless compression

this advantage becomes a disadvantage when applied to the
head data set. The reason for this is that the wind data set
has a background that does not change and the actual wind
vectors slowly change. As a result, the data between frames
is very similar. The main disadvantage is that for sequences
that have larger motion (as in head), performing differential
lossless compression is terrible. The main reason is that the
differential is “fixing” data from the previous frame, result-
ing in a higher entropy. This experiment verifies the pre-
vious finds why the application of differential coding for
lossless video is difficult [7].

In these figures, we also see that using MPEG and Huff-
man compression on the enhancements (between the MPEG
and actual frame data) results in compression performance
on par with using LOCO-I only or using MPEG and LOCO-
I compressed enhancements. Finally, we note that with
looser error bounds on the compression that the ability to
compress the data becomes easier.

In Table 1, we have graphed the overall compression ra-

tio for the various algorithms and loss-bounds. Compres-
sion ratio is computed by dividing the size of the original
images by the size of compressed images. For algorithms
which also have an MPEG part the size of compressed im-
ages is sum of size of MPEG and size of compressed differ-
ences. We implement lossbounded compression using huff-
man by mapping many nodes to one node without violat-
ing lossbound and then we compress the differences using
this smaller tree. We don’t have lossbounded compression
results for LZ because LZ is lossless compression and we
don’t have a practical lossbounded LZ compression.

4.2.2 Algorithm Speed

So far, we have shown that the proposed approach results in
similar compression to applying LOCO-I to each frame in-
dividually. In this section, we compare the performance of
our approach to LOCO-I. In Table 2, we show the time re-
quired to compress and decompress the two data sets. Here,
we see that MPEG compression is the most expensive op-
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bound 4

Table 1. Compression Ratio
MPEG+ MPEG+ MPEG+ LOCO-I

Data Compression LOCO-I HUFFMAN LZ LOCO-I DIFF
lossless 2.03 1.74 1.72 2.57 2.20

Head bound-2 3.50 3.04 N/A 5.27 4.01
bound-4 4.07 3.63 N/A 6.77 4.81
lossless 1.53 1.40 1.25 1.91 2.82

Wind bound-2 2.59 2.32 N/A 3.66 6.09
bound-4 3.19 3.04 N/A 4.82 8.69



Table 2. Encoding/Decoding Performance
Encoding Decoding

Time (Sec) Time (Sec)
Algorithm Head Wind Head Wind

intra-frame LOCO-I 2.89 3.63 2.71 2.89
MPEG differences 3.03 3.74 2.84 3.03
MPEG 14.30 19.75 0.42 0.43
Huffman 1.92 2.20 0.76 0.78
LZ 0.79 0.98 0.42 0.51
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Figure 6. Differences when decoded using mpeg play and mpeg2decode

eration, due mostly to the expensive motion compensation
step. We also see, however that the Compress program on
Unix has the best speed (probably due to heavy optimiza-
tion), one-fourth to one-sixth of LOCO-I but typically has
lower compression ratio. MPEG and Huffman compression
result in a total decompression time that is one-half to one-
third that of LOCO-I. As a result, we will be able to de-
liver the same quality video with less overhead at the client.
The reason LOCO-I is so slow is that performs a number
of operations per pixel in both the encoding and decoding
phases. These steps in encoding include: predicting the
value based on neighboring pixels, calculating a prediction
based on gradient information between neighboring pixels,
and adaptively coding the value using Golomb codes. The
decoding must perform these steps in the reverse order.

4.2.3 Effect of Architecture and Different MPEG Play-
ers

In order to study the effect of different architectures, we first
compared the displayed images of mpeg play on Linux, So-
laris, and SGI operating systems and observed that they are
the same, as expected. This was accomplished by writing
out all frames in raw R, G, B and comparing them pixel
by pixel. While the three architectures returned the same

results, we are investigating other operating system and ar-
chitecture configurations. As a result, we believe that our
algorithm can be used in a heterogeneous environment with
multiple operating systems and architectures.

With regard to different MPEG players, we observed that
for the same MPEG file, the displayed images of mpeg play
and mpeg2decode are not the same since they implement the
DCT transformation using different algorithms. Because
our enhancement images that create the lossless video de-
pend on the decoded images, it is important that same de-
coder is used in compression and decompression of loss-
less video. The differences when the image is decoded us-
ing mpeg play without the enhancements and mpeg2decode
without enhancements are given in figure 6. As shown in the
figure, the MPEG-2 player when configured to use all oper-
ations, results in a slightly different image. We are still try-
ing to determine the exact cause of these differences. From
our observations, the MPEG-2 player resulted in a slightly
duller image.
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6 Conclusion

In this paper we proposed an MPEG based lossless video
compression algorithm with support for bandwidth-efficient
transmission. The goal of this work was to transform
the lossless video data into a format that makes it more
amenable to network transmission while achieving similar
compression ratios to the lossless image standards. By us-
ing MPEG video, we can ensure that low-latency playback
is possible in order to understand the simulation at a high-
level. By using a Huffman compressed or LZ compressed
enhancement frame that allows the original image to be
losslessly reconstructed, we can provide better decompres-
sion speeds, allowing for a more interactive viewing experi-
ence for the scientists. Future work will continue to exam-
ine the effect of different libraries, operating systems, and
architectures on the lossless properties.
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I. INTRODUCTION

In recent years, one of the most popular Internet applications
is web-based audio and video playback, where stored video is
streamed from the server to a client on-demand. Rigid playback
deadlines coupled with constraints on resources such as network
bandwidth and client buffer make video delivery a challenging
task [2]. These resources could be limited in such a way that
it may not be possible to deliver full-quality video. In such a
situation, it is desirable to minimize the degradation in the video
quality while operating within the resource constraints [9]. Lay-
ered encoding is proposed to provide finer control on video qual-
ity: the video signal is split into layers and a subset of these
layers is chosen such that the resource constraints are met [5].
However it is not a trivial task to select layers such that bet-
ter but consistent quality playback is ensured when the network
conditions are constantly varying.

In our work, we address this layer selection problem in lay-
ered video delivery and show how smoother 1 quality video play-
back can be provided by utilizing the client buffer for prefetch-
ing. We first define smoothness criteria, design metrics for
measuring it, and then develop off-line algorithms to maximize
smoothness for the case where the network bandwidth is vary-
ing but known a priori. We then describe an adaptive algorithm
for providing smoothed layered video delivery that doesn’t as-
sume any knowledge about future bandwidth availability. The
results of our experiments for measuring and comparing the per-
formance these schemes are then presented. We conclude the
paper with a brief discussion on our future work.

II. SMOOTHNESS CRITERIA AND QUALITY METRICS

One of the problems in assessing the performance of a video
delivery scheme is the lack of a good metric that captures the
user’s perception of video quality. In general, the higher the
amount of detail in the played video, the better is its quality.
However, it is generally agreed that it is visually more pleasing
to watch a video with consistent, albeit lower, quality than one
with highly varying quality. Thus, a good metric should capture
both the amount of detail per frame as well as its uniformity
across frames.

Consider the example sequences of layers in a video stream
shown in Figure 1. The top two streams consume the same
amount of network resources, as the bottom two streams do.
However, the sequences on the right are “smoother” than the
ones on the left. In the first case, the degradation in quality is
more gradual in the “smoother” sequence. In the second case
the “smoother” sequence has fewer changes in quality. These
smoothness criteria can be captured in a metric by giving higher

1Here smoothing refers to the perceived video quality, not bandwidth.
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weight to lower layers and to longer runs2 of continuous frames
in a layer.

We propose a family of metrics that attempt to measure the
smoothness in the perceived quality of a layered video. They
represent the smoothness, M , of a video stream by a vector of
the form M = (m1;m2; : : : ;mL), where L is the total number
of layers and mi is the measure associated with layer i. Using
these metrics, two video streams can be compared by using lexi-
cographic ordering of the corresponding vectors. A stream with
smoothness measure M 1 is considered better than a stream with
M2 if 9i;m1

j = m2
j ; j < i and m1

i > m2
i . In other words,

the stream with a higher measure at a lower layer is considered
smoother.

Each metric in the family computes its mi differently. We
consider three such metrics in our work: avgrun, minrun, ex-
prun. The avgrun metric measures the mean length of a run in
layer i and minrun its minimum run. The exprun metric mea-
sures the expected run length in layer i. In other words, the ex-
prun metric gives the run length in layer i that can be expected
to be seen around an arbitrary frame in the layer.

These metrics can be computed as follows:

avgrun = n1+n2+:::+nk
k

minrun = minfn1; n2; : : : ; nkg

exprun =
n2
1
+n2

2
+:::+n2

k

N

where k is the total number of runs in a layer and n1; n2; : : : ; nk
are the lengths of these runs. These values are then normalized
by the length of the video sequence and presented as a value
between 0 and 1.

The following table lists the smoothness of each sequence in
Figure 1, as measured by each of the above metrics. It is as-
sumed that the length of the video is 12 frames.

2Hereafter run refers to a sequence of consecutive frames shown in a layer.



2

top left top right
avgrun (1:00; 1:00; 0:50; 0:50) (1:00; 1:00; 0:67; 0:33)
minrun (1:00; 1:00; 0:50; 0:50) (1:00; 1:00; 0:67; 0:33)
exprun (1:00; 1:00; 0:25; 0:25) (1:00; 1:00; 0:44; 0:11)

bottom left bottom right
avgrun (1:00; 1:00; 0:15) (1:00; 1:00; 0:30)
minrun (1:00; 1:00; 0:08) (1:00; 1:00; 0:25)
exprun (1:00; 1:00; 0:10) (1:00; 1:00; 0:17)

Consider for example the bottom left sequence in Figure 1.
The total number of runs is 1; 1; 4 respectively for the layers
1; 2; 3. For layers 1 and 2 the average run length and mini-
mum run length is same as the length of the video. Hence their
normalized measures are each 1:0. The layer 3 has 4 runs of
length 1; 1; 2; 3 respectively. Thus the average run length is
1:75 and the corresponding avgrun measure is 1:75

12
= 0:145.

Similarly the minimum run length is 1 and the minrun mea-
sure is 1

12
= 0:083. The expected run length of layer 3 is

1
2
+1

2
+2

2
+3

2

12
= 1:25 and hence the corresponding exprun mea-

sure is 1:25
12

= 0:104. As can be seen, the relative smoothness
of the sequences in Figure1 is reflected by each of the metrics in
the above table.

The metrics avgrun and minrun are easy to understand and
each measure a different statistic on the runs present. But they
fail to take into account the absence of runs. For example, given
a sequence of runs of a layer, by dropping all the runs except the
longest run we can generate a new sequence with larger avgrun
and minrun values. Such a new sequence may not necessarily
be perceptually better than the original sequence. In order to
address this we also need to consider the absence of a frames
in a run. The exprun metric captures this notion by taking both
the sum of all runs and the length of each individual run into
account.

We now proceed to formulate the layer selection problem in
video delivery and develop algorithms that choose layers such
that the smoothness of the resulting sequence is maximized as
measured by these metrics.

III. PROBLEM FORMULATION

The objective of a layer selection scheme is to optimize the
perceived video quality, as measured by metrics described ear-
lier, given the resource constraints. In formulating this problem,
we consider a discrete-time model at the frame level. Each time
slot represents the unit of time for playing back a video frame.
For simplicity of exposition, we assume startup delay of one
slot, i.e., the server starts video transmission one time slot ahead
of the time the client starts playback. In other words, server
starts transmission at time 0 and the client starts displaying the
frame 1 at time 1. We also ignore the network delay. Table I
summarizes the notation we introduce in this section.

Consider a video stream with N frames and L layers. The
size of jth layer of ith frame is denoted by f

j
i . Let Ĉj =

(Ĉ
j
0 ; Ĉ

j
1 ; : : : ; Ĉ

j
N ) and B̂j = (B̂

j
0; B̂

j
1; : : : ; B̂

j
N ), where Ĉj

i de-
note network bandwidth and B̂

j
i client buffer capacity during

time slot i at a layer j. Let S = (S1; S2; : : : ; SN ); 0 � Si � L

be a layer sequence.
Let D(S) = (D0(S); D1(S); : : : ; DN (S)) where Di(S) =
Pi

k=0

PSi
j=0 f

j
k , and let U(S) = (U0(S); U1(S); : : : ; UN (S))

where Ui(S) = Di(S) + B̂1
i . We refer to D(S) as the (client)

TABLE I

NOTATION

N : length of video in frames
L : number of layers of video
f

j
i

: size of jth layer of ith frame
B

j
i

: buffer occupancy by layer j at slot i
B̂

j
i

: buffer constraint during slot i layer j
Ĉ

j
i

: bandwidth constraint during slot i layer j
S : a layer sequence
Ŝ : an optimal feasible layer sequence
A(S) : a transmission schedule w.r.t. sequence S
Ai(S) : cumulative data sent by server over [1; i]
ai(S) : amount of data sent by server in slot i
D(S) : underflow curve w.r.t sequence S
Di(S) : cumulative data consumed by the client over [1; i]
U(S) : overflow curve w.r.t sequence S
Ui(S) : maximum cumulative data that can be received

by the client over [1; i]

buffer underflow curve with respect to S, and U(S) as the
(client) buffer overflow curve with respect to S. A server trans-
mission schedule A(S) associated with S is a schedule which
only transmits layers of frames included in S, namely, layer j
of frame i is transmitted under A(S) if and only if j � S i.
Let ai(S) be the amount of video data transmitted during time
slot i, i = 1; : : : ; N 3. The schedule A(S) is denoted by
A(S) = (A0(S); A1(S); : : : ; AN (S)) where A0(S) = 0 and
Ai(S) =

Pi

k=0 ak(S).
A server transmission schedule A(S) is said to be feasible

with respect to S if and only if for i = 0; 1; : : : ; N , 1) rate
constraint is not violated, i.e., ai(S) � C1

i ; 2) buffer constraint
is not violated, i.e.,Ai(S) � Ui(S); and 3) playback constraints
are not violated, i.e,Di(S) � Ai(S). For a given rate and buffer
constraints (Ĉ; B̂), we denote the collection of all feasible layer
sequences by FLS(Ĉ; B̂).

Now the optimal layer selection problem can be stated as fol-
lows: find a feasible sequence Ŝ that maximizes the associated
metric quality(Ŝ), formally
Find a sequence Ŝ such that Ŝ 2 FLS(Ĉ; B̂) and
quality(Ŝ) = maxfquality(S) : S 2 FLS(Ĉ; B̂)g.

IV. OPTIMAL LAYER SELECTION

In this section, we discuss the potential approaches to design-
ing optimal layer selection algorithms for maximizing each of
the metrics defined earlier. We first make some simplifying as-
sumptions about the problem setting. We then describe a generic
layer selection procedure which uses a metric-specific procedure
for selecting frames within a layer. The frame selection pro-
cedures for these metrics namely, MAXAVGRUN, MAXMIN-
RUN, and MAXEXPRUN are then presented.

We assume that each layer in the video is of CBR, i.e., all
frames in a layer are of the same size. This enables us to maxi-
mize the given metric for each layer in isolation. For simplicity
of exposition, we further assume that all layers of equal bit rate 4.
Now, without loss of generality, all the units can be scaled such

3When optimizing avgrun and minrun metrics, to account for the absence of
runs, we need to add an additional constraint that a transmission schedule has to
be work-conserving, i.e., ai(S) = min(B̂1

i �

PL

j=1
B

j
i
; Ĉ

1
i )

4Note that the algorithms described here do not hinge on this assumption
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1. PROCEDURE OPTLAYERS(Ĉ; B̂)
2. Initialization : Ĉ1 = Ĉ; B̂

1 = B̂

3. For j = 1 to L
4. (Ĉj+1; B̂j+1

; Ŝ
j) = maxanyrun(Ĉj ; B̂j )

5. END PROCEDURE

Fig. 2. The generic optimal layer selection procedure
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Fig. 3. Optimal layer sequences: (a) buffer=0; (b)(c)(d) buffer=3

that size of each frame in a layer is 1, i.e., f j
i = 1 and buffer and

bandwidth values are all integers.
The generic optimal layer selection procedure shown in Fig-

ure 2 can be described as follows. Consider each layer j from
lower to higher starting with layer 1. Select an optimal subset,
Ŝj , as measured by the metric, of all frames at that layer j treat-
ing it as the only layer of the video. A metric-specific procedure
is used in place of maxanyrun to perform the selection of frames
in a layer. This optimal selection has to satisfy the resource con-
straints given by the residual bandwidth, Ĉj and residual buffer,
B̂j that is available after considering all the layers up to j � 1.
Since it is always preferable, according to our metrics, to select
lower layer frames and also because all frames are of equal size,
with optimal selection of frames at each layer, the resulting layer
sequence would also be optimal.

The Figure 3 shows an example unsmoothed sequence and
the corresponding smoothed sequences that would result after
applying the MAXAVGRUN, MAXMINRUN, and MAXEX-
PRUN algorithms. The maximum available buffer is assumed
to be 3. While the unsmoothed sequence has 5 runs, all the
smoothed sequences have only 2 runs and thus longer runs.
However, the run lengths are different in each case so as to op-
timize the respective metrics. In the following subsections we
explain these algorithms in detail.

A. Maximizing the average run length

The average run length in a sequence can be maximized by
minimizing the number of runs while keeping the sum of all the
runs as high as possible. We propose MAXAVGRUN algorithm
that achieves this by delaying the start of a run as late as possible
and stretching its end as far as possible. Intuitively, a new run is
not initiated unless the buffer is accumulated adequately and it
is not terminated until the buffer is drained completely.

The Figure 4 shows the details of this algorithm operating
at a layer j. It consists of two scans across the length of the

1. PROCEDURE MAXAVGRUN(Ĉj ; B̂j )
2. Initialization : Bj

0
= 0;� = 0

3. For i = 1 to N

4. Update buffer: Bj
i
= B

j
i�1

+ Ĉ

j
i
��

5. If Bj
i
> B̂

j
i

, i.e., buffer overflow?
6. Select phase: � = 1;Bj

i
= B̂

j
i

7. Else If Bj
i
< 0, i.e., buffer underflow?

8. Discard phase: � = 0; Bj
i
= 0

9. Else
10. Continue same phase
11. Note frame status: Ŝj

i
= �

12.
13. Initialization : �

B

j

N
= 0

14. For i = N to 1

15. If Bj
i
>

�
B

j
i

, i.e., buffered enough?
16. Select frame: Ŝj

i
= 1

17. Residual buffer limit: B̂j+1
i

= B̂

j
i
� �
B

j
i

18. If Ĉj
i
>

�
B

j
i
+ Ŝ

j
i

, i.e., bandwidth enough?
19. Residual bandwidth: Ĉj+1

i
= Ĉ

j
i
�

�
B

j
i
� Ŝ

j
i

20. Buffer not needed for future: �
B

j
i�1

= 0

21. Else

22. Adjust future buffer: �
B

j
i�1

= �
B

j
i
� Ĉ

j
i
+ Ŝ

j
i

23. No residual bandwidth: Ĉj+1
i

= 0
24. END PROCEDURE

Fig. 4. The algorithm for maximizing average run length

video: one in forward direction (lines 2-11) and one in backward
direction (lines 13-23). The forward scan can be viewed as a
step that identifies the end of each run and the minimal number
of runs. The backward scan essentially extends each run towards
the front of it while at the same time maximizing the residual
buffer made available to higher layers.

The algorithm during a forward scan switches between select
phase in which frames are selected (line 6) and discard phase
in which frames are discarded (line 8). It starts with empty
buffer and in discard phase (line 2). In each slot, the buffer oc-
cupancy, Bj

i is updated (line 4) such that bandwidth constraint
is not violated. It enters select phase if the buffer is full even
after consuming a frame (line 5) and switches to discard phase
if the buffer is empty even before consuming a frame (line 7).
If the buffer occupancy stays within the bounds, the same phase
is continued (lines 9-10). The current frame is either selected or
discarded based on the current phase (line 11).

At the end of a forward scan it is possible that accumulated
buffer is not completely drained. Furthermore, before each run
the buffer may be filled up too early and hence rendered unus-
able by higher layers. The backward scan addresses these con-
cerns by accumulating the buffer as late as possible and only
when needed. It keeps track of the buffer requirement at a frame
i, �Bj

i , for the selected frames beyond i in future. Since no buffer
is required beyond frame N , it is initialized to 0 (line 13). The
current frame is selected whenever the current buffer occupancy
is more than the future buffer requirement (lines 15-16). The
residual buffer available for layer j + 1 is set by subtracting the
buffer required for layer j from the the total amount available
to it (line 17). If enough bandwidth is available at slot i to sat-
isfy the future buffer requirements of layer j, then some residual
bandwidth is made available to layer j+1 and the buffer require-
ment beyond slot i�1 is also adjusted accordingly (lines 18-23).
Thus by filling the buffer closer to where it is consumed, larger
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Fig. 5. Illustration of MAXAVGRUN sequence

residual buffer is made available to higher layers and longer runs
are made possible at each layer.

Figure 5 shows the MAXAVGRUN algorithm in operation
at layer 3 on the example unsmoothed sequence in Figure 3(a)
while generating the smoothed sequence in Figure 3(b). The top
curve represents the rate constraint corresponding to the resid-
ual bandwidth available at layer 3 as given by unsmoothed se-
quence. The bottom curve gives the buffer constraint which is
essentially the rate constraint shifted down by the buffer size
which is 3 in this example. It is assumed that data transmitted in
a slot is added to the buffer only at the end of the slot. The mid-
dle curve is the consumption curve corresponding to the frames
selected by the MAXAVGRUN procedure. The crossover of
consumption curve and the buffer constraint curve implies a
buffer overflow while that of consumption and rate constraint
curves means a buffer underflow.

The MAXAVGRUN algorithm, as described earlier, starts in
discard phase and continues dropping frames till the 5 th frame
where upon it enters select phase. Otherwise, i.e, if we had
dropped frame 5 also, it would have caused a buffer overflow.
Once in select phase it continues selecting frames up to 9 at
which point it is forced to switch to discard phase lest buffer
would underflow. It then selects another run of frames 12-14,
even before the overflow point, during the backward scan.

We now illustrate the operation of the MAXAVGRUN algo-
rithm using an example. Consider a layered video clip of length
20 frames with 3 layers. Let us assume that client can buffer
up to 2 units of the video. Suppose that the curve given in Fig-
ure 6(a) represents the available bandwidth in each frame slot.
The bandwidth used to transmit layer 1 and the residual band-
width after processing layer 1 are marked differently in the fig-
ure. Since the available bandwidth in each slot is greater than 1,
the layer 1 can be delivered completely without using any buffer
for prefetching.

Figure 6(b) shows the buffer occupancy in each frame slot as
computed during the forward scan at layer 2. In slot 1, it uses the
2 units of bandwidth available for building the buffer for layer
2. In slot 2, since the buffer is full and bandwidth is available, it
initiates a run and starts selecting frames. The run is terminated
at slot 18 beyond which it can not be continued due to lack of
bandwidth and buffer size limitation. In this scan, the buffer is
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(a) available bandwidth for layer 2
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(b) buffer occupancy after forward scan at layer 2
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(c) buffer occupancy after backward scan at layer 2
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(d) selected frames up to layer 2
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(e) available bandwidth for layer 3
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(f) buffer occupancy after forward scan at layer 3
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(g) buffer occupancy after backward scan at layer 3
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(h) selected frames up to layer 3

Fig. 6. Illustration of the operation of MAXAVGRUN algorithm
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filled whenever additional bandwidth available and kept as full
as possible.

There are two improvements possible to the sequence gener-
ated by forward scan. First, the length of each run may be ex-
tended at the front since in forward scan buffer might have been
built up earlier than necessary. In this example, the run of layer
2 can be started at slot 1 itself instead if at slot 2. Second, larger
residual buffer can be made available to higher layers by buffer-
ing frames of a layer only when needed. The layer 2 requires
2 units of buffer only at the end of slot 16 which can be built
up in that slot instead of building it too early by slot 10. This
would increase the residual buffer for layer 3. This is precisely
what is done during a backward scan. The buffer occupancy and
the selected layer sequence after the backward scan on layer 3
are shown in Figures 6(c) and 6(d) respectively. The bandwidth
utilized by layer 2 and the residual bandwidth for layer 3 are
shown in Figure 6(e).

Figures 6(f) and 6(g) give the buffer occupancy at the end of
forward scan and backward scan respectively on layer 3. Once
again the run of layer 3 is extended at the front during the back-
ward scan. It can also be seen that by making larger amount
of residual buffer available to layer 3, its run is continued for
longer period. Otherwise, without the backward scan on layer
2, layer 3 would have two shorter runs of length 1 and 3 instead
of a single run of length 7. The final resulting layer sequence
given by MAXAVGRUN algorithm is shown in Figure 6(e).

It is quite obvious from the description and illustration that
this algorithm ensures that neither buffer nor bandwidth con-
straint is violated at each slot. Hence it selects only feasible
subset of frames. Furthermore, since during the forward scan
a run is started only after the buffer is full and it is ended only
when the buffer is empty, the length of is each run (except the
very last run) is guaranteed to be at least buffer size. The back-
ward scan attempts to further extend the length of each run. It
can be easily shown that MAXAVGRUN algorithm minimizes
the number of runs and hence maximizes the average run length.

B. Maximizing the minimum run length

The algorithm described above yields the minimum number
of runs with the length of each run being at least the size of
buffer. However there could be some variation in relative lengths
of these runs. One way to maximize the minimum run length
would be to reduce the variance among the runs. In other words,
we can pull up the minimum run length in the overall sequence
by growing the shorter runs while shrinking their longer neigh-
boring runs.

Given a MAXAVGRUN sequence, it is not possible to grow a
run at the end since the buffer is empty at that point. However a
run can be made longer by selecting a chunk of frames just be-
fore the run and discarding an equal number of frames from the
end of a previous run. The extent of growth is limited obviously
by the maximum buffer and also the buffer accumulation pattern
right before the run. It should be noted that though a sequence
with higher than the minimum number of runs may also have
the largest minimum run length, it is possible to find a sequence
that has the same minimum run length but with lesser number of
runs. So starting with a MAXAVGRUN sequence we can find a
MAXMINRUN sequence by readjusting the lengths of each run

without increasing the number of runs.
The MAXMINRUN algorithm first applies the MAXAV-

GRUN algorithm on the unsmoothed sequence to generate a se-
quence that has the minimum number of runs. It then considers
each pair of consecutive runs in order and tries to bring their
lengths as close as possible. Lets say their lengths are nk and
nk+1. Also, let xk+1 is the limit on the length by which run k+1

can be grown. If nk � nk+1, continue with the next pair. Oth-
erwise select min((nk � nk+1 +1)=2; xi+1) number of frames
before the beginning of run i + 1 and discard same number of
frames from the end of run k. Accordingly adjust the counter
xk+1. We are not done with just one iteration. This procedure is
somewhat similar to bubble sort. It proceeds with another iter-
ation if there was any change to any of the runs in the previous
iteration. Otherwise the procedure terminates.

Figure 3(c) shows the resulting MAXMINRUN sequence for
a simple case of unsmoothed sequence given in Figure 3(a) and
the corresponding MAXAVGRUN sequence in Figure 3(b). By
applying the above procedure the minimum run length at layer
3 is increased from 1 in unsmoothed sequence, 3 in MAXAV-
GRUN sequence to 4 in MAXMINRUN sequence. While this
heuristic algorithm works towards maximizing the minimum run
length, further investigation is needed to develop a provably op-
timal algorithm.

C. Maximizing the expected run length

It is quite clear that the longer the runs are in a sequence, the
higher it’s expected run length is. So in order to maximize the
expected run length we need to make each run as long as possi-
ble. Furthermore, extension of a longer run contributes more to-
wards the expected run length than that of a shorter run. Hence,
a reasonable heuristic approach for maximizing the expected run
length is to start with a MAXAVGRUN sequence and to make
the longer sequences even longer while further shortening the
shorter runs.

The MAXEXPRUN algorithm first applies the MAXAV-
GRUN algorithm. It then considers each pair of consecutive
runs in order and tries to grow the longer run even more. Let the
length of two consecutive runs be nk and nk+1. Also, let xk+1
is the limit on the length by which run k + 1 can be grown. If
nk � xk+1 > nk+1 + xk+1, continue with the next pair. Other-
wise select xi+1 number of frames before the beginning of run
i+1 and discard same number of frames from the end of run k.
Unlike in MAXMINRUN case, MAXEXPRUN terminates with
just one scan over each of the runs given by MAXAVGRUN.
Figure 3(d) shows the sequence with maximum expected run
length corresponding to the unsmoothed one in Figure 3(a).

V. ADAPTIVE LAYER SELECTION

The algorithms discussed so far assume that the bandwidth
availability for the entire duration of the video is known a priori.
Based on the insights gained from these algorithms, in this sec-
tion we develop an adaptive scheme for layer selection that as-
sumes no knowledge about future bandwidth availability. How-
ever, we assume the presence of a bandwidth estimator that gives
the precise current bandwidth in each frame slot.

The key questions that needs to be addressed by any layer se-
lection scheme for smoother quality are: 1) which layers and
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2) which frames of a layer be prefetched; when to initiate a run
for a layer and where to position the run. The off-line 5 algo-
rithm addresses these issues by taking advantage of the complete
knowledge about future bandwidth availability. With the aid of
a forward scan and a backward scan for each layer, it prefetches
the frames of layers from lower to higher as late as possible and
only when needed. But when future availability of bandwidth
is not known, the decision on which layer and frame to trans-
mit next has to be made in an online fashion. In such a case it
is not possible to precisely compute the buffer needed for each
layer and prefetch just in time. In the following we present an
adaptive algorithm to predict the buffer requirements of a layer
to tide over the potential future bandwidth droughts and to posi-
tion the runs of a layer to accumulate sufficient cushion before
it is displayed.

The adaptive algorithm attempts to estimate future bandwidth
availability based on the past history. It associates a target buffer
cushion ( ~Bj) with each layer j and adjusts this value dynam-
ically based on the bandwidth availability. The target buffer
cushion of a layer j corresponds to the number of frames of
layer j that need to be prefetched in order to continue a run at
layer j under the current bandwidth conditions. If the amount
of cushion is too less, even small dips in available bandwidth
could cause discontinuity of a run at this layer. If it is too much,
this may result in inefficient use of buffer which otherwise could
help cushion other layers. In the case of off-line algorithm, the
forward scan ensures that the prefetched amount is not too less
and the backward scan ensures that it is not too much. In the
absence of knowledge about future bandwidth availability, the
key task of an adaptive algorithm is to estimate the minimum
amount of buffer cushion that is sufficient for a layer.

A run of layer j can be sustained only if the average available
bandwidth is greater than j and the amount of buffer available
for layer j is sufficient to cushion the variations in bandwidth.
It is possible to estimate the buffer requirements for an uninter-
rupted run of a layer j by keeping track of how often the avail-
able bandwidth goes below j and how long it stays below j.
By monitoring the fluctuations in available bandwidth, we can
identify a critical layer (ĵ), i.e., the highest layer that can be sub-
scribed but may not have sufficient buffer available to cushion
the bandwidth fluctuations. Given a critical layer ĵ, ideally we
would like to protect the runs of all the lower layers up to ĵ � 1

from bandwidth droughts and extend the run at layer ĵ as long
as possible. We may not initiate a run at layer ĵ unless it can
be sustained for a certain minimum period. In the following, we
present a simple adaptive algorithm that addresses these issues
in an indirect way and adjusts the target buffer cushion for each
layer by tracking only buffer usage.

The adaptive algorithm dynamically adds layers and allocates
the buffer among them based on how buffer is built and drained.
The target buffer cushion for a layer is increased if the cur-
rent target cushion was found to be inadequate to avoid dis-
continuity in the run due to a bandwidth drought period. It
is decreased if the current target buffer cushion was filled and
remained undrained for a certain observation window period.
Figure 7 shows the procedure for adjusting cushion at slot i.

5Hereafter we refer to the MAXAVGRUN algorithm described in the previous
section as the off-line algorithm.

1. PROCEDURE ADJUST-CUSHION(i)
2. If Bk = B̂, i� � + 1 � k � �

3. For j = 1 to ĵ

4. ~
B
j = �

~
B
j , i.e., decrease target cushion

5. X
j = i

6.
7. For j = 1 to ĵ

8. If Bj
i
< Æ

~
B
j and Bj

k
>= ~

B
j for some k, Xj

< k < i

9. ~
B
j = �

~
B
j , i.e., increase target cushion

10. X
j = i

11. END PROCEDURE

Fig. 7. The cushion adjustment at time i

1. PROCEDURE ADD-LAYER()
2. If Bj

�
~
B
j , 1 � j � ĵ and �

C � ĵ + 1

3. If ~
B
ĵ+1

<
~
B
ĵ

4. ~
B
ĵ+1 = ~

B
ĵ

5. �
ĵ+1 = i+ ~

B
ĵ+1

6. ĵ = ĵ + 1
7. END PROCEDURE

Fig. 8. The procedure to add a new layer

The target buffer cushion for all the active layers is decreased
by � if the buffer was full for a certain duration � (lines 2-5).
There are two reasons for doing this. First, the buffer being full
for sustained period indicates that bandwidth is certainly suffi-
cient to accommodate ĵ layers and hence the lower layers can
be protected with much less cushion. Second, it also implies
that buffer is scarce and hence we need to use it more efficiently
by prefetching less conservatively for lower layers. The target
buffer cushion ~Bj for an active layer j is increased by � if the
current target cushion was filled earlier after the last cushion up-
date time Xj and then gets drained below a threshold Æ (lines
7-10). This way we react in advance for any onset of drought
period by conservatively increasing the target cushion even be-
fore it is drained completely.

The adaptive algorithm starts a new run at an higher layer ĵ+1

only if there is sufficient cushion for all the lower layers up to ĵ

and sufficient bandwidth to accommodate one more layer. The
procedure to determine whether to add a new layer and where
to start the run is given in Figure 8. A new run at a layer ĵ + 1

is initiated only if the target buffer cushion is already filled for
all the layers up to ĵ and the long term bandwidth is sufficient
to accommodate layer ĵ + 1 also (line 2). The long term mean
bandwidth ( �C) is measured by exponential averaging the current
and past bandwidth values. The target buffer cushion for ĵ + 1

is ensured to be at least as large as the layer below it (lines 3-4).
This is because higher layers need more cushion to sustain a run
than lower layers. The new run is positioned at frame � ĵ+1, i.e.,
a distance of ~Bj away from the current frame slot i (line 5). This
is intended to allow sufficient time for the cushion buffer to be
filled before the new layer gets played back at the client. The
new layer ĵ + 1 thus becomes the critical layer (line 6).

The adaptive scheme determines which layer to be transmit-
ted next based on the target buffer cushion and the current buffer
cushion values for each layer. The corresponding procedure is
given in Figure 9. A frame of a layer j 0 is transmitted only if the
current prefetched amount for each layer up to j 0 � 1 is greater
than the corresponding target buffer cushion value (line 2-5). In
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1. PROCEDURE NEXT-TO-XMIT()
2. For j = 1 to ĵ

3. If Bj
<

~
B
j

4. j
0 = j

5. Return
6.
7. Bmin = B̂

8. For j = 1 to ĵ

9. If Bj
� ~
B
j
< Bmin

10. Bmin = B
j
�

~
B
j

11. j
0 = j

12. END PROCEDURE

Fig. 9. The procedure to determine the layer for transmission

other words the lowest layer with cushion less than its target is
chosen for transmission. If all the active layers have their tar-
get cushions built up, one more layer may be added using the
procedure described in Figure 8. When there is additional band-
width available even after filling up target cushions of all the
active layers, the layer with the least additional cushion above
its target buffer cushion is chosen for transmission (lines 7-11).
In other words the extra bandwidth is shared fairly between all
the active layers.

VI. EXPERIMENTAL RESULTS

We conducted simulations to study the performance of off-
line and adaptive algorithms described above. As mentioned in
Section IV we assume that the video is CBR with linearly spaced
layers, i.e., the size of all frames is the same and is scaled to be
1 unit. Correspondingly the client buffer and the network band-
width are scaled to be integers. The video consists of 4 layers.
The length of the sequence is 30000 frames. The playback rate
is set to 30 frames/sec and hence the whole video lasts for a
period of 1000 secs.

The bandwidth is varied such that the mean bandwidth was
3.5 during the first 10000 frame slots, 2.5 during the next 10000
slots and 4.5 during the last 10000 slots. The faster time scale
variation around these mean values is modeled using a Markov
chain. The resulting bandwidth curve used in our experiments
is shown in 10(a).

We study the performance of off-line and adaptive schemes
under the above bandwidth conditions by varying the amount
of client buffer. The configurable parameters for the adaptive
scheme were set as follows. The target cushion increase and de-
crease factors � and � were set to 2:0 and 0:75 respectively. In
other words, the target cushion is doubled whenever the current
target was found to be too less and is decreased by a quarter if
it was found to be too much. The threshold Æ to trigger cushion
increase was set to 0:5, i.e., whenever the current buffer for a
layer drains below half its target buffer, the target cushion is in-
creased. The observation window period � is set to 300, i.e., the
target cushion values are decreased if the buffer was full for 10
secs. These values are set such that the adaptive scheme is con-
servative in protecting the lower layers by maintaining higher
cushions.

Figure 10 compares the number of layers selected, and hence
the corresponding smoothness achieved by the off-line and
adaptive schemes. The output of the off-line scheme with a
small client buffer of 30 is shown in Figure 10(b). We expect

that this relatively unsmoothed stream is similar to one gener-
ated by a greedy layer selection scheme that adds a new layer as
and when bandwidth is available. Clearly such a sequence with
frequent transitions between layer levels is undesirable. Figures
10(c) and 10(d) show the layer selection by off-line and adap-
tive schemes respectively when the client buffer is 300. It is very
reasonable to expect a buffer at the client that can accommodate
up to 10 secs of one layer of the video. Even with not so large a
buffer the off-line algorithm yields a considerably smoother se-
quence. Though the adaptive scheme generates a less smoother
sequence than the off-line scheme, it is still significantly better
than the result of a greedy selection scheme.

When the buffer is increased to a size of 900 that can accom-
modate 10 secs of 3 layers of the video, both the schemes pro-
duce much smoother sequences as shown in Figures 10(e) and
10(f). In particular, the output of the off-line algorithm is very
smooth. This is because it has complete knowledge and utilizes
the buffer in the most efficient manner. The output of adaptive
scheme, while it resembles that of the off-line algorithm in terms
of layer subscription level, is not as smooth: there is fluctuation
about the critical layer. However, the increased buffer does im-
prove the output sequence of the adaptive scheme. In particular,
the segment between 10000 and 20000 is much smoother and
displays more layers.

It is worth noting that the sequence in Figure 10(f) would ap-
pear much smoother if the fluctuations about the critical layer
could be avoided. For example, consider the segment between
frame slots 21000 and 25000. This could have been improved by
not selecting layer 4 when its run cannot be sustained for a cer-
tain minimum duration. Currently the adaptive scheme, though
it attempts to fill the cushion for a layer before the start of a run,
still does not attempt to avoid potentially short runs. We need
to further improve the algorithm to estimate the length of a run
and initiate one only when it is likely not to be short-lived.

The off-line algorithm also exhibits a similar behavior in that
it doesn’t explicitly avoid short runs. For example, in Fig-
ure 10(c) at around frame slot 12500, layer 4 is chosen briefly.
This would not contribute to quality viewing and discarding that
run would make the sequence smoother. This behavior can be at-
tributed to the work-conserving nature of the off-line algorithm:
available bandwidth is always utilized and thus higher layers
are selected momentarily when the buffer is already full. The
algorithm needs to be modified to avoid shorter runs even by re-
sorting to not being work-conserving. Further, we need to alter
the exprun metric to discount runs shorter than a certain length.

We now describe the operation of the adaptive scheme given
the bandwidth curve shown in Figure 10(a). Since the adap-
tive scheme is not aware of future bandwidth availability it has
to dynamically adjust the target buffer cushion for each layer
based on past history on the variability in available bandwidth.
This cushion adaptation process is illustrated in Figure 11(a). It
shows how the target buffer cushion is adjusted over time for
the layers 1 and 2. It also gives the ideal amount of buffer re-
quired for these layers as computed by the off-line algorithm.
Figure 11(b) shows the actual buffer occupied by layers 1 and 2

in the adaptive scheme. It also shows the total buffer occupied
by all the layers.

By contrasting the Figures 11(a) and 11(b) we can see the
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Fig. 11. The illustration of cushion adaptation process

times when the adaptive scheme changes the target buffer cush-
ion values. For example, at around frame slot 10350, the actual
buffer occupied by layer 1 frames is less than half its target cush-
ion of 38. In response to this, the adaptive scheme doubles the
target cushion of layer 1 . Similarly the layer 2 target cushion
is also doubled. At around 20400, the actual buffer stayed full
for at least 300 frame slots, hence causing the target cushion for
both layers to be decreased. It can be seen that target buffer
cushion values in the adaptive scheme have the same trend as
the ideal buffer cushions of the corresponding layers. However,
the adaptive scheme is more conservative while being reactive.

We also measured, using the average run length and expected
run length metrics, the relative smoothness of sequences result-
ing from these algorithms. Figure 12 shows the performance
of these schemes, as measured by these metrics, under various
buffer settings. The average run lengths for layers 1, 2 and 3 are
shown in Figure 12(a) and expected run lengths in Figure 12(b).

It can be observed that metrics for layer 1 under both the algo-
rithms approach unity even at very small buffer sizes. With the
off-line algorithm, the metrics for layer 2 also approach unity for
moderate buffer sizes. On the other hand, the metrics for layer
2 in the adaptive scheme increase up to a point as the buffer in-
creases and stagnate after a certain buffer size. This is because
the discontinuity at around frame 10350 in the run of layer 2
persists even with large buffer sizes (as evident in Figure 10(f)).
This discontinuity is an artifact of the adaptive scheme. Though
the adaptive schemes reacts in advance to an onset of conges-
tion, it still may not be able to build sufficient cushion to tide
over a sudden but prolonged dip in available bandwidth. Fur-
ther, in an attempt to use the buffer and bandwidth more effec-
tively, the adaptive scheme chooses not to be too conservative in
prefetching and thus may not build a larger cushion even with a
larger available buffer. This does not, however, fully explain the
decrease in the metrics with increased buffer sizes beyond 900

and requires further investigation. The effect of larger buffers is
less pronounced with higher layers since their selection is lim-
ited more by the lack of bandwidth than the lack of buffer space.

It is evident that metrics improve faster with the off-line
scheme, reflecting its efficient use of buffer. As can be seen,
both metrics capture the relative smoothness: the sequences
generated by the off-line algorithm score higher than the cor-
responding sequences from the adaptive algorithm. Moreover,
the graphs of both the metrics appear quite similar. This indi-
cates that a work conserving algorithm that maximizes average
run length would also come close to maximizing the expected
run length metric.

VII. RELATED WORK

The problem of layer selection for delivering layered video
has received a lot of attention recently. One of the earliest works
in this area presented in [5] proposes a receiver-driven layered
multicast (RLM) protocol for transmitting layered video to het-
erogeneous receivers. The number of layers subscribed by a
receiver is dynamically varied based on the perceived loss rate
and thru join experiments. The later studies [3] have shown that
receiver-driven schemes such as RLM exhibit significant insta-
bility. There were some proposals [1], [4] on addressing this
problem inside the network by assigning higher priority to lower
layers and providing priority based dropping at routers in case of
congestion. These approaches introduce some additional com-
plexity at core routers.

In [8] the available bandwidth is modeled as a stochastic pro-
cess and optimal allocation of bandwidth between base and en-
hancement layers is studied. It was assumed that client buffer is
unlimited. The work most relevant to ours was reported in [7].
They assume that TCP-friendly congestion control [6] was em-
ployed and hence the available bandwidth curve has a sawtooth
shape. They address the problem of buffer allocation between
layers such that it is used efficiently in absorbing the short-term
fluctuations in bandwidth. Though our work is quite similar in
spirit to theirs, our approach has been quite different. Our focus
has been on designing metrics to capture smoothness criteria and
on developing algorithms to maximize these metrics.
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Fig. 12. The performance of off-line and adaptive schemes

VIII. CONCLUSIONS AND FUTURE WORK

In this paper we addressed the issue of layer selection for
maximizing the perceived video quality under given resource
constraints. We defined smoothness criteria and designed met-
rics namely, avgrun, minrun, and exprun for measuring smooth-
ness. We then developed an optimal offline algorithm MAXAV-
GRUN to find a sequence with maximum average run length
when the network conditions are known a priori. We also
presented heuristic algorithms, MAXMINRUN and MAXEX-
PRUN for maximizing the minimum and expected run lengths
respectively. We then described a simple adaptive algorithm for
providing smoothed layered video delivery that doesn’t assume
any knowledge about future bandwidth availability. We con-
ducted simulations to study the performance of these schemes
and shown that even with a small client buffer it is possible to
provide significantly smoother quality video playback.

There are several simplifying assumptions made in this pre-
liminary work on providing smoother quality layered video
stream. Specifically, in the adaptive layer selection scheme,
we assume the presence of a bandwidth estimator that gives the
precise current bandwidth in each frame slot. It is likely that
there would be some amount of error in the estimation of avail-
able bandwidth. This could lead to packet losses. The packet
losses can be handled using retransmissions. Since the frames
are prefetched there is sufficient time for error recovery through
retransmissions. The trade-off between retransmission of the
lost packets and the prefetching of new frames should be inves-
tigated.

The schemes, as presented, provide smoother video by favor-
ing longer runs in a layer. They need to be enhanced to further
smoothen the video streams by also avoiding short runs. Simi-
larly, the exprun metric also needs to be refined to discount short
runs. Real experiments need to be conducted to ascertain the rel-
ative merit of the proposed metrics and effectiveness of the pro-
posed algorithms. Finally, the schemes presented here work on
layered CBR video streams, and need to be extended for VBR

video streams too.
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