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ACM MULTIMEDIA 97
The Fifth ACM International Multimedia Conference

Call for Participation
9. - 13. November 1997
Crowne Plaza
Seattle, USA

It is our great pleasure to invite you to join us November 9-13 in Seattle for the Fifth ACM International Multimedia
Conference. This will be a unique opportunity for you to network with many of the industry's top researchers,
educators, system implementors, content creators and artists from around the world as we come together to exchange
ideas and report on new developments relating to all aspects of multimedia technology and systems. Let's explore
together both the state-of-the-art and the future of multimedia technology and content in one of the world's most
beautiful natural settings, the majestic Pacific Northwest.
A major focus of this year's conference will be issues relating to the human-computer interface. Provocative keynotes
will be presented by two acknowledged experts: Ben Shneiderman of the University of Maryland's Department of
Computer Science, and Brad A. Myers of Carnegie Mellon University's School of Computer Science. The 40 technical
papers to be presented will be augmented by two days of in-depth courses, panel sessions, and state-of-the-art
demonstrations.
The conference reception will be held in a truly unique and spectacular setting. We will ride the Seattle Monorail to
the Space Needle, an architecturally stunning tower just north of downtown originally built for the 1962 World's Fair
and now a world-renowned landmark of the city. There, we will savor Northwest delicacies on the Skyline Level
(about a quarter of the way up the tower) while we relax and mingle with old acquaintances and new colleagues.
Throughout the evening, we will be free to ride the elevator up to the observation deck for a panoramic view of the
city and its environs from a height of 520 feet. A truly memorable experience!
Attendees from the east coast should also note that this year we are pleased to be able to offer deeply discounted crosscountry airfare on US Airways. Even if you cannot stay for the whole week, you can still afford to come, because a
Saturday night stay is NOT required in order to qualify for these low rates!
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We look forward to seeing -you- at ACM MULTIMEDIA'97!
Ephraim P. Glinert and Mark Scott Johnson
General Conference Co-Chairs
James D. Hollan and James D. Foley
Technical Program Co-Chairs

Technical Program

Art Demos

Tutorials

Demonstrations

Registration

Hotel Information

Information for Authors of Accepted Papers
Travel Information

Seattle WWW Sites of Interest

Call for Papers
Call for papers
Postscript version of call for papers (11 KB)

The deadline for the call for papers has expired now.

Organization
Position
General Co-Chairs
Program Chairs

Person involved
Ephraim P. Glinert, Rensselaer
Mark Scott Johnson, Softwire Corporation
Jim Hollan, U. New Mexico
Jim Foley, MERL
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Panels Chair

Dan Kimura, Washington U. in St. Louis

Tutorials Chair

Margaret Burnett, Oregon State U.

Art Chair

Tim Skelly, Design Happy

Treasurer

John Buford, U. Mass., Lowell

Webmaster

Stephan Fischer, TH Darmstadt (Germany)

Student Volunteers

Alvin T. Moser, Seattle U.

Demos Chair

Bikash Sabata, SRI International

A/V Chair

Gary Kimura, Microsoft Corp.

Proceedings

Hong-Jiang Zhang, Hewlett-Packard Labs

E-Proceedings

Lars Wolf, TH Darmstadt (Germany)

Local Arrangements

Ephraim P. Glinert, Rensselaer

Print & E-Publicity

Wayne Citrin, U. Colorado at Boulder

Program Committee
Jim Hollan, U. New Mexico

Program Chairs

Jim Foley, MERL

Program Committee Members
Name

Organization

Bob Allen

Bellcore

Dick Bulterman

CWI

Isabel Cruz

Tufts University

Takaya Endo

NTT-AT

Thomas Erickson Apple Computer
Bill Grosky

Wayne State University

Patrick Hanrahan Stanford University
Jonathan
Helfman

AT&T Research

Jessica Hodgins

Georgia Institute of Technology

Philipp Hoschka

INRIA-W3C

Hiroshi Ishii

MIT Media Laboratory

David Kirsh

University of California at San Diego

Michael Lesk

Bellcore

Wendy MacKay

CENA and University of Paris-Sud
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Ryohei Nakatsu

ATR Media Integration & Communication Research
Labs

Ken Perlin

New York University

Lawrence Rowe

University of California at Berkeley

Steve Roth

Carnegie Mellon University

Brian Smith

Cornell University

Akikazu
Takeuchi

Sony Corporation

Alex Weibel

Carnegie Mellon University

Kent Wittenburg GTE Laboratories
Ramin Zabih

Cornell University

Hong-Jiang
Zhang

Hewlett Packard Laboratories

General information is available at
WWW server America
WWW server Europe

Back to SIGMM Homepage
Stephan Fischer
Last modified: Tue Aug 5 15:55:17 MET DST
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Technical Program
and Electronic Proceedings

MM 97 Homepage
SIGMM Homepage
Postscript version (gzip, 200 KB)
Framemaker version (gzip, 16 KB)

ALL DAYS OF THE CONFERENCE
We are going to provide continental breakfast to all attendees
on each day of the conference (Tuesday through Thursday). This
will be 8:00 - 8:30 AM daily.

MONDAY 11/10

We are going to have a Welcome Reception on Monday evening from
6:30 - 8:00 PM. It would be good to meet you there.

TUESDAY 11/11
8:30
AM 10:00
AM

KEYNOTE ADDRESS
Chair: Ephraim P. Glinert, Rensselaer
Brad Myers, CMU:
"Authoring Interactive Behaviors"

10:00
AM 10:30
AM

COFFEE BREAK

PAPERS 1A: CODING
Chair: Bob Allen, Bellcore

PAPERS 1B: INTERACTION
Chair: Dick Bulterman, CWI

"Flavor: A Language for Media
Representation"
Alexandros Eleftheriadis,
Columbia University

"QuickSet: Multimodal Interaction for Distributed
Applications"
Philip Cohen, Michael Johnston, David McGee,
Sharon Oviatt, Jay Pittman, Ira Smith, Liang Chen and
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10:30
"Highly Scalable Image Coding
AM 12:00 for Multimedia Applications"
NOON Jie Liang, Texas Instruments
"Performance Enhancement of
H.263 Encoder Based On Zero
Coeficient Prediction"
Alice Yu, Stanford University

12:00 1:30
PM

Josh Clow, Oregon Graduate Institute of Science and
Technology
"3DSketch: Modeling by Digitizing with a Smart 3D
Pen"
Song Han and Gerard Medioni, University of Southern
California
"An Improved Auditory Interface for the Exploration
of Lists"
Ian Pitt, Otto-von-Guericke Universitat
LUNCH BREAK

PAPERS 2A:
SERVERS/SYSTEMS I
Ryohei Nakatsu, ATR

1:30
PM 3:00
PM

"Move-To-Rear List
Scheduling: A New Scheduling
Algorithm for Providing QoS
Guarantees"
John Bruno, Eran Gabber, Banu
Ozden and Abraham
Silberschatz, Bell Laboratories
"Latency Budgets for MHEG-5
Delivery in DAVIC Systems
over ADSL Networks"
John Buford and Chetan Gopal,
University of Massachusetts at
Lowell
"BubbleUp: Low Latency FastScan for Media Servers"
Edward Chang and Hector
Garcia-Molina, Stanford
University

3:00
PM 3:30
PM

PAPERS 2B: HYPERMEDIA
David Kirsh, UCSD
"User Interface Evaluation of a Direct Manipulation
Temporal Visual Query Language"
Stacie Hibino, University of Michigan Elke
Rundersteiner, Worcester Polytechnic Institute
"A Visual Approach to Multimedia Querying and
Presentation"
Isabel Cruz and Wendy Lucas, Tufts University
"A Framework for Generating Adaptable Hypermedia
Documents"
Lloyd Rutledge, Centrum voor Wiskunde en
Informatica Jacco van Ossenbruggen, Vrije
Universiteit Lynda Hardman and Dick Bulterman,
Centrum voor Wiskunde en Informatica

COFFEE BREAK

PAPERS 3A:
SERVERS/SYSTEMS II
Chair: Isabel Cruz, Worcester
Polytechnic
"A Failure and Overload
Tolerance Mechanism for
Continuous Media Servers"
R. Krishnan, D. Venkatesh and
T.D.C. Little, Boston University
"An Evaluation of VBR Disk
Admission Algorithms for
Continuous Media File Servers"
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PAPERS 3B: PRESENTATION/DESIGN
Chair: Jonathan Helfman, U. New Mexico & AT&T
Labs
"Constraints for the Web"
Alan Borning, University of Washington Richard Lin
and Kim Marriott, Monash University
"`Multimedia': Design for the Moment"
Pete Faraday and Alistair Sutcliffe, City University,
London
"What Should a Wildebeest Say? Interactive Nature
Films for High School Classrooms"
Brian Smith and Brian Reiser, Northwestern

Technical Program ACM MM97

3:30
PM 5:30
PM

Dwight Makaroff, Gerald
Neufeld and Norman
Hutchinson, University of
British Columbia
"Floor Control for Large-Scale
MBone Seminars"
Radhika Malpani and Lawrence
Rowe, University of California
at Berkeley

University
"Efficient Resource Selection in Distributed Visual
Information Systems"
Wendy Chang, G. Sheikholeslami and Aidong Zhang,
SUNY Buffalo Tanveer Syeda-Mahmood, Xerox
Research Center

"Efficient Real-time Data
Retrieval Through Scalable
Multimedia Storage"
Gin-Kou Ma, Chiung-Shien
Wu, Mei-Chian Liu and BaoShuh Lin, Industrial Technology
Research Institute

WEDNESDAY 11/12
PANEL 1
"Designing Interactive Multimedia"
Moderator: Lori L. Scarlatos, Brooklyn College
Panelists
Rudolph P. Darken, Naval Postgraduate School
Carrie Heeter, Michigan State University
Ben Shneiderman, University of Maryland
Komei Harada, NEC C&C Research

8:30 AM
- 10:00
AM

10:00
AM 10:30
AM

COFFEE BREAK

PAPERS 4A: SERVERS/SYSTEMS III
Chair: Philipp Hoschka, INRIA
"Random Duplicated Assignment: An
Alternative to Striping in Video Servers"
Jan Korst, Philips Research Laboratories
10:30
AM 12:00
NOON

"Continuous Display Using Heterogeneous
Disk Subsystems"
Roger Zimmerman, Univesity of Southern
California Shahram Ghandeharizadeh,
Panasonic Technologies
"An Object-Oriented SGML/HYTIME
Compliant Multimedia Database
Management System"
M. Tamer Özsu, Paul Iglinski, Duane
Szafron, Sherine El-Medani and Manuela
Schöne, University of Alberta
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PAPERS 4B: GRAPHICS
Chair: Margaret Burnett, Oregon State
U.
"An Open Architecture for Comic Actor
Animation"
Knut Manske and Max Mühlhäuser,
University of Linz
"Embedding Data in Three-Dimensional
Polygonal Models"
Ryutarou Ohbuchi, Hiroshi Masuda and
Masaki Aono, IBM Tokyo Research
Laboratory
"Motion and Feature-Based Video
Metamorphosis"
Robert Szewczyk, Andras Ferencz,
Henry Andrews and Brian Smith,

Technical Program ACM MM97

Cornell University
12:00 1:30 PM

LUNCH BREAK

SIGMM BUSINESS MEETING

PAPERS 5A: SERVERS/SYSTEMS IV
Chair: Alvin T. Moser, Seattle U.

PAPERS 5B: CONTENT-BASED
RETRIEVAL I
Chair: HongJiang Zhang, HP Labs

"Iterative Transmission of Media Streams"
Michael Merz, Konrad Froitzheim and Peter "VideoQ: An Automated Content Based
Video Search System Using Visual
Schulthess, University of Ulm
Cues"
"Optimizing the Data Cache Performance of Shih-Fu Chang, William Chen, Horace p
Meng, Hari Sundaram and Di Zhong,
a Software MPEG-2 Video Decoder"
Peter Soderquist, Cornell University Miriam Columbia University
1:30 PM
- 3:00
PM

Leeser, Northeastern University
"Combining Supervised Learning with
Color Correlograms for Content-Based
Image Retrieval"

"A Framework for Supporting Previewing
and VCR Operations in a Low Bandwidth
Environment"
Wallapak Tavanapong, Kien Hua and James Jing Huang, S Ravi Kumar and Mandar
Mitra, Cornell University
Wang, University of Central Florida
"Video Trails: Representing and
Visualizing Structure in Video
Sequences"
Vikrant Kobla and David Doermann
University of Maryland

3:00 PM
- 3:30
PM

COFFEE BREAK
PANEL 2
"Middleware for Distributed Multimdia"
Moderator: Gurudatta Parulkar, Washington University
Panelists
Larry Rowe, U. California at Berkeley
Jonathan Walpole, Oregon Graduate Institute
Geoff Coulson, University of Lancaster
Raj Yavatkar, Intel Architecture Lab.

3:30 PM
- 5:00
PM

7:00 PM
- 10:00
PM

RECEPTION & LIGHT BUFFET DINNER
Seattle Space Needle

THURSDAY 11/13
8:30
AM 10:00
AM

KEYNOTE ADDRESS
Chair: Jim Foley, MERL
Ben Shneiderman, U. Maryland:
"Leonardo's Laptop: Anticipating Direct Manipulation Visualization"

10:00
AM 10:30
AM

COFFEE BREAK
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PAPERS 6A: VIDEO
Chair: Allan Kuchinski, HP Labs

10:30
AM 12:00
NOON

"Long-term Movie Popularity Models in
Video-on-Demand Systems"
Michael Bär, Software Design and
Management Carsten Griwodz and Lars
Wolf, Darmstadt University of
Technology
" Scheduling Video Programs in Near
Video-on-Demand Systems"
Emmanuel Abram-Profeta and Kang
Shin, University of Michigan
"An Integrated Metric for Video QoS"
Nalini Venkatasubramanian, HewlettPackard Laboratories Klara Nahrstedt,
University of Illinois at UrbanaChampaign

12:00 1:30
PM

PAPERS 6B: CONTENT-BASED
RETRIEVAL II
Chair: Stephan Fischer, Darmstadt Technical
Univ.
"Broadcast News Navigation using Story
Segmentation"
Andrew Merlino, Daryl Morey and Mark
Maybury, Mitre Corporation
"Semantic Analysis for Video Contents
Extraction Spotting by Association in News
Video"
Yuichi Nakamura, University of Tsukuba
Takeo Kanade, CMU
Supporting Similarity Queries in MARS"
Michael Ortega, Yong Rui, Kaushik
Chakrabarti, Sharad Mehrotra and Thomas
Huang, University of Illinois at UrbanaChampaign

LUNCH BREAK
AWARD PAPERS
Chair: Mark Scott Johnson, Softwire

1:30
PM 2:30
PM

"Receiver-driven Bandwidth Adaptation for Light-weight Sessions"
Elan Amir, Steven McCanne and Randy Katz, University of California at Berkeley
(BEST STUDENT PAPER)
"PanoramaExcerpts: Extracting and Packing Panoramas for Video Browsing"
Yukinobu Taniguchi, Akihito Akutsu and Yoshinobu Tonomura, NTT Human Interface
Laboratories (BEST PAPER)

2:30
PM 3:00
PM

CONFERENCE WRAP-UP

Number of visitors to this Page since October 23, 1997

Stephan Fischer & Lars Wolf
Last modified: November 4, 1997

file:///C|/Users/Bear/Desktop/new/MM97/program.html[3/15/2010 6:33:23 PM]

Art Program ACM MM97

ACM MM97

Art Demonstrations

MM 97 Homepage
SIGMM Homepage

Bonnie Lebesch will demo her award-winning product, Stella and
the Star-tones. This "Creative musical toy on CD-ROM" was
awarded the Communication Arts Award of Excellence, Best of
Show, MediaFest97; AIGA Award of Excellence; and Ars
Electronica Honorable mention.
Stephan Fischer
Last modified: Wed Jul 2 13:49:57 MET DST
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Tutorials

ACM MM97

MM 97 Homepage
SIGMM Homepage

ACM Multimedia'97 is proud to offer a wide array of multimedia courses taught
by international experts. Researchers and practitioners can gain an understanding
of the current state of the art, latest developments, and future trends in a variety of
multimedia-related topics by attending one or more of these courses. For those
new to the multimedia field, taking advantage of this excellent opportunity by
attending at least one course can help you get the most out of ACM
Multimedia'97. For those already involved in some aspect of multimedia, these
courses provide you with opportunities to gain greater breadth or depth of
understanding in some of the subareas of this diverse field.
Margaret Burnett
Department of Computer Science, Oregon State University
ACM Multimedia'97 Courses Chair
Title

Teacher

Video and Image Databases

Wayne Wolf and ShihFu Chang

Visualizing Interfaces for Multimedia and the Web

John G. Hedberg and
Susan E. Metros

Satisfying Quality of Service Requirements in Global
Yoram Ofek
Multimedia Networks
Interactive Television and the Internet: Comparison
and Convergence

John F. Buford

Graphic Design for Usable GUIs

Aaron Marcus

Introduction to Multimedia Communications:
Enabling Technologies and Applications

Nicolas D. Georganas

SUNDAY NOVEMBER 9
ID: SAP1
Level: Intermediate
Sunday, November 9
8:30 am - 5:00 pm
Video and Image Databases
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Wayne Wolf and Shih-Fu Chang
This course is aimed at multimedia professional developers and managers who
develop and use video/image databases, and academics who want a detailed
introduction to video/image databases. It is intended to provide the audience with
a comprehensive introduction to video and image database technology.
Video and image databases are swiftly moving from research to real-world use in
applications ranging from video news systems to Internet image searches. Video
and image database technology have important common technological
underpinnings, particularly in the areas of analysis and search, and the course
emphasizes the relationships between the two. Advanced functions of networked
video/image databases including video editing, image authentication, and
copyright protection will be covered as well. Attendees will come away with a
solid introduction to the full range of technical topics that influence the design of
video and image databases, ranging from media servers through Internet delivery
to video and image search algorithms. The course will provide novices with
sufficient introductory material to gain a good overview of video and image
databases, as well as provide more advanced attendees with a survey of relevant
research work.
Wayne Wolf is an associate professor of electrical engineering at Princeton
University. He studied electrical engineering at Stanford University, receiving his
Ph.D. in 1984. He was with AT&T Bell Laboratories from 1984 to 1989, and
joined Princeton in 1989, where he has studied computer-aided design, video
signal processor architectures, and video libraries. His work in video libraries
includes image database search, video segmentation algorithms, and efficient
Internet distribution of multimedia. Prof. Wolf was Workshops Chair of ACM
Multimedia'96 and General Chair of the IEEE International Conference on
Computer Design'96. He is guest editor of a special issue of the journal
Multimedia Systems. He is a member of ACM and SPIE and a senior member of
IEEE.
Shih-Fu Chang is an associate professor at the Department of Electrical
Engineering and Center for Telecommunications Research at Columbia
University. His current research interests include visual information systems,
content-based visual query, and digital video processing and communications. His
group has developed several on-line prototypes of visual information systems, and
he is co-leading the development of a Video-on-Demand/Multimedia Testbed at
Columbia. He holds two US patents (with four pending), and serves on the
editorial boards, the program committees, and in chair positions of several
international journals and conferences. Prof. Chang has received two best paper
awards, as well as an NSF CAREER award 1995-1998 and an IBM Faculty
Development Award 1995-1998.
ID: SAP2
Level: Introductory to intermediate
Sunday, November 9
8:30 am - 5:00 pm
Visualizing Interfaces for Multimedia and the Web
John G. Hedberg and Susan E. Metros
In this tutorial, a graphic designer and cognitive psychologist team up to show
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how to promote exciting and dynamic, interactive multimedia-based
environments. Working in small groups, tutorial participants will learn how to
build concept maps, create storyboards and prototype screens. They will be
encouraged to try out fresh ideas using newly acquired interface design skills. In
addition, the group will have an opportunity to review both good and bad
examples of how information has been translated into visual interfaces.
This tutorial will challenge participants to go beyond the rule-based, resource
manuals for interface standards that dictate the look and behavior of a project and,
instead, embrace concept-based design and decision-making within a cognitive
context. Participants will learn how to identify the cognitive demands of an
application and to envision an appropriate interface. The central goal is to
recognize the elements of successful design and to ultimately create interfaces that
are functional, usable, comprehensible, interactive, visually stimulating and
information rich. This will be accomplished by:
Familiarizing participants with the components of visual interface design.
Introducing the cognitive demands of interfaces.
Defining the knowledge demands of a project and describing how they can
be visually represented.
Practicing step-by-step techniques to learn how to build a successful
interface from conception to creation.
John G. Hedberg is Associate Professor, Information Technology in Education,
University of Wollongong. His current research is in effective performance
indicators of information systems for management decision making in education,
basic information skills required of instructors, and navigation, cognition and
design in interactive multimedia. Dr. Hedberg has written and edited numerous
books and articles in the area of instructional design and educational technology,
including a recently published guide to using information technology in teaching
called The Desktop Teacher. Dr. Hedberg has been Pacific Rim Coordinator of
the National Society for Performance and Instruction, and Editor of the Australian
Journal of Educational Technology. He has been the Director of Continuing
Education for the University of New South Wales which developed video,
television, radio and audio programs for professional education, and has recently
developed an on-line education postgraduate program to teach instruction using
information technology. He is currently undertaking several projects designed
around aspects of interactive multimedia presentation, including the award
winning "Investigating Lake Iluka".
Susan E. Metros is Professor of Art and Acting Director of Innovative
Technologies at the University of Tennessee/Knoxville. Her research is focused on
developing innovative ways to use the computer for embodying artistic expression
and enhancing the creative problem solving process. This includes exploring ways
to redefine the graphical interface for interactive multimedia applications and web
spaces. Professor Metros serves as a consultant to education, industry, business
and government concerning issues related to graphic design, creative problem
solving and interactive multimedia. She has been a visiting scholar and invited
lecturer across the United States, Europe and Australia. Professor Metros has also
won awards for her art and graphic design work and her research has been
published in national and international journals and conference proceedings. Her
interactive multimedia artwork "good daughter, bad mother, good mother, bad
daughter: catharsis + continuum," was a winning entry in Step-by-Step Graphics
Magazine Design Process'95 Annual and How Magazine's 1996 International
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Design Annual. It was awarded a 1995 NewMedia Magazine Bronze Invision
Award and was in media shows across United States, Australia and Europe. She
has served as principal graphic designer on several other interactive multimedia
projects including the award winning "Investigating Lake Iluka."
ID: SAP3
Level: Intermediate
Sunday, November 9
8:30 am - 5:00 pm
Satisfying Quality of Service Requirements in Global Multimedia Networks
Yoram Ofek
In this course, we will study some of the current trends in network protocols. The
course emphasizes networking issues that are related to quality of service, and in
particular, how the network can satisfy the requirements of multimedia
applications. Therefore, we focus on flow control and traffic management inside
the network, and how they affect the end-to-end application performance. The
course brings out issues related to the scalability of various network protocols, and
whether or not they can support interactive applications around the globe.
First, we will examine how multimedia traffic can be supported over a local area
network with a simple ring or bus topology. Then we will examine the design
challenges for supporting real-time traffic and bursty data traffic over global
networks, such as ATM and the Internet. We will study various possible routing
and traffic management techniques for integrating both types of traffic sources on
such networks. In addition, we will discuss higher-layer protocols for real-time
traffic in ATM and the Internet such as SRTS, H.323, NTP, RTP, RTCP, and
RSVP.
In particular, we will study and discuss the global scalability of traffic
management methods for:
- Real-time sources:
Rate control at the network's boundaries
Scheduling and traffic shaping with local timing
Pseudo-isochronous cell switching in ATM
Time-driven priority on the global Internet with GPS-driven
synchronization
- Bursty data sources:
Rate-based flow control in ATM for ABR traffic
Credit-based flow control
"Hot potato" and deflection routing
Deflection with convergence routing
Yoram Ofek received his B.Sc. degree in electrical engineering from the
Technion-Israel Institute of Technology in 1979, and his M.Sc. and Ph.D. degrees
in electrical engineering from the University of Illinois-Urbana in 1985 and 1987.
Since 1987, he has been a research staff member at the IBM T. J. Watson
Research Center, Yorktown Heights, New York. Dr. Ofek served as Program Cochair of the 6th and Chair of the 7th IEEE Workshop on Local and Metropolitan
Area Networks, and has also served on various program committees and guestfile:///C|/Users/Bear/Desktop/new/MM97/tutorial.html[3/15/2010 6:33:25 PM]
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edited several journals. Dr. Ofek has led research into optical hypergraph networks
for combining multiple passive optical starts with flow control and global
synchronization; ring networks with spatial bandwidth reuse and fairness;
embedding of virtual rings in arbitrary topology networks; and global networks for
real-time traffic with GPS-based synchronization for providing deterministic
quality of service guarantees.

MONDAY NOVEMBER 10
ID: MA1
Level: Intermediate
Monday, November 10
8:30 am - 12:00 noon
Interactive Television and the Internet: Comparison and Convergence
John F. Buford
The goal of this tutorial is to review the key features of the DAVIC model and
compare this approach with related developments for the Internet and WWWW.
DAVIC (Digital Audio Visual Council) is an international consortium formed by
more than 200 companies for the purpose of developing global interoperability
specifications for digital audio-visual services such as interactive television. This
course reviews the end-to-end DAVIC 1.2 architecture, including the DSM-CC
client-server protocol and the MHEG-5 content model. We also review the
Internet protocols to support similar services, and discuss the convergence of these
models. Students will come away with the kind of state-of-the art information
typically available only to members of the standards committees about interactive
TV technologies for client-server communication and content delivery.
The following topics will be covered:
Interactive TV History
DAVIC 1.2 end-to-end architecture and status
MPEG-2 DSM-CC (Digital Storage Media Command and Control), a
client-server protocol for session management and service access
MHEG-5 Delivery in a DAVIC Network
Comparison of DSM-CC to RTP, RSVP, and RTSP
Comparison of MHEG-5 to WWW
Comparison and convergence evaluation of DAVIC and Internet
Dr. John F. Buford is an experienced researcher, author, and instructor in the
area of distributed multimedia systems. He is an Associate Professor of Computer
Science and the Director of the Distributed Multimedia Systems Lab at the
University of Massachusetts Lowell. He has more than thirty-five publications,
including the book Multimedia Systems (ACM Press and Addison-Wesley, 1994).
Dr. Buford has presented seminars on multimedia systems to audiences in the US,
Europe, Japan, and Australia.
ID: MA2
Level: Introductory
Monday, November 10
8:30 am - 12:00 noon
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Graphic Design for Usable GUIs
Aaron Marcus
Skillful graphic design for graphical user interfaces (GUIs) of all kinds -- WIMP-,
pen-, virtual-reality based -- is crucial to the success of innovative computerbased products, especially as these products become increasingly used by more
diverse, international user communities. Presented by a pioneer of graphic design
for computer graphics, this tutorial will give developers, graphic designers, and
researchers valuable insight into key graphic design issues and show how to
achieve successful visual communication and improve usability. The tutorial will
introduce terminology, principles, and guidelines for using information-oriented,
systematic graphic design in user interfaces, especially for the design of
metaphors, mental models, navigation schema, icons, and dialogue boxes. By
observing and analyzing techniques for making products and displays more
intelligible, functional, aesthetic, and marketable, participants will become familiar
with a number of existing techniques, discover potential new research topics, and
learn practical principles that are immediately useful.
Aaron Marcus is an internationally recognized authority on graphic design. He
has presented versions of this intense, highly effective tutorial at SIGGRAPH in
the last three years to more than 800 participants. Mr. Marcus and his staff have
designed and evaluated user interfaces, knowledge visualization, and electronic
publishing/presentations for American Airlines/SABRE, Apple, AT&T, DEC,
General Motors, Hewlett-Packard, IBM, Reuters, Lawrence Berkeley Laboratory,
the National Endowment for the Arts, the US Department of Labor, and many
others. He is also the author and co-author of numerous articles and books,
including Human Factors and Typography for More Readable Programs (1990),
Graphic Design for Electronic Documents and User Interfaces (1992), and The
Cross-GUI Handbook for Multiplatorm User Interface Design (1995), all
published by Addison-Wesley. In 1992, Mr. Marcus received the National
Computer Graphics Association Industry Achievement Award for his
contributions to the field.
ID: MP2
Level: Introductory
Monday, November 10
1:30 pm - 5:00 pm
Introduction to Multimedia Communications: Enabling Technologies and
Applications
Nicolas D. Georganas
This tutorial is for beginners in multimedia. Its objective is to present the
fundamentals of multimedia enabling technologies and demonstrate some
applications. It will cover the following topics, enhanced with video clips of
international project developments:
Brief introduction and history of multimedia technologies
Multimedia networking technologies (Legacy LANs, isoEthernet, SMDS,
ADSL, ATM)
Image, video and audio compression standards (JPEG, MPEG-1, MPEG-2,
H.261/263)
Communications protocols for multimedia (TCP/IP, RSVP, RTP, RTSP)
Multimedia synchronization and application examples

file:///C|/Users/Bear/Desktop/new/MM97/tutorial.html[3/15/2010 6:33:25 PM]

ACM MM97 Tutorials

Multimedia conferencing and collaboration tools
Multimedia and the Internet
Dr. Nicolas D. Georganas is Professor of Electrical and Computer Engineering
and Director of the Multimedia Communications Research Laboratory, University
of Ottawa, Canada. He has been leading multimedia application development
projects since 1984. He was General Chair of the IEEE Multimedia Systems '97
Conference (June 1997, Ottawa), and Technical Program Chair of IEEE
MULTIMEDIA'89 (Montebello, Canada) and of the ICCC Multimedia
Communications '93 Conference (Banff, Canada). He has served as Guest Editor
of the IEEE Journal on Selected Areas in Communications, issues on Multimedia
Communications (1990) and on Synchronization Issues in Multimedia
Communications (1996). He is on the editorial boards of the journals Multimedia
Tools and Applications, ACM/Springer Multimedia Systems, Performance
Evaluation, Computer Networks and ISDN Systems, Computer Communications,
and was an editor of IEEE Multimedia Magazine. He is a Fellow of IEEE and of
the Canadian Academy of Engineering, the Engineering Institute of Canada, and
the Royal Society of Canada. He has given many tutorial courses at conferences,
the most recent being at ACM Multimedia'96 in Boston and IEEE ICMCS'96 in
Hiroshima, Japan.
Stephan Fischer
Last modified: Wed Jul 2 13:54:51 MET DST
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MM 97 Homepage
SIGMM Homepage

The demonstrations will be running in parallel with the paper presentation
sessions on
Tuesday (11/11), 3:00- 6:30pm and Wednesday (11/12) 1:30-5:30pm.
The following demonstrations are currently scheduled.
Microsoft DirectAnimation

Donna Scott and Pablo Fernicola
Microsoft
WebSEEk

J. R. Smith and S.-F. Chang
Columbia University
VideoQ- An Automated Content
Based Video Search System Using Visual Cues
Prof. S.-F. Chang
Columbia University
WebClip - A Distributed System for Editing and Browsing
Compressed Video Over the World Wide Web
Prof. S.-F. Chang
Columbia University
AVON: 'Compiling' Video in CyberBook for Interactive
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Multimedia

Yoshinobu Tonomura, Hideaki Ozawa, Yukinobu Taniguchi, Akihito
Akutsu
NTT Human Interface Laboratories
Broadcast News Navigator

Andrew E. Merlino, Jr.
The MITRE, Corporation
The Eclipse Reservation-Domains System

John Bruno, Eran Gabber, Banu Ozden, and Avi Silberschatz
Lucent Technologies - Bell Laboratories
World Wide Laboratory

Barbara Mason Fossum
Director, Beckman Institute Visualization Facility
Beckman Institute, University of Illinois
Chickscope

Barbara Mason Fossum
Director, Beckman Institute Visualization Facility
Beckman Institute, University of Illinois
SoundLinker Demo

David DeRoure, Neil Ridgway and Wendy Hall
University of Southampton, UK
TVML (TV program Making Language) - Automatic TV Program
Generation
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from Text-based Script
Masaki Hayashi, Hirotada Ueda
NHK Science and Technical Research Laboratories
Hitachi, Ltd., Central Research Laboratory
The DocBrowse System for Information Retrieval from a
Document Image Database
Vikram Chalana
Mathsoft, Inc.
Stephan Fischer
Last modified: Wed Jul 2 13:52:21 MET DST
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The following form MUST NOT BE modified.
Page 1 of registration form
Page 2 of registration form
Please fax the following form to the number given below. If not possible please
use the Email-address Multimedia%NDEGREE@notesgw.compuserve.com.
Please be aware that this is not a secure transaction!
Multimedia 97
Please type or print clearly. Use only one two-sided form for each
registrant. Photocopy additional forms if necessary.
Full Name:
Title:
Organization/Affiliation:
Address:
Dept. or M/S:
City:
State/Province:
Zip/Postal Code:
Country:
E-mail:
Telephone:
Fax:
ACM or SIGMM Member #:
You must fill in your member number to qualify for member rates
Conference only:
Does not include courses. Your conference registration includes
print
proceedings, admission to all conference sessions, and evening
function on
Tuesday.
Member (by 10/18/97): $395
Member (after 10/18/97): $515
Non-Member (by 10/18/97): $525
Non- Member (after 10/18/97): $625
Student (student ID required) (by 10/18/97): $185
Student (student ID required) (after 10/18/97): $255
Conference registration: $____________
Courses only:
Does not include conference.
on the
reverse side of this form.
One half-day course:
Member (by 10/18/97): $265
Member (after 10/18/97): $310
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Non-Member (by 10/18/97): $290
Non-Member (after 10/18/97): $335
Multiple half-day courses:
Note that a full-day course counts as two half-day courses.
Member (by 10/18/97): $220
Member (after 10/18/97): $255
Non-Member (by 10/18/97): $240
Non-Member (after 10/18/97): $275
Number of half-day courses _______ x Price = $_________
Total amount enclosed: $______________
General Information
For up-to-date information about ACM Multimedia '97 refer to the
World-Wide
Web page: http://www.acm.org/sigmm/MM97
or contact:
Judy Osteller
ACM
1515 Broadway, 17th Floor
New York, NY 10036
Phone: +1-212-626-0605
Fax: +1-212-302-5826
E-mail: osteller@acm.org
Payment Options:
Mail this form with payment to
Multimedia '97
c/o Nth Degree
490 Boston Post Rd.
Sudbury, MA 01776 USA
or fax, with credit card information, to
+1-978-440-8931.
Forms will not be processed without full payment. Make checks
payable to
Multimedia '97 or fill in your credit card information below.
Please note: the charge will be billed under Nth Degree.
Multimedia '97 will not accept P.O.s.
_______ AMEX
_______ MC/VISA
Card Number:
Exp. Date:
Name as it appears on card:
Cardholder's signature:
Cancellation policy:
Confirmed registrants who cannot attend are entitled to a refund of
paid
fees less a $50 processing fee if a written request is received by
us on or
before October 18. After October 18, there are no refunds.
Substitutions
are welcome. For more information call 800-524-1851 x1226(in US
and Canada
only) or 978-443-3330 x1226.
----------------------------Reverse side
----------------------------Full-Day Courses
Sunday

SAP1 ____ Video and Image Databases
SAP2 ____ Visualizing Interfaces for Multimedia and the Web
SAP3 ____ Satisfying Quality of Service Requirements in

Global
Multimedia Networks
Half-Day Courses
Monday AM MA1 ____ Interactive Television and the Internet:
Comparison and
Convergence
MA2 ____ Graphic Design for Usable GUIs
Monday PM MP2 ____ Introduction to Multimedia Communications:
Enabling
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Technologies and Applications
Do you have any special needs?

Please specify:

Stephan Fischer
Last modified: Wed Sep 17 16:30:14 MET DST
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Hotel Information

MM 97 Homepage
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All conference events will take place at the Crowne Plaza Hotel in
downtown Seattle. The hotel's precise contact information is as
follows:
Crowne Plaza Seattle
1113 6th Avenue
Seattle, WA 98101
Tel. (206) 464 1980
(800) 521 2762
FAX: (206) 223 3750
A block of rooms for attendees of MULTIMEDIA'97 has been set
aside at specially discounted rates.
Regular rooms:
Single / Double $119 per night, plus applicable taxes
Triple / Quad $138 per night, plus applicable taxes
Concierge level rooms:
Single / Double $139 per night, plus applicable taxes
Triple / Quad $159 per night, plus applicable taxes
Executive suite (1 bedroom): $169 per night, plus applicable taxes
Large suite (1 bedroom): $429 per night, plus applicable taxes
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To reserve space at these prices, please call the hotel directly on
or before OCTOBER 10, 1997 and refer to "ACM
MULTIMEDIA'97".
Stephan Fischer
Last modified: Tue Aug 5 10:05:03 MET DST
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Information for Authors

MM 97 Homepage
SIGMM Homepage

Information on paper version
Information on electronic version
Stephan Fischer
Last modified: Thu Jul 17 11:22:35 MET DST
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Maps

Coarse
Medium
Fine
granularity of Seattle downtown

Transportation

Airlines

Bicycles

Ferries

Transit

Stephan Fischer
Last modified: Tue Aug 5 09:50:43 MET DST
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Seattle WWW Sites

MM 97 Homepage
SIGMM Homepage

<

Yahoo!

City Net

Seattle Public Seattle Emerald
Access Network
City

Sidewalk
Stephan Fischer
Last modified: Fri Aug 22 10:13:45 MET DST
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Call For Participation

ACM MULTIMEDIA'97
The 5th ACM International Multimedia Conference
November 8-14, 1997
Crowne Plaza Hotel, Seattle
Sponsored by ACM SIGMM,
SIGCOMM, SIGGRAPH, SIGLINK and SIGMIS
In Cooperation With
SIGBIT, SIGCHI, SIGIR and SIGOIS
(tentative lists)
Submission deadline
Technical papers
Panels
Courses
Workshops
Demos
Questions
Organizing committee

FOR THE MOST UP-TO-DATE INFORMATION, PLEASE CONSULT OUR WEB
PAGES:
http://www.acm.org/sigmm/MM97
http://www.uni-mannheim.de/acm97
ACM's annual MULTIMEDIA conference is the premier forum where researchers and developers from academia and
industry around the world can meet to exchange ideas and report on new developments relating to all aspects of
multimedia technology and systems. The world of computing continues to reinvent itself. Just as we previously
witnessed a dramatic transformation from textual to visual computing, we are now in the midst of an exciting
metamorphosis to an era of multimodal computing whose ultimate shape is as yet unknown. The conference scope
spans technology, tools and techniques for the construction and delivery of high quality, innovative multimedia
systems and interfaces.
We are especially striving this year to achieve balance in coverage within the technical program, between issues
relating to underlying system design and delivery - e.g.,
hardware and architectures
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networking and communications
compression and synchronization
databases and information retrieval
collaboration environments
digital libraries
and issues relating to the human-computer interface - e.g.,
hot application domains
document models and authoring tools
scalable and translucent interfaces
interactive audio documents
alternate modality systems
virtual realities
We cordially invite -YOU- to take part in this exciting event by submitting your work in one or more of the ways
enumerated below, and look forward to welcoming -YOU- to Seattle this fall for what will be a most rewarding and
exciting experience!
ALL SUBMISSIONS MUST BE RECEIVED no later than TUESDAY, JUNE 3, 1997!
See below for submission categories and addresses

TECHNICAL PAPERS
TECHNICAL PAPERS of the high quality expected at major ACM conferences are solicited. These may fall into a
variety of categories:
1. Presentation of original and significant research.
2. Results of relevant and rigorous empirical studies.
3. Description of the `look and feel' and discussion of the internal workings of an implemented system.
Papers must be set in 11-point type and formatted in two-column conference style, and may not exceed 12 pages in
length including all figures, tables, and references. An award will be given for the best paper, as judged by the program
committee. Papers with a student as the primary author will separately enter a student paper award competition; a
cover letter must identify your paper as a candidate for the student paper competition, if applicable. All authors are
encouraged to send a short video with their paper if possible, to clarify and reinforce the concepts discussed - but
acceptance will be based primarily on the written paper itself.
Authors of accepted papers will be required to prepare an electronic version for the on-line conference proceedings,
which will supplement the traditional printed volume. Authors must assign copyright to ACM as a condition of
publishing their work in the proceedings. An author who embeds an object, such as an art image, copyrighted by a
third party is expected to obtain that party's permission to include the object with the understanding that the entire work
may be distributed as a unity to ACM members and others.
The submission deadline has expired now.
Send 8 copies of full papers to the Program Chair:
James D. Hollan
Computer Science Department
University of New Mexico
Albuquerque, NM 87131
E-mail: hollan@cs.unm.edu
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Tel. (505) 277 3112
Fax: (505) 277 6927
Authors will be notified regarding acceptance on or around July 6, and will be required to return the revised cameraready copy, the electronic version, and a completed registration form (at least one per paper), by August 10.

PANELS
PANEL PROPOSALS up to 3 pages in length on timely and controversial topics are also welcome. These submissions
should be formatted like a technical paper, and if accepted will be included in the conference proceedings. They should
include:
1. An introduction by the organizer/moderator.
2. Position statements from each panelist.
3. Brief biographical sketches of all participants.
Send 4 copies of panel proposals to the Panels Chair:
Takayuki Dan Kimura
Computer Science Department
Washington University
St. Louis, MO 63130
E-mail: tdk@cs.wustl.edu
Tel. (314) 935 6122

TWO DAYS OF IN-DEPTH COURSES
TWO DAYS OF IN-DEPTH COURSES by leading experts will precede the technical program and enhance its value
for both novice and seasoned professional alike. The full- and half-day offerings will span a wide variety of topics, so
that there is something for everybody. Course organizers receive an honorarium which can be used, for example, to
defray part of the cost of attending the conference. We invite you to take advantage of this excellent opportunity!
Proposals to organize/present a course at ACM MULTIMEDIA'97 should be 3-4 pages long, to include the following
information in the order shown:
1. Cover page:
Name and affiliation of the proposer/organizer.
Course title.
Preferred duration (full day or half day).
Level (introductory, intermediate, or advanced).
Names and affiliations of additional speakers, if any.
Intended audience.
Course abstract/overview - what will attendees learn?
A/V aids to be used in the presentation.
2. Detailed course description and outline (1-2 pages); if more than one presenter, who will cover each
topic/section?
3. Biographical sketch of each speaker (one paragraph apiece), to include: current research interests; important
publications, projects and/or awards (as appropriate); and courses previously presented at other conferences.
Send 4 copies of course proposals to the Courses Chair:
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Margaret Burnett
Computer Science Department
Oregon State University
Corvallis, Oregon 97331
E-mail: burnett@cs.orst.edu
Tel. (541) 737 2539
Fax: (541) 737 3014

DAY-LONG WORKSHOPS
DAY-LONG WORKSHOPS on topics of great current interest to members of the multimedia research community will
both precede and follow the technical program. Participation is by invitation only, under the control of the individual
organizer(s), but all workshop organizers and attendees are expected to register for the conference as well, to foster a
symbiotic relationship among participants.
If you'd like to take advantage of this venue to conduct -YOUR- workshop, please contact the Workshops Chair:
Stephen Itoga
319 Keller Hall / ICS
University of Hawaii
2565 The Mall
Honolulu, HI 96822
E-mail: itoga@hawaii.edu
Tel. (808) 956 3500
Fax: (808) 956 3548

STATE OF THE ART DEMOS
STATE OF THE ART DEMOS will form an integral and important part of the MULTIMEDIA'97 experience. This
year, we want to focus on systems in which technical innovation is combined with artistic wizardry. We're not 100%
sure what that means, but we'll bet -YOU- know! Amazing research prototypes and stunning commercial products are
welcome. There are just 2 constraints: we can supply only limited equipment and certainly nothing exotic, so if you
need really special hardware you'll have to supply your own; and space is limited, so all proposals for demos will be
referreed to assure quality.
If you'd like to propose a technically-oriented demo, please contact:
Bikash Sabata
Telecommunications and Distributed Processing Program
SRI International
333 Ravenswood Ave.
Menlo Park, CA 94025
E-mail: sabata@erg.sri.com
Tel. (415) 859 2281
If you'd like to propose an artistically-oriented demo, please contact:
Tim Skelly
Design Happy
26715 NE 50th Street
Redmond, WA 98053
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E-mail: mm97art@designhappy.com
Tel. (206) 868 2822

QUESTIONS
QUESTIONS?? Please feel free to contact the General Chair:
Ephraim P. Glinert
Department of Computer Science
Rensselaer Polytechnic Institute
Troy, NY 12180
E-mail: glinert@cs.rpi.edu
Tel. (518) 276 2657
Fax: (518) 276 4033

THE ACM MULTIMEDIA'97 ORGANIZING COMMITTEE
Steering Committee Chairs:
Steve Bulick, U S West Advanced Technologies
Allan Kuchinsky, Hewlett Packard Laboratories

General Co-Chairs:
Ephraim P. Glinert, Rensselaer Polytechnic Institute
Mark Scott Johnson, vivid studios

Program Co-Chairs:
James D. Hollan, University of New Mexico
James D. Foley, MERL

Program Committee Associate Chairs:
Name

Organization

Bob Allen

Bellcore

Dick Bulterman

CWI

Isabel Cruz

Tufts University

Takaya Endo

NTT-AT

Thomas Erickson Apple Computer
Bill Grosky

Wayne State University

Patrick Hanrahan Stanford University
Jonathan
Helfman

AT&T Research
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Jessica Hodgins

Georgia Institute of Technology

Philipp Hoschka

INRIA-W3C

Hiroshi Ishii

MIT Media Laboratory

David Kirsh

University of California at San Diego

Michael Lesk

Bellcore

Wendy MacKay

CENA and University of Paris-Sud

Ryohei Nakatsu

ATR Media Integration & Communication Research
Labs

Ken Perlin

New York University

Lawrence Rowe

University of California at Berkeley

Steve Roth

Carnegie Mellon University

Brian Smith

Cornell University

Akikazu
Takeuchi

Sony Corporation

Alex Weibel

Carnegie Mellon University

Kent Wittenburg GTE Laboratories
Ramin Zabih

Cornell University

Hong-Jiang
Zhang

Hewlett Packard Laboratories

Panels Chair:
Takayuki Dan Kimura, Washington University

Courses Chair:
Margaret Burnett, Oregon State University

Workshops Chair:
Stephen Itoga, University of Hawaii

Art Demos Chair:
Tim Skelly, Design Happy

Technical Demos Chair:
Bikash Sabata, SRI International

Student Volunteers Chair:
Alvin T. Moser, Seattle University
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Print Proceedings Chair:
Hong-Jiang Zhang, Hewlett Packard Laboratories

Electronic Proceedings Chair:
Lars Wolf, Technical University of Darmstadt

Publicity Chair:
Wayne Citrin, University of Colorado at Boulder

Webmaster:
Stephan Fischer, University of Mannheim

Treasurer:
John Buford, University of Massachusetts at Lowell

Back to MM97 Homepage
Stephan Fischer
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ACM MULTIMEDIA 97
The Fifth ACM International Multimedia Conference

Call for Participation
9. - 13. November 1997
Crowne Plaza
Seattle, USA

It is our great pleasure to invite you to join us November 9-13 in Seattle for the Fifth ACM International Multimedia
Conference. This will be a unique opportunity for you to network with many of the industry's top researchers,
educators, system implementors, content creators and artists from around the world as we come together to exchange
ideas and report on new developments relating to all aspects of multimedia technology and systems. Let's explore
together both the state-of-the-art and the future of multimedia technology and content in one of the world's most
beautiful natural settings, the majestic Pacific Northwest.
A major focus of this year's conference will be issues relating to the human-computer interface. Provocative keynotes
will be presented by two acknowledged experts: Ben Shneiderman of the University of Maryland's Department of
Computer Science, and Brad A. Myers of Carnegie Mellon University's School of Computer Science. The 40 technical
papers to be presented will be augmented by two days of in-depth courses, panel sessions, and state-of-the-art
demonstrations.
The conference reception will be held in a truly unique and spectacular setting. We will ride the Seattle Monorail to
the Space Needle, an architecturally stunning tower just north of downtown originally built for the 1962 World's Fair
and now a world-renowned landmark of the city. There, we will savor Northwest delicacies on the Skyline Level
(about a quarter of the way up the tower) while we relax and mingle with old acquaintances and new colleagues.
Throughout the evening, we will be free to ride the elevator up to the observation deck for a panoramic view of the
city and its environs from a height of 520 feet. A truly memorable experience!
Attendees from the east coast should also note that this year we are pleased to be able to offer deeply discounted crosscountry airfare on US Airways. Even if you cannot stay for the whole week, you can still afford to come, because a
Saturday night stay is NOT required in order to qualify for these low rates!
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We look forward to seeing -you- at ACM MULTIMEDIA'97!
Ephraim P. Glinert and Mark Scott Johnson
General Conference Co-Chairs
James D. Hollan and James D. Foley
Technical Program Co-Chairs

Technical Program

Art Demos

Tutorials

Demonstrations

Registration

Hotel Information

Information for Authors of Accepted Papers
Travel Information

Seattle WWW Sites of Interest

Call for Papers
Call for papers
Postscript version of call for papers (11 KB)

The deadline for the call for papers has expired now.

Organization
Position
General Co-Chairs
Program Chairs

Person involved
Ephraim P. Glinert, Rensselaer
Mark Scott Johnson, Softwire Corporation
Jim Hollan, U. New Mexico
Jim Foley, MERL

file:///C|/Users/Bear/Desktop/new/MM97/index.htm[3/15/2010 6:33:30 PM]

ACM MM97

Panels Chair

Dan Kimura, Washington U. in St. Louis

Tutorials Chair

Margaret Burnett, Oregon State U.

Art Chair

Tim Skelly, Design Happy

Treasurer

John Buford, U. Mass., Lowell

Webmaster

Stephan Fischer, TH Darmstadt (Germany)

Student Volunteers

Alvin T. Moser, Seattle U.

Demos Chair

Bikash Sabata, SRI International

A/V Chair

Gary Kimura, Microsoft Corp.

Proceedings

Hong-Jiang Zhang, Hewlett-Packard Labs

E-Proceedings

Lars Wolf, TH Darmstadt (Germany)

Local Arrangements

Ephraim P. Glinert, Rensselaer

Print & E-Publicity

Wayne Citrin, U. Colorado at Boulder

Program Committee
Jim Hollan, U. New Mexico

Program Chairs

Jim Foley, MERL

Program Committee Members
Name

Organization

Bob Allen

Bellcore

Dick Bulterman

CWI

Isabel Cruz

Tufts University

Takaya Endo

NTT-AT

Thomas Erickson Apple Computer
Bill Grosky

Wayne State University

Patrick Hanrahan Stanford University
Jonathan
Helfman

AT&T Research

Jessica Hodgins

Georgia Institute of Technology

Philipp Hoschka

INRIA-W3C

Hiroshi Ishii

MIT Media Laboratory

David Kirsh

University of California at San Diego

Michael Lesk

Bellcore

Wendy MacKay

CENA and University of Paris-Sud
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Ryohei Nakatsu

ATR Media Integration & Communication Research
Labs

Ken Perlin

New York University

Lawrence Rowe

University of California at Berkeley

Steve Roth

Carnegie Mellon University

Brian Smith

Cornell University

Akikazu
Takeuchi

Sony Corporation

Alex Weibel

Carnegie Mellon University

Kent Wittenburg GTE Laboratories
Ramin Zabih

Cornell University

Hong-Jiang
Zhang

Hewlett Packard Laboratories

General information is available at
WWW server America
WWW server Europe

Back to SIGMM Homepage
Stephan Fischer
Last modified: Tue Aug 5 15:55:17 MET DST
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Flavor: A Language for Media Representation
Alexandros Eleftheriadis
Department of Electrical Engineering
and Columbia New Media Technology Center
Columbia University
New York, NY 10027, USA
+1 212 854-8670
http://www.ee.columbia.edu/~eleft

ACM Copyright Notice

Abstract
We present the design and implementation of a new programming language for media-intensive applications called
Flavor (Formal Language for Audio-Visual Object Representation). It is an extension of C++ and Java in which the
typing system is extended to incorporate bitstream representation semantics. This allows to describe in a single place
both the in-memory representation of data as well as their bitstream- level (compressed) representation as well. We
have developed software tools (www.ee. columbia.edu/flavor) that automatically generate standard C++ and Java code
from the Flavor source code, so that direct access to compressed multimedia information by application developers can
be achieved with essentially zero programming.

Keywords
Media representation, programming languages, syntactic description languages, Flavor, MPEG-4

Table of Contents
1. Introduction
2. Overview
2.1 A Brief History
2.2 Technical Approach
3. Declarations and Constants
3.1 Literals
3.2 Comments
3.3 Names
3.4 Types
3.5 Declarations
3.5.1 Parsable Variables
3.5.2 Look-Ahead Parsing
3.5.3 Parsable Variables with Expected Values
3.5.4 Arrays
3.5.5 Partial Arrays
4. Expressions and Statements
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5. Classes
5.1 Parameter Types
5.2 Inheritance
5.3 Polymorphic Parsable Classes
6. Scoping Rules
7. Maps
8. The Flavor Translator
8.1 Run-Time API
8.2 Verbatim Code
8.3 Tracing Code Generation
9. Concluding Remarks
References

1. Introduction
Flavor originated from the need to simplify and speed up the development of software that processes coded
audiovisual or general multi-media information. This includes encoders and decoders as well as applications that
manipulate such information. Examples include editing tools, content creation tools, multimedia indexing and
searching engines, etc.
Such information is invariably encoded in a highly efficient form, to minimize the cost of storage and transmission.
This source coding [Cover91] operation is almost always performed in a bitstream-oriented fashion: the data to be
represented is converted to a sequence of binary values of arbitrary (and typically variable) lengths, according to a
specified syntax. The syntax itself can have various degrees of sophistication. One of the simplest forms is the GIF87a
format [GIF], consisting of essentially two headers and blocks of coded image data using Lempel-Ziv-Welch
compression. Much more complex formats include JPEG, MPEG-2 [Haskell97] and the forthcoming MPEG-4
specifications [MPEG4V, MPEG4S, MPEG4A], among others.
General-purpose programming languages such as C++ [Stroustrup93] and Java [Arnold96] do not provide native
facilities for coping with such data. Software codec or application developers need to build their own facilities,
involving two components. First, they need to develop software that deals with the bitstream-oriented nature of the
data, as general- purpose microprocessors are strictly byte-oriented. Secondly, the need to implement parsing and
generation code that complies with the syntax of the format at hand (be it proprietary or standard). These two tasks
represent a significant amount of the overall development effort. They also have to be duplicated by everyone who
requires access to a particular compressed representation within their application. Furthermore, they can also represent
a substantial percentage of the overall execution time of the application.
Flavor addresses these problems in an integrated way. First, it allows the formal description of the bitstream syntax.
Formal here means that the description is based on a well-defined grammar, and as a result is amenable to software
tool manipulation. In the past such descriptions were using ad-hoc conventions involving tabular data or pseudo-code.
A second and key aspect of our approach is that this description has been designed as an extension of C++ and Java,
both heavily used object-oriented languages in multimedia applications development. This ensures seamless integration
of Flavor code with both C++ and Java code and the overall architecture of an application.
Flavor was designed as an object-oriented language, anticipating an audiovisual world comprised of audiovisual
objects, both synthetic and natural, and combining it with well-established paradigms for software design and
implementation. Its object-oriented facilities go beyond the mere duplication of C++ and Java features, and introduce
several new concepts that are pertinent for bitstream-based media representation.
In order to validate the expressive power of the language, several existing bitstream formats have already been
described in Flavor, including sophisticated structures such as MPEG-2 Video and Audio. A translator has also been
developed for translating Flavor code to C++ and Java.
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In the following, we first present a brief overview of the language in terms of its history and technical approach. We
then describe each of its features, including declarations and constants, expressions and statements, classes, scoping
rules, and maps. We also briefly describe the translator and its simple run-time API. We conclude with an overview of
the benefits of using the Flavor approach for media representation. More detailed information and publicly available
software can be found in the Flavor Web site at: www.ee.columbia.edu/flavor.
Table of Contents

2. Overview
2.1 A Brief History
Flavor has its origins in a Perl script ( mkvlc ) that the author developed in early 1994 in order to automate the
(laborious) generation of C code declarations for variable-length code tables of the MPEG-2 Video specification. In
November 1995, the ideas behind mkvlc took a more concrete shape in the form of a "syntactic description language,"
[Eleft95, Eleft96, Avaro97] i.e., a formal way to describe not just variable length codes, but the entire structure of a
bitstream. Such a facility was proposed to the MPEG-4 standardization activity, which at that time had started to
consider flexible, even programmable, audiovisual decoding systems. The language subsequently underwent a series or
revisions benefiting from input from several participants in the MPEG-4 standardization activity, and its specification
is now fairly stable. We should note that Flavor is currently used in MPEG-4 for the description of the bitstream
syntax.
2. Overview

2.2 Technical Approach
Flavor provides a formal way to specify how data is laid out in a serialized bitstream. It is based on a principal of
separation between bitstream parsing operations and encoding, decoding and other operations. This separation
acknowledges the fact that the same syntax can be utilized by different tools, but also that the same tool can work
unchanged with a different bitstream syntax. For example, the number of bits used for a specific quantity can change
without modifying any part of the application program.
Past approaches for syntax description utilized a combination of tabular data, pseudo-code, and textual description to
describe the format at hand. Taking MPEG as an example, both MPEG-1 and MPEG-2 specifications were described
using a C-like pseudo-code syntax (originally introduced by Milt Anderson, Bellcore), coupled with explanatory text
and tabular data. Several of the lower and most sophisticated layers could only be handed by explanatory text. The text
had to be carefully crafted and tested over time for ambiguities. Other specifications (e.g., JPEG, GIF) use similar
bitstream representation schemes, and hence share the same limitations.
Other formal facilities already exist for representing syntax. One important example is ASN.1 (ISO International
Standards 8824 and 8825). A key difference, however, is that ASN.1 was not designed to address the intricacies of
source coding operations, and hence cannot cope with, for example, variable length coding. In addition, ASN.1 tries to
hide the bitstream representation from the developer by using its own set of binary encoding rules, whereas in our case
the binary encoding is the actual target of the description.
There is also some remote relationship between syntax description and "marshalling," a fundamental operation in
distributed systems where consistent exchange of typed data is ensured. Examples in this category include Sun's ONC
XDR (External Data Representation) and the rpcgen compiler which automatically generates marshalling code, as well
as CORBA IDL, among others. These ensure, for example, that even if the native representation of an integer in two
systems is different (big versus little endian), they can still exchange typed data in a consistent way. Marshalling,
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however, does not constitute bitstream syntax description because: 1) the programmer does not have control over the
data representation (the binary representation for each data type is predefined), 2) it is only concerned with the
representation of simple serial structures (lists of arguments to functions, etc.). As in ASN.1, the binary representation
is "hidden" and is not amenable to customization by the developer. One could parallel Flavor and marshalling by
considering the Flavor source as the XDR layer. A better parallelism would be to view Flavor as a parser-generator
like yacc, but for bitstream representations.
It is interesting to note that all prior approaches to syntactic description where concerned only with the definition of
message structures typically found in communication systems. These tend to have a much simpler structure compared
with coded representations of audio-visual information (compare the IP header with the baseline JPEG specification,
for example).
Flavor was designed to be an intuitive and natural extension of the typing system of object-oriented languages like
C++ and Java. This means that the bitstream representation information is placed together with the data declarations in
a single place. In C++ and Java, this place is where a class is defined.
Flavor has been explicitly designed to follow a declarative approach to bitstream syntax specification. In other words,
the designer is specifying how the data is laid out on the bitstream, and does not detail a step-by-step procedure that
parses it. This latter procedural approach would severely limit both the expressive power as well as the capability for
automated processing and optimization, as it would eliminate the necessary level of abstraction. As a result of this
declarative approach, Flavor does not have functions or methods.
A related example from traditional programming is the handling of floating point numbers. The programmer does not
have to specify how such numbers are represented or how operations are performed; these tasks are automatically
taken care of by the compiler in coordination with the underlying hardware or run-time emulation libraries.
An additional feature of combining type declaration and bitstream representation is that the underlying object hierarchy
of the base programming language (C++ or Java), becomes quite naturally the object hierarchy for bitstream
representation purposes as well. This is an important benefit for ease of application development, and it also allows
Flavor to have a very rich typing system itself.
"Hello Bits"
The following trivial example indicates how the integration of type and bitstream representation information is
accomplished. Consider a simple object called HelloBits with just a single pixel, represented using 8 bits. Using the
MPEG-1/2 methodology, this would be described as follows.
HelloBits () {
Bits

No. of Bits

Mnemonic

8

uimsbf

}

Example 1. HelloBits using MPEG-1/2.
A C++ description of this single pixel object would include a method to read its value, and have a form similar to the
one shown in Example 2. Here getuint() is assumed to be a function that reads bits from the bitstream (here 8) and
returns them as an unsigned integer (by default with the most significant bit first). When HelloBits:: get() is
called, the bitstream is read and the resultant quantity is placed in the data member Bits .
class HelloBits {
unsigned int Bits;
void get() {
Bits=::getuint(8);
}
};

file:///C|/Users/Bear/Desktop/new/MM97/eleft.html[3/15/2010 6:33:32 PM]

Flavor: A Language for Media Representation

Example 2. HelloBits using C++ (a similar construct would be used for Java as well).
In Flavor, the same description would be done as follows.
class HelloBits {
unsigned int(8) Bits;
}

Example 3. HelloBits using Flavor.
As we can see, the bitstream representation is integrated with the type declaration. The above should be read as: Bits
is an unsigned integer quantity represented using 8 bits in the bitstream. Note that there is no implicit encoding rule as
in ASN.1: the rule here is embedded in the type declaration ans indicates that, when the system has to parse a
HelloBits data type, it will just read the next 8 bits as an unsigned integer and assign them to the variable Bits .
These examples, although trivial, demonstrate the differences between the various approaches. In Example 1, we just
have a tabulation of the various bitstream entities, grouped into syntactic units (here HelloBits ). This style is
sufficient for straightforward representations, but fails when more complex structures are used (e.g., variable length
codes).
In Example 2, the syntax is incorporated into hand-written code embedded in a get() or equivalent method. As a
result, the syntax becomes an integral part of the decoding method even though the same decoding mechanism could
be applied to a large variety of similar syntactic constructs. Also, it quickly becomes overly verbose.
Flavor provides a wide range of facilities to define sophisticated bitstreams, including if-else , switch, for , and
while constructs. In contrast with regular C++ or Java, these are all included in the data declaration part of the class,
so they are completely disassociated from code that belongs to class methods. This is in line with the declarative
nature of Flavor, where the focus is on defining the structure of the data, not operations on them.
In order to be usable in actual programs, Flavor source is translated to regular C++ or Java code with each Flavor class
creating an equivalent C++/Java class. Two methods are automatically generated by the translator for each class: a
get() method that will read data from a bitstream and load it to the class variables, and a put() method which will
take the values from these variables and place them in the bitstream using the specified syntax.
In the following we describe each of the language features in more detail, emphasizing the differences between C++
and Java. In order to ensure that Flavor semantics are in line with both C++ and Java, whenever there was a conflict a
common denominator approach was used.
2. Overview
Table of Contents

3. Declarations and Constants
3.1 Literals
All traditional C++ and Java literals are supported by Flavor with the exception of strings. This includes integers,
floating point numbers, and character constants (e.g., 'a' ). In addition, Flavor defines a special binary number notation
using the prefix 0b. In addition to specifying the actual value, binary literals also convey their length. For example, one
can write 0b011 to denote the number 3 represented using 3 bits. For readability, a bitstring can include periods every
four digits, e.g., 0b0010.01 . Hexadecimal or octal constants used in a context of a bitstring also convey their length in
addition to their value. Whenever the length of a bitstring literal is irrelevant, it is treated as a regular integer literal.
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3. Declarations and Constants

3.2 Comments
Both multi-line ( /**/ ) and single-line ( //) comments are allowed. Multi-line comment delimiters cannot be nested.
3. Declarations and Constants

3.3 Names
Variable names follow the C++ and Java conventions (e.g., variable names cannot start with a number). Several
keywords that are used in C++ and Java are considered reserved in Flavor.
3. Declarations and Constants

3.4 Types
Flavor supports the common subset of C++ and Java built-in or fundamental types. This includes char , int , float ,
and double including all appropriate modifiers. In addition, Flavor defines a new type called bit . This is to
accommodate bitstring variables.
In addition, it allows the declaration of new types in the form of classes (see Section 5).
Flavor does not support pointers, references, casts, or C++ operators related to pointers. It also does not support
structures or enumerations.
3. Declarations and Constants

3.5 Declarations
Regular variable declarations can be used in Flavor in the same way as in C++ and Java. As Flavor follows a
declarative approach, constant variable declarations with specified values are allowed everywhere (there is no
constructor to set the initial values). This means that the declaration 'const int a=1; ' is valid anywhere (not just in
global scope). The two major differences are the declaration of parsable variables and arrays.
3. Declarations and Constants

3.5.1 Parsable Variables
Parsable variables are the core of Flavor's design; it is the proper definition of these variables that defines the bitstream
syntax.
Parsable variables include a parse length specification immediately after their type declaration, as shown in Figure 1.
length can be an integer constant, a non-constant variable of type compatible to int , or a map (discussed later on)
with the same type as the variable. This means that the parse length of a variable can be controlled by another variable.
aligned(length) type(length) variable;

Figure 1. Parsable variable declaration.
In addition to the parse length specification, parsable variables can also have the modifier aligned. This signifies that
file:///C|/Users/Bear/Desktop/new/MM97/eleft.html[3/15/2010 6:33:32 PM]

Flavor: A Language for Media Representation

the variable begins at the next integer multiple boundary of the length specified within the alignment expression. If this
length is omitted, an alignment size of 8 is assumed (byte boundary). Only multiples of 8 are allowed. For parsing, any
intermediate bits are ignored, while for output bitstream generation the bitstream is padded with zeros.
As we will see later on, parsable variables cannot be assigned to. This ensures that the syntax is preserved regardless if
we are performing an input or output operation. However, parsable variables can be redeclared, as long as their type
remains the same, only the parse size is changed, and the original declaration was not as a const. This allows one to
select the parse size depending on the context (see Exressions and Statements, Section 4). In addition, the obey special
scoping rules as we will see later on.
In general, the parse size expression must be a non-negative value. The special value 0 can be used when, depending
on the bitstream context, a variable is not present in the bitstream but obtains a default value. In this case no bits will
be parsed or generated, however the semantics of the declaration will be preserved.
Finally, variables of type float , double, and long double are only allowed to have a parse size equal to the fixed size
that their standard representation requires (32 and 64 bits).
3. Declarations and Constants

3.5.2 Look-Ahead Parsing
In several instances it is desirable to examine the immediately following bits in the bitstream, without actually
removing the bits. To support this behavior, a '*' character can be placed after the parse size parentheses to modify the
parse size semantics. Note that for bitstream output purposes this has no effect.
3. Declarations and Constants

3.5.3 Parsable Variables with Expected Values
Very often, certain parsable variables in the syntax have to have specific values (markers, start codes, reserved bits,
etc.). These are specified as initialization values for parsable variables. Figure 2 shows an example.
int(3) a = 2;

Figure 2. Example of declaration of parsable variable with expected value.
This is interpreted as: a is an integer represented with 3 bits, and must have the value 2. The keyword const may be
prepended in the declaration, to indicate that the parsable variable will have this constant value and, as a result, cannot
be redeclared.
As both parse size and initial value can be arbitrary expressions, we should note that the order of evaluation is parse
expression first, followed by the initializing expression.
3. Declarations and Constants

3.5.4 Arrays
Arrays have special behavior in Flavor, due to its declarative nature but also due to the desire for very dynamic type
declarations. For example, we want to be able to declare a parsable array with different array sizes depending on the
context. In addition, we may need to load the elements of an array one at a time (this is needed when the retrieved
value indicates indirectly if further elements of the array should be parsed). These concerns are only relevant for
parsable variables.
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The array size, then, does not have to be a constant expression (as in C++ and Java), but it can be a variable as well.
The following is allowed in Flavor.
int a = 2;
int(2) A[a++];

Figure 3. Array declaration with dynamic size specification.
An interesting question is how to handle initialization of arrays, or parsable arrays with expected values. As the size of
the array may not be known until run-time, the usual brace expression initialization (e.g., 'int a[2] = {1, 2}; ')
cannot be used. The mechanism we provided involves the specification of a single expression as the initializer. For
example, we can write:
int A[3]= 5;

Figure 4. Array declaration with initialization.
This means that all elements of A will be initialized with the value 5. In order to provide more powerful semantics to
array initialization, Flavor considers the parse size and initializer expressions as executed per each element of the array.
The array size expression, however, is only executed once, and before the parse size expression or the initializer
expression. Let's look at a more complicated example.
int a=1;
int(a++) A[a++]=a++;

Figure 5. Array declaration initialization with dynamic array and parse sizes.
Here A is declared as an array of 2 integers. The first one is parsed with 3 bits and is expected to have the value 4,
while the second is parsed with 5 bits and is expected to have the value 6. After the declaration, a is left with the value
7.
This probably represents the largest deviation of Flavor's design from C++ and Java declarations. On the other hand it
does provide significant flexibility in constructing sophisticated declarations in a very compact form, and it is also in
line with the dynamic nature of variable declarations that Flavor provides.
3. Declarations and Constants

3.5.5 Partial Arrays
An additional refinement of array declaration is partial arrays. These are declarations of parsable arrays in which only
a subset of the array needs to be declared (or, equivalently, parsed from or written to a bitstream). Flavor introduces a
double brace notation for this purpose. The following examples demonstrate its use.
int(2) A[[3]]=1;
int(4) B[[2]][3];

Figure 6. Partial arrays.
In the first line, we are declararing the 4-th element of A (array indices start from 0). The array size is unknown at this
point, but of course it will be considered at least 4. In the second line, we are declaring a two-dimensional array, and in
particular only its third column (assuming the first index corresponds to a row). The array indices can, of course, be
expressions themselves. Partial arrays can only appear on the left-hand side of declaration and are not allowed in
expressions.
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3. Declarations and Constants
Table of Contents

4. Expressions and Statements
Flavor supports all of the C++ and Java arithmetic, logical, and assignment operators. However, parsable variables
cannot be used as lvalues. This ensures that they always represent the bitstream's contents, and allow consistent
operation for the translator-generated put() and get() methods.
Flavor also supports all the familiar flow control statements: if- else , do-while , while , and switch. In contrast with
C++ and Java, variable declarations are not allowed within the arguments of these statements (i.e., 'for(int i=0; ;
); ' is not allowed. This is because in C++ the scope of this variable will be the enclosing one, while in Java it will be
the enclosed one. To avoid confusion, we opted for the exclusion of both alternatives at the expense of a slightly more
verbose notation. Scoping rules are discussed in detail in Section 6.
The following is an example of the use of these flow control statements.
if (a==1){
int(3) b;
}
else {
int(4) b;
}

Figure 7. Example of conditional expression.
The variable b is declared with a parse size of 3 if a is equal to 1, and with a parse size of 4 otherwise. Observe that
this construct would not be meaningful in C++ or Java as the two declarations would be considered as being in
separate scopes. This is the reason why parsable variables need to obey slightly different scoping rules than regular
variables. The way to approach this to avoid confusion is to consider that Flavor is designed so that these parsable
variables can be properly defined at the right time and position. All the rest of the code is there to ensure that this is
the case. We can consider the parsable variable declarations as 'actions' that our system will perform at the specified
times. Then this difference in scoping rules becomes very natural.
3. Declarations and Constants
Table of Contents

5. Classes
Flavor uses the notion of classes in exactly the same way as C++ and Java do. It is the fundamental structure in which
object data is organized. Keeping in line with the support of both C++ and Java-style programming, classes in Flavor
cannot be nested, and only single inheritance is supported. In addition, due to the declarative nature of Flavor, methods
are not allowed (this includes constructors and destructors).
The following is an example of a simple class declaration with just two parsable member variables.
class SimpleClass {
int(3) a;
unsigned int(4) b;
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};

// trailing ';' optional

Figure 8. A simple class declaration.
The trailing ';' character is optional accommodating both C++ and Java-style class declarations. This class defines
objects which contain two parsable variables. They will be present in the bitstream in the same order they are declared.
After this class is defined, we can declare objects of this type:
SimpleClass a;

Figure 9. A simple class variable declaration.
A class is considered parsable if it contains at least one variable that is parsable. Declaration of parsable class variables
can be prepended by the aligned modifier in the same way as simple parsable variables.
Class member variables in Flavor do not require access modifiers (public, protected, private). In essence, all such
variables are considered public.
5. Classes

5.1 Parameter Types
As Flavor classes cannot have constructors, it is necessary to have a mechanism to pass external information to a class.
This is accomplished using parameter types. These act the same way as formal arguments in function or method
declarations do. They are placed after the name of the class.
class SimpleClass(int i[2]) {
int(3) a=i[1];
unsigned int(4) b=i[2];
}; // trailing ';' optional

Figure 10. A simple class declaration with parameter types.
When declaring variables of parameter type classes, it is required that actual arguments are provided in place of the
formal ones:
int(2) v[2];
SimpleClass a(v);

Figure 11. A simple class declaration with parameter types.
Of course the types of the formal and actual parameters must match. For arrays, only their dimensions are relevant;
their actual sizes are not significant as they can by dynamically varying. Note that class types are allowed in parameter
declarations as well.
5. Classes

5.2 Inheritance
As we mentioned earlier, Flavor supports single inheritance so that compatibility with Java is maintained. Although
Java can 'simulate' multiple inheritance through the use of interfaces, Flavor has no such facility (it would be
meaningless since methods do not exist in Flavor). However, for media representation purposes, we have not found
any instance where multiple inheritance would be required, or be even desirable. It is interesting to note that all
existing representation standards today are not truly object-based. The only exception, to our knowledge, is the
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MPEG-4 specification which explicitly addresses the representation of audio-visual objects. It is, of course, possible to
describe existing structures in an object-oriented way but it does not truly map one-to-one with the notion of objects.
For example, MPEG-2 Video slices can be considered as separate objects of the same type, but of course their
semantic interpretation (horizontal stripes of macroblocks) is not very useful.
Derivation in C++ and Java is accomplished using a different syntax ( extends versus ':'). Here we opted for the Java
notation (also ':' is used for object identifier declarations as explained below). Unfortunately, it was not possible to
satisfy both.
class A {
int(2) a;
}
class B extends A {
int(3) b;
}

Figure 12. Derived class declaration.
In Figure 12 we show a simple example of a derived class declaration. Derivation from a bitstream representation
point of view means that B is an A with some additional information. In other words, the behavior would be almost
identical if we just copied the statements between the braces in the declaration of A in the beginning of B. We say
almost here because scoping rules of variable declarations also come into play here, as discussed in Section 6.
Note that if a class is derived from a parsable class, it is considered parsable as well.
5. Classes

5.3 Polymorphic Parsable Classes
The concept of inheritance in object-oriented programming derives its power from its capability to implement
polymorphism. In other words, the capability to use a derived object in a place where an object of the base class is
expected. Although the mere structural organization is useful as well, it could be accomplished equally well with
containment (a variable of type A is the first member of B).
Polymorphism in traditional programming languages is made possible via vtable structures, which allow the resolution
of operations during run- time. Such behavior is not pertinent for Flavor, as methods are not allowed.
A more fundamental issue, however, is that Flavor describes the bitstream syntax: the information with which the
system can detect which object to select must be present in the bitstream. As a result, traditional inheritance as defined
in the previous section does not allow the representation of polymorphic objects. Considering Figure 11, there is no
way to figure out by reading a bitstream if we should read an object of type A or type B.
Flavor solves this problem by introducing the concept of object identifiers or IDs. The concept is rather simple: in
order to detect which object we should parse/generate, there must be a parsable variable that will identify it. This
variable must have a different expected value for any class derived from the originating base class, so that object
resolution can be uniquely performed in a well-defined way (this is checked by the translator). As a result, object ID
values must be constant expressions.
In order to signify the importance of ID variables, they are declared immediately after the class name (including any
derivation declaration) and before the class body. They are separated from the class name declaration using a colon
(' :'). We could rewrite the example of Figure 12 with IDs as shown in Figure 13.
The name and the type of the ID variable is irrelevant, and can be anything that the user chooses. It cannot, however,
be an array, or a class variable (only built-in types are allowed). Also, the name, type, and parse size must be identical
between the base and derived classes.
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class A : int(1) id=0 {
int(2) a;
}
class B extends A : int(1) id=1 {
int(3) b;
}

Figure 13. Derived class declaration with object identifiers.
The semantics of the object identifiers in Figure 13 are the following. Upon reading the bitstream, if the next 1 bit has
the value 0 an object of type A will be parsed; if the value is 1 then an object of type B will be parsed. For output
purposes, and as will be discussed in Section 8, it is up to the user to set up the right object type in preparation for
output.
Object identifiers are not required for all derived classes of a base class that has a declared ID. This allows, for
example, to have the following inheritance tree.

Figure 14. Class inheritance tree; not all classes have to have object identifiers.
Here only the classes represented by the black circles have IDs. As a result, only classes A, B, C, and D can be used
wherever an A can appear; the intermediate classes cannot.
This type of polymorphism is already used in the MPEG-4 Systems specification, and in particular the Binary Format
for Scenes (BIFS) [MPEG4SVM]. This is a VRML-derived set of nodes that represent objects and operations on them,
thus forming a hierarchical description of a scene.
ID variables are always considered constant, i.e., they cannot be redeclared within the class. This is the same as if the
keyword const was prepended in their declaration.
5. Classes
Table of Contents

6. Scoping Rules
The scoping rules that Flavor uses are identical with C++ and Java with the exception of parsable variables.
As in C++ and Java, a new scope is introduced with curly braces ( {}). Since Flavor does not have functions or
methods, a scope can either be the global one or a scope within a class declaration.
The global scope cannot contain any parsable variable, since it does not belong to any object. As a result, global
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variables can only be constants.
Within a class, all parsable variables are considered as class member variables, regardless of the scope they are
encountered in. This is essential in order to allow conditional declarations of variables which will almost always
require that the actual declarations occur within compound statements (see Figure 7). Non-parsable variables that occur
in the top-most class scope are also considered class member variables. The rest live within their individual scopes.
This distinction is important in order to understand which variables are accessible to a class variable that is contained
in another class. The issues are illustrated in Figure 15. Looking at class A, the initial declaration of i occurs in the topmost class scope; as a result i is a class member. a is declared as a parsable variable, and hence it is automatically a
class member variable. The declaration of j occurs in the scope enclosed by the if statement; as this is not the toplevel scope, j is not a class member. The following declaration of i is acceptable; the original one is hidden within that
scope. Finally, the declaration of the variable a as a non-parsable would hide the parsable version. As parsable
variables do not obey scoping rules, this is not allowed (hiding parsable variables of a base class, however, is allowed).
class A {
int i=1;
int(2) a;
if (a==2) {
int j=i;
int i=2; // hides i, ok
int a;
// hides a, error
}
}
class B {
A a;
a.j=1; // error, j not a
//class member
int j=a.a+1; // ok
j=a.i+2; // ok
int(3) b;
}

Figure 15. Scoping rules example.
Looking now at the declaration of class B which contains a variable of type A, it becomes clear which variables are
available as class members.
In summary, the scoping rules have the following two special considerations. Parsable variables do not obey scoping
rules and are always considered class members. Non-parsable variables obey the standard scoping rules and are
considered class members only if the are at the top-level scope of the class.
Note that parameter type variables are considered as having the top- level scope of the class. Also, they are not
allowed to hide the object identifier, if any.
6. Scoping Rules
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7. Maps
Up to know, we have only considered fixed-length representations, either constant or parametric. A wide variety of
representation schemes, however, rely heavily on entropy coding, and in particular Huffman codes [Cover91]. These
are variable length codes (VLCs) which are uniquely decodable (no codeword is the prefix of another). Flavor provides
extensive support for variable length coding through the use of maps. These are declarations of tables in which the
correspondence between codewords and values is described. The following is a simple example of a map declaration.
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map A(int) {
0b0, 1,
0b01, 2
}

Figure 16. A simple map declaration.
The map keyword indicates the declaration of a map named A. The declaration also indicates that the map converts
from bitstring values to values of type int . The type indication can be a fundamental type, a class type, or an array.
Map declarations can only occur in global scope. As a result, an array declaration will have to have a constant size (no
non-constant variables are visible at this level).
The map contains a series of entries. Each entry starts with a bitstring that declares the codeword of the entry, followed
by the value to be assigned to this codeword. If a complex type is used for the mapped value, then the values have to
be enclosed in curly braces. After the map is properly declared, we can now define parsable variables that use it by
indicating the name of the map where we would put the parse size expression. For example:
int(A) i;

Figure 17. Declaring a variable with a variable length code table.
As we can see, the use of VLCs is essentially identical to fixed- length variables. All the details are hidden away in the
map declaration.
The translator can check that the VLC table is uniquely decodable, and also generate optimized tables for extremely
fast decoding using lookup tables.
As Huffman codeword lengths tend to get very large when their number increases, it is typical to specify "escape
codes," signifying that the actual value will be subsequently represented using a fixed-length code. To accommodate
these as well as more sophisticated constructs, Flavor allows the use of parsable type indications in map values. This
means that, using the example of Figure 16, we can write:
map A(int)
0b0,
0b01,
0b001,
}

{
1,
2,
int(5)

Figure 18. Map declaration with extension.
This indicates that, when the bitstring 0b001 is encountered in the bitstream, the actual return value for the map will be
obtained by parsing 5 more bits. The parse size for the extension can itself be a map, thus allowing the cascading of
maps in sophisticated ways. Although this facility is efficient when parsing, the bitstream generation operation can be
costly when complex map structures are designed this way. None of today's specifications that we are aware of require
anything beyond a single escape code.
7. Maps
Table of Contents

8. The Flavor Translator
Designing a language like Flavor would be an interesting but academic exercise, unless it was accompanied by
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software that can put its power into full use. We have developed a translator that evolved concurrently with the design
of the language. When the language specification became stable, the translator was completely rewritten. The most
recent release (Version 2.0, Interim) is publicly available for downloading (www.ee.columbia.edu/flavor). As it is an
interim release, it currently supports only Windows NT/95 and C++ code generation, with support for Java and more
operating systems expected in the near future. Earlier versions support a large variety of UNIX systems, but do not
support all features.
8. The Flavor Translator

8.1 Run-Time API
The translator reads a Flavor source file and generates a single .h file that contains declarations of all Flavor classes as
C++ classes with the appropriate class members. All such members are declared public. More importantly, the
translator also generates for each class a put() and a get() method. The get() method is responsible for reading a
bitstream and loading the class variables with their appropriate values, while the put() method does the reverse.
The translator makes minimal assumptions about the operating environment for the generated code. It requires that a
class called Bitstream is defined, which provides a small and well-defined set of methods for bitstream I/O. A
Bitstream reference is passed as an argument to the get() and put() methods. The Flavor run-time library includes a
fast and simple implementation supporting file-based I/O. It is easy to design much more sophisticated, applicationspecific I/O structures; the only requirement is that the interface exposed is compatible with what the translator
expects.
If parameter types are used in a class, then they are also required arguments in the get() and put() methods as well.
The translator also requires that a function ( flerror) is available to receive calls when expected values or VLC
lookups fail. The function name can be selected by the user; a default implementation is included in the run-time
library.
For efficiency reasons, Flavor arrays are converted to fixed size arrays in the translated code. This is necessary in order
to allow developers to access Flavor arrays without needing special techniques. Whenever possible, the translator
automatically detects and sets the maximum array size; it can also be set by the user using a command- line option.
Finally, the run-time library (and the translator) only allow parse sizes of up to the native integer size of the host
processor (except for double values). This enables fast implementation of bitstream I/O operations.
For parsing operations, the only task required by the programmer is to declare an object of the class type at hand, and
then call its get() method with an appropriate bitstream. While the same is also true for the put() operation, the
application developer must also load all class member variables with their appropriate values before the call is made.
8. The Flavor Translator

8.2 Verbatim Code
In order to further facilitate integration of Flavor code with C++/Java user code, the translator supports the notion of
verbatim code. Using special delimiters, code segments can be inserted in the Flavor source code, and copied verbatim
at the correct places in the generated C++/Java file. This allows, for example, the declaration of
constructors/destructors, user-specified methods, pointer member variables for C++, etc. Such verbatim code can
appear wherever a Flavor statement or declaration is allowed.
The delimiters %{ and %} can be used to introduce code that should go to the class declaration itself (or the global
scope). The delimiters %p{ and %p} , and %g{ and %g} can be used to place code at exactly the same position they
appear in the put() and get() methods respectively. Finally, the delimiters %*{ and %*} can be used to place code in
both put() and get() methods.
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The Flavor 2.0 release includes several samples on how to integrate user code with Flavor-generated code, including a
simple GIF parser.
8. The Flavor Translator

8.3 Tracing Code Generation
We are also including the option to generate bitstream tracing code within the get() method. This will allow one to
very quickly examine the contents of a bitstream for development and/or debugging purposes.
8. The Flavor Translator
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9. Concluding Remarks
Flavor's design was motivated by our belief that content creation, access, manipulation, and distribution, will become
increasingly important for end-users and developers alike. New media representation forms will continue to be
developed, providing richer features and more functionalities for end-users. In order to facilitate this process, it is
essential to bring syntactic description on par with modern software development practices and tools. Flavor can
provide significant benefits in the area of media representation and multimedia application development at several
levels.
First, it can be used as a media representation documentation tool, substituting ad-hoc ways of describing a bitstream's
syntax with a well-defined and concise language. This by itself is a substantial advantage for defining specifications, as
a considerable amount of time is spent to ensure that such specification are unambiguous and bug-free.
Secondly, a formal media representation language immediately leads to the capability of automatically generating
software tools, ranging from bitstream generators and verifiers, as well as a substantial portion of an encoder or
decoder.
Third, it allows immediate access to the content by any application developer, for such diverse use as editing,
searching, indexing, filtering, etc.
With appropriate translation software, and a bitstream representation written in Flavor, obtaining access to such
content is as simple as cutting and pasting the Flavor source code from the specification into an ASCII file, and
running the translator.
Flavor, however, does not provide facilities to specify how full decoding of data will be performed as it only addresses
bitstream syntax description. For example, while the data contained in a GIF file can be fully described by Flavor,
obtaining the value of a particular pixel requires the addition of LZW decoding code that must be provided by the
programmer. In several instances, such access is not necessary. For example, a number of tools have been developed
to do automatic indexing, search, and retrieval of visual content directly in the compressed domain for JPEG and
MPEG content (see [Smith96, Smoliar94, Smith97] and references therein). Such tools only require parsing of the
coded data so that DCT coefficients are available, but do not require full decoding. Also, emerging techniques, such as
MPEG-7 [MPEG7], will provide a wealth of information about the content without the need to decode it. In all these
cases, parsing of the compressed information may be the only need for the application at hand.
Finally, Flavor can also be used to redefine the syntax of content in both forward and backward compatible ways. The
separation of parsing from the remaining coding/decoding operations allows its complete substitution as long as the
interface (the semantics of the previously defined parsable variables) remain the same. Old decoding code will simply
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ignore the new variables, while newly written encoders and decoders will be able to use them. Use of Java in this
respect is very useful; its capability to download new class definitions opens the door for such downloadable content
descriptions that can accompany the content itself (similar to self-extracting archives). This can eliminate the rigidity
of current standards, where even a slight modification of the syntax to accommodate new techniques or functionalities
render the content useless in non-flexible but nevertheless compliant decoders.
9. Concluding Remarks
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ABSTRACT
This paper presents an emerging application of multimodal interface research to distributed applications. We have developed the QuickSet
prototype, a pen/voice system running on a hand-held PC, communicating via wireless LAN through an agent architecture to a number of systems,
including NRaD's [1] LeatherNet system, a distributed interactive training simulator built for the US Marine Corps. The paper describes the overall
system architecture, a novel multimodal integration strategy offering mutual compensation among modalities, and provides examples of
multimodal simulation setup. Finally, we discuss our applications experience and evaluation.
KEYWORDS
multimodal interfaces, agent architecture, gesture recognition, speech recognition, natural language processing, distributed interactive simulation.
1. INTRODUCTION
A new generation of multimodal systems is emerging in which the user will be able to employ natural communication modalities, including voice,
hand and pen-based gesture, eye-tracking, body-movement, etc. [Koons et al., 1993; Oviatt, 1992, 1996; Waibel et al., 1995] in addition to the
usual graphical user interface technologies. In order to make progress on building such systems, a principled method of modality integration, and a
general architecture to support it is needed. Such a framework should provide sufficient flexibility to enable rapid experimentation with different
modality integration architectures and applications. This experimentation will allow researchers to discover how each communication modality can
best contribute its strengths yet compensate for the weaknesses of the others.
Fortunately, a new generation of distributed system frameworks is now becoming standardized, including the CORBA and DCOM frameworks for
distributed object systems. At a higher level, multiagent architectures are being developed that allow integration and interoperation of semiautonomous knowledge-based components or "agents". The advantages of these architectural frameworks are modularity, distribution, and
asynchrony - a subsystem can request that a certain functionality be provided without knowing who will provide it, where it resides, how to invoke
it, or how long to wait for it. In virtue of these qualities, these frameworks provide a convenient platform for experimenting with new architectures
and applications.
In this paper, we describe QuickSet, a collaborative, multimodal system that employs such a distributed, multiagent architecture to integrate not
only the various user interface components, but also a collection of distributed applications. QuickSet provides a new unification-based mechanism
for fusing partial meaning representation fragments derived from the input modalities. In so doing, it selects the best joint interpretation among the
alternatives presented by the underlying spoken language and gestural modalities. Unification also supports multimodal discourse. The system is
scaleable from handheld to wall-sized interfaces, and interoperates across a number of platforms (PC's to UNIX workstations). Finally, QuickSet
has been applied to a collaborative military training system, in which it is used to control a simulator and a 3-D virtual terrain visualization system.
This paper describes the "look and feel" of the multimodal interaction with a variety of back-end applications, and discusses the unification-based
architecture that makes this new class of interface possible. Finally, the paper discusses the application of the technology for the Department of
Defense.
2. QUICKSET
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QuickSet is a collaborative, handheld, multimodal system for interacting with distributed applications. In virtue of its modular, agent-based design,
QuickSet has been applied to a number of applications in a relatively short period of time, including:
Simulation Set-up and Control - Quickset is used to control LeatherNet [Clarkson and Yi, 1996], a system employed in training platoon
leaders and company commanders at the USMC base at Twentynine Palms, California. LeatherNet simulations are created using the
ModSAF simulator [Courtmanche and Ceranowicz, 1995] and can be visualized in a wall-sized virtual reality CAVE environment [CruzNeira et al., 1993; Zyda et al., 1992] called CommandVu. A QuickSet user can create entities, give them missions, and control the virtual
reality environment from the handheld PC. QuickSet communicates over a wireless LAN via the Open Agent Architecture (OAA) [Cohen
et al., 1994] to ModSAF, and to CommandVu, each of which have been made into agents in the architecture.
Force Laydown - QuickSet is being used in a second effort called ExInit (Exercise Initialization), that enables users to create large-scale
(division- and brigade- sized) exercises. Here, QuickSet interoperates via the agent architecture with a collection of CORBA servers.
Medical Informatics - A version of QuickSet is used in selecting healthcare in Portland, Oregon. In this application, QuickSet retrieves data
from a database of 2000 records about doctors, specialties, and clinics.
Next, we turn to the primary application of QuickSet technology.
3. NEW INTERFACES FOR DISTRIBUTED SIMULATION
Begun as SIMNET in the 1980's [Thorpe, 1987], distributed, interactive simulation (DIS) training environments attempt to provide a high degree of
fidelity in simulating combat equipment, movement, atmospheric effects, etc. One of the U.S. Government's goals, which has partially motivated
the present research, is to develop technologies that can aid in substantially reducing the time and effort needed to create large-scale scenarios. A
recently achieved milestone is the ability to create and simulate a large-scale exercise, in which there may be on the order of 60,000 entities (e.g., a
vehicle or a person).
QuickSet addresses two phases of user interaction with these simulations: creating and positioning the entities, and supplying their initial behavior.
In the first phase, a user "lays down" or places forces on the terrain, which need to be positioned in realistic ways, given the terrain, mission,
available equipment, etc. In addition to force laydown the user needs to supply them with behavior, which may involve complex maneuvering,
communication, etc.
Our contribution to this overall effort is to rethink the nature of the user interaction. As with most modern simulators, DISs are controlled via
graphical user interfaces (GUIs). However, GUI-based interaction is rapidly losing its benefits, especially when large numbers of entities need to
be created and controlled, often resulting in enormous menu trees. At the same time, for reasons of mobility and affordability, there is a strong user
desire to be able to create simulations on small devices (e.g., PDA's). This impending collision of trends for smaller screen size and for more
entities requires a different paradigm for human-computer interaction with simulators.
A major design goal for QuickSet is to provide the same user input capabilities for handheld, desktop, and wall-sized terminal hardware. We
believe that only voice and gesture-based interaction comfortably span this range. QuickSet provides both of these modalities because it has been
demonstrated that there exist substantive language, task performance, and user preference advantages for multimodal interaction over speech-only
and gesture-only interaction with map-based tasks [Oviatt, 1996; Oviatt, in press] [2]. Specifically, for these tasks, multimodal input results in
36% fewer task performance errors, 35% fewer spoken disfluencies, 10% faster task performance, and 23% fewer words, as compared to a speechonly interaction. Multimodal pen/voice interaction is known to be advantageous for small devices, for mobile users who may encounter different
circumstances, for error avoidance and correction, and for robustness [Oviatt, 1992; Oviatt 1995].
In summary, a multimodal voice/gesture interface complements, but also promises to address the limitations of, current GUI technologies for
controlling simulators. In addition, it has been shown to have numerous advantages over voice-only interaction for map-based tasks. These
findings had a direct bearing on the interface design and architecture of QuickSet.
4. SYSTEM ARCHITECTURE
In order to build QuickSet, distributed agent technologies based on the Open Agent Architecture [3] were employed because of its flexible
asynchronous capabilities, its ability to run the same set of software components in a variety of hardware configurations, ranging from standalone
on the handheld PC to distributed operation across numerous computers, and its easy connection to legacy applications. Additionally, the
architecture supports user mobility in that less computationally-intensive agents (e.g., the map interface) can run on the handheld PC, while more
computationally-intensive processes (e.g., natural language processing) can operate elsewhere on the network. The agents may be written in any
programming language (here, Quintus Prolog, Visual C++, Visual Basic, and Java), as long as they communicate via an interagent communication
language. The configuration of agents used in the QuickSet system is illustrated in Figure 1. A brief description of each agent follows.
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Figure 1: The facilitator, channeling queries to capable agents.
QuickSet interface: On the handheld PC is a geo-referenced map of some region, [4] such that entities displayed on the map are registered to their
positions on the actual terrain, and thereby to their positions on each of the various user interfaces connected to the simulation. The map interface
provides the usual pan and zoom capabilities, multiple overlays, icons, etc. Two levels of map are shown at once, with a small rectangle shown on a
miniature version of the larger scale map indicating the portion of it shown on the main map interface.
Employing pen, speech, or more frequently, multimodal input, the user can annotate the map, creating points, lines, and areas of various types. The
user can also create entities, give them behavior, and watch the simulation unfold from the handheld. When the pen is placed on the screen, the
speech recognizer is activated, thereby allowing users to speak and gesture simultaneously. The interface offers controls for various parameters of
speech recognition, for loading different maps, for entering into collaborations with other users, for connecting to different facilitators, and for
discovering other agents who are connected to the facilitator. The QuickSet system also offers a novel map-labeling algorithm that attempts to
minimize the overlap of map labels as the user creates more complex scenarios, and as the entities move (cf. [Christensen et al., 1996]).
Speech recognition agent: The speech recognition agent used in QuickSet is built on IBM's VoiceType Application Factory and VoiceType 3.0,
recognizers, as well as Microsoft Whisper speech recognizer.
Gesture recognition agent: QuickSet's pen-based gesture recognizer consists of both a neural network [Pittman, 1991, Manke et al., 1994] and a
set of hidden Markov models. The digital ink is size-normalized, centered in a 2D image, and fed into the neural network as pixels. The ink is also
smoothed, resampled, converted to deltas, and given as input to the HMM recognizer. The system currently recognizes 68 pen-gestures, including
various military map symbols (platoon, mortar, fortified line, etc.), editing gestures (deletion, grouping), route indications, area indications, taps,
etc. The probability estimates from the two recognizers are combined to yield probabilities for each of the possible interpretations. The inclusion of
route and area indications creates a special problem for the recognizers, since route and area indications may have a variety of shapes. This
problem is further compounded by the fact that the recognizer needs to be robust in the face of sloppy writing. More typically, sloppy forms of
various map symbols, such as those illustrated in Figure 3, will often take the same shape as some route and area indications. A solution for this
problem can be found by combining the outputs from the gesture recognizer with the outputs from the speech recognizer, as is described in the
following section.

Figure 2: Pen drawings of routes and areas. Routes and areas do not have signature shapes that can be used to identify them.

Figure 3: Typical pen input from real users. The recognizer must be robust in the face of sloppy input.
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Natural language agent: The natural language agent currently employs a definite clause grammar and produces typed feature structures as a
representation of the utterance meaning. Currently, for the force laydown and mission assignment tasks, the language consists of noun phrases that
label entities, as well as a variety of imperative constructs for supplying behavior.
Text-to-Speech agent: Microsoft's text-to-speech system has been incorporated as an agent, residing on each individual PC.
Multimodal integration agent: The task of the integrator agent is to field incoming typed feature structures representing individual interpretations
of speech and of gesture, and identify the best potential unified interpretation, multimodal or unimodal. In order for speech and gesture to be
incorporated into a multimodal interpretation, they need to be both semantically and temporally compatible. The output of this agent is a typed
feature structure representing the preferred interpretation, which is ultimately routed to the bridge agent for execution. A more detailed description
of multimodal interpretation is in Section 6.
Simulation agent: The simulation agent, developed primarily by SRI International [Moore et al., 1997], but modified by us for multimodal
interaction, serves as the communication channel between the OAA-brokered agents and the ModSAF simulation system. This agent offers an API
for ModSAF that other agents can use.
Web display agent: The Web display agent can be used to create entities, points, lines, and areas, and posts queries for updates to the state of the
simulation via Java code that interacts with the blackboard and facilitator. The queries are routed to the running ModSAF simulation, and the
available entities can be viewed over a WWW connection.
CommandVu agent: Since the CommandVu virtual reality system is an agent, the same multimodal interface on the handheld PC can be used to
create entities and to fly the user through the 3-D terrain.
Application bridge agent: The bridge agent generalizes the underlying applications' API to typed feature structures, thereby providing an
interface to the various applications such as ModSAF, CommandVu, and Exinit. This allows for a domain-independent integration architecture in
which constraints on multimodal interpretation are stated in terms of higher-level constructs such as typed feature structures, greatly facilitating
reuse.
CORBA bridge agent: This agent converts OAA messages to CORBA IDL (Interface Definition Language) for the Exercise Initialization project.
To see how QuickSet is used, we present the following examples.
5. EXAMPLES
5.1 Leathernet
Holding QuickSet, the user views a map from the ModSAF simulation. With speech and pen, she then adds entities into the ModSAF simulation.
For example, to create a unit in QuickSet, the user would hold the pen at the desired location and utter: "red T72 platoon" resulting in a new
platoon of the specified type being created. The user then adds a barbed-wire fence to the simulation by drawing a line at the desired location while
uttering "barbed wire." A fortified line can be added multimodally, by drawing a simple line and speaking its label, or unimodally, by drawing its
military symbology. A minefield of an amorphous shape is drawn and is labeled verbally. Finally an M1A1 platoon is created as above. Then the
user can assign a task to the platoon by saying "M1A1 platoon follow this route" while drawing the route with the pen.

Figure 4: QuickSet running on a wireless handheld PC. The user has created numerous units, fortifications and objectives.
The results of these commands are visible on the QuickSet screen, as seen in Figure 4, as well as on the ModSAF simulation, which has been
executing the user's QuickSet commands in the virtual world (Figure 5).
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Figure 5: Controlling the CommandVu 3-D visualization via QuickSet interaction. QuickSet tablets are on the desks.
Two specific aspects of QuickSet to be discussed below are its usage as a collaborative system, and its ability to control a virtual reality
environment.
5.1.1 Collaboration
In virtue of the facilitated agent architecture, when two or more user interfaces connected to the same network of facilitators subscribe to and/or
produce common messages, they (and their users) become part of a collaboration. The agent architecture offers a framework for heterogeneous
collaboration, in that users can have very different interfaces, operating on different types of hardware platforms, and yet be part of a collaboration.
For instance, by subscribing to the entity-location database messages, multiple QuickSet user interfaces can be notified of changes in the locations
of entities, and can then render them in whatever form is suitable, including 2-D map-based, web-based, and 3-D virtual reality displays. Likewise,
users can interact with different interfaces (e.g., placing entities on the 2-D map or 3-D VR) and thereby affect the views seen by other users. To
allow for tighter synchronicity, the current implementation also allows users to decide to couple their interface to those of the other users connected
to a given network of facilitators. Then, when one interface pans and zooms, the other coupled ones do as well. Furthermore, coupled interfaces
subscribe to the "ink" messages, meaning one user's ink appears on the others' screens, immediately providing a shared drawing system. On the
other hand, collaborative systems also require facilities to prevent users from interfering with one another. QuickSet incorporates authentication of
messages in order that one user's speech is not accidentally integrated with another's gesture.
In the future, we will provide a subgrouping mechanism for users, such that there can be multiple collaborating groups using the same facilitator,
thereby allowing users to be able to choose to join collaborations of specific subgroups. Also to be developed is a method for handling conflicting
actions during a collaboration.
5.1.2 Multimodal Control of Virtual Travel
Most terrain visualization systems allow only for flight control, either through a joystick (or equivalent), via keyboard commands, or via mouse
movement. Unfortunately, to make effective use of such interfaces, people need to be pilots, or at least know where they are going. Believing this
to be unnecessarily restrictive, our virtual reality set-up follows the approach recommended by Baker and Wickens [unpublished ms]., Brooks
[1996], and Stoakley et al., [1995] in offering two "linked" displays - a 2-D "birds-eye" map-based display (QuickSet), and the 3-D CommandVu
visualization. In addition to the existing 3-D controls, the user can issue spoken or multimodal commands via the handheld PC to be executed by
CommandVu. Sample commands are:
"CommandVu, heads up display on,"
"take me to objective alpha"
"fly me to this platoon <gesture on QuickSet map>" (see Figure 4).
"fly me along this route <draws route on QuickSet map> at fifty meters"
Spoken interaction with virtual worlds offers distinct advantages over direct manipulation, in that users are able to describe entities and locations
that are not in view, can be teleported to those out-of-view locations and entities, and can ask questions about entities in the scene. We are
currently engaged in research to allow the user to gesture directly into the 3-D scene while speaking, a capability that will make these more
sophisticated interactions possible.
5.2 Exercise Initialization: ExInit
QuickSet has been incorporated into the DoD's new Exercise Initialization tool, whose job is to create the force laydown and initial mission
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assignments for very large-scale simulated scenarios. Whereas previous manual methods for initializing scenarios resulted in a large number of
people spending more than a year in order to create a division-sized scenario, a 60,000+ entity scenario recently took a single ExInit user 63 hours,
most of which was computation.
ExInit is distinctive in its use of CORBA technologies as the interoperation framework, and its use of inexpensive off-the-shelf personal
computers. ExInit's CORBA servers (written or integrated by MRJ Corp. and Ascent Technologies) include a relational database (Microsoft Access
or Oracle), a geographical information system (CARIS), a "deployment" server that knows how to decompose a high-level unit into smaller ones
and position them in realistic ways with respect to the terrain, a graphical user interface, and QuickSet for voice/gesture interaction.
In order for the QuickSet interface to work as part of the larger ExInit system, a CORBA bridge agent was written for the OAA, which
communicated via IDL to the CORBA side, and via the interagent communication language to the OAA agents. Thus, to the CORBA servers,
QuickSet is viewed as a Voice/Gesture server, whereas to the QuickSet agents, ExInit is simply another application agent. Users can interact with
the QuickSet map interface (which offers a fluid multimodal interface), and view ExInit as a "back-end" application similar to ModSAF. A
diagram of the QuickSet-ExInit architecture can be found in Figure 6. Shown there as well is a connection to DARPA's Advanced Logistics
Program demonstration system for which QuickSet is the user interface.
To illustrate the use of QuickSet for ExInit, consider the example of Figure 7, in which, a user has said: "Multiple boundaries," followed in rapid
succession by a series of multimodal utterances such as "Battalion <draws line>," "Company <draws line>," etc. The first utterance tells ExInit that
subsequent input is to be interpreted as a boundary line, if possible. When the user then names an echelon and draws a line, the multimodal input is
interpreted as a boundary of the appropriate echelon.

Figure 6: ExInit Architecture
Numerous features describing engineering works, such as a fortified line, a berm, minefields, etc. have also been added to the map using speech
and gesture. Then the user creates a number of armored companies facing 45 degrees in defensive posture; he is now beginning to add armored
companies facing 225 degrees, etc. Once the user is finished positioning the entities, he can ask for them to be deployed to a lower-level (e.g.,
platoon).
An informal user test was recently run in which an experienced ExInit user (who had created the 60,000 entity scenario) designed his own test
scenario involving the creation of 8 units and 15 control measures (e.g., the lines and areas shown in Figure 7). The user first entered the scenario
via the ExInit graphical user interface, a standard Microsoft Windows mouse-menu-based GUI. Then, after a relatively short training session with
QuickSet, he created the same scenario using speech and gesture. Interaction via QuickSet resulted in a two-fold to seven-fold speedup, depending
on the size of the units involved (companies or battalions). Although a more comprehensive user test remains to be conducted, this early data point
indicates the productivity gains that can potentially be derived from using multimodal interaction.
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Figure 7: QuickSet used for ExInit - large-scale exercise initialization
5.3 Multimodal Interaction with Medical Information: MIMI
The last example a QuickSet-based application is MIMI, which allows users to find appropriate health care in Portland, Oregon. Working with the
Oregon Health Sciences University, a prototype was developed that allows users to inquire using speech and gesture about available health care
providers. For example, a user might say "show me all psychiatrists in this neighborhood <circling gesture on map>". The system translates the
multimodal input into a query to a database of doctor records. The query results in a series of icons being displayed on the map. Each of these icons
contains one or more health care providers meeting the appropriate criterion. Figure 8 show the map-based interaction supported by MIMI.

Figure 8: Multimodal Interaction with Medical Information

Users can ask to see details of the providers and clinics, ask follow-up questions, and inquire about transportation to those sites.
In summary, QuickSet provides a multimodal interface to a number of distributed applications, including simulation, force laydown, virtual reality,
and medical informatics. The heart of the system is its ability to integrate continuous spoken language and continuous gesture. Section 6 discusses
the unification-based architecture that supports this multimodal integration.
6. MULTIMODAL INTEGRATION
Given the advantages of multimodal interaction, the problem of integrating multiple communication modalities is key to future human-computer
interfaces. However, in the sixteen years since the "Put-That-There" system [Bolt 1980], research on multimodal integration has yet to yield a
reusable scaleable architecture for the construction of multimodal systems that integrate gesture and voice. As we reported in Johnston et al.
[1997], we see four major limiting factors in previous approaches to multimodal integration:
The majority of approaches only consider simple deictic pointing gestures made with a mouse [Brison and Vigouroux (ms.); Cohen 1992;
Neal and Shapiro 1991; Wauchope 1994] or with the hand [Bolt, 1980; Koons et al 1993].
Most previous approaches have been primarily language-driven, treating gesture as a secondary dependent mode [Neal and Shapiro 1991,
Cohen 1992; Brison and Vigouroux (ms.), Koons et al 1993, Wauchope 1994]. In these approaches, integration of gesture is triggered by
the appearance of expressions in the speech stream whose reference needs to be resolved, such as definite and deictic noun phrases (e.g. 'the
platoon facing east,' 'this one', etc.).
None of the existing approaches provide a well-understood and generally applicable common meaning representation for the different
modes.
None of the existing approaches provide a general and formally-well defined mechanism for multimodal integration.
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6.1 Multimodal Architecture Requirements
In order to create such a mechanism we need:
Parallel recognizers and "understanders" that produce a set of time-stamped meaning fragments for each continuous input stream
A common framework within which to represent those meaning fragments
A time-sensitive grouping process that decides which meaning fragments from each modality stream should be combined. For example,
should the gesture in a sequence of <speech, gesture, speech> be interpreted with the preceding speech, the following speech, or by itself?
Meaning "fusion" operations that combine semantically compatible meaning fragments. The modality combination operation needs to
allow any meaningful part to be expressed in any of the available modalities
A process that chooses the best joint interpretation of the multimodal input. Such a process will support mutual compensation of modes allowing, for example, speech to compensate for errors in gesture recognition, and vice-versa.
A flexible asynchronous architecture that allows multiprocessing and can keep pace with human input.
6.2 Overview Of Quickset's Approach To Multimodal Integration
Using a distributed agent architecture, we have developed a multimodal integration process for QuickSet that meets these goals.
The system employs continuous speech and continuous gesture recognizers running in parallel. A wide range of continuous gestural input
is supported, and integration may be driven by either mode.
Typed feature structures are used to provide a clearly defined and well understood common meaning representation for the modes.
Multimodal integration is accomplished through unification.
The integration is sensitive to the temporal characteristics of the input in each mode.
The unification-based integration method allows spoken language and gesture to compensate for recognition errors in the other modality.
The agent architecture offers a flexible asynchronous framework within which to build multimodal systems.
In the remainder of this section, we briefly present the multimodal integration method. Further information can be found in [Johnston et al., 1997].
6.3 A Temporally-Sensitive Unification-Based Architecture for Multimodal Integration
One the most significant challenges facing the development of effective multimodal interfaces concerns the integration of input from different
modes. In QuickSet, inputs from each mode need to be both temporally and semantically compatible before they will be fused into an integrated
meaning.
6.3.1 Temporal compatibility
In recent empirical work [Oviatt et al. 1997], it was discovered that when users speak and gesture in a sequential manner, they gesture first, then
speak within a relatively short time window; speech rarely precedes gesture. As a consequence, our multimodal intepreter prefers to integrate
gesture with speech that follows within a short time interval, than with preceding speech. If speech arrives after that interval, the gesture will be
interpreted unimodally. This temporally-sensitive architecture requires that there at least be time stamps for the beginning and end of each input
stream. However, this strategy may be difficult to implement for a distributed environment in which speech recognition and gesture recognition
might be performed by different machines on a network, requiring a synchronization of clocks. For this reason, it is preferable to have speech and
gestural processing performed on the same machine.
6.3.2 Semantic compatibility through unification of typed feature structures
Semantic compatibility is captured via unification over typed feature structures [Carpenter 1990, 1992; Calder 1987]. Unification is an operation
that determines the consistency of two representational structures, and if they are consistent combines them into a single result. Feature structure
unification is a generalization of term unification in logic programming languages, such as Prolog (and is often implemented using term
unification). Feature structure unification differs from term unification in logic programming where the features are positionally encoded in a term,
in that they are explicitly labeled and unordered in a feature structure.
A feature structure consists of a collection of feature-value pairs. The value of a feature may be an atom, a variable, or another feature structure.
When two features structures are unified, a composite structure containing all of the feature specifications from each component structure is
formed. Any feature common to both feature structures must not clash in its value. If the values of a common feature are atoms they must be
identical. If one is a variable, it becomes bound to the value of the corresponding feature in the other feature structure. If both are variables, they
become bound together, constraining them to always receive the same value (if unified with another appropriate feature structure). If the values are
themselves feature structures, the unification operation is applied recursively. Importantly, feature structure unification can result in a directed
acyclic graph structure when more than one value in the collection of feature/values pairs makes use of the same variable. Whatever value is
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ultimately unified with that variable thus will fill the value slot of all the corresponding features, resulting in a DAG.
Typed feature structures are an extension of the representation whereby feature structures and atoms are assigned to hierarchically ordered types.
Typed feature structure unification requires pairs of feature structures or pairs of atoms which are being unified to be compatible in type. To be
compatible in type, one must be in the transitive closure of the subtype relation with respect to the other. The result of a typed unification is the
more specific feature structure or atom in the type hierarchy.
Typed feature structure unification is ideally suited to the task of multimodal integration because we want to determine whether a given piece of
gestural input is compatible with a given piece of spoken input, and if they are compatible, to combine the two inputs into a single result that can
be interpreted by the system. Unification is appropriate for multimodal integration because it can combine complementary or redundant input from
both modes [5] but rules out contradictory inputs.

6.3.3 Advantages of typed feature structure unification
We identify four advantages of using typed feature structure unification to support multimodal integration - partiality, mutual compensation,
structure sharing, and multimodal discourse. These are discussed below.
Partial meaning representations. The use of feature structures as a semantic representation framework facilitates the specification of partial
meanings. Spoken or gestural input which partially specifies a command can be represented as an underspecified feature structure in which certain
features are not instantiated, but are given a certain type based on the semantics of the input. For example, if a given speech input can be integrated
with a line gesture, it can be assigned a feature structure with an underspecified location feature whose value is required to be of type line, as in
Figure 9 where the spoken phrase 'barbed wire' is assigned the feature structure shown.

Figure 9: Feature Structure for 'barbed wire'
Since QuickSet is a task-based system directed toward setting up a scenario for simulation, this phrase is interpreted as a partially specified creation
command. Before it can be executed, it needs a location feature indicating where to create the line, which is provided by the user's drawing on the
screen. The user's ink is likely to be assigned a number of interpretations, for example, both a point interpretation and a line interpretation, which
are represented as typed feature structures (see Figures 10 and 11). Interpretations of gestures as location features are assigned the more general
command type which unifies with all of the commands supported by the system, one of which is create_line (see Figure 9).

Figure 10: Point Interpretation of Gesture

Figure 11: Line Interpretation of Gesture
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Multimodal Compensation. In the example case above, both speech and gesture have only partial interpretations, one for speech, and two for
gesture. Since the speech interpretation (Figure 7) requires its location feature to be of type line, only unification with the line interpretation of the
gesture will succeed and be passed on as a valid multimodal interpretation (Figure 12).

Figure 12: Feature Structure for Multimodal Line Creation
The ambiguity of interpretation of the gesture was resolved by integration with speech, which in this case required a location feature of type line. If
the spoken command had instead been 'M1A1 Platoon', intending to create an entity at the indicated location, it would have selected the point
interpretation of the gesture in Figure 10. Similarly, if the spoken command described an area, for example a swamp, it would only unify with an
interpretation of gesture as an area designation. In each case the unification-based integration strategy compensates for errors in gesture
recognition through type constraints on the values of features.
Gesture also compensates for errors in speech recognition. As a simple example, in the open microphone mode, spurious speech recognition errors
are more common than with click-to-speak, but are frequently rejected by the system because of the absence of a compatible gesture for
integration. For example, if the system recognizes 'M1A1 platoon', but there is no overlapping or immediately preceding gesture to provide the
location, the speech will be ignored. More generally, the architecture also supports selection among the n-best speech recognition results on the
basis of the preferred gesture recognition. We obtain the best joint interpretation using the maximum of the sum of the log probabilities of the
spoken and gestural interpretations among the semantically and temporally compatible joint interpretations. We are currently engaged in
quantifying the benefits observed by this mutually compensatory recognition process.
Structure Sharing. Another advantage of typed feature structure unification is the use of shared variables among elements of the feature structure.
For example, if the user says "M1A1 platoon facing this way <draws arrow>", in the resulting feature structure, the orientation feature of the
command is structured-shared with the angle of its location feature. When it is unified with an arrow gesture feature structure, the orientation
feature is automatically instantiated with the angle at which the arrow was drawn.
Multimodal Discourse. The user can explicitly enter into a "mode" in which s/he is creating a specific type of entity, for example, M1A1 platoons,
by simply saying "multiple M1A1 platoons." This results in a more specific feature structure that will subsequently be unified with future input
(Figure 13).

Figure 13: Feature structure for the "mode" of creating M1A1 platoons"
For example, the user could then place the pen at a desired location and say "whiskey four six," intending to create an M1A1 platoon named "W46"
at that location. Any phrase resulting in a structure that unifies with the type of entity that is being created will result in the creation of that more
specific type of entity. For instance, the subsequent utterances "whiskey four seven facing southeast," "whiskey four eight oriented one hundred and
thirty five degrees," (see Figure 7), result in the creation of units with those names and orientations. When there is no interpretation that unifies
with the one initially specified, the "mode" is ended.
In summary, we have identified four main advantages to using unification of typed feature structures as the core of a multimodal integration
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process: partiality, mutual compensation, structure sharing, and multimodal discourse. In virtue of these capabilities, the QuickSet system is now a
usable testbed for experimenting with multimodal architectures, and for developing next-generation multimodal systems.
Vo and Wood [1996] and Waibel et al., [1995] present an approach to multimodal integration similar in spirit to that presented here in that it
accepts a variety of gestures and is not solely speech-driven. However, we believe that unification of typed feature structures provides a more
general, formally well-understood, and reusable mechanism for multimodal integration than the frame merging strategy that they describe. In
particular, the unification approach allows for DAG interpretations and supports multimodal discourse in an elegant way. Cheyer and Julia [1995]
sketch a system based on Oviatt's [1996] results and the Open Agent Architecture [Cohen et al., 1994], but describe neither the integration strategy
nor multimodal compensation.
7. CONCLUDING REMARKS
QuickSet has been delivered to the US Navy and US Marine Corps. for use at Twentynine Palms, California, where it is primarily used to set up
training scenarios and to control the virtual environment. The system was also used by the US Army's 82 Airborne Corps. at Ft. Bragg during the
Royal Dragon Exercise. There, QuickSet was deployed in a tent, where it was subjected to noise from explosions, low-flying jet aircraft,
generators, etc. Not surprisingly, it readily became apparent that spoken interaction with QuickSet would not be feasible. To support usage in such
a harsh environment, a complete overlap in functionality between speech, gesture, and direct manipulation was desired. The system has been
revised to accommodate these needs. As part of ExInit, QuickSet is being delivered to STRICOM, the US Army's Simulation and Training
Command for use in DARPA's STOW-97 Advanced Concept Demonstration.
Regarding the multimodal interface itself, QuickSet has undergone a "proactive" interface evaluation in that high-fidelity "wizard-of-Oz" studies
were performed in advance of building the system, which predicted the utility of multimodal over unimodal speech as an input to map-based
systems [Oviatt, 1996; Oviatt et al., 1997]. For example, it was discovered there that multimodal interaction would lead to simpler language than
unimodal speech. Such observations have been confirmed when examining how users would create linear features with CommandTalk [Moore et
al., 1997], a unimodal spoken system that also controls LeatherNet. Whereas to create a "phase line" between two three-digit <x,y> grid
coordinates, a user would have to say: "create a line from nine four three nine six one to nine five seven nine six eight and call it phase line green,"
a QuickSet user would say "phase line green" while drawing a line. Given that numerous difficult-to-process linguistic phenomena (such as
utterance disfluencies) are known to be elevated in lengthy utterances and also to be elevated when people speak locative constituents [Oviatt,
1996; Oviatt in press], multimodal interaction that permits pen input to specify locations offers the possibility of more robust recognition.
In summary, we have developed a handheld system that integrates numerous advanced technologies, including speech recognition, gesture
recognition, natural language processing, multimodal integration, distributed agent technologies, and reasoning. The multimodal integration
strategy allows speech and gesture to compensate for each other, yielding a more robust system. We are currently engaged in evaluation
experiments to quantify the benefits of this approach. The system interoperates with existing military simulators and virtual reality environments
through a distributed agent architecture. QuickSet has been deployed for the US Navy, US Marine Corps, and the US Army, and is being integrated
into the DARPA STOW-97 ACTD. We are currently evaluating its performance in the field.
END NOTES
[1] NRaD = US Navy Command and Control Ocean Systems Center Research Development Test and Evaluation (San Diego).
[2] Our prior research [Cohen et al., 1989; Cohen, 1992] has demonstrated the advantages of a multimodal interface offering natural language and
direct manipulation for controlling simulators and reviewing their results.
[3] Open Agent Architecture is a trademark of SRI International.
[4] QuickSet can employ either UTM or Latitude/Longitude coordinate systems.
[5] Redundant multimodal input occurs infrequently in map-based tasks [Oviatt and Olsen, 1994; Oviatt et al. 1977].
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Abstract:
In this paper, we will present a highly scalable wavelet image codec that also achieves good coding efficiency, both
subjectively and in terms of PSNR (Peak Signal-to-Noise Ratio). A proposal based on this codec was recently adopted
as the texture coding mode in the MPEG4 Working Draft (WD). This codec supports embedded scalability at many
SNR levels and spatial resolutions without sacrificing image quality, and the scalability is supported all the way to
lossless compression (compressed once, and decoded at multiple resolutions and qualities according to end users'
needs without transcoding). We will introduce in detail the techniques used in the codec. The syntax of the MPEG4
texture coding mode that incorporates this technology will also be introduced. This highly scalable image codec is an
enabling technology for many multimedia applications. In this paper, we will describe some of the applications made
possible with this technology, such as efficient progressive transmission for web browsing, dynamic rate shaping by
network routers, flexible image storage and management in digital cameras, and efficient texture mapping using
compressed images in computer graphics.
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Introduction
Efficient image coding methods are essential for many multimedia and communications applications. There are many
challenges to overcome for a good image codec, such as coding efficiency, implementation simplicity, scalability, low
delay, and low power consumption. For instance, in internet web browsing applications, the limited available
bandwidth puts strict restraints on the coding efficiency of the image codec. At the meantime, good scalability is a key
feature so that the web server can easily and rapidly adjust the bitrate to be transmitted in order to accommodate the
wide range of network bandwidth fluctuations. As more and more portable and hand-held devices demand video
capability, a good codec suitable for those applications should also be easy to implement and need minimal power
consumption.
In recent years, a family of very efficient image coder based on wavelet hierarchical decomposition has been
developed and emerged as one of the most promising techniques to meet the aforementioned challenges for image
coding. The idea of grouping wavelet coefficients at different scales and predicting zero coefficients across scales was
first developed by Shapiro. In [1], Shapiro introduced an embedded zero-tree wavelet coding scheme (EZW) that not
only has provided excellent coding performance, but also has fully embedded bit stream (i.e., the bit-stream of a lower
bitrate is embedded in the bit-stream of higher bitrates) and is easy to implement. His work has since generated a lot of
interest and has been shown to be one of the most efficient image coding methods around.
Many researchers have since worked on variations of the original zero-tree method. In [2], the bit-plane encoding of
the significant coefficients is replaced with direct quantization and entropy encoding of the nonzero coefficients. As in
EZW, the positions of the significant coefficients are encoded with hierarchical trees. The locations of the zero wavelet
coefficients at higher bands are predicted from zero coefficients at lower bands. However, by directly quantizing the
significant coefficients, the highly desirable embedded property is lost.
In [3], Said and Pearlman also built on the idea of exploiting the correlation among the amplitudes of related
coefficients at different scales and proposed a coding scheme they called Set Partitioning in Hierarchical Trees
(SPIHT). Instead of scanning the zero-tree from subband to subband and labeling the nodes as zero-tree root (ZTR),
isolated zero (IZ), positive significant (POS) or negative significant (NEG), their SPIHT method uses the concept of
set partitioning to code the location of nonzero coefficients. The descendants of a given coefficient at a lower subband
are considered as a set in a list of insignificant sets (LIS). Once a significant coefficient emerges from this set, the set
is further decomposed. Though the idea of SPIHT is similar to EZW in that they both try to exploit the inter-scale
correlation and partial ordering of the coefficients, the scanning order of the significant coefficients and the way of
encoding their positions are quite different.
The idea of hierarchical zero-tree is studied with a statistical framework in [4], and an image compression method is
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proposed that uses morphological representation of wavelet coefficients. Other issues of EZW algorithms have also
been studied in the literature. For instance, a variation of Shapiro's EZW algorithm that is more amenable to channel
errors is described in [5]. The parallel implementation of the embedded zero-tree method is discussed in [6]. There is
also work in the area of efficient VLSI implementation of EZW algorithms [7].
In this paper, we propose a novel wavelet image coding algorithm that improves the results of the EZW-based
algorithms through better context modeling for arithmetic coding, improved symbol set for zerotree encoding, better
base band compression with DPCM (Differential Pulse Code Modulation) coding. This new algorithm maintains the
basic structure and all the nice features of the original EZW algorithm and yet significantly improves its coding
performance.
For instance, the algorithm is highly scalable in both PSNR quality and resolutions, that is, from one single coded
bitstream, we can extract compressed bitstreams that represent the original coded images at various subjective qualities
at various resolutions, with a trivial amount of processing and no transcoding. Our algorithm supports scalability at
various resolutions while the original EZW algorithm of Shapiro as well as the SPIHT algorithm supports fine
granularity of scalability only for images decoded at the original resolution. Another distinctive feature of the this
codec is that it supports continuous scalability all the way to lossless compression. Its lossless compression
performance is competitive with the best non-scalable lossless compression algorithm while achieving good coding
efficiency at low bitrates. Using the first frame of the standard test sequences used in MPEG4 evaluations, we compare
the coding results from this new codec and the results from our implementation of Shapiro's EZW algorithm. With the
same wavelet filter and the same number of decomposition levels, we observe an improvement of 1.0 db to 2.0 db in
peak signal to noise ratio (PSNR) for a wide range of bitrates. The visual quality is better as well.
MPEG4 is an emerging video coding standard aimed at multimedia applications. After rigorous testing and
evaluations, the ISO/IEC MPEG4 standardization committee selected an algorithm that incorporates the wavelet codec
described in this paper as the texture coding mode for the encoding of texture, images and documents due to its good
coding efficiency and high scalability [8]. We will outline and briefly discuss the syntax of the MPEG4 texture coding
mode in this paper. The multiresolution representation and highly scalable bitstream produced by this wavelet image
codec are useful in many multimedia applications. In this paper, we will describe some of its potential applications in
areas such as efficient progressive transmission for web browsing, dynamic rate shaping by network routers, flexible
image storage and management in digital cameras, and efficient texture mapping using compressed images in
computer graphics.

Multiresolution Representation
and Wavelet Transforms
The idea of representing a signal at multiple resolutions was the centerpiece for many techniques used in multimedia
applications. For instance, the presence of a multiscale representation facilitates efficient image database browsing,
texture mapping for a natural and synthetic images (e.g. Mip mapping in graphics), and pattern recognition using scalespace operations. Unlike Discrete Cosine Transforms (DCT) or Fourier Transforms (FFT), wavelet transforms offer a
natural decomposition of signals at multiple resolutions without the penalty of overheads, i.e. the number of wavelet
coefficients are exactly the same as the number of samples in a signal. This great feature of wavelet transform leads
itself to natural fit with many of the existing techniques in signal processing, graphics and pattern recognition. The
relationship of wavelets and multiresolution representations can be illustrated in the following framework [9].
Let

be a sequence of nested subspaces from a fine scale to a coarse scale. Each subspace Vk-1 can

be written as the direct sum of the subspace at coarser scale Vk and its orthogonal complement W k.
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A multiresolution decomposition of V0 can be given as
(1)
Let

and

be the orthonormal bases for the subspaces Vm and W m respectively, where

Since the functions
basis functions

form a basis for

, the collection of all these functions

in VN will constitute an orthonormal basis in the space V0 . The basis functions

plus the
are related by

the scaling equation:
(2)
Also,
(3)
The functions

are called the wavelets. The requirement that

is orthogonal to

leads

to the Nyquist condition:
(4)
A sufficient condition for

being orthogonal to

is:

gn =(-1) n h-n+1
When we decompose a function f in the wavelet basis

(5)
, we need to calculate the inner product

. From

equations (2) and (3), we have:
which tell us that we can get the coefficients

by convolving the coefficients

with g-n

followed by decimation by 2. Recalling the structure of QMF filter banks [10], the above procedure suggests that if we
start with the coefficients of the wavelet representation at the finest scale and pass them through a QMF filter bank
with filters whose impulse responses are h-n or g-n (the relations (4) and (5) are exactly the same as the conditions we
have for QMF filter banks), then the outputs of the filter bank at different stages are just the coefficients of the
decomposition at different scales. In this way, the representation of the original signal by the wavelet functions
can be computed in O(N) operations for a length N signal. Figure 1 illustrates the pyramid decomposition procedure,
where
and
.

Figure 1: The Pyramid decomposition
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In practice, we usually use the discrete signal directly as the input to the filter banks instead of the coefficients
. We pass these coefficients through the filter bank as described before and get the representations at
different scales. We may consider the above pyramid decomposition procedure as a discrete orthogonal transformation
in its own right without reference to continuous time signals (just as we can view DFT as a linear transform in the
discrete-time domain without reference to the continuous Fourier transform). Unlike in the continuous time domain
where the wavelet functions
are just shifted and scaled versions of each other, the basis vectors in a discrete
wavelet transform are related by filtering and decimation. The practice of applying the pyramid decomposition directly
on the input signal, instead of its decomposition at some fine scale, is also referred to as the empirical wavelet
transform by some researchers. One shortcoming of the wavelet transform is its sensitivity to translations. Some recent
work has addressed this problem effectively [11,12].

The Predictive Embedded Zero-Tree Wavelet Coding
Algorithm
The embedded zero-tree (EZW) algorithm was originally introduced by Shapiro in his celebrated paper [1]. Since then,
many researchers have investigated similar ideas and zero-tree based image codecs are still currently among the state
of art for still picture coders. In a wavelet image codec, wavelet transform is first applied to the input image to
decorrelate the image data and to obtain a multiscale representation of the input. The contribution of the embedded
zerotree algorithm is the observation that strong correlation exists in the amplitudes of the wavelet coefficients across
scales, and its efficient solution for taking advantage of these cross-scale correlations.
The EZW algorithm is essentially a coding algorithm using the idea of partial ordering. After the wavelet transform,
the significant (nonzero) coefficients are encoded from the most significant bit (MSB) to the least significant bit
(LSB). The wavelet coefficients are partially ordered in such a way that each time a group of wavelet coefficients with
amplitudes in the range of T0 [ 2-k-1 , 2-k ) are added to the list of significant coefficients with k decreasing. Thus, the
coefficients added in a prior pass are always larger than the coefficients added in a later pass. The encoded bitstream is
therefore also naturally prioritized with the more significant bits coded before the less significant bits. To recover the
encoded signal at the decoder, we also need to send the positions of the nonzero coefficients as side information. This
side information could be a significant portion of the total bit count. The novelty of Shapiro's zero-tree algorithm is
that by exploiting the inter-scale correlation among wavelet coefficients at the same location, the overhead for sending
the position information can be greatly reduced.
In this paper, we introduce a new wavelet coding algorithm that improves the performance of the EZW method with
several extensions. The coding performance can be improved significantly with the introduced modifications. Next, we
describe the algorithm in some details, and then elaborate on some of the extensions that have been introduced.
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The Algorithm
The relationship among the wavelet coefficients can be illustrated by Figure (2). A wavelet coefficient at a lower
frequency band is related to four wavelet coefficients in the immediate higher subband with the same orientation. The
four coefficients at the higher band are called the children of the coefficient at the lower band, which is in turn called
the parent. Every coefficient is related to some other coefficients at the same spatial location by this parent and
children relationship.

Figure 2: The parent-child relationship of wavelet
coefficients

Let

be the wavelet coefficients of a input signal. C is the maximum value of the amplitudes of

all the coefficients, i.e.

We select an initial threshold T0 which can be written as
(6)
where E is an integer, and

is a constant, such that
(7)

The threshold Ti is halved after each pass, so that
(8)
As in the EZW quantization, the Predictive EZW (PEZW) quantization starts with a dominant pass through the wavelet
decomposition tree from low subbands to high subbands. Each coefficient wk is compared with the threshold Ti. The
coefficients are classified into four categories as follows:
Zero Tree Root with Zero value (ZTRZ):
if |wk| < Ti, all of its descendants are zero or symbol X.
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Zero Tree Root with Significant value (ZTRS):
if
, all of its descendants are zero or symbol X.
Isolated Zero (IZ):
if
, and at least one of its descendants is not zero.
Isolated Significant coefficient (IS):
if
, and at least one of its descendants is not zero.
If a coefficient is classified as ZTRS or IS, it is removed from the list of insignificant coefficients and put into the list
of significant coefficients. If labeled as IS, the coefficient is then labeled with symbol X (a don't care symbol). In
subsequent dominant passes, the coefficients labeled with X are treated in two different ways: (1). they are ignored,
and no bits are sent, because we already know that they are significant for the current threshold; (2). they are treated as
a Zero, if by interpreting them as such, a zerotree root (ZTRZ or ZTRS) at a coarser scale will be formed. No overhead
bits are needed to distinguish between these two cases because the occurrence of (2) will exclude the occurrence of (1).
After encoding symbols ZTRS and IS, one extra sign bit is also sent.
The dominant pass is followed by a subordinate pass. In the subordinate pass, one more bit is sent or encoded for each
of the coefficients in the list of significant coefficients. Equivalently, we can say the interval which contains the true
amplitude of the coefficient is halved in size. Then, the threshold T will be halved, and the whole procedure starts over
again until the threshold reaches a preset minimum or the bit count reach a preset bit budget.
In summary, the PEZW quantization can be described as the following steps:
1.
set Ti = T0 /2 i, stop if
bit budget.

,where Q is a predetermined quantization step size, or if the bit count reaches the

2.
(dominant pass)
Compare each coefficient wk with Tk, and classify it as ZTRZ, ZTRS, IZ, IS. Encode the symbols with arithmetic
code and the statistical model that corresponds to the current context. Move the coefficient labeled as ZTRS or
IS to the list of significant coefficients. Replace the significant coefficient labeled as IS with symbol X.
Increment the frequency count of the corresponding symbol by 1.
3.
(subordinate pass)
Send one more bit from each coefficient in the list of significant coefficients to the decoder.
4.
Increase i, initialize the frequency count, and go to step 1.
In the above process, the encoder or decoder can elect to stop whenever a certain constraint such as a bit budget is
satisfied. With proper syntax and markers as used in the MPEG4 texture coding mode, for a given compressed
bitstream, the decoder can elect to decode (a) the whole bitstream, (b) the first M bits, or (c) all or part of the subbitstream that is related to a given spatial resolution. These flexibilities are very useful in many applications as will be
discussed in the later part of this paper.

New symbol set for better coding efficiency
In the original EZW algorithms, the wavelet coefficients are coded in several passes. Each pass encodes one bit plane.
The positions of the coefficients that become significant with respect to the new threshold are encoded efficiently with
zerotrees, in which each node of the tree represents the significance of the coefficient at the node and the coefficients
in the subtree rooted at the current node (we could consider a zerotree as essentially a significance map). The original
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EZW algorithm use the following symbols to represent the significance of the nodes:

where ZTR (Zero Tree Root) represent a node where the coefficient itself is zero and all its descendants are zero, IZ
(Isolated Zero) represents a node where the coefficient itself is zero and not all its descendants are zero, POS
(POSitive) represents a node where the coefficient itself is positive (regardless of the status of its descendants), and
NEG (NEGative) represents a node where the coefficient itself is negative (regardless of the status of its descendants).
It can be shown that statistically the zero wavelet coefficients tend to cluster in the same spatial location, and the
conditional probability for zero coefficients is much higher given the parent of the coefficient being zero. This explains
why the zerotree quantization reduces the overhead for the significance map and provides good coding efficiency.

Figure 3: The state transition graph for the symbols that
represent the wavelet coefficients. The dashed lines are the
transitions that can be derived from parent nodes and
therefore require no additional bits.

In this paper, we further improve coding efficiency with a different set of symbols, namely

ZTRZ (Zero Tree Root with Zero value) represents the node where the coefficient itself is zero as well as all its
descendants. ZTRS (Zero Tree Root with Significant value) represents the node where the coefficient itself is non-zero,
but all its coefficients are zero. IZ (Isolated Zero) is a node where the coefficient is zero but not all its descendants are
zero. IS (Isolated Significant coefficient) represents a significant coefficient whose descendants are not all zero.
In comparison with the original symbols, we replace the POS and NEG symbols with one symbol IS because the
possibility for positive numbers and negative numbers are about equal. By using one symbol, we reduce the number of
symbols used to reduce complexity and increase accuracy for probability estimation.
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In addition, we introduce the ZTRS symbol to make significant coefficients permissible as the root of a zerotree. This
addition can be justified with some theoretical analysis. For a given random signal generated by a auto-regressive
(AR) process, the frequency spectrum of the AR process is a decaying function with respect to frequency. The rate of
decaying must be faster than 1/f. Their wavelet coefficients also decay with respect to scale at similar rate. In [13], it
was shown that even for the 1/f signals which exhibit infinite energy, wavelet coefficients also decay with respect to
scales. Since in zerotree quantization, at each pass, we halve the threshold. The possibility that a parent node is nonzero while all its descendants are zeros is significant. By introducing the symbol ZTRS, we can efficiently represent all
the zero descendants of a non-zero root node. Note that for the original EZW algorithm, we need to first send POS or
NEG for the significant coefficients and then send four ZTR symbols to indicate all descendants are zeros. Simulation
results also confirms the improvement using the new symbol set. Similar symbols are also used in [2] in the context of
non-scalable wavelet coding.

Context modeling and forgetting factors for arithmetic coding
Fixed point arithmetic coding is used to entropy code the zerotree symbols. Arithmetic coding is known to be able to
optimally encode a stationary random sequence if the statistics of the random signal can be estimated accurately [14].
In practice, arithmetic coding can provide very good coding performance for small symbol sets, which is the case in
our Predictive Embedded Zerotree Coding (at most 4 symbols).
The statistics are estimated with accumulative frequencies. Forgetting factors are used to adjust the adaptation window
size of the frequency estimation. The forgetting factor allows the arithmetic coder to adjust to the local statistically.
However, too small an adaptation window will fluctuate the statistics too frequently, which in turn degrades the
performance. In our algorithm, we choose the forgetting factor to be 127, which empirically gives the best results.
Most importantly, we use context modeling to better estimate the probability distribution of the symbols. The context
is determined by two factors:
the state of the coefficient in the previous pass
the subband that the coefficient is in
One of the contributions of this paper is the finding that the probability distribution of the current symbol is highly
conditioned on the probability distribution of its state in the previous pass. For instance, if a coefficient is a descendant
of a zero zerotree root (ZTRZ) in the previous pass. Then its probability of being zero in the current pass is
significantly higher than in the case where it is the descendant of a significant zerotree root (ZTRS). Fig. (3) illustrates
the state transition graph for a coefficient from a previous pass to the current pass. The additional symbols DZ,DS are
for internal use only, where DZ refers to the descendant of a ZTRZ symbol, DS refers to the descendant of a ZTRS
symbol.
The probability distributions for the various subbands are also quite different. For instance, for the highest subband,
there will be no zerotree roots. When we initialized the frequency count for the highest subband, we set the frequency
count for ZTRZ, ZTRS to be zero, because they will not appear in that subband.
For the subordinate pass, the probability for 1 or 0 is about equal. Therefore, we could elect to use no entropy coding
for the subordinate pass. In our algorithm, we use arithmetic coding to gain a bit more efficiency. The frequency count
is initialize d to be:

which represents frequency count for 1 and 0 respectively.

Figure 4: Prediction of base band wavelet
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coefficients

DPCM coding for base band coefficients
We separate the base band (LL band) coefficients from the higher band coefficients and code them with DPCM
coding. The motivation is the observation that the statistics of the base band signal is very different from those of the
higher bands. For instance, the amplitudes of the base band coefficients tend to be much larger with bigger variance,
reflecting the DC fluctuation of the corresponding blocks. When we start the zero-tree quantization with an initial
threshold determined from the maximum amplitude of all coefficients, we usually need a lot more passes than we will
need if we take the base band out of the zero-tree scanning. Experiment results show that we save bits for zero-tree
quantization by taking the base-band out of the zero-tree. Since the neighboring coefficients are more correlated in the
base band than in the higher bands, it is more efficient and makes more sense to code the base band with DPCM
coding than with bit plane coding.
Given an
size

image and a decomposition level of l, the size of the decomposed image in the baseband is of the
. For the Intra frame of a standard QCIF sequence as used in MPEG4 testing, with a decomposition level

of 4 for the luminance component and 3 for the chrominance component, the baseband is essentially an image of the
size
for both the luminance and chrominance components. The wavelet coefficients at the base band can be
looked at as the DC levels of the local blocks they correspond to. There is strong correlation among neighboring
coefficients. Differential coding in this situation can reduce the variance of the coefficients, and encode the
coefficients more efficiently.
There have been a lot of research done in the area of differential coding. In this report, we adopt a simple adaptive
DPCM coder that has been used in the MPEG4 Verification Model. First, all the wavelet coefficients in the base band
are scalar quantized with a preset quantization step size Q. Then, the quantized value of a current coefficient wX is
predicted from three other quantized coefficients in its neighborhood, i.e. wA, wB and wC (see Figure (4)), and the
predicted value is subtracted from the current coefficient. That is,
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else

The coefficients after the DPCM are then encoded with arithmetic coding.

Lossless Compression
By using integer wavelet transforms such as S-Transform, TS-Transform, and S+P Transform instead of floating point
wavelet transforms [15,16], the same algorithm can be extended to lossless coding. The bitstream is scalable from very
low bitrate to lossless coding continuously. Table 1 shows its lossless compression performance for the USC image
data set using S+P transform. Compared with another well-known scalable wavelet lossless coding algorithm CREW
[15], our results are about
better, while maintaining good coding efficiency at low bitrates (as shown in section
6).

Table 1: Lossless compression results (bits/pixel)

MPEG4 Texture Coding Mode
MPEG4 is a video coding standard that is currently being developed by the ISO/IEC MPEG standardization committee.
Unlike its predecessors MPEG1 and MPEG2 which are primarily developed for broadcasting and entertainment
applications, MPEG4 is developed with the requirements of many multimedia applications under considerations. The
capability of compositing complex multimedia scenes that are composed of video, audio, graphics and documents is a
distinguished feature of the MPEG4 standard. The need for texture and image coding tool inside the MPEG4 standard
is therefore also highly desirable. After rigorous testing and evaluation, the MPEG4 committee selected a wavelet
based coding algorithm that incorporates the PEZW algorithm we have described in the paper [8]. Figure (5) illustrates
the structure of the codec. In the following, we briefly introduce the texture coding mode used in MPEG4. Please note
that the MPEG4 standard is on-going, and the syntax is subject to change.
As in the PEZW algorithm, the MPEG4 texture codec encodes the base band coefficients separately after the wavelet
transform. The user has the choice of three different quantization mode: (1) the bi-level quantizer mode, (2) the single
quantizer mode, and (3) the multiple quantizer mode. The bi-level quantizer mode is essentially the PEZW algorithm.
It provides maximal scalability (many levels of scalability at multiple resolutions). The single quantizer provides
limited scalability but quick in speed. The multiple quantizer mode is a tradeoff of (1) and (2), namely a predetermined
level of scalability for reduced computational complexity.

Figure 5: MPEG4 Texture Coding Mode

file:///C|/Users/Bear/Desktop/new/MM97/acm97.html[3/15/2010 6:33:36 PM]

Highly Scalable Image Coding for Multimedia Applications

The following is the syntax of the texture coding mode:
Still_image_object_layer() {
stillimage_object_layer_start_code (28 bits)
stillimage_object_layer_id (4)
stillimage_object_layer_shape (2)
if(stillimage_object_layer_shape == 00) {
stillimage_object_layer_width (16)
stillimage_object_layer_height (16)
}
wavelet_decomposition_levels (8)
Y_mean (8)
U_mean (8)
V_mean (8)
Quant_DC_Y (8)
Quant_DC_UV (8)
for (Y, U, V){
lowest_subband_bitstream_length (16)
lowest_subband_texture_coding()
}
spatial_scalability_levels (5)
quantization_type (2)
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SNR_length_enable (1)
for (Y, U, V){
for (i=0; i<spatial_scalability_levels; i++)
spatial_bitstream_length (24)
if (quantization_type == 0)
; single quantizer mode
Quant (8) (note: skipped for V)
wavelet_zero_tree_coding()
}
else if quantization_type == 1) {
; multiple quantizer mode
SNR_Scalability_Levels (5)
(note: skipped for U,V)
for(i=0;i < SNR_scalability_levels; i++){
Quant (8) (note: skipped for V)
if(SNR_length_enable == 1)
SNR_bitstream_length (10 or more)
wavelet_zero_tree_coding()
}
}
else {
; bi-level quantizer
Quant (16)
if (SNR_length_enable == 1)
SNR_bitstream_length (10 or more)
wavelet_zero_tree_coding()
}
}
next_start_code()
file:///C|/Users/Bear/Desktop/new/MM97/acm97.html[3/15/2010 6:33:36 PM]

Highly Scalable Image Coding for Multimedia Applications

}
There are several markers and flags in the bitstream that are added to enhance the scalability of the bitstream:
SNR_length_enable: If this flag is enabled ( disable =0; enabled = 1), each SNR scale (bit plane ) starts with a field
in which the size of the bit stream for that SNR scale is determined. By putting the length of each bitplane in the
bitstream, we can extract the bits that belong to a certain bit plane. Also we can take out the bits that belong to the
same bitplane but a different scale, reassemble them and form a new bitstream which represents the original images at
different resolutions and SNR qualities.
spatial_bitstream_length: This field defines the size of the bitstream for each spatial resolution in bits.
SNR_bitstream_length: This field defines the size of the bitstream for each specific SNR scale. The format is as the
following:
extension (1 bit) | length (9 bits)
and the following scripts shows how the bitstream length is coded:
while ( bitstream_size / 512 > 0 ){
extension = 1;
put mod(bitstream_size, 512) in length
bitstream_size = bitstream_size>>9;
}
extension = 0;
put `bitstream_size' in length
Note that for any bitstream coded with the MPEG4 texture codec in the bi-level quantizer mode, we can always
decode the subset of the bitstream that has already been transmitted and obtain a representation of the original image,
albeit at lesser quality.

Coding Results
In this section, we present some I frame coding results using some of the standard MPEG4 test images. The test
sequences, i.e. Akiyo, Container Ship, and Hall Monitor, are all in QCIF format, namely,
in size, and in
4:2:0 color format. We use 4 levels of decomposition for the luminance and 3 levels of decomposition for the
chrominance. The wavelet filter used is the 9-3 tap Daubechies filter [17]. The bitrates are calculated using the actual
size of the bitstream file. The PSNRs are computed using the reconstructed images from the decoder. The comparisons
are shown only on luminance, with the PSNRs for chrominance the same for both our method and the original EZW
method.
Figure (6), Figure (7), and Figure (8) show the PSNRs for the first frame of the three sequences using both methods.
We can see that our new method has an improvement of 1 - 3 db for all three sequences for a wide range of bitrates
(from 10kb to 30 kb). The improvement is more pronounced at higher bitrates. The visual quality is better as well.
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Figure 6: Coding results for the I frame of the Akiyo sequence.
curve A: using the new wavelet algorithm. curve B: using
Shapiro's EZW algorithm.

Figure 7: Coding results for the I frame of the Container
sequence. curve A: using the new wavelet algorithm. curve B:
using Shapiro's EZW algorithm.
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Figure 8: Coding results for the I frame of the Hall Object
sequence. curve A: using the new wavelet algorithm. curve B:
using Shapiro's EZW algorithm.

Applications
In this section, we elaborate on the application of the PEZW image codec in some multimedia applications such as
web browsing, dynamic rate shaping, and computer graphics.

Web Server and Browsing
The most annoying problem with net-surfing today is the delay caused by limited bandwidth, with a lot of them caused
by heavy use of graphics and images in the web pages. This problem is not likely to alleviate soon because any
increase in bandwidth is likely to be offset with even more wide-spread use of large size images and graphics by
content providers.
A good way of accelerating the down-loading of images and graphics is the use of highly scalable image codec. The
original image could be coded at high bitrate and fine resolution, and be stored on the web server. Then the server can
provide different versions of the image to different users according to their respective bandwidths, or the images can
be progressively transmitted to the end user while they are doing other jobs. A good, efficient scalable image coder is
hence essential in this scenario.
The widely used JPEG coding standard indeed has a scalable profile that can provide a certain level of scalability.
However, the limited scalability comes with a loss in coding efficiency. In addition, no spatial resolution scalability are
supported. In light of this, the MPEG4 texture codec as well as the PEZW algorithm is a natural fit for web server and
browsing applications.
The web servers and browsers incorporating the scalable image codec work as follows:
The images are stored on the web server coded with high fidelity, i.e., high resolution, high bitrate, etc.
When a user requests down-loading of the images, the server selects the bitrate according to the bandwidth
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available and selects the spatial resolution according to the user's preference and bandwidth. Therefore, a user
who is using a high bandwidth connection will automatically receive a high fidelity version of the coded image,
while a user using a 28.8k modem will receive a lower fidelity version.
The browser will decode the first M bits received and display the image with minimal latency. Note M could be
any number here, so the latency is controllable. The image will be refined as more bits come in.
The above procedure will dramatically reduce the latency in web browsing caused by down-loading graphics and
images. A Netscape plugin version of the PEZW codec is under development currently. Its potential can be evaluated
with the video tape which accompanies this paper.

Dynamic Rate Shaping
In network communications, end-to-end data transmission is accomplished by relaying the data packets along a path of
network routers. The bandwidth of the end-to-end connection depends on the bandwidth of all the hops in the data
path. On a network where quality of service (QoS) is not guaranteed such as the TCP/IP network, the bandwidth of the
connection tends to fluctuate a lot. In a real-time communication application, it is therefore important for the network
routers to be able to scale bitrate of the data transmission dynamically. With the PEZW algorithm, the bitstream is
embedded and scalable up to bit-level precisions. The network routers could simply discard any packets that are of a
lower priority (bit-plane wise or scale wise) and the end-user could still decode the received bitstream. The rate
adjustment can be done by the routers in the middle of the path without requesting retransmission.

Texture Mapping
Texture mapping gives realism to computer generated images and speeds up the rendering of a scene. Efficient texture
mapping is becoming increasingly important for graphics applications. Mapping compressed images directly saves the
on-board memory and enables the mapping of large images. Tallisman is a recent architecture that takes use of JPEGbased compression for texture mapping [18]. The PEZW algorithm can also be applied here to achieve efficient texture
mapping.
The Mip texture mapping technique utilizes multiresolution representation of a image to reduce computation in texture
mapping [19]. In traditional Mip mapping, a pyramid of images of various resolutions is generated and stored, which
can take up to
storage space of the original image. With the PEZW algorithm, the image pyramid is generated by
the wavelet transform without oversampling (the number of wavelet coefficients is the same as the number of image
pixels), and the codec further compresses the image significantly. In addition to the syntax described above, we will
have a lookup table for each 64x64 blocks similar to the chunking technology adopted in Tallisman. The graphic
hardware can choose the resolution and quality (bit-plane) according to the view point and decode the needed blocks.
This technology enables storing of large size images on the graphic board as well as flexibility in choosing the
resolution and quality of image to be mapped. These features are even more important when the scene images are fed
real-time through networks such as internet virtual reality or gaming applications.

Conclusions
In this paper, we have proposed a new wavelet coding algorithm that gives excellent coding results. We show that this
new algorithm improves upon Shapiro's original EZW algorithm. In the meantime, all the desirable features of the
EZW algorithm are maintained. For instance, the new algorithm is highly scalable and has embedded bitstreams,
requires no training and VLC tables, is easy to implement, and supports seamless progressive coding ranging from
lossy to lossless compression. We also briefly discussed the MPEG4 texture coding mode syntax that incorporates this
algorithm. Some applications of this algorithm in multimedia applications are also discussed.
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Abstract In this paper, we describe several methods which can improve the performance of the baseline H.263
encoder. All of our improvements were implemented in software using the Telenor v2.0 codec. We begin by presenting
results of our optimization of the Telenor software, which reduced the computation time of the encoder by four times
its original value. Next, we characterize individual parts of the encoder and observe how the distribution of
computation time varies with input sequence and motion search type. Based on our characterization, we then propose
two methods to reduce computation in the motion estimator, discrete cosine transform, and quantizer, using a
technique that detects all-zero coefficients in macroblocks. Our combined results ultimately reduces the computational
time of the original Telenor encoder by four to nine times its original value.

1 Introduction
The H.263 video codec is the ITU-recommended standard for very low bitrate video compression. Currently, H.263
encoding and decoding is the predominant technology used in videoconferencing across analog telephone lines,
optimized at rates below 64 kbits/s. In fact, in February of 1996, after a call for new technology, tests performed by the
MPEG-4 committee determined that H.263 outperformed all other algorithms that were optimized for very low bit
rates.
Although a primary goal of the H.263 encoder is to represent information as compactly as possible without
compromising video fidelity, it is also very important to reduce the computational requirements of the encoder.
Reducing complexity allows the encoder to dedicate more resources to other functions, such as processing more video
frames in a given time, or improving the quality of the audio representation.
In this paper, we propose a method that reduces the computational requirements of the encoder, while still upholding
picture fidelity and remaining compatible with the H.263 bitstream standard. Our method is motivated by our
observation that, often, a substantial number of inter-macroblocks in the encoder are reduced to all-zero values after
quantization. We have developed a method of predicting when those macroblocks will quantize to zeros, which in turn
allows us to eliminate the computation that would normally be required for those macroblocks. For our performance
studies, we utilized the latest software version of H.263 written by Telenor (version 2.0), which is currently the most
widely distributed public-domain software implementation of H.263. A brief introduction to the H.263 encoder is
given in section 2.
In order to more accurately understand the impact of our algorithm on encoder performance, we began by optimizing
the Telenor v2.0 software. This optimization, described in section 3, improved the encoder performance by four times
its original speed. Also described in this section is a characterization of the encoder, before and after optimization.
Next, in section 4, we describe our proposed algorithm for prediction of the all-zero macroblock condition and show
how this observation can be used to improve performance in the motion estimator, discrete cosine transform (DCT),
and quantizer. Finally, we present results in section 5, and we conclude in section 6
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2 H.263 Encoder Description
The general form of an H.263 encoder is shown in Figure 1 below. Its input is a video sequence, composed of a series
of non-interlaced frames with luminance and two chrominance components associated with them. Because the human
visual system is more sensitive to luminance information, the H.263 encoder expects the luminance information to be
sampled at twice the rate of the chrominance information, in both horizontal and vertical dimensions. Therefore, each
pixel in a frame has one luminance value associated with it, but it shares the chrominance information with three
neighboring pixels.

In the baseline encoder, all frames in a video sequence are categorized as either I-frames or P-frames. I-frames, or
intra-frames, are encoded without reference to any other frame in the sequence, in much the same manner that a still
image would be encoded. In constrast, P-frames, or (predicted) inter-frames, depend on information from a previous
frame for its encoding. Each frame in the sequence is further subdivided into "macroblocks," which consists of a 16x16
pixel luminance square, plus its corresponding two 8x8 chrominance squares. Macroblocks in an I-frame are intramacroblocks, as they are all encoded independent of other macroblocks. In most cases, macroblocks in P-frames are
inter-macroblocks, which depend on a previous macroblock for information. Under special cases, some macroblocks in
P-frames can also be intra-macroblocks.
Inter-macroblocks experience an extra step of encoding that intra-macroblocks do not. This extra step is known as the
motion estimator, and the goal is to predict the pixel values of the target macroblock from the values of a macroblock
in a previous, reference, frame. Various search algorithms, such as an exhaustive search, can be used to determine
which macroblock best predicts the target macroblock. This best-matching predictor is typically determined by
calculating the sum of the absolute differences (SAD) between the two macroblocks' luminance values; The
macroblock with the lowest SAD value is considered the best predictor.
When this best-prediction macroblock is found, its location is represented by a motion vector, which indicates the
change from the target macroblock location to the prediction-macroblock location. Therefore, each inter-macroblock
can be represented by two pieces of information: its motion vector, which indicates the location of the best-matching
macroblock in the reference frame, and the prediction error, which is the difference between the prediction and the
target macroblock pixel values.
The next step in the encoding process is that of the Discrete Cosine Transform (DCT). The DCT is a two-dimensional
linear transformation that maps values in the spatial domain into the frequency domain. For inter-macroblocks, it is the
prediction error that is transformed. For intra-macroblocks, the pixel values themselves are directly transformed.
Instead of operating on an entire macroblock at one time, the DCT subdivides the macroblock into four 8x8 pixel
squares, called "blocks", and operates on each block.
The DCT frequency-domain coefficients for each block are then sent through a quantizer, which maps the coefficient
values into discrete values called reconstruction levels. In H.263, the step size, or distance between reconstruction
levels, is constant, defined by 2Q, where the variable Q is called the Q-factor. Q can range from 1 to 31. All
coefficients within an inter-macroblock are quantized using the same Q value, regardless of position in the block, but
the Q value can change between macroblocks. Because quantization introduces loss, and higher Q values introduce
more loss than lower Q values, varying the Q value is a method used for rate control, i.e., to control the flow of
information encoded in the final bitstream. Finally, the quantized coefficients are entropy coded and sent to the
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decoder, along with the motion vectors and other relevant formatting information.

3 Encoder Optimization and Characterization
In order to more acccurately measure our encoder performance, we first optimized the Telenor software encoder. To do
this, we profiled the baseline encoder to determine which parts of the code consumed the greatest amount of
computational resources. The profiling information was obtained using the DPAT (Distributed Performance Analysis
Tool) utility. DPAT gathers data on a program by suspending the process periodically and taking samples of the
program, using a user-specified sampling interval of 10 milliseconds. We collected the data for the profiler, as we did
for all future results presented in this paper, using an HP 9000/712 workstation with an 80 MHz processor clock and
32 Mbytes of RAM.
Using the profiling information we obtained, we then tried to increase the efficiency of computationally-intensive areas
using techniques such as loop unrolling and algorithm substitution. We found that the two most effective changes
occurred in the motion estimator and inverse DCT. For the motion estimator, this was accomplished by replacing
absolute value function calls with if-then macros within the block matching routines. We replaced the IDCT algorithm
with a fast IDCT algorithm -- also supplied by Telenor -- and added clipping in the fast IDCT algorithm to conform to
the H.263 standard. The two changes we mentioned reduced the computation time of the motion estimator and inverse
DCT by 4-5 times their original value.
Figure 2 shows the results of optimizing the Telenor v2.0 software encoder. The chart identifies functional parts of the
encoder and the amount of time that each part demands. The entire bar length represents the total encoder execution
time, which is also subdivided proportional to the execution time of the individual parts. We collected this data from
the baseline encoder, which used no rate control (i.e., Q is held constant for all macroblocks). The motion search
provided by the encoder for the motion estimation is an exhaustive search. We chose a Q value of 14 for our profiling
data.

Much of the functional parts in Figure 2 are self-explanatory. "Reconstruction" includes the inverse quantization and
inverse DCT, as well as reconstruction of the frame. These steps simulate the actions of the decoder, so that the
reconstructed frames can be used as reference frames in the motion estimator for future frame encoding. "I/O"
primarily involves writing and reading images to and from disk. "Statistics" refers to statistics-gathering capabilities in
the encoder, which track information such as bit rate and video fidelity. "Other" includes functions such as pixel
interpolation, memory allocation and management, and the computation of bit stream syntax needed for the decoder.
The sequences that we used for profiling are the same sequences which are used for all of our studies. To best
characterize algorithm performance, we chose sequences with extremely varying content. All of them are standard test
sequences provided by the LBC committee, which developed H.263, and each consist of 300 CIF-sized frames. (CIF is
defined as 352x288 pixels in dimension.) Mother and Daughter is a typical head-and-neck sequence with very little
movement. Coastguard is a fast-moving panning sequence. News has a combination of fast and slow motion, which
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includes rotational movement and scene changes. An input sequence such as Coastguard is not typical of the type of
sequence that H.263 is best suited for, but we include it in our study for completeness. Because each test sequence
consists of 300 frames, the average number of frames encoded per second can be derived from Figure 2 by dividing the
total execution time into 300.
Figure 2 shows that, for both the original and optimized encoder, total execution time does vary with the input
sequence. This is primarily due to the changing complexity of the motion estimator, because the other functional parts
have relatively constant execution time. The only exception is the reconstruction time for Coastguard, which is larger
than for the other sequences; this is because Coastguard generates significantly more error coefficients than its
counterparts, which in turn require greater computation for reconstruction. Overall, optimization of the encoder
reduced its computation time by four times its original value.
Figure 3 presents a breakdown of the execution time for the original and optimized encoder. The percentage
distribution was very similar for all three test sequences, so only the results for the Mother and Daughter sequence are
shown here. In both the original and optimized code, the motion estimation computation dominates, consisting of 69%
and 87%, respectively, of the total encoding time. After optimization, however, the DCT/Quantization and I/O
functions become significant, although still small, portions of the encoder.

In addition to the exhaustive motion search provided in the Telenor code, we also implemented two other well-known
search algorithms for our experiments. The first is Jain and Jain's 2-d logarithmic search [1]; the second is the threestep hierarchical search, as defined by the MPEG committee [2] (which they call the logarithmic search also). Both
algorithms are popular fast motion-search algorithms, which compromise video fidelity and bitrate slightly for
approximately a 200% speedup. The distribution of computation time for the exhaustive, 2-d logarithmic, and threestep hierachical searches are shown in Table 1, which are all based on the optimized encoder.
Table 1: Execution time in seconds (and percentage of total) for optimized encoder
----------------------------------------------------------------------------------------------------Sequence
Search
Motion
DCT/
Recon
I/O
Statistics
Other
Name
Algorithm
Estimator
Quantizer
----------------------------------------------------------------------------------------------------Mother and
Exhaustive
784 (68.9%)
131 (11.5%)
31 (2.7%)
148 (13.0%)
18 (1.6%)
26 (2.3%)
Daughter
2-d logarithmic
104 (25.9%)
104 (26.0%)
25 (6.3%)
130 (32.6%)
16 (4.1%)
20 (5.1%)
3-step hier
109 (27.0%)
106 (26.2%)
23 (5.8%)
128 (31.8%)
15 (3.8%)
22 (5.4%)
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News
25 (2.3%)

Exhaustive
2-d logarithmic

741 (67.4%)

127 (11.6%)

107 (26.2%)

110 (27.1%)

31 (2.8%)
27 (6.6%)

154 (14.0%)
123 (30.2%)

20 (1.8%)
19 (4.7%)

22 (5.3%)
3-step hier
21 (5.2%)
Coastguard
31 (2.3%)

Exhaustive
2-d logarithmic

105 (25.9%)

107 (26.5%)

28 (6.9%)

126 (31.2%)

17 (4.3%)

935 (69.7%)

130 (9.7%)

51 (3.8%)

158 (11.8%)

38 (2.8%)

117 (25.8%)

108 (24.0%)

42 (9.3%)

131 (29.0%)

30 (6.6%)

24 (5.2%)
3-step hier
113 (24.9%)
107 (23.7%)
47 (10.4%)
129 (28.5%)
30 (6.6%)
26 (5.8%)
-----------------------------------------------------------------------------------------------------

While the encoding times vary, the percentage distribution of execution time between sequences is fairly consistent for
a given search algorithm. Using an exhaustive search, the motion estimation computation dominates at 67%-69% of
the total encoding time, in spite of the optimization. However, using the 2-d logarithmic and three-step hierarchical
searches, the motion estimation computation drops to about 25%-27% of the total encoding time. In the latter case, the
computation associated with the DCT/Quantizer (24%-27%) and the I/O (29%-33%) become significant. Therefore,
the three components which utilize the largest amount of computational resources are the motion estimator, the
DCT/Quantizer, and the I/O. Since the speed of the I/O is beyond the control of the software, improving the
performance in the former two areas could prove to be advantageous. Our efforts for the remainder of the paper
concentrate on this goal. The next section begins by introducing our proposed algorithm and then describes how it can
improve the encoder performance even further by reducing computation in the motion estimator and DCT/Quantizer.

4 Prediction of All-Zero Quantized Coefficients
The motivation for our proposed algorithm comes from the observation that, for most sequences at very low bit rates, a
significant portion of all macroblocks -- typically 30% to 65% -- have DCT coefficients that are all reduced to zero
after quantization. Table 2 illustrates this observation for our three test sequences. The proportion of all-zero quantized
(AZQ) macroblocks is somewhat sequence-dependent, but, for bitrates that H.263 operates around, it is not
unreasonable to expect that more than 50% of all inter-macroblocks will reduce to zero after quantization. In fact, for
our sequences, at average bitrates around 64 kbits/sec, the number of AZQ macroblocks increases to 87% or more. If it
were possible to predict when this happens, it would be possible to eliminate a portion of the computation associated
with those macroblocks. A substantial savings can be achieved in this way.
Table 2: Fraction of inter-macroblocks which quantize to all zeros, unmodified encoder
-------------------------------------------------------------------------------Q
Mother and Daughter
News
Coastguard
Bitrate
% all-zero
Bitrate
% all-zero
Bitrate
% all-zero
(kbits/sec)
mblocks
(kbits/sec)
mblocks
(kbits/sec)
mblocks
-------------------------------------------------------------------------------3
575.40
37.6%
777.16
50.0%
3201.97
0.2%
6
190.78
61.7%
332.19
67.6%
1306.98
5.8%
10
95.74
78.6%
178.85
77.1%
650.07
19.6%
14
65.93
87.7%
118.51
83.0%
402.54
34.6%
17
56.40
91.5%
95.79
85.9%
311.44
44.1%
25
45.61
96.7%
64.53
91.2%
189.22
65.9%
--------------------------------------------------------------------------------

4.1 Algorithm Description
We propose that successful prediction of AZQ macroblocks can be performed by using the dc coefficient of the DCT
as an indicator. We have observed that, in the majority of cases, the dc coefficient has a larger magnitude than all other
coefficients in a transformed block. Since the coefficients in a block will quantize to zeros only if their magnitudes are
less than 2Q, it follows that, when our observation holds true, a block will quantize to zeros when the dc coefficient
has a magnitude less than 2Q.
Let f(x,y) represent the prediction error in an 8x8 block. Then the two-dimensional forward DCT transform used by
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each 8x8 block is given by

(1)
for u,v=0,1,...,N-1, where

(2)
The dc term of the DCT corresponds to the point at u=v=0, which simplifies to

(3)
when N=8.
Therefore, the coefficients in the 8x8 block will quantize to zeros whenever the magnitude of F(0,0) is less than the
quantization step size, i.e.,

(4)
holds true. This condition is fairly inexpensive to compute. Also, the criterion is advantageous in that it is independent
of input sequence characteristics and adapts with quantization step size (2Q).
The algorithm we propose to detect AZQ macroblocks is therefore given as follows: Calculate the dc value for each
8x8 luminance block in the macroblock. If the dc value for a block has a magnitude less than 2Q, then assume that the
block will quantize to zero. If all four blocks meet this criterion, then the macroblock is an AZQ macroblock.
In practice, we have found that this algorithm can perform better when we tighten our condition slightly to

(5)

.

Although this more stringent criterion will overlook some macroblocks that should be identified as AZQ macroblocks,
it also reduces the number of incorrectly selected macroblocks, which can degrade the final picture fidelity.
Our proposed algorithm is one of several variations for identifying AZQ macroblocks using our dc prediction scheme.
More information on this, in which accuracy can be traded for performance, can be found in [3]
4.2 Prediction in DCT and Quantizer
We suggest two methods by which our algorithm can improve H.263 encoder performance. The first is to use the
prediction to save computation in the DCT and Quantizer. This is shown in Figure 4.
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After the motion estimator has finished and the inter-macroblock error is known, we use our prediction method to
determine which inter-macroblock errors should be sent to the DCT. If indeed a macroblock's coefficients will
quantize to zero, there is no need to calculate the DCT coefficients, nor is there need to quantize them. Therefore, those
macroblocks whose errors pass the AZQ test skip the DCT and quantization operations and go directly to the entropy
coder. The coefficients for these macroblocks are set to zero. We only perform this test on inter-macroblocks, because
intra-macroblocks are less likely to satisfy our assumption that the dc DCT coefficient has the largest magnitude.
4.3 Prediction in Motion Estimator
A second method to improve encoder performance is to modify the motion estimation search algorithm using our
prediction method. Normally, to determine a best match against a target macroblock, the target macroblock is
compared against every macroblock in the search region, as dictated by the search method. The encoder tracks the
best-performing macroblock at every point during the search, updating this information whenever a better match is
found. Only after all macroblocks have been considered is the best match known.
By combining the motion search with our prediction method, how ever, there is now an option to terminate the motion
search early, before all macroblocks in the search have been considered. Should a best-matching macroblock's error
generate all zeros after quantization, the search may be discontinued, since future macroblocks that match well with the
target macroblock will most likely be AZQ as well. Therefore, we modify the traditional motion search to include an
AZQ test whenever a macroblock in the search is determined to be the best-so-far. If the macroblock passes the test,
then the motion search terminates.

5 Results
5.1 Simulation environment and variables
As mentioned earlier, all results presented in this paper were obtained by running the optimized Telenor v2.0 H.263
encoder on an HP 9000/712 workstation, which has a 80 MHz PA-RISC 1.1 processor and 32 Mbytes of RAM. The
test sequences consist of three progressive, 300-frame CIF sequences, with each frame represented in YUV format, and
chrominance values subsampled 2:1 in both directions. The three test sequences -- Mother and Daughter, Coastguard,
and News -- have varying amounts of motion, textures, and camera effects. To avoid introducing any biasing factors,
the encoder does not utilize any rate control mechanism; rather, it fixes the quantization step size (2Q), which results
in variable bit rates per frame during encoding.
5.2 DCT/Quantizer Bypass
Results using the DCT/Quantizer bypass are given in Figures 5 through 7 for the Mother and Daughter sequence, using
the algorithm described in Section 4.2, and using equation (5) as the criterion. We present only the data for Mother
and Daughter because the data for the other two sequence have similar characteristics. For all three sequences, not only
is the total encoding time reduced, but there is also a savings in bitrate, with virtually no visible loss in video fidelity.
Based on Figure 5, the relative improvement of the DCT/Quantizer bypass algorithm is better with the fast search
algorithms than with the exhaustive search, incorporated. An encoder using either the logarithmic or three-step
hierarchical search has speed-ups that are several times larger than one using an exhaustive search. For example, in
Mother and Daughter, the reduction in total encoding time for the fast search algorithms is as high as 30%, but the
reduction in time for the exhaustive search is at most 9%. This is because the motion estimation consumes a much
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larger portion of the total encoder resources when an exhaustive search is used. The speedup in the DCT/Quantizer
(140% to 350%, depending on Q) is fairly constant, regardless of the search algorithm, but this savings will have
relatively less impact when the DCT/Quantizer is a smaller proportion of the total encoding time.
Another characteristic that differentiates the encoder using the exhaustive search from the other two search algorithms
is the change in execution time with increasing Q value. For the fast motion searches which incorporate the
DCT/Quantizer bypass, as Q increases, the total execution time decreases. However, for the exhaustive case, total
execution time increases with increasing Q value. This characteristic is another consequence of the dominating motion
estimator associated with the exhaustive search. In general, as Q values increase, our zero-prediction becomes more
effective, since there are more existing AZQ macroblocks. However, as Q values increase, more inaccuracies are
introduced into the reconstructed frames, which in turn lengthens the block matching time in the motion search. The
block matching time increases because of an early cutoff mechanism in the SAD calculation for each macroblock,
which becomes more ineffective as more inaccuracies arise. For the fast search algorithms, the DCT/Quantizer is a
significant enough portion of the encoder that the effects of the DCT/Quantizer bypass dominate, and the entire
encoding time decreases with increasing Q. However, in the exhaustive case, the motion estimation overshadows
improvements in other parts of the encoder, and therefore the execution time still increases with increasing Q.
Although not shown here, the percentage of relative improvements in encoder performance is most pronounced in the
Mother and Daughter and News sequences, but less dramatic for Coastguard. This will be true for all our results. For
example, the DCT/Quantizer bypass improves the execution time of the Mother and Daughter and News sequences by
5%-30%. For the Coastguard sequence, the execution times are reduced by 1%-22%. Such a trend is consistent with
the data in Table 2, which indicates that the original fraction of AZQ macroblocks for Coastguard is smaller; therefore,
there are fewer opportunities for our algorithms to save computation.
In addition to the speedup, the DCT/Quantizer bypass also reduces the total bit rate, as shown in Figure 6 for Mother
and Daughter. The reduction in bit rate is primarily caused by false positive predictions by our algorithm, i.e., incorrect
predictions that a macroblock is AZQ when in fact it is not. When a false positive prediction occurs, no information is
sent representing that macroblock, whereas, in the original case, some nonzero coefficients were transmitted. Because
the bit rate savings is caused by incorrect predictions, the savings will decrease with increasing Q values; at higher Q
values, more macroblocks become AZQ, thus reducing the chance of an incorrect prediction. Bit rate savings range
from 2% to 8% for Mother and Daughter, 5%-7% for News, and 4%-10% for Coastguard. The savings in bit rate is
very consistent across the different motion search algorithms.
The degradation in fidelity due to the DCT/Quantizer bypass is small, as shown in Figure 7. In terms of SNR, the
change in fidelity for Mother and Daughter resulted in no more than a .28 dB drop. Maximum fidelity degradations for
News and Coastguard were .55 dB and .92 dB, respectively. Fidelity degradation is also caused by the false positive
predictions of our algorithm, which bypass the DCT and quantizer for macroblocks that are not truly AZQ. Visually,
the new sequences look no different than the original sequences, except in one case. In News, at high Q values, scene
changes create a momentary change in chrominance for a handful of background macroblocks. Since Mother and
Daughter and Coastguard do not contain scene changes, this effect was not noticed in the other sequences.
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5.3 Early-termination in Motion Estimator
Figures 8 through 10 show the results of the early-termination algorithm for the Mother and Daughter sequence, as
described in Section 4.3, using equation (4). The characteristics of the data is quite different from the characteristics
resulting from the DCT/Quantizer bypass. For example, in Figure 8, the speedup is most pronounced now when the
encoder uses the exhaustive motion search, which yields a 30% to 65% decrease in encoding time for Mother and
Daughter. In contrast, the savings in execution time for the fast search algorithms range from 4% to 7% for Mother
and Daughter. Early termination in the exhaustive search is more effective because a good match is typically found
very early in the search; combined with AZQ prediction, many future macroblock comparisons are eliminated. With
the fast search algorithms, however, the original number of macroblock comparisons is small, and therefore there is
much less savings to gain. In addition, since the exhaustive search causes the motion estimator to dominate the
encoding time, improvements in the motion estimator will be more noticeable using an exhaustive search. Note that
with early termination, the execution time for all motion searches decrease with increasing Q values. This means that
the computational savings caused by the early termination algorithm, which becomes greater at higher Q values, more
than compensates for the increased computation required by the motion search at highter Q values. Characteristics are
similar for the other two sequences, which is why their data is not displayed here. The speedups for News and
Coastguard using the exhaustive search are 33%-62% and 4%-57%, respectively. For the fast motion searches, the
speedups for News and Coastguard range between 1% and 7%.
Figure 9 shows that the bitrate increases in most cases when using early-termination. The increases in bitrate are
modest in Mother and Daughter and News -- between .3% and 5.7% for the former, and between .1% and .8% for the
latter. Coastguard has larger rate increases, ranging from .3% to 13.7%. Recall that in the DCT/Quantizer Bypass, if a
macroblock is incorrectly diagnosed as an AZQ macroblock, the macroblock's coefficients are effectively changed to
zeros. This causes the bit rate to decrease, typically. In contrast, in the early-termination case, an AZQ prediction in the
motion estimator does not guarantee that the macroblock's coefficients will ultimately be zero; the macroblock's
coefficients will be zero only if the prediction is correct. If an incorrect (false positive) prediction occurs, it may
increase the number of coefficients that need to be transmitted. Therefore, the final bit rate may increase.
Again, the fidelity degradation is small. The change in SNR is below .5 dB for all the sequences except in one case.
Visually, the sequences are indistinguishable from the original sequences except for Mother and Daughter at high Q
values (Q>10). In Mother and Daughter, color smearing, which appears even in the original sequences, becomes more
noticeable with early-termination incorporated.
AZQ prediction in the motion estimator is generally much more sensitive to predictor accuracy than AZQ prediction in
the DCT/Quantizer. Prediction errors in the DCT/Quantizer are less noticeable because some of the error can be
compensated by the motion estimator in the next encoded frame in terms of the motion vector, which has a small
effect on the final bit rate. However, errors accumulated in the motion estimator immediately impact bit rate, because
the error compensation will occur in the DCT/Quantizer, which would transmit more nonzero coefficients. AZQ
prediction in the motion estimator is also more sensitive to the computational cost of the predictor. This is because, per
macroblock, more AZQ tests are performed when doing early-termination than when doing the DCT/Quantizer bypass.
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5.4 Combined Algorithm
Our earlier data indicates that the DCT/Quantization bypass works best for the encoder when fast motion searches are
employed, since the complexity of the DCT and Quantizer is a significant part of the total resources in those cases.
Conversely, the early-termination technique in the motion estimator is most effective when the encoder employs an
exhaustive search. Based on these results, we propose a hybrid algorithm, in which both techniques are used,
depending on the type of motion search. If a fast motion search is implemented, then our algorithm will use a
DCT/Quantization bypass. If an exhaustive, or otherwise motion-estimation-intensive, search is used, then our
algorithm utilizes the early-termination technique in the motion estimator.
Figures 11 through 15 show the results of our combined algorithm. In terms of execution time, fairly significant gains
are achieved with all three motion searches, from 3.5% to 65%, depending on the search and sequence type. Most of
the lower gains are associated with Coastguard, whose bit rate is much higher than what is typically used for H.263
encoding.
Because of the varying characteristics of the DCT/Quantizer bypass and early-termination algorithms, our combined
algorithm yields a decrease in bit rate in some cases and an increase in others. The change in bit rate is no worse than
an 8% increase and no better than a 10% decrease. In most cases, the fidelity degradation does not exceed .5 dB; in no
case does the change in SNR exceed 1 dB.
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6 Conclusions
In summary, our algorithm, which predicts all-zero quantized (AZQ) macroblocks in the H.263 encoder, provides
several methods to save computation in the motion estimator, DCT, and quantizer. In general, the proposed
DCT/Quantizer bypass algorithm is an attractive algorithm for systems which need to reduce computation time; for the
fast motion search algorithms, which would be the natural choice under these conditions, execution time can be
reduced by as much as 30%, with an additional savings in bitrate, and virtually no change in fidelity.
For the exhaustive search, the early-termination algorithm in the motion estimator can offer substantial savings -- up to
65% savings in time -- with very little sacrifice in bitrate and fidelity. We proposed a hybrid algorithm which utilizes
both the DCT/Quantizer bypass and the early-termination in the motion estimator to optimize performance. Compared
to the original (unoptimized) encoder, the final effect of all our improvements is to reduce computation in the encoder
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by four to nine times its original value. An initial 4x reduction is due to the optimization of the encoder. The additional
improvement is due to our AZQ prediction technique, whose exact effects vary with the motion search type, input
sequence type, and quantization step size.
We fully expect that the encoder performance can be improved even further using other techniques, such as employing
subword parallelism [4]. Combined with today's faster workstations, it is not unreasonable to expect at least another
order of magnitude decrease in total execution time, relative to our current results.
Under a few conditions, the fidelity degradation is visible and manifests itself as chrominance changes; no distortion
appears in the luminance. This is because our algorithm predicts AZQ blocks solely on luminance values, which may
be an inaccurate indicator for chrominance blocks. We are currently investigating more accurate prediction algorithms
which take chrominance into consideration.
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Abstract
We describe a novel system "3DSketch" which demonstrates a two-handed 3D sketching paradigm for 3D modeling by
casu ally digitizing an existing object. The conceptual model of the interface is based on the everyday experience in
sketching with a pen on a piece of paper, but in our system, the user holds a 3D digitizing stylus as a 3D pen to sketch
in 3D space. We call the pen a "smart pen", since in the Prototyper module, the user just sketches a few strokes on the
object, and immediately sees a 3D prototype made of clay lumps; then, in the Refiner module, when the user adds more
random strokes over the object, the prototype surface automatically adapts to follow the pen, and the surface features
(edges and corners) align with the user specified ones, as if the pen tip applied magnetic attractive force to the prototype;
in the autoTracer module, the user sketches over smooth regions, and the system performs intelli gent reasoning to infer
smooth surfaces, and also extract dis continuity edges and corners from the user's inaccurate and fragmented strokes.
The internal surface representation is trian gular splines (TriBezier, TriB, TriNURBS), whose advantages in arbitrary
triangulation and local subdivision make it flexible to model general surfaces.

Keywords
3D Authoring Tools, Hand Gestures, Multimodal Input, Human-Computer Interface
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Introduction
3D models are fundamental for many applications such as design, analysis, visualization, animation, and multimedia pre
sentation. However, building 3D models is not an easy task. The difficulty comes from three aspects: firstly, the input
devices (mouse and keyboard) are two dimensional and lack the freedom for a user to specify and manipulate in three
dimensions; secondly, the output devices (screens) are also two-dimensional and do not provide enough cues for exact
alignment and depth perception; thirdly, the 3D modeling tasks usually require artistic skills and computer experience
which only special groups of people may have.
To tackle the above problems, we use a 3D input device for direct 3D input and manipulations; for the output, we
currently use projective display with many depth cues such as floor mesh, shading, occlusion, etc. A stereo display
device is pre ferred and will be used later. To make the modeling easier for a common user with no artistic or computer
skills, we base our system on a conceptual model of freehand sketching. Our sys tem is novel in that the user only needs
to draw unstructured strokes and the computer programs will infer structured repre sentations automatically, and thus the
3D modeling work becomes casual and easy.
Our "3DSketch" system can be used for 3D design, digitizing, and data visualization, but we currently concentrate on 3D
modeling by digitizing from a real object. The system set-up is shown in Fig. 1, in which an SGI Indy workstation is
used for computation and display, a mouse is used by left-hand for menu/icon clicking and 3D rotation, a 3D pen is held
in the right hand, and a 2-button foot pedal is used to pause/continue/ stop the data sampling procedure.
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Figure 1. System set-up.
The software has three major modules: Prototyper, Refiner, and autoTracer. With the Prototyper module, the user quickly
builds a "clay" prototype by sketching a few strokes. With the Refiner module, the user locally improves the prototype
sur face and aligns edge/corner features by adding more strokes. The autoTracer module automatically finds creases and
cor ners from the stroke data over smooth regions, so that the user can avoid the tedious tracing of such features in the
Refiner module. The automatically traced features are then fed into the Refiner module to improve the model. Fig. 2
shows an example.

Figure 2.Three modules of the system
From the programmer's view, the clay prototype modeling is implemented as iso-surfacing of a 3D scalar field. The
local refinement is a procedure of deformable surface fitting and active edge alignment, using energy minimization in
potential fields. The automatic tracing of discontinuity edges and cor ners are based on directional diffusion and
topology analysis of a 3D tensor field.
We implemented the user interface using Xt/Motif and OpenGL. We do not use the 3D pen as a menu/icon selection
device, since that will require extra motion of the right hand which does not always rest on the desk. The left hand is
always resting on the desk, so hand fatigue is not a problem and the menu/icon selections are allocated to the left hand.
Also we want to make use of the Motif utilities as much as possible, instead of writing very low level interactions from
scratch using the 3D pen. However, we have made efforts to reduce the left hand operations by introducing gesture
recogni tion in the system, so that some menu/icon selections are not really necessary.
A "virtual" pen is also displayed on the screen to mimic the actual motion of the 3D pen. The user can look at the pen to
check the orientation of the coordinate system, the display mode, or to test lighting and rendering parameters on the pen
for fast feedback. If the left button of the foot pedal is pressed, the data digitizing begins. If it is released, the digitizing
pauses. Pushing the right button will finish a session of digitiz ing and back to viewing and modeling mode. If the pen
stays static or moves very little, the data recording program will not update the data input, so the user can pause during
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sketching. A screen shot of the interface is attached in the end of the paper.
<-- Table of Contents

Motivation
We humans can effectively perceive a smooth world and detect discontinuities from noisy sparse scattered samples.
There are some very general principles in our human perception pro cesses to account for the regularities in the visual
world. If we can convert such perception principles into computer pro grams, the computer will automatically infer and
reconstruct a complete (or nearly complete) model from a compact set of samples. This can remove or significantly
reduce the laborious manual overhead in the dense sampling or rigorous structuring in building computer models. Our
goal is to free the sketcher from such difficult tasks and allocate them to computers. The tasks allocated to the users are
limited to some high level deci sions and a few essential operations.
Based on this philosophy, we started to develop the 3DSketch system using a 3D digitizing pen. We call the system
"3DSketch" since the strokes are sparse, only giving a "sketchy" description of the object. We demonstrate how to
reduce the user's work by making the 3D pen more "intelli gent". The user would feel as if he/she had a "smart pen" that
can understand his/her intent from the quick sketch and shows a regularized model, with degeneracy automatically
detected and marked.
Since current computer modeling tools require precise struc tured operations, the tools block the user's flow of ideas and
interfere with the user's concentration on creativity. Artists and designers still prefer to make freehand sketches on paper
with a pen for quick feedback in visual thinking. Some researchers tried to convert such hand sketches to computer
models. Lipson and Shpitalni [CAD1] implemented a system to reconstruct 3D models from freehand sketches. The
problem with these systems is that the 3D models are inferred from a finished entire 2D sketch, so a lot of intermediate
information, such as the orientation of a curve, the sequence between a few curves, the grouping of strokes for a part,
and the outer bound ary of an object, is already lost. The inference system must perform segmentation, recognition,
reconstruction, and repre sentation tasks to interpret the entire finished sketch, and these tasks are often coupled together,
making the problem very hard to solve. To avoid such problems, an interactive system is preferred to perform
incremental inference while the sketching is being done, and thus the intermediate information can be utilized. In our
system, intermediate information is used and timely feedbacks are provided.

Interactive Sketching Techniques
Most interactive 3D design packages use curve-based sketch ing methods, such as sweeping, revolving, and extrusion.
These methods usually produce quadrilateral meshes. To make a whole object, several patches have to be aligned, with
possi ble gaps and holes filled by more operations. Since the input device is often a 2D mouse, the user switches between
XY, YZ, and ZX planes to draw the curves, and the user operations are specified by menus, icons, keyboard shortcuts
and direct manipulations. Zeleznik, Herndon and Hughes developed an interactive system SKETCH [6], which does not
use any menus or icons, instead the system automatically infers hand gestures from the 2D mouse strokes to determine
the solids or surfaces the user intends to input. Adding some hand gestures significantly makes the system easier and
faster to use, but totally getting rid of menus/icons may be impractical since there are too many possible gestures in the
sketching proce dure. In the Quick-sketch system made by Eggli et al. [2], the user sketches over a pressure-sensitive
screen with a pen, and the system provides icon highlighting feedback, and user cor rection is allowed to override the
automatic gesture recogni tion. We use gestures as well as menus/icons in our 3DSketch system, but our sketching
device is a 3D pen, and the system has more self-adaptation and spatial reasoning ability.
In other related work, 3D devices are also used to replace the 2D mice. Sachs et al. [4] described a "3-draw" system. The
user holds a mirror-like plate in the left hand to rotate the whole screen display, and holds a 3D stylus in the right hand
to sketch curves in 3D space. Deering [5] implemented a virtual environment called "holosketch". Despite the existence
of so many 3D modeling software packages, we find that many pro ducers still prefer to start with clay models because
clay is malleable and allows artists the full flexibility to manipulate surfaces in ways that are not easy to use or not
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available in off- the-shelf modeling softwares. Many methods and steps are involved in translating a clay model into a
computer model. Our goal is to make the translation more efficient. Our system is special in that it allows random
scratching over a region, so that rigorous curve tracing or structured patch meshing is not required. Such random
scratching is much easier and faster to use than the conventional curve-based designing schemes. For the latter, the user
cannot pause during sketching a curve, and must follow a restrictive sequence to specify a surface mesh, mostly a
rectangular mesh which has artifacts in modeling irregular shapes and corners.
Many modeling activities, such as sketching and sculpting, involve both hands. According to Guiard's psychophysical
research [3], the left and right hands often act as elements in a kinematic chain. For right-handed people, the left hand
acts as the base link of the chain. The right hand's motions are based on this link, and the right hand finds its spatial
references in the results of the motion of the left hand. Also, the right and left hands are involved in asymmetric
temporal-spatial scales of motion: right hand for high frequency fine motion, left hand for low frequency coarse motion.
Our 3DSketch system uses this natural division of manual labor by assigning the low-fre quency coarse setting of spatial
context to the left hand, and the high-frequency fine selection and manipulation operations to the right hand. The left
hand provides context by doing menu/icon selection, rotating the global scene, and providing constraint mode. The right
hand operates in the frame of refer ence set up by the left hand, and operates after the left hand's selection of a
command and picking of a tool. The right hand performs finer sampling, sketching and manipulation of the surface
geometry.
Although the 3D pen can also be used for designing surfaces from imagination or fitting surfaces to real data such as
CT/ MRI medical data, we are now just concentrating on modeling by digitizing an existing object. Some subtle
differences may exist between these applications. For example, a sphere can be designed by clicking at the center then
stretching an initial sphere to a desired radius. But in digitizing, the probe can never move inside a solid object to
specify a center. For digi tizing, one display view is enough, but for modeling and visu alization of real data, multiple
display views may be necessary for 3D alignment.
To digitize curved, especially organic shapes, current systems require that the user trace very dense and regular meshes
on the surface. Such work is tedious and time-consuming (8 hours are reportedly needed for an experienced modeler to
manually complete a surface mesh by digitizing a toy cat). Our system allows the user to casually specify the most
important features and let the computer to fill in the regular gaps.
Textbooks on sketching teach the students to first box-up the objects to draw, outline dimensions and proportions, then
refine the details. The simplest example is to sketch an ellipse. First draw a horizontal axis and a vertical axis, then draw
a rectangle box, see Fig. 3(a), and small arc segments are drawn at the top, bottom, left and right locations to provide
tangent constraints. From this incomplete sketch, we can already per ceive a good ellipse (our eyes or brains fill the gaps
based on perceptual experience). To finish the sketch, more strokes inside these key points and segments are filled in,
and some local modifications may also be made, see (b).
These techniques provide guidelines for our system design. In our system, the user first makes a very crude prototype (a
blob, a plate, a stick, etc.); then adds more strokes to specify surface details, edges, and corners, and the crude surface
will automat ically deform to reach the sketch strokes and the surface edges and corners will also move to align with the
specified edges and corners. Since it is difficult to trace the pen along ridge edges on objects (the pen will often slip off
the object), we provide an automatic inference module which can infer edges and corners from the user's sketching
strokes over the nearby smooth regions, and thus the user is free from the edge tracing tasks. The automatic inference
module is based on our group's previous research on perceptual grouping [18, Vis96].
In next Section, the principles and the implementation details are given. The work is summarized in Section 5 and the
future directions are discussed in Section 6.
<-- Interactive Sketching Techniques

Three Modules of the System
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Prototyper: Boxing-up and Outlining

User's View: Clay Modeling

In the prototyping module, the user rapidly builds a 3D model giving a crude shape but with the correct topology of the
object. We implemented an efficient volumetric clay modeling scheme based on hand gesture recognition, and the
program automatically results in a regular dense mesh from the clay pieces. Thus, the user does not need to manually
trace the dense mesh as in the currently commercial packages.
An object is either a simple entity or an assembly of several parts, and a part is approximately a blob, a stick, or a plate,
and each part can be globally deformed to produce a more general part. To digitize a human head, a single sphere
prototype can be produced by just clicking 4 points on the head, then the sphere can be globally tapered, and then
locally deformed in the refinement module. To digitize a hand, we can specify the palm, the thumb, and the four fingers
separately then glue them together to give a single triangular mesh for later local refinement. A finger may also be
prototyped as a cylinder, or as a few shorter jointed cylinders, or as a few glued blobs. Compared with surface patch
method, volumetric clay model ing is more efficient and there are no gaps or holes in the parts or the objects, and it does
not require Boolean operations in the composition.
Gesture recognition is used for fast modeling without clicking the menus or icons. The recognition rules are as follows:
if more than three strokes are sketched, an ellipsoid is generated; if only two strokes, the closed (or almost closed) stroke
is taken as cross-section and classified into a square or an ellipse in 3D space, and the other open stroke is used as the
sweeping axis for the cross-section. If both strokes are closed, a negative part is recognized, i.e., a hole is produced. Of
course, the user can always override the recognized properties by manually clicking the icons; for example, the user can
sketch a closed curve as the cross-section of a hole, and then sweep along the hole to specify an axis, then changes the
default "positive" property to "negative". Fig. 4 shows a prototyping example.
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Figure 4. Clay prototyping by hand gestures
To further reduce the menu/icon clicking, we plan to imple ment more gestures for delete, undo, redo, etc., but the menu/
icon options are still available.
Programmer's View: Scalar Fields and Iso-surface Extraction

Clay models are simulated as equipotential surfaces (or iso- surfaces) traced from a generated scalar field in 3D space.
For example, if a fire is placed at (0,0,0), the temperature at any position may be defined by t(x,y,z)=f(x^2+y^2+z^2),
where f(d) is any decreasing function and we use f(d)=2(d/R)^3-3(d/R)^2+1 (for dR). Then, given a specified tem
perature value T, the iso-surface is defined by t(x,y,z)=T, which is a sphere. If one more fire is put at a nearby position,
the new temperature field will be the summation of the two fields, and the iso-surface t1+t2=T will become a peanutlike shape. But for the user, it works as if two soft clay blobs blended into a peanut-like shape. Different field functions
define different shapes of clay parts. We use ellipsoids, blocks, and cylinders. Furthermore, if ice (instead of a fire) is
put in the space, a neg ative temperature field will result in a cavity, a hole, or a tun nel. Also, a clay part only blends
with parts in the same group. For example, a finger is allowed to blend with the palm but will not blend with other
fingers.
Refiner: Adding Details to the Prototype

User's View: A Magnetic Pen-tip

Since the prototype only gives a crude initial model, the user still needs to improve the surface by adding more details.
This is similar to the previously mentioned ellipse sketching proce dure, where more local modification strokes are
added to improve the boxing-up prototype. In our system, the user ran domly sketches over a region where corrections
are needed, and the surface will adapt to the new strokes to yield a better shape. The user can also trace the crease edges
and mark cor ners on the object for the model to align with. Finally a smooth surface with preserved and aligned creases
and corners will be obtained. The user feels as if the 3D pen has a magnetic pen- tip which attracts the surface to
desired positions. See Fig. 5 for a demonstration.
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Figure 4. Clay prototyping by hand gestures

Programmer's View: Potential Fields and Energy Minimization

Since the clay parts are solid models (balls, sticks, cubes) and lack local details, we now treat the prototype as a surface
model for local refinement by adjusting the positions of con trol points. The triangle mesh is updated to a quadratic
triangu lar Bezier surface. Each data point contributes a negative spherical potential field which decays with distance,
and thus three potential fields are generated by surface points, crease points and corner points, respectively. Energy
minimization is performed to deform the surface and align its edges and cor ners. Using potential fields makes surface
fitting fast enough for interactive modeling. In Hoppe et al.'s work [10][11], the distances from data points to the triangle
mesh is computed many times during the energy minimization iterations, and the program runs for hours. By contrast,
the potential field is only computed once for each data point, and is incrementally updated with new sketching strokes.
The energy to be minimized is defined as follows:
E = Esmooth + Esurface + Eedge + Ecorner
At first, the surface is a quadratic Bezier spline surface which is at least C0 by sharing control points between adjacent
trian gles, but we still need the smoothness energy to minimize the mesh roughness. The smoothness energy is defined in
terms of the first-order derivatives [Vis96]. The surface energy is for surface fitting. Minimizing the crease/corner
energy aligns the creases/ corners and significantly reduces the total energy, or coopera tively improve the surface fitting
precision, and we thus do not have to subdivide the triangles into many tiny ones to obtain a good fitting if misaligned
edges and corners are present. After the TriBezier surface is refined, creases and corners are marked and the model is
upgraded to C1 triangular B-spline (TriB) surface with preserved edges/corners (TriBezier is a special case of TriB), one
more time of energy minimization is performed to obtain the final surface [Vis96].
We use the Levenberg-Marquardt algorithm with numerically estimated gradients of the energy and take the steepest
descent direction in iterations (in physics, the gradient of a potential field is a force field). To maintain interactive speed,
the active triangles should be kept as few as possible, so the user must move the pen locally, instead of traversing a long
stroke over the object. After a region is refined, the pen can be moved to another local region.
We have recently found that vector potential fields provide bet ter convergence than the scalar potential fields, at the cost
of more storage and computation. The reason is that some posi tion may receive conflicting forces from nearby data
points. Using vector potential field with radial directions for each data point will cancel out the conflicting forces in the
accumulated potential field, making it possible to attract the surface toward correct directions more efficiently.
AutoTracer: Feature Inference

User's View: Sketching Smooth Regions
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In the "Refiner" module, the user quickly and randomly sketches more strokes to improve the model. But, tracing and
aligning the creases and corners is still tedious. Valley creases are easier to trace, but the ridge creases are difficult to
trace. The pen will slide off the ridges very often. Touching a few points on the ridges is easier but much slower if the
ridges are curved. With the "AutoTracer" module, the user casually and quickly sketches over the smooth surface
regions, then the computer will automatically infer creases and corners between these smooth regions, and the user doe
not need to manually trace the edges or mark the corners. Then the Refiner module is used to perform the energy
minimization which deforms the smooth surface and better aligns the creases and corners. Fig. 6 shows the data points
produced by sketching over a banana, and the surface with automatically detected and aligned crease edges. The user
does not have to trace the edges, making sketching much easier. The inference, however, runs for 3 min utes and thus
this module is not done in real-time.
Programmer's View: Inkspot Diffusion

From the programmer's view, the problem is to reconstruct smooth surfaces from the scattered points or curve segments,
and also to localize creases and corners, if any. If the user sketches slowly, the line segment between two sequential
points may provide a good estimation of the tangent of the sur face, and a stroke (i.e., a polyline or a fitted B-spline
curve) pro vides a "streamline" over the object (imagine that the user is sketching over a streamlined car hood).
However, if the user sketches very quickly, the sampled data points are far apart, and connecting them into a polyline, or
fitting them to a spline curve may not yield truthful streamlines of the surface, so more strokes are to be added to obtain
enough samples. To make the sketching easy, these strokes do not have to be parallel and the user can change stroke
directions while sketching, so the re corded data are just unstructured strokes. To obtain a geometric model of the
surface, the programmer's task is to diffuse these streamlines into a stream surface. In addition, the crease edges and
corners between these smooth stream surfaces are to be ex tracted automatically.
To be as general as possible, we only use the sampled unstruc tured points and diffuse them into a stream surface. This
is equivalent to diffusing rain droplets on a car's hood into a shallow water stream surface and thus obtaining the surface
model of the hood. Since we are using a 3D "pen", we'd like to call each data point an inkspot (similar to "streamball" in
[13]). To simplify the principles, we first explain the diffusion procedures in 2D, that is, to diffuse inkspots on a sheet of
paper into streamlines and detect the corners as well. If the user sketches slowly, the streamlines are readily available by
simply connecting sequential inkspots and fitting them with a B-spline curve, and then we can skip the inkspot diffusion
step and directly diffuse the streamlines into stream surfaces. Details on the algorithms can be found in [18,Vis96].
Fig. 7 (a) shows some inkspots with added noise for testing. In (b), an inkspot is shown. The mass density is the largest
and the grayscale the darkest (black) at the inkspot position. Then as an inkspot diffuses, its mass density decays with
distance and the ink darkness decays also. For a position on the paper, since the ink reaches the position from a specific
direction, physical measures such as mass density, velocity, and kinetic energy density are all vectors. For each position,
all nearby inkspots can diffuse and reach this position with different mass density along different directions. That means
that each posi tion accumulates many mass density vectors, as depicted in (c), and thus each position contains a tensor
and the paper becomes a dense 2D tensor field. This is similar to the stress tensor field inside a solid, where each
position receives stress forces of different strength and directions from all nearby posi tions [15,16,17].
Mathematically, we compute at each position a 2x2 covariance matrix (or called second-order moments, or scatter
matrix) of all accumulated vectors, and the two eigenvectors defining the major and minor axes of an ellipse, as seen in
(c). A large thin ellipse indicates an ink stroke passing through this position, and the major eigenvector gives the tangent
direction of the stroke; by contrast, a large round ellipse have two salient directions, indicating an intersection of two or
more strokes. More specifically, the major eigenvalue yields an absolute measure of ink mass density, and the ratio
(eccentricity) tells whether this position is a stroke curve position or an corner/ intersection position, whereas small
eigenvalues indicate posi tions far from the inkspots.
After the above diffusion, we obtain an estimated stroke direc tion (curve tangent) at each position, and we can further
improve the diffusion result by a second pass of diffusion, but this time with an oriented diffusion: the mass density
decays with distance and also decays with the offset angle from the tangent. If the tangent direction is very certain (the
ellipse is very thin), a linear diffusion pattern in Fig. 8(a) is used. If the tangent direction is not very certain (round
ellipse), the stroke at this position is either very curved or at a corner/intersection, so a curved diffusion pattern is used,
see Fig. 8(b).
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Fig. 9 (a) is the mass density after the second pass diffusion, and (b) is the stroke curves traced by searching for locally
darkest positions. The intersection positions (degenerate points) are also marked.
In 3D space, inkspots or ink streamlines diffuse to yield a 3D tensor field. At each position the tensor is represented by
three eigenvectors which depict an ellipsoid. If the ellipsoid is stick- like, the position belongs to a surface since there
exists a unique major normal direction; if it is plate-like, this position is along an edge since there are two major normal
directions; for a blob, this position is a corner due to the three conflicting stream surface normal directions. See Fig. 10
for an intuitive illustration.
Fig. 11 (a) show 3D strokes sketched over the smooth regions of a wood part. Note that we do not trace any edges or
corners. The AutoTracer module infers potential fields for surfaces, edges and corners. A sphere is given by the
Prototyper mod ule, and the Refiner module is called to deform the C0 TriBez ier prototype and align the edges and
corners. Finally the edges and corners are automatically marked, and the TriBezier surface is upgraded to TriB surface
which is C1 everywhere except along the edges and at the corners, then the Refiner module is called once more for the
TriB surface [Vis96].

Figure 11. AutoTracer on a piece of wood part
<-- Three Modules of the System
<-- Table of Contents

Summary
We have described a two-handed 3D "sketching" system using a 3D stylus, and we focus on modeling by digitizing
(tracing) an existing object. First, the user simply sketches a few strokes over the object to obtain a 3D prototype; then
when the user randomly sketches more strokes over the object and specifies creases and corners, the 3D model will
deform to follow the details and the edges and corners will align with the sampled creases and corners. The system can
also automatically per form spatial reasoning from unstructured fragmented sketches to infer smooth surfaces and extract
creases and corners, so that the tedious manual sampling of creases and corners can be avoided.
Technically, the prototyping module uses equipotential sur faces of a scalar field to produce clay-like models; for the
local refinement module, scalar or vector potential fields are used to generate attractive forces to deform the shape; for
the auto matic inference module, tensor fields are used to find surfaces and features (creases and corners).

Future Work
The internal surface representation is triangular splines, whose good properties in arbitrary triangulation and local
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subdivision makes it more flexible to model general surfaces than the rect angular splines. Spline models involve much
fewer control points than the polygonal models in describing smooth sur faces, and thus are advantageous for iterative
minimization and interactive editing. We have used TriBezier, TriB, TriNURBS for open and spherical surface
modeling [Vis96]. For arbitrary topology surfaces, we now use triangular Bezier sur faces, but will soon upgrade to
triangular B-splines [Siggraph96]. After the model is refined, some flat regions may have redundant tri angles, and a
mesh decimation is necessary to simplify the model. The decimation can also yield a multiresolution repre sentation,
which is useful for viewing and animation.
For the user interaction, we now use a 2D mouse for menu selection and 3D rotation. We have recently ordered a 6degree-of-freedom space ball, which will provide more ease of use for the left hand operations. Some company has
attached a laser beam and sensor at the pen tip, so that the object will not be damaged by the touching of the sharp pen
tip during sketch ing. More hand gesture recognition techniques will be applied to further reduce the time necessary for
looking at the screens for menus and icons. With a see-through head mounted dis play, the user could directly see the 3D
model imposed on the real object, and find the regions where more refining strokes are needed, and a translucent display
which does not block the user's view may be helpful.
<-- Summary
<-- Table of Contents
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Abstract
Synthetic speech is widely used to enable blind people to receive output from computer systems. However, speech is
slow to use compared with vision and places far higher demands on short-term memory. These problems are
particularly apparent when exploring large data structures such as lists and tables. An experiment was conducted in
which subjects were asked to memorise and recite lists of filenames. Analysis showed that subjects organised the
material to aid recall and used a range of prosodic devices to convey this organisation to the listener. A practical listreading program was developed which replicates as far as possible the methods of organisation and spoken
presentation used by the subjects. This program was evaluated in a practical task, in comparison with an existing
speech-based system for blind users. The results showed that subjects performed the task significantly faster using the
demonstration system and also reported lower levels of effort and mental demand.
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Introduction
Lists are widely used in computer systems (for example, in menus of commands, directory listings, etc.), and the
ability to scan a list and select items from it is therefore essential for successful computer operation. Whilst this task is
comparatively simple using visual cues, it is vastly more difficult when the list is accessed through speech, as in the
case of blind person using a computer with the aid of a speech-synthesiser.
The problem is even more acute when the task is not one of simple recognition but includes an element of recall. Tasks
which involve searching a list for a group of related items, or looking for a particular item among a group (such as the
most recently updated) require that the user holds information on several items simultaneously. This is comparatively
simple when the list is presented visually: having identified the items for comparison the user can shift the focus of
attention rapidly between them. Thus the screen or printed surface acts as a form of external memory and the amount
of information which has to be stored in the user's own memory is kept to a minimum. When a similar task has to be
performed with a spoken list, the user is forced to hold all the necessary information in memory. This increases the
difficulty of the task and imposes much tighter constraints on the number of items which can be compared, hence
considerably increasing the time required for such tasks.
<-- Table of Contents

Serial Recall of Filenames
In order to establish a baseline for further experiments, an initial experiment was conducted to find out how the
memorability of a spoken list of filenames varies with list-length.
The filenames used were modelled on those found in the DOS operating system (which, at the time the research began,
was probably the operating system most widely-used by blind people). Thus each filename comprised a main section
of up to eight characters followed by a full-stop and up to three more characters. Forty-eight different filenames were
used; they are listed in [Pit96].
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A program was written which allowed the 48 filenames to be displayed in random order on a computer screen. The
filenames could be displayed in groups of either two, three or four, with the program waiting after each group until a
key was pressed before displaying the next group. The computer was equipped with a Hal screen-reader and an Apollo
II speech synthesiser. The Hal/Apollo combination was set to its default values, and no attempt was made to adjust its
intonation or pausing.
Eighteen sighted undergraduate students took part in the experiment. All had at least some knowledge and experience
of computers. Each subject sat at a table with the speech synthesiser directly in front of them, the computer keyboard
nearby and a pad of paper to hand. They were told that nothing would happen until they struck a key on the computer
keyboard, after which they would hear one group of filenames. They were asked to listen to each group until the voice
finished speaking and then write down whatever they could remember of the speech. They could then strike a key to
hear the next group whenever they were ready. They were allowed a few practice trials (using a different set of
filenames) and were then asked to start the recorded trials.
The eighteen subjects were divided into three groups of six. Every subject heard all 48 filenames, but the first six
subjects heard them presented in pairs, the second six heard them presented in groups of three, and the final six heard
them presented in groups of four.
The filenames written down by the subjects were compared with the contents of a file generated by the program and
the number of correctly-recalled filenames noted. Many of the filenames written down by the subjects were incorrectly
spelt, but where they were phonologically identical to the spoken string they were counted as correct.
Number of filenames in
group
2
3
4

Percentage of filenames correctly
recalled
76.7%
49.7%
20.5%

Table 1 Percentage of DOS-style filenames correctly recalled
when presented through synthetic speech in groups of 2, 3 or 4.
The results of this experiment are shown in Table 1. It can be seen that even when the subjects heard only two
filenames at a time they recalled on average only 76.7% of them correctly. When the filenames were presented in
groups of three the recall rate dropped to below 50%, and when the filenames were presented in groups of four the
recall rate was only just over 20%. The results were analysed using the Johnkheere trend test and it was found that
these results are significant (p < .01), indicating that the fall in recall rates with increasing group size was directly
related to the change in group size.
These results suggest that rendering lists of filenames directly into speech - as current speech adaptations for blind
people do - places considerable demands on the user.
<-- Table of Contents

Recall and Recitation of Lists
It has long been recognised that organisation aids memorisation and learning, and that human beings strive to identify
patterns and meaning in any information presented to them. Bartlett recognised this when he coined the phrase "Effort
after meaning" to describe the way in which subjects performing many different tasks seek to organise data in order to
make it more memorable and easier to work with [Bar32]. Other work has demonstrated clearly that this principle
applies to spoken information too (for example, [Jen52]; [Tul66]; [Bow69]; [Bro78].
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An experiment was conducted in order to establish what kinds of organisation might aid the recall of a spoken
directory-listing. A group of subjects were given a number of pieces of card, each of which contained the name of an
imaginary file. They were asked to sort the cards into any order they liked, memorise them, and then recite the
filenames from memory into audio recording equipment. Sixteen DOS-style filenames were used. They are listed in
Table 2.
Eight sighted subjects took part in the experiment. All were undergraduate students and all had at least some
experience of using computers. Most were regular users of wordprocessing packages running under DOS or Windows
on PC-compatible computers.
FILESORT . EXE
FILESORT . OBJ
YELLOW . EXE
GREEN . EXE
MAIL . NEW
THESIS . DOC
THESIS . BAK
REVIEW . TXT

FILESORT . C
FILESORT . H
BLUE . EXE
RED . EXE
MAIL . OLD
THESIS . OLD
NOTES . DOC
NORMAL . EXE

Table 2 The sixteen DOS-style filenames which subjects were
asked to arrange in order and then recite from memory.
The cards containing the filenames were shuffled thoroughly before each trial. The subjects were allowed as much
time as they needed to sort the filenames and memorise them. No hints of any kind were given, and when any of the
subjects asked questions they were told to do whatever they felt appropriate. Once subjects had memorised the list they
were asked to recite it aloud, at their own pace, into a microphone which was connected to recording equipment. They
were told that the aim was to recite the directory lists in such a way that they would be easily understood by a blind
person who needed to learn the contents of the directory. When the recording was complete, subjects were asked what
conscious decisions they had made regarding the ordering of the filenames and invited to comment on the process of
memorising and recalling the filenames.
The recordings were transcribed and the order in which each subject had recited the filenames was noted. Filenames
which were recalled incorrectly or forgotten entirely were noted down. The detailed results are given in [Pit96].
The speaking style used by the subjects was also analysed. For each spoken syllable, a subjective estimate was made of
the relative pitch compared with the syllables which preceded and followed it. The length of the pauses was estimated
and in some cases timed using a stop-watch. Having identified a number of trends in the data, a few of the recordings
were examined in more detail using a CDP workstation. This is a sound-processing system which includes routines to
determine the fundamental pitch and harmonic composition of sounds and to allow the extraction of timing data.
Analysis of the results produced a number of findings:
1. Subjects tried to organise ALL the filenames into groups. Subjects sorted the majority of the 16 filenames
into a small number of groups (typically four) and made considerable efforts to avoid leaving any items
unsorted. Whilst some of the filenames were obviously related to one another (for example, the four which
included the names of colours), others had no apparent relationship to any other filename. In spite of this
subjects often grouped apparently unrelated filenames together and reported using linking attributes which were
often abstract and highly personal. For example, one subject grouped the filename NOTES.DOC with the four
files having colours in their names, using as a linking attribute an image of a toy piano with coloured plastic
keys (hence "notes").
2. Items were grouped by filename where possible, and failing that, by extension. All the subjects placed the
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four filenames which included the names of colours into one group, the four filenames which included the string
"filesort" into another group, and the three filenames which included the word "thesis" into a third group.
Although a number of these filenames could also have been grouped by their extensions (for example,
FILESORT.EXE, GREEN.EXE, etc.) none of the subjects did this. It appears that subjects preferred to group
filenames using the string before the extension, and only used the extension when no other meaningful link could
be found.
3. Subjects generally recalled the largest groups first, followed by progressively smaller groups. With one
exception, the first group recalled by each subject was either the group of filenames based on colours or the
group with the shared string "filesort". These were also the largest of the groups, usually containing four
filenames each. Most subjects then went on to recall the three filenames which share the word "thesis", followed
by one or more pairs of filenames.
4. Filenames which could not be fitted into a group were presented last. These filenames were more likely to
be forgotten or recalled incorrectly than any of the grouped filenames.
5. Subjects attempted to find mnemonic links between groups. Although the groups were generally presented
in order of size (see above) some subjects reported that they had consciously ordered the groups so that there was
a link from one to the next. For example, one subject grouped together the three filenames which included the
word "thesis" and placed the filename THESIS.OLD as the last of the three, using this as a mnemonic link to the
filename MAIL.OLD which formed the first item of the next group. Similarly, some subjects placed the filename
FILESORT.EXE either at the beginning or end of the group of filenames including the word "filesort", and used
this as a mnemonic link to the group of files having colour names and .EXE extensions.
6. Prosodic structuring was clearly apparent in the subjects' recital of the lists. Every subject placed
significantly longer pauses between successive groups of filenames than between the filenames within a group.
The pauses placed between groups were invariably at least twice as long as those within groups and in some
cases were five times as long or even more (although some of the longer pauses may have resulted from
difficulties in recall rather than being intentional prosodic effects).
All of the subjects used intonation to emphasise the grouping of the filenames. The pitch range varied
considerably from subject to subject, as did the precise pattern of intonation used, but all showed at least the
basic features of a rise in pitch at the start of each group and a fall in pitch at the end. Within groups, subjects
appeared to be using pitch to indicate which parts of filenames were shared by several items and which were
unique. For example, when reciting the group of filenames based on colours, all the subjects intoned the repeated
phrase "dot exe" at a lower pitch than the names of the colours.
These results suggest that organisation is, as expected, an important aid in the recall of filenames, and that quite simple
forms of organisation can be helpful in the memorisation of filenames. Some of the linking attributes used by the
subjects (such as the linking of colour names with "normal" or "notes") were highly subjective and could not easily be
incorporated into a set of rules. However, other forms of organisation used by the subjects could easily be
implemented in software, for example, the grouping of filenames which share a common string.
The high degree of consistency in the prosodic structures used by the subjects suggests that prosody is also important.
The prosodic features observed - notably the use of pitch and pausing to delineate groups, and the use of pitch to
distinguish between recurring and unique elements within groups - are broadly in line with what we might expect in
the light of previous linguistic research findings.
The tendency of speakers to divide strings of speech into shorter sections marked by pausing and pitch changes has
been widely noted and studied. Analysis has shown that the pitch of the voice usually rises fairly rapidly at the start of
a clause, declines slowly throughout the clause, and then falls sharply at the end. Among the first to identify this
pattern were 't Hart & Cohen ['tHa73] who christened it the 'hat' pattern on account of its shape. Where several clauses
follow one another to form a sentence, the pattern is repeated for each clause but with a steady reduction in the
average pitch of successive clauses. A number of studies (for example, [Nak78]; [Str78]) have shown that this rise and
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fall in pitch helps the listener segment the speech stream into phrases, and that missing or inappropriate pitch cues
increase the time required to assimilate the speech and/or increase the likelihood of errors.
The use of pitch to indicate which parts of filenames were shared by several items and which were unique corresponds
with the distinction between 'new' and 'given' information in speech. This distinction was identified by, among others,
Halliday ([Hal63], [Hal67a], [Hal67b], [Hal70]). Drawing upon extensive analyses of recorded speech, he argued that
intonation is used not only to indicate the boundaries between spoken clauses but also to indicate the position of the
most important information within each clause. According to his analysis, each clause contains one item of information
which the speaker regards as being important because it is 'new' to the listener. Intonation is used to indicate the
position of this item. Halliday uses the term pitch-prominence to describe the marking of 'new' information in this
way.
In the light of these research findings and the results obtained from the experiment, it appears likely that organising a
list of filenames into suitably-defined groups and using prosodic cues to highlight this organisation will make it easier
for a listener to assimilate the information. It also seems likely that dividing a list of filenames into smaller groups and
allowing users to explore the list using keyboard commands will in itself make the list more memorable. Baddeley
notes that performing any action while exploring a list tends to enhance recall (Baddeley, 1993). He suggests that this
is because the association between the action and the response produces a richer memory trace which is easier to
recover. Therefore we might expect that making individual or small groups of items available in response to keyboard
actions will make them more memorable than the same items heard as a continuous list without intervention from the
user.
<-- Table of Contents

Investigating the Role of Prosodic Structure and New/Given Information
in the Recall of Filename Lists
The use of prosody in natural speech has been extensively analysed and documented and its importance in speech
perception is widely recognised. However, the role played by individual features of prosody in speech perception is
still under investigation, and there is little information to guide the designer who wishes to add effective prosody to
synthetic speech. A further problem is that most current speech-synthesis systems offer fairly limited prosody - control
of pausing and rhythm is generally adequate but the range of discrete pitch levels which can be synthesised is often
small and there is usually little scope for applying appropriate pitch-contours to individual syllables. In view of this,
one might ask whether adding prosody to synthetic speech is of any real value: is it likely that crudely-implemented
prosody based upon incomplete models of natural speech will be of benefit to the user?
Another issue of concern in this particular case is that of repetition. Lists of filenames represent a slightly unusual case
in that they may contain a high percentage of repeated elements. Is it enough to mark these (through pitch) as 'given'
information, or might it be better to remove them altogether? For example, given the list:
PAPER.OLD
PAPER.DOC
PAPER.RTF
one could recite it in full with the extensions emphasised through pitch, e.g.:
paper dot old, paper dot doc, paper dot rtf
or one could remove the repeated string 'paper' and recite the list as:
paper dot old, dot doc, dot rtf
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making it clear through prosody that the three extensions share the same prefix string.
An experiment was conducted to find out how recall of a group of filenames is affected by the presence or absence of
prosody and by the repetition of 'given' information. Eight subjects were presented with lists of filenames in the form
of synthetic speech and asked to recall as many of the filenames as possible. Two conditions were tested. In the first,
filenames were presented in full with no added prosodic variation. In the second, repeated 'given' information was
removed and prosody was added.
For the purposes of the experiment, a program was written which selects pre-defined groups of filenames at random
and sends the filename-strings to a speech-synthesiser, adding prosody where necessary. The prosody was generated in
accordance with the following rules:
Each filename is treated as a separate clause, in which the 'new' information (e.g., 'EXE') is presented at a
higher pitch than the 'given' information (e.g., 'dot').
Successive 'new' syllables are alternately pitched high and low (although all are pitched higher than the
associated 'given' syllables) mimicking the rise and fall often associated with lists in natural speech.
Each group of filenames is treated as a separate sentence characterised by steadily declining pitch. The 'new'
information in the first clause is presented at the highest pitch, after which there is a steady fall in the average
pitch of successive clauses and a reduction in the pitch-interval between the lowest pitch (that of the 'given'
information) and the highest pitch (that of the 'new' information).
The rhythm is arranged such that the first (usually the only) syllable of each item of 'new' information falls on
a regular strong beat.
The speech-synthesiser used was an Apollo II, as in the earlier experiment. Under the 'added prosody' condition, text
strings were sent as separate syllables interleaved with pitch commands, and the timing of each syllable was controlled
by the program. Under the 'no added prosody' condition, output was written direct to the computer screen from where
it was copied to the Apollo by a Hal screen-reading program. The Hal/Apollo combination was set to its default values,
and no attempt was made to adjust its intonation or pausing.
One hundred DOS-style filenames were used in the experiment. They were divided into twenty groups of filenames
comprising four groups each of three, four, five, six, and seven. Each group was different from the others, but within
each group all the filenames were identical except for the extension. Each subject heard 50 filenames (two groups each
of three, four, five, six, and seven) under each condition.
The procedure for the experiment was as follows. Each subject sat at a table with the speech synthesiser directly in
front of them, the computer keyboard nearby and a pad of paper to hand. They were told that nothing would happen
until they struck a key on the computer keyboard, after which they would hear one group of filenames. They were
asked to listen to each group until the voice finished speaking and then write down whatever they could remember of
the speech. They could then strike a key to hear the next group whenever they were ready. They were allowed a few
practice trials (using a different set of filenames) and then started the recorded trials. When they had finished they were
asked to record their impressions of the difficulty of the task using a questionnaire based upon the NASA TLX (Task
Load Index). The TLX comprises a small number of scales upon which subjects can be asked to indicate their
subjective impression of various aspects of task load. The researchers who developed the TLX compared a large
number of possible subjective scales but found that many of them produced scores which showed high correlations,
suggesting that they were sampling the same impression. The scales included in the final version of the TLX were
found to measure separate aspects of task load and to be both robust and sensitive. The TLX is described in detail in
[Har88].
Once the subjects had completed the procedure under one condition, they were asked to repeat the task under the other
condition. Upon completion, they were again asked to complete TLX questionnaires. They were also asked to indicate
which of the two conditions they had found most pleasant to use by rating them on a single scale: the scale was
marked from -10 to +10 with a score of zero indicating no preference.
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The order in which subjects undertook the two conditions was varied so that half the subjects undertook them in one
order while the other half undertook them in the reverse order. The two different sets of filenames were each presented
under one condition for half the trials and under the other condition for the other half of the trials, thus ensuring that
any differences in the inherent memorability of the filenames did not bias the results.
The filenames written down by the subjects were compared with the contents of a file generated by the program, and
the number of correctly-recalled filenames noted. Many of the filenames written down by the subjects were incorrectly
spelt, but where they were phonologically identical to the spoken string they were counted as correct. The percentage
of filenames correctly recalled under each condition is shown in Table 3. The full results are given in [Pit96].
No. of
filenames in
group
3
4
5
6
7
Averages

Condition 1: new + given
information, no prosody added
81.3%
70.0%
72.9%
48.2%
46.9%
63.9%

Condition 2: new
information only, prosody
added
84.4%
67.5%
68.75%
58.93%
50.0%
65.9%

Averages
82.9%
68.8%
70.8%
53.6%
48.5%

Table 3 Percentage of filenames recalled when spoken either in their entirety without
prosodic variation, or with given information removed and timing and intonation cues
added.
The first point to note from these results is that organisation into sorted groups clearly aids recall of filenames. This
can be seen when the results obtained in this experiment are compared with those obtained in the experiment described
in Section 2 (see Table 4). In that experiment, the highest recall rate obtained was only 76.7%, and that occurred when
there were only two filenames in each group. In this experiment a higher recall rate - 82.9% (averaged across the two
conditions) - was obtained even when there were three filenames in each group. Comparing groups of the same size
shows dramatic differences. In this experiment the recall rate dropped only to 68.8% with groups of four filenames,
whereas the recall rate for groups of four unrelated filenames in the earlier experiment was just 20.5%.
While organising the filenames into groups clearly had a significant effect on recall, the introduction of prosody and
the removal of given information seems to have had a smaller effect. It can be seen that there is little pattern to the
differences between the figures for the smaller group sizes in Table 3. However, condition 2 produced higher recall
rates with group sizes of six and seven filenames. In order to determine if any of the differences are significant, the
results were analysed using a related-measures t-test. The score obtained for each group size under condition 2 was
compared with the result obtained for the same group size under condition 1. The lower group sizes show no
significant differences, but the difference in the results obtained with groups of six filenames is significant (p < .05).
The difference obtained with groups of seven filenames shows a strong positive value but falls slightly short of the
figure needed for significance.
No. of filenames in group
2
3
4
5
6
7

Mixed groups
76.7%
49.7%
20.5%
-
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Table 4 Percentage of filenames recalled when presented either in mixed groups (no
shared elements present) or in sorted groups (all filenames share a common element).
The TLX scores shown in Table 5 reveal a clear preference for the condition in which the filenames were presented as
new information only with prosody. The scores for mental demand, effort expended, time pressure and frustration are
all higher under the condition in which all information was presented without prosody (although the difference in the
case of time pressure is very small) while the performance score is lower under this condition.
In order to determine if any of the differences are significant, the results were analysed using a Wilcoxon test. The
score obtained for each TLX parameter under condition 2 was compared with the result obtained for the same TLX
parameter under condition 1. This analysis shows that the reduction in time pressure was not significant and neither
was the improvement in the performance score. However, the reductions in mental demand, effort and frustration were
all found to be significant (p < .025).

TLX Parameter
Mental Demand
Effort
Time Pressure
Frustration
Performance
Averages

Condition 1: new + given
information, no prosody
added
7.5
5.0
6.0
6.5
2.5
5.5

Condition 2: new
information only,
prosody added
6.4
4.2
5.8
5.3
3.3
5

Averages
6.9
4.6
5.9
5.9
2.9

Table 5 Subjects assessments of task load when asked to recall filenames spoken either
in their entirety without prosodic variation, or with given information removed and
timing and intonation cues added.
These results are backed up by the score for overall preference. When asked to indicate their preference for one of the
two conditions on a continuous scale, a majority of subjects indicated that they preferred the condition in which the
filenames were spoken as new information only with prosody. One subject indicated no preference either way and one
preferred the other condition. The overall result was a score of 2.5 for the condition in which the filenames were
spoken as new information only with prosody.
These findings support the view that adding appropriate prosody and removing given information reduces the amount
of effort required on the part of the listener, and may also aid recall for some types and sizes of presented string.
<-- Table of Contents

Designing an Improved Directory-Listing Command for Speech Output
The findings from the experiments described above were used to design a program which presentslists of DOS-style
filenames through synthetic speech and non-speech sounds. This program was designed as a direct replacement for the
standard DOS DIR command and forms part of DOStalk, a replacement DOS shell for blind computer-users (see
[Pit96]). It was designed with the following principles in mind:
The filenames should be sorted into groups of items which share common attributes.
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The groups should contain a maximum of six filenames and preferably fewer.
The groups should be structured into a hierarchy.
Users should be able to explore the structure interactively, moving quickly and easily from group to group and
between different levels of view.
Sound cues should be provided to remind the user where they are within the structure at each stage of
exploration.
The speech should exclude redundant information wherever possible and should use appropriate rhythm and
prosody to indicate the positions of the most important information.

Sorting Routines
As noted earlier, some of the linking attributes used by the subjects were highly subjective and cannot easily be
incorporated into a set of rules. However, other forms of organisation can easily be implemented in software, for
example, grouping of filenames which share a common string, grouping of names by full filename first and then by
extension, and the placing of groups in decreasing order of size and importance with filenames which do not fit into
any of the groups left to last.
A routine was written which sorts filenames and groups together those which share a common string of characters. A
number of tests were conducted to find out the optimum length of string two filenames should share in order to be
classed as members of the same group. It was found that, for DOS-style filenames with up to eight characters before
the extension, the best results are produced when a string of at least four characters is required for a match. Using
shorter strings tends to group together filenames which share common letter sequences (for example, 'th' or 'ion') but
have no functional relationship to one another. Using longer strings fails to group together some filenames which do
have a functional relationship. The routine was written in such a way that the number of characters required for a
match could be varied. This made it possible to perform an initial grouping exercise using four-character strings and
then, if the resulting group exceeded a certain size, to sort again using more stringent criteria in order to divide the
group into two or more sub-groups. Further routines were written to sort extensions into those containing alphabetical
characters, those containing numerical characters, and those containing a mixture of the two.
These routines were combined to produce a file-sorting program which uses a three-stage process:
1a

Any filenames which share a string of four or more characters are placed in a group. For example,
SORTING.C, SORTING.EXE, NEWSORT.C and NEWSORT.EXE would be placed in one group since
they all share the string 'SORT'.

1b

Filenames grouped at stage (1a) are further sorted and any which share the same full filename (all eight
characters prior to the extension) are placed into sub-groups. For example, SORTING.C and
SORTING.EXE would be placed into one sub-group while NEWSORT.C and NEWSORT.EXE would be
placed in another.

1c

Within each sub-group, the filenames are further sorted into those which have purely alphabetical
extensions, those with numerical extensions and those with alpha-numeric extensions. These are placed into
separate sub-sub-groups within which they are placed in order, first by length (i.e., a .C extension would
come before a .EXE extension) and then alpha-numerically.

Stage 1 is repeated until no more groups of filenames can be found which share the same string of four or more
characters.
2

If any filenames remain, they are sorted by extension. Filenames which share the same extension are placed
into a group. They are then placed in order, first by length of filename and then alphanumerically.
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Stage 2 is repeated until no more groups of filenames can be found which share the same extension.
3

Any filenames which were not grouped at (1) and (2) are sorted into two groups, one containing filenames
with extensions and the other containing filenames without extensions. They are then placed in order, first by
length of filename and then alphanumerically.

If at any stage a group is formed which contains more than five filenames, it is split into two or more sub-groups of
approximately equal size. When all the filenames have been grouped, a search is carried out to see if any of the groups
contain just one or two filenames. If such groups are found, an attempt will be made to find another sub-group of the
same parent group which also contains a small number of filenames and the two groups will, subject to certain
restrictions, be recombined.
Thus the effect of the sorting operation is to yield a set of groups, each of which contains filenames which share
certain characteristics, and each of which holds not more than five filenames and (normally) not less than two.
Having completed this operation on the files in a directory, the program, will repeat the process with any subdirectories it finds.

User Interface
Once the program has sorted the files and the sub-directories in the manner described above, it can provide
information to the user in various forms. The information can be viewed at four different levels which are accessed
using the cursor keys. Movement up and down between the different levels is achieved using the CURSOR UP and
CURSOR DOWN keys, while horizontal movement at each level is achieved using the CURSOR LEFT and CURSOR
RIGHT keys.
1st Level. On entering the program, the user automatically receives a summary of the contents of the directory.
This consists of a statement of the number of files and sub-directories within the directory, for example:
"fourteen files and six sub-directories".
Following this automatic response, presses of the CURSOR LEFT or CURSOR RIGHT keys will cause the
program to state either the number of files or the number of sub-directories, for example:
"fourteen files" or "six sub-directories"
Repeated presses of the CURSOR LEFT and CURSOR RIGHT keys will cause the program to toggle between
the two states, selecting either files or sub-directories. Pressing the CURSOR DOWN key will cause the
program to move down to the next level and begin presenting either the file or sub-directory groups and names,
depending upon which has been selected.
Since this is the top level, pressing the CURSOR UP key will produce a brief error tone.
2nd Level. At the second level, the program lists the matching strings which define the groups. These will be
strings of four or more characters or extension strings which are shared by several file or sub-directory names.
Thus on arriving at this level the user will be met with a response such as:
SORT
ESSAY
REPORT
.TXT
If there are more than five groups, the program will only display a few at a time. The others can be heard by
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using the CURSOR LEFT orCURSOR RIGHT keys, or the same group can be heard again by pressing the
Repeat key, F1.
If there are any file or sub-directory names that have nothing in common with others (i.e., they were grouped at
stage 3 in the description of the sorting routines, above), the program will indicate this by using non-speech
tones after the last group string. A brief tone (approximately 75 milliseconds in duration) will be sounded for
each remaining name. If the number of remaining names exceeds five, the five non-speech tones will be
presented with echo added and the last tone will be sustained, thus conveying the impression that there are more
files or sub-directories than can be indicated by discrete tones.
Pressing the CURSOR DOWN key will cause the program to move down to the next level, selecting whichever
group was last spoken (or is currently being spoken). Pressing the CURSOR UP key will return the program to
the top level.
3rd Level. At the third level, the program lists individual groups of file or sub-directory names. On arriving at
this level the user will be met with a response such as:
ESSAY . OLD
ESSAY . TXT
ESSAY . DOC
Other groups can be heard by using the CURSOR LEFT or CURSOR RIGHT keys, or the same group can be
heard again by pressing the Repeat key, F1.
Pressing the CURSOR DOWN key will cause the program to move down to the next level, selecting whichever
file or sub-directory name was last spoken (or is currently being spoken). Pressing the CURSOR UP key will
return the program to level 2 where the group matching strings are listed. If the number of groups is such that
they have to be presented in several lists at level 2, pressing the CURSOR UP key automatically returns the user
to the list which contains the current group.
Pressing RETURN at this level causes all the files or sub-directories in the group to be selected for use in
subsequent commands. The selected items can then be specified using the token '$1'. Thus, for example, a group
of files can be selected and subsequently deleted or copied without the user having to explicitly type in their
names. This avoids the problem, inherent in speech-based interfaces, of having to guess how an item that has
been heard is spelt.
4th Level. At the bottom level, the program lists individual file or sub-directory names. On arriving at this level
the user will be met with a response such as:
ESSAY . OLD
Other file or sub-directory names can be heard by using the CURSOR LEFT or CURSOR RIGHT keys, or the
same name can be heard again by pressing F1.
Pressing the CURSOR UP key will cause the program to return to level 3 where the names of all the items in the
group are listed. If there is more than one group, pressing the CURSOR UP key automatically returns the user to
the group which contains the current file or sub-directory name.
Pressing RETURN at this level causes whichever file or sub-directory name was last spoken (or is currently
being spoken) to be selected for use in subsequent commands. The selected item can then be specified using the
token '$1'. Thus, for example, a filename can be selected and subsequently deleted or copied without the user
having to explicitly type its name.
Since this is the bottom level, pressing the CURSOR DOWN key will produce a brief error tone.
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At each level the information 'wraps around', so using the CURSOR LEFT or CURSOR RIGHT keys to move
repeatedly in either direction will cause the program to display all the information available at that level and then
return to the starting point.
An important feature of the improved directory-listing command is that the sorted information it contains is structured
hierarchically. At the top level the user can choose to explore either the files or sub-directories within the current
directory. Having chosen one of these paths, the user can then explore the information at a high level and, if a group of
interest is found, move rapidly down the hierarchy until an individual file or sub-directory within that group is located.
Pressing any of the CURSOR keys immediately terminates any operations being performed at the current level and
mutes any associated speech.
Each time the user moves up or down a level, a brief non-speech tone sequence is used to indicate the new level. Each
level has a unique pitch assigned to it, the four pitches being:
Top Level:
Second Level:
Third Level:
Bottom level:

C above middle C
G above middle C
E above middle C
Middle C

For movements upwards through the four information levels, middle 'C' is sounded first for 100ms, followed by the
appropriate tone for the new level, also for 100ms. Thus the user hears a pair of tones which ascend in pitch. For
movements downwards through the four information levels, 'C' above middle 'C' is sounded first followed by the
appropriate tone for the new level. Thus the user hears a pair of tones which descend in pitch. Again, both tones sound
for 100ms.
Pressing F1 at any time whilst using the program causes it to repeat the last item spoken, and pressing the SPACE key
mutes any speech. The ESCAPE key exits the directory-listing command and returns the user to the DOStalk prompt.

Speech Outputs
The improved directory-listing command structures its speech output in different ways at each level.
At the top level, the command merely produces the statements " files" and " sub-directories". These are spoken in full
with the number identified as new information through pitch prominence.
At the second level, the matching strings which identify the groups are presented. These strings are spoken in their
entirety, using a different voice to the one used at the other levels and presenting the speech at a higher average pitch.
This is done to emphasise the fact that these strings merely identify groups and are not themselves file or sub-directory
names. Since the groups are normally listed a few at a time, they are given an overall intonation curve which rises
sharply during the first string and falls gradually as each successive string is spoken. The pausing is arranged so that
successive strings are spoken at brisk but regular intervals, thus giving them a rhythm in which each string falls on a
strong beat.
At the third level, file or sub-directory names are presented in groups. The way in which the names are spoken
depends upon the nature of the group.
Groups of filenames which share the same complete filename (before the extension) are presented with the
first filename spoken in full but with only the extensions of subsequent filenames spoken, for example,
es - say
old,
new,
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doc
The filename and the individual extensions are given pitch prominence while the spoken words 'dot' are not. The
pausing is arranged so that successive extensions are spoken at regular intervals, thus placing them on strong
beats of the rhythm.
Groups of filenames which share the same string of four or more letters are pronounced in full with the new
information (a) marked by pitch prominence and (b) appearing at regular intervals so as to form a distinct
rhythm, for example,
es - say dot
es - say one dot
new es - say dot

doc,
doc,
doc,

Groups of filenames which share the same extension but have different filenames are spoken in full with the
filenames marked by pitch prominence and placed on the strong beats of the rhythm, for example,
es - say dot
fig - ures dot
pic -tures dot

doc,
doc,
doc,

Groups of filenames which share no features at all are spoken in full with the both the filenames and the
extensions marked by mild pitch prominence and placed on the strong beats of the rhythm. Thus only the 'dots'
are presented as given information.
In addition to signalling the positions of new and given information within the filenames, intonation is used in all four
types of group to link the items together. The pitch rises sharply at the beginning of the group and then declines
gradually before falling quite sharply again at the end. This follows the pattern discussed in Section 4.
<-- Designing an Improved Directory-Listing Command for Speech Output
<-- Table of Contents

Evaluation of the Improved Directory-Listing Command
In order to evaluate the improved directory-listing command, a group of subjects were asked to perform a task
involving file identification, copying and deleting. The task was performed using both the improved directory-listing
command operating within the DOStalk shell, and the DOS operating system accessed through a Hal screen-reader.
Hal incorporates facilities to scan lists and other textual information sequentially or by means of search strings, but it
does not attempt to reorganise the information provided by the operating system and it does not provide prosodic cues
which reflect information content.

Experimental Design
Subjects were presented with a directory structure which comprised a main directory and three sub-directories. The
sub-directories contained files with four different filenames and with extensions which were either .OBJ, .EXE, or a
two-digit number (for example, .01).
Subject were told that the sub-directories contained the files associated with a programming project. It was explained
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that the four different filenames represented four different code modules within the project, and that the files with
numerical extensions were different versions of the source code. Their task was to find the most recent (i.e., highest
numbered) version of the source-code for each module and copy it into a new directory.
Eight subjects took part in the evaluation. All were undergraduate students with experience of DOS. A within-subjects
design was used because it was felt that this would be more sensitive to differences between the two conditions,
particularly when using a comparatively small number of subjects. Thus each subject undertook the task once using
DOS/Hal and once using DOStalk and the improved directory-listing command. Two different sets of files and subdirectories were used so that subjects would not be able to use knowledge gained under one condition when
performing under the other condition. The two file sets contained the same number of sub-directories and the same
overall number of files, but the names used for the sub-directories and files were different and the number of files in
each sub-directory and the balance between numerical and other extensions differed. Each file set was used with
DOStalk for 50% of the trials and with DOS/Hal for the other 50% to ensure that any differences in the inherent
memorability of the filenames did not bias the results. The order in which subjects undertook the two conditions was
also varied so that 50% of the subjects used DOS/Hal followed by DOStalk while the other 50% undertook the two
conditions in the reverse order.

Procedure
Subjects sat at a table with the computer monitor and keyboard directly in front of them and two small loudspeakers
positioned one on either side of the monitor.
With the computer monitor turned on and with no accompanying speech, the task was demonstrated using a set of files
and sub-directories similar to the two sets prepared for the evaluation but differing in detail from both of them. This
continued until the experimenter was satisfied that the subject fully understood the task.
The subject was then given a demonstration of Hal or DOStalk and the improved directory-listing command
(depending upon which condition was to be undertaken first) and invited to practice using the dummy file set. A sheet
containing a brief summary of the commands available in each system was provided. The computer monitor remained
on for the initial part of this practice, but after a while the subject was asked to practice with the monitor switched off,
using the sounds only. The subject was shown the volume control for the speech synthesiser and, when using DOStalk,
the independent volume control for the non-speech sound card, and invited to set these to whatever levels were found
most comfortable.
When both the subject and the experimenter were satisfied that the subject had received sufficient practice using the
system, the trial began. The experimenter set-up the system to use the chosen set of files and sub-directories, checked
that no information was visible on the monitor screen, and placed the 'crib-sheet' of commands in a prominent position.
The subject was then invited to begin the task. The experimenter began timing the trial from the moment the subject
pressed the first key.
During the timed period the experimenter remained on hand to provide help if the subject encountered difficulties. Any
help provided was confined to explaining the operation of commands or suggesting steps that might be taken to resolve
a difficulty. At no time did the experimenter convey or confirm information on the state of the system, the contents of
the sub-directories, or any other matter relating to the data being manipulated as part of the task.
When, in the judgement of the subject, the task had been completed, the experimenter noted the elapsed time and
saved details of the final system state.
The experimenter then asked the subject to complete a TLX questionnaire. After this the subject was allowed a short
break, if desired, before moving onto the second condition.
When the subject felt ready, the experimenter ran the evaluation again under the second condition. This was
undertaken in the same way as for the first condition. The subject was shown the system, allowed to practice using it,
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then asked to undertake the timed trial. Upon completion, the subject was asked to complete a TLX questionnaire,
recording subjective impressions of the task under the same headings as before.
Finally, the subject was asked to indicate degree of preference for one or other system by placing a mark on a scale
which ran from 10 to 10, with 0 in the middle. Scores on the left side of the scale indicated a preference for DOS
adapted through Hal while scores on the right side of the scale indicated a preference for DOStalk and the improved
directory-listing command. A score of zero indicated no preference for either system.

Results
The principal findings from this study are shown in Table 6. It can be seen that subjects performed the task
significantly faster when using DOStalk and the improved directory-listing command than when using the standard
DOS shell adapted through Hal. They also expressed a strong preference for DOStalk.
DOStalk

DOS/Hal

10.39

24.12

Average task-completion
time (in minutes)
Overall Preference

7.8

Table 6 Task completion times, error rates and overall preference
scores obtained from the comparison of DOStalk against
DOS/Hal.
All the subjects performed the task faster using DOStalk and the improved directory-listing command than using
DOS/Hal, and all indicated an overall preference for DOStalk over DOS/Hal. A majority of the subjects gave DOStalk
an overall rating of 8, 9 or 10, although a few gave lower ratings and this brought the average figure down slightly.
The detailed results are shown in [Pit96].
The subjects' preference for DOStalk and the improved directory-listing command is reflected in the TLX scores
(Table 7) which show a very clear trend. Subjects reported less frustration, less time pressure and less effort expended
when using DOStalk, and also gave themselves higher performance ratings. In some cases, for example pressure of
time, the difference between the scores for DOStalk and DOS/Hal exceeded 2:1. All of these results are significant.
The only exception is mental demand, which was scored low under both conditions and showed no significant
difference. The detailed results are shown in [Pit96].
TLX Parameter
Mental Demand
Effort
Time Pressure
Frustration
Performance
Averages

DOStalk
1.8
4.0
3.9
6.8
7.8
4.9

D OS/Hal
2.4
7.2
8.2
8 .7
5 .3
6.4< /center>

Averages
2.1
5.6
6.1
7.8
6.6

Table 7 TLX scores recorded by subjects taking part in the
evaluation of the Improved Directory-Listing Program.

Discussion
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A few points need to be made regarding these findings. The first is that Hal is an adaptation, designed to be used in
conjunction with a wide range of different software. It cannot be expected to correct all the ills of a bad interface in
the same way a one-off, purpose-designed program can. Similarly, DOS itself was never intended to be used by blind
people. Thus it is not surprising that a program designed from the outset with speech interaction in mind should
perform better than an adaptation.
Another factor which should be taken into account is the subjects' lack of familiarity with synthetic speech. During the
evaluation, subjects often ran into problems because they could not understand the synthetic speech and hence had
difficulty spelling filenames they wished to copy. This problem affected the DOS/Hal combination far more than
DOStalk and the improved directory-listing command because, as described earlier, the directory-listing command
allows users to select filenames and then make them the subject of another operation.
It should be noted that the task-completion times recorded in this experiment are very long compared with those which
might have been expected had the task been carried out using visual feedback. An experienced computer user faced
with the same task in a visual environment would probably have taken at most a minute to identify the four most
recent file v ersions and copy them to a new directory. The much longer task-completion times recorded here reflect
both the difficulty of using speech feedback and the subjects' lack of familiarity with synthetic speech interfaces in
general and with these interfaces in particular. Unfortunately, it is not possible on the basis of these findings to assess
the relative contribution of these two factors, and therefore it is not possible to estimate how much more quickly the
task might be completed by an experienced user.
<-- Evaluation of the Improved Directory-Listing Command
<-- Table of Contents

Conclusions
In spite of the caveats raised in the discussion, there is strong evidence that the improved directory-listing command
was both easier and more pleasant to use than the standard DIR command made accessible through the DOS/Hal
combination. It is not possible without carrying out more experiments to determine to what extent this is due to the
organisation of files into groups, the use of prosody and other features of natural speech, or the inclusion of other
features such as the ability to select files and groups for use in subsequent operations. However, the magnitude of the
speed improvement and the clear trend observed in the TLX scores suggest that, taken together, these features can
significantly improve the usability of a speech-based interface.
In its present form, the approach used here is applicable only to DOS-style filenames. If this work is to be of practical
value, some means must be found of extending the technique to embrace other types of text-string. Some elements of
the present approach can be used with little modification, for example, the use of intonation to distinguish between
unique and repeated text elements. Many lists include items which have shared words or syllables which could be
distinguished in this way. However, the grouping rules would need to be vastly more flexible in order to cope with
other types of list. As was noted earlier, some of the strategies used by subjects in this study would be very difficult to
emulate in software. However, this does not necessarily mean that all the rules used in such instances would be
difficult to encode. It would be interesting to conduct a larger study in an attempt to find what other grouping methods
subjects employ, with the aim of identifying frequently-used strategies.
<-- Table of Contents
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Abstract
In order to support multiple real-time applications on a single platform, the operating system must provide Quality of
Service (QoS) guarantees so that the system resources can be provisioned among applications to achieve desired levels
of predictable performance. The traditional QoS parameters include fairness, delay, and throughput. In this paper we
introduce a new QoS criterion called cumulative service. The cumulative service criterion relates the total service
obtained by a process under a scheduling policy to the ideal service that the process would have accumulated by
executing on each resource at a reserved rate. We say that a scheuling policy provides a cumulative service guarantee
if the performance of the real system differs from the ideal system by at most a constant amount. A cumulative service
guarantee is vital for applications (e.g., a continous media file service) that require multiple resources and demand
predictable aggregated throughput over all these resources. Existing scheduling algorithms that guarantee traditional
QoS paramaters do not provide cumulative service guarantees. We present a new scheduling algorithm called MoveTo-Rear List Scheduling which provides a cumulative service guarantee as well as the traditional guarantees such as
fairness (proportional sharing) and bounded delay. The complexity of MTR-LS is O(ln(n)) where n is the number of
processes.

Keywords
Quality of service, cumulative service, resource reservation, scheduling algorithm
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Introduction
New multimedia applications, which require support for real-time processing, are pacing the demand for operating
system support for Quality of Service (QoS) guarantees. The desire to support multiple real-time applications on a
single platform requires that the operating system have the ability to provision the system resources among
applications in a manner that achieves the desired levels of predictable performance. Moreover, computer networks are
starting to provide QoS guarantees with respect to packet delay and connection bandwidth. These QoS guarantees are
of little use if they cannot be extended to the endpoint applications via operating system support for related QoS
parameters. Current general-purpose multiprogrammed operating systems do not provide QoS guarantees since the
performance of a single application is, in part, determined by the overall load on system. As a result many users prefer
to use stand-alone systems with limited dependency on shared servers to achieve some semblance of QoS by indirectly
controlling the system workload. Real-time operating systems are capable of delivering performance guarantees such
as delay bounds, but require that applications be modified to take advantage of the real-time features. Our goal is to
provide QoS guarantees in the context of a general-purpose multiprogrammed OS, without modification to the
applications, by giving the user the option to provision system resources among applications in order to achieve the
desired performance levels.
In this paper we introduce a new QoS parameter, which we call the Cumulative Service. Guaranteeing cumulative
service is vital for applications that require multiple resources and demand a predictable aggregate throughput over
these resources. We present a new scheduling algorithm, called Move-To-Rear List Scheduling (MTR-LS), for
allocating operating system resources, such as CPUs, disks, and network interfaces, among competing processes. We
show that MTR-LS provides strict guarantees regarding the cumulative service obtained by a process. MTR-LS also
provides guarantees for more traditional QoS parameters such as fairness and delay.
Our results are applicable to a general model of processes. However, for ease of exposition we define a process to be a
sequence of phases (Section 3) where each phase consists of a requirement from a particular system server. It is
assumed that neither the phase requirements nor the exact sequence of phases are known ahead of time. Our model
allows for new processes to dynamically enter the system and for processes to depart the system. Processes specify
their QoS requirements by providing a ``service fraction'' for each system resource. Admission control consists of
ensuring that the service fractions of new processes along with the service fractions of processes already in the system
do not exceed certain prescribed limits. Admission control is necessary if we are to provide delay and cumulative
service guarantees that are independent of the number of processes in the system.
Another feature of our work is that it deals with system services that have limited preemptability. For example, disk
I/O occurs in multiples of a basic block size and once a transfer is begun, the next scheduling event can not occur
before the transfer is complete. However, the granularity for CPU scheduling is taken to be arbitrary.
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Our cumulative service QoS parameter is new. The cumulative service criterion compares the total service
accumulation of a process at a server to an ideal service accumulation based on the service fraction of the process for
this server (we will use resources and servers, interchangeably). We say that a scheduling policy guarantees
cumulative service if the total service obtained over any time interval does not fall behind the ideal service
accumulation, based on the service fraction, by more than a constant amount. In our ideal system we assume that a
processes gets its specific service fractions of each of the resources without interference from other processes. This
corresponds to a processor sharing model in which the servers are not overbooked, i.e. the sum of the service fractions
at each server is not greater than one. Recall that we model processes as a sequence of phases where each phase
corresponds to a service requirement from a particular server. In spite of the fact that the delay incurred by a phase of
a process at one server is propagated to subsequent phases of the process at the same server and other servers, we will
show that the MTR-LS policy provides a cumulative service guarantee over every interval of time.
The QoS parameters supported by many existing scheduling algorithms include proportional sharing of the CPU
among competing processes and delay bound guarantees [8, 11, 5, 10]. However, they do not support a cumulative
service guarantee since neither fairness nor delay bounds are sufficient to provide a cumulative service guarantee.
Informally, guaranteed cumulative service means that the scheduling delays encountered by a process on various
resources do not accumulate over the lifetime of the process.
The cumulative service criterion is essential for providing aggregate service for applications that require the sequential
use of multiple resources such as CPU and disk. It is especially vital for such applications that act as services. A good
example is a continuous media (CM) file service, which shares system resources with other applications or services,
that itself is in a position to provide certain QoS guarantees to other applications. A typical implementation of a
streaming CM file service assumes that it can sustain a certain amount of disk I/O throughput. However, it also needs
CPU for tasks such as initiating disk requests, and managing its buffers, etc.
Example 1: To make our point, let us consider the following overly simplified CM server: 1) An entire disk drive with
an effective bandwidth of 40 Mbps and half of the CPU cycles are reserved for this service. 2) In between every 1 MB
of disk I/O, the CM server requires 1 ms of real CPU time to dispatch disk requests and manage the buffers. Since it
reserved half of the CPU, it expects that the execution time for each CPU phase will take at most 2 ms. Similarly, since
it reserved the entire disk, it expects that each disk phase (i.e., 1 MB disk I/O) will take 200 ms. Thus, the CM server
expects a disk I/O throughput of 1MB/202ms= 39 Mbps. The CPU delay bound provided by existing algorithms [11, 5,
10] depends upon, among other things, the granularity of scheduling quanta. The granularity cannot be too small for
otherwise the context switching overhead would become excessive. It would not be unusual to have a CPU delay
bound of 75 ms. That is, the CPU scheduler promises that each CPU phase of length t will complete within t/ 0.5+75
ms. The t/0.5 results from reserving half of the CPU and the 75 ms is due to an average delay of 75 ms for other
processes to get their time-slice. Suppose that each CPU phase of the CM server waits 75 ms for the other processes
contending for CPU before it executes for 1 ms on CPU. A 76 ms delay for 1 ms CPU execution is still within the
delay bound promised by the CPU scheduler. However, the disk I/O throughput of the CM server will degrade to
1MB/276ms = 28 Mbps! This is 30% less than expected. Under these circumstances, the CM server could not support
26 streaming MPEG-1 sessions, each requiring a 1.5 Mbps throughput (26 x 1.5 Mbps = 39 Mbps).
The main contributions of this work are the introduction of the cumulative service criterion as an important QoS
parameter for OS scheduling and the MTR-LS policy which provides a cumulative service guarantee and guarantees
for other QoS parameters including fairness (proportional sharing) and delay bounds.
The remainder of the paper is organized as follows. QoS parameters and theoretical developments in terms of
deterministic performance bounds are well developed in the link scheduling literature. In the next section we review
some of the relevant aspects of link scheduling since they are closely related (both in terms of similarities and
differences) to their counterparts in operating systems. Following this, we discuss the QoS parameters that play a role
in our work. In Section 3 we introduce our system and process models and definitions of QoS parameters. in Section 4,
we present a new scheduling policy, called Move-To-Rear List Scheduling, that is fair and provides a cumulative
service guarantee. Finally, Section 5 summarizes our work.
<-- Table of Contents
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Background and Related Work
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Link Scheduling
The QoS issue has received much attention in the packet scheduling literature [2, 13, 4, 12, 6] where packets are
identified with ``flows'' and there is a, conceptual, queue per flow or collection of flows. The correspondence between
a sequence of packets and a flow is application-dependent, but we assume that we can identify packets belonging to a
particular flow.
The objective for the link scheduler is to determine the order in which packets are scheduled for transmission on the
output link so as to achieve various performance measures. We review some of the QoS parameters for output link
scheduling and contrast these with QoS support for processes in the operating system context where there are
important similarities and differences.
We assume that when a packet arrives at a node a routing table lookup is performed to determine the appropriate
output link and a (possibly concurrent) flow identification lookup is done to determine the appropriate queue. Although
there is a delay associated with these steps, they tend to be uniform over the packets. We take the arrival of a packet at
a queue as an instantaneous event corresponding to the placement of a record, which gives the specifics of the packet
data, in the appropriate queue data structure.
There are roughly two kinds of packet sources, open-loop and closed-loop. For an open-loop packet source the timesof-arrival of packets are not affected by the delay experienced by packets that have already arrived. A closed-loop
packet source is one for which the times-of-arrival may be affected by the delays experienced by packets that have
already arrived. Open-loop sources include unacknowledged transmission of UDP packet streams. Closed loop sources
include TCP/IP flows.
The QoS parameters in link scheduling include delay, delay jitter, throughput, and fairness. Packet delay can be
measured in a number of ways. The delay can be measured from the time that the packet arrives at its queue until it is
transmitted over the link. This measure of delay depends on the behavior of the traffic source and the scheduling
policy. Another possibility is to measure the delay of the packet from the time it reaches the head of its queue until it is
transmitted over the output link. This measure of delay does not depend on the characteristics of the traffic source. Yet
another possibility is to assume that each flow is provided a certain bandwidth reservation and calculate the departure
time of each packet based on the assumption that all the packets in the flow are serviced at the reserved bandwidth rate.
The delay of a packet is the difference between the packet's actual departure time and its calculated departure time
(may be negative). This delay measures the real system's ability to match the performance of an idealized system.
Delay jitter is a measure of the variability of packet delay. The minimization of delay jitter is important in situations
where the receiver buffers packets from a flow and plays them out at a constant rate. The more variable the jitter, the
larger the buffer needed to regulate the flow for smooth playout.
Throughput is a measure of the rate at which the data from a flow is transmitted over the link. Determination of the
throughput of a flow depends on the time scale used to measure the transmission rate. For example, the instantaneous
transmission rate of data in a flow has two possible values, 0 and the link transmission rate (i.e., either packets from the
flow are being transmitted on the link or not). The measurement of throughput can be tricky since we are interested in
an average of the instantaneous transmission rate over some interval of time. A flow is said to be backlogged
whenever the corresponding queue contains packets to be transmitted on link. The evaluation of the average
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transmission rate for a flow is usually taken over a period of time during which the flow is continuously backlogged
and is given as the number of bits transmitted over an arbitrary interval during the busy period. Again, if this period is
too small, then we could see large fluctuations in the transmission rate. Over longer periods of time, including several
periods during which a flow is backlogged, the throughput for a ``stable'' flow will match the average arrival rate of
the flow (the definition of stability). Otherwise, we are in a situation in which the queue for a particular flow can grow
without bound and buffer overflow becomes the primary concern. To ensure stability and also to meaningfully discuss
packet delay (the interval of time from which the packet enters the system until it is transmitted), one has to make
assumptions regarding the nature of the packet sources such as their average and peak bandwidths. Often the
assumptions regarding source characteristics are enforced (shaped) by an appropriate regulator such as the, so called,
leaky bucket regulator which effectively constrains the average bandwidth and the ``burstiness'' of the traffic.
Fairness is a measure of how close the server comes to Generalized Processor Sharing (GPS) [9] when serving
simultaneously backlogged flows. GPS is an idealized model in which the capacity of the link is assumed to be
infinitely divisible and can be shared among an number of flows simultaneously as long as the capacity of the link is
not exceeded. The primary purpose of the fairness criterion is to isolate the behavior of one flow from another.
With any QoS support, it is necessary to have a way of prescribing the level of support that is required. Much of the
research in link scheduling assumes that the QoS requirement for each flow is specified by a single number having the
interpretation of a (dimensionless) weight or a rate. Suppose flow i has an associated weight given by a positive real
number and C denotes the capacity of the output link in bits per second (bps). Then the usual interpretation of the
's is that, ideally, whenever a flow i is backlogged it will transmit packets at an average rate which is no less than
(bps). The determination of QoS parameters, such as delay, delay jitter, throughput and fairness, does
not directly follow from the weights of backlogged flows but depends on the total weight of backlogged flows, and on
the specific algorithm used by the link scheduler. This indirect way of specifying QoS requirements makes admission
control difficult. Also, using weights to guarantee delay bounds results in underutilization.
The delay and delay jitter requirements can be somewhat decoupled from the throughput requirements by using
regulators (shapers) which release packets to the link scheduler at the appropriate times. Such regulator-scheduler
combinations can result in policies that may not transmit packets even when packets are available for transmission.
Delay-earliest due date [3] provides delay bounds independent of the bandwidth guaranteed to a flow, however, at the
cost of reserving bandwidth at the peak rate.
<-- Table of Contents

Scehduling in Operating Systems
We next turn to QoS parameters in operating systems (OS). Unlike link scheduling, in the operating system context
there are multiple resources, such as the CPU, disks, and network interfaces, that are shared among competing
processes. Each of the servers (resources) is capable of delivering ``work'' at a certain rate. For example, a CPU
executes instructions at 100 Million Instructions Per Second (MIPS), a disk can transfer a data block (512 bytes) in 12
milliseconds, and a network interface can deliver bits on its output link at 10 Million bits per second (Mbps).
Processes in the OS context roughly correspond to flows and are modeled as a sequence of phases where each phase
consists of the name of a server and the corresponding amount of ``work.'' For example, (CPU, 100 million
instructions) is a phase that specifies the CPU as the server and the work which consists of executing 100 million
instructions. The amount of time taken by the phase depends on the rating of the CPU server-a 100 MIPS CPU will
take 1 second to complete this phase. At the completion of a phase, the process will move to the next phase which
consists of a new server and work requirement. In the actual system, the phases (server and work requirements) are not
known in advance.
Since we model processes as a sequence of phases, any delay incurred while completing a phase will be propagated to
all subsequent phases. Thus we think of a process as a ``closed-loop'' source. Conversely, if a process gains a time
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advantage by getting extra service, this advantage is also passed on to subsequent phases. One could also consider
``open-loop'' processes in which the time-of-arrival of a phase is independent of previous phases. For example, if the
phases of a process were generated by interrupts, it is possible for a new phase to arrive before the previous phase
completes its service. We do not consider ``open-loop'' processes in this paper.
In the link scheduling environment the scheduler transmits one packet-at-a-time over the link. We assume in the OS
context that each server has a preemption interval which specifies the temporal boundaries where preemptions may
occur. This means that the ``granularity'' of sharing is determined by the properties of the server and the scheduler.
In order to specify QoS requirements, we associate with each process and each server a reservation, called a service
fraction, which gives the amount of the server required by the process. For example, suppose a process has a .25
reservation on the CPU. In the case of a 100MIPS CPU, this means that the process needs at least a 25MIPS CPU to
meet its performance objectives. The weights, , defined in the section on link scheduling determine service fractions
as ratios
. We choose to use service fractions since they reflect, in absolute terms, the service requirement of
the process and thereby simplify admission control.
The performance objective most readily specified by reservations is a cumulative service guarantee, which means a
guarantee that the real system will keep pace with an ideal execution based on the server reservations. For example,
suppose a process reserves 20% of the CPU and 50% of the disk I/O subsystem and suppose the CPU is rated at 100
MIPS and the disk I/O subsystem can do single block (4 Kbytes) transfer in 12 milliseconds. According to the
reservation, this process should ``see'' at least a 20 MIPS CPU and a disk I/O subsystem capable of transferring a
single block in 24 milliseconds. Suppose the process alternates between CPU and disk I/O phases where each CPU
phase requires the execution of 4 million instructions and each disk I/O phase consists of 6 random block transfers.
Accordingly, the process should take no more than 200 ms for each CPU phase and 144 ms for each disk I/O phase
regardless of the number of process phases and competing processes.
Other QoS parameters for processes can be defined. If we were to associate the phases of a process with the packets of
a flow we obtain the following notion of delay. The delay of a phase at a particular server is the cumulative time spent
by the phase either waiting for the server or running on the corresponding server. It is not difficult to see that
guaranteeing delay bounds (i.e., bounding the time it takes to complete a phase) is not sufficient to provide a
cumulative service guarantee. This is because the phase delays can accumulate (in the closed-loop case) over multiple
phases leading to an unbounded discrepancy between the actual and the ideal cumulative service. For example, phase
delays on one server may reduce the the service rate of other servers in a closed loop system.
We also define the notion of fairness which measures the ability of the system to ensure that processes simultaneously
contending for the same server will ``share'' that server in proportion to their reservations. Fairness in the OS context,
sometimes referred to as proportional sharing [11, 5, 10], is problematic since the cost of providing fairness (context
switching) increases as the granularity of server sharing decreases. It is also not clear that fine-grain sharing is always
desirable in a general-purpose operating system, particularly for ``batch'' processes where coarse-grain sharing is
acceptable and substantially reduces the context switching overhead.
Recently proposed scheduling algorithms which are most closely related to our work are: Stride scheduling [11],
which attempts to provide each process with a share of the server in proportion to its corresponding weight (number of
``tickets''); start-time fair queuing [5], which is based on the corresponding link scheduling algorithm [6]; and earliest
eligible virtual deadline first [10], which provides each process with a share of the server in proportion to its
corresponding weight; and the CPU scheduling policy presented in [8], which provides each process with its reserved
share. These algorithms were not designed with our cumulative service measure in mind, so it is not surprising that the
properties they do enjoy are not sufficient to provide a cumulative service guarantee.
In the next section we introduce our system and process models and give formal definitions of the terms used in the
remainder of this paper.
<-- Table of Contents
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Servers, Processes, and QoS Parameters
A system consists of a collection, , of servers (e.g., CPU, disk, and network). Each server
is characterized by a
service rate
and a preemption interval,
. If is an amount of work to be accomplished by server s, then the
time to complete on server s is
. When a ``process'' is run on a server with a positive preemption interval
,
the running time must be an integral multiple of
and the process can only be preempted at integral multiples of
. The limiting case of
corresponds to a server for which running times are arbitrary and preemptions are
not restricted.
A phase is a server-duration pair, (s, t), where
and t is the amount of time it would take server s to complete the
phase running alone on the server. An equivalent definition of a phase (s,t) is a server-work pair,
, where
.
A process is a sequence (finite or infinite) of phases,
. The phases of a process are not known
in advance. Initially, the only thing we know about a process is the identity of the first server, i.e.,
. By
running P on server we will eventually learn , the duration of the first phase, and , the server required for the
second phase, i.e.,
. By running P on server we eventually discover and the server required for
the third phase, viz.,
, and so on.
Let
denote the sequence of times that processes
enter the system. The departure time of
a process depends upon the process and the scheduling discipline. We assume that each process has a (possibly
infinite) departure time. A process is active at time t if
and the departure time of process is greater that t.
Let
denote the set of indices of active processes at time t.
We assume that each process , before being admitted to the system, specifies a service fraction for each server s,
namely,
. We require for all
that
. That is, the sum of the service fractions of all
active processes with respect to server s does not exceed 1.
Even though we are interested in the performance of our system over all servers it is sufficient to study the
performance at a single server. From the point of view of server s, a process is denoted by a sequence of phases that
alternate between server s and elsewhere, i.e.,
or
. The ``elsewhere'' server represents the phases of processes
at servers other than s.
A process arrives at server s if it enters the system at server s or it requires server s after completing a phase at the
elsewhere server. The process arrival times at server s depend upon the duration of the phases and the scheduling
policies used at the various servers. A process leaves server s whenever it completes a phase at server s. When a
process leaves server s it will either eventually depart the system or arrive at server s for another phase.
Since we are considering the performance at a single server, say s, we can drop references to server s since it is
understood. Therefore B denotes the service rate of the server,
denotes the preemption interval of the server, and
denotes the service fraction of process .
When a process is run on a server it is assigned a maximum running time which we call a quantum. The scheduling
algorithm is not required to use a fixed size quantum. Scheduling decisions are made at points in time called decision
epochs which correspond to the expiration of the current quantum, the completion of the phase of the current running
process, or the end of the current preemption interval following the arrival of a process at the server. In the latter case,
if the arrival of a process occurs at time while the server is in the midst of a preemption interval,
, then the
scheduler must wait until
, that is, the decision epoch occurs at
. At each decision epoch, the current
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process can be preempted and the the scheduler can assign a new process to the server.
Realizable scheduling policies require that we run at most one process at a time on the server. This means that if there
is more than one process waiting to run on the server, then one or both of the processes will experience (queuing)
delay. Although we do not show the dependency of the following quantities on the scheduling policy, it is important to
keep this dependency in mind. Let
be an arbitrary real time interval. We define
and
to be the
cumulative real waiting time (blocked by other processes running on the server) and real service time (running on the
server), respectively, obtained by process in the interval
. For
we define
and
.
Let
time spent by process

and for
define
at the server in the interval

. By definition,

is the total

The quantities just defined are illustrated in Figure 1. The heavy line denotes the accumulation of waiting time and
service time of a process at the server. The slope of this curve is either 1 or 0 depending on whether the process is at
the server or elsewhere, respectively. From the figure we see that the process arrives at the server at time 4 and leaves
at time 17 for elsewhere. The process arrives again at time 23. The lower lighter curve, labeled with 1, represents the
service obtained by the process (an explanation for the curve labeled with 1/2 is coming). This curve has slope 1 or 0
depending on whether the process is being served or waiting, respectively. Since the process leaves at time 17, it means
that the service requirement of the phase is 6. Intervals on the time axis are labeled with e, w, or s, depending on
whether the process is elsewhere, waiting, or being served, respectively. We can read off the following quantities from
the figure: r(4,17) = 13; w(4,17) = 7; s(4,17) = 6; r(12,23) = 5; w(12, 23) = 2; s(12, 23) = 3.
To evaluate the performance of our scheduling algorithm, we introduce a processor sharing model in which the server
can run any number of processes simultaneously as long as the sum of their service fractions does not exceed one. In
the processor sharing model, processes do not block one another since they can run simultaneously on the server, albeit
at a reduced rate. We refer to the service time in the processor sharing model as virtual service time.
A process with service fraction that receives t units of real service time would take
virtual service time units to
obtain the same amount of service under processor sharing running at rate . Conversely, a phase taking v units of
virtual service time to complete under the processor sharing model requires
real service time on the real server.
Let

denote the cumulative virtual service time obtained by process
. Note that
and
for

in the interval
.

. For

we define

Figure 1: Example of Cumulative Service.
In Figure 1 the curve label 1/2 denotes the virtual service time accrued by a process with a service fraction equal to
1/2. Accordingly, the slope of this curve is either 2 or 0 depending on whether the process is being served or not,
respectively. Therefore the phase of duration 6 (from time 4 to 17) requires 12 units of virtual service time to
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complete.
Definition 1: We say that a scheduling policy provides a cumulative service guarantee if there exists a constant K
such that for all processes and
, we have
.

From Figure 1 we have: v(4,9) = 0; r(4,9) = 5, and v(9,14)= 6; r(9,14) = 5, and v(4,23)= 12; r(4,23) = 13. Considering
the portion of the process illustrated in Figure 1, we conclude that
for all
and
.
Another interpretation of the cumulative service guarantee is that the total real time taken to provide a process with
service (including the waiting time and the service time) is no more than a constant amount of time more than the
virtual service time required for an equivalent amount of real service.
Although the definition of cumulative service guarantee is in terms of a single server, it implies a ``global'' cumulative
service guarantee (using cumulative virtual service time and cumulative real time over all servers) in the multi-server
case where there is a constant number of servers.
Example 2: Consider a process P=
,
,
,
,
. that requires servers and , and
reserves and fractions of and , respectively. Also, let
and
be the cumulative service bound on servers
and
respectively. In a system that guarantees cumulative service, the total real time for the servers to provide [
_i=1^n2 t_2i-1 + _i=1^n2 t_2i ] time units of service (waiting plus service time) is bounded by [ 1 _i=1^n2 t_2i-1 + 1
_i=1^n2 t_2i + K_1 + K_2 . ] This is in contrast to other scheduling policies (e.g., [8, 11, 5, 10]) that provide delay
bounds on a per phase basis. In this case the discrepancy between the cumulative service obtained and the time to
acquire this service can grow with n, the number of phases.
Definition 2: We say that a scheduling policy provides delay bound if, for any process
the real waiting time plus
service time to complete a phase of duration d takes at most a constant amount more than
.
A ``fair'' scheduling policy ensures that multiple processes requiring the same server share the server in proportion to
their reservations, independent of their previous usage of the resource [2]. That is, a fair scheduling policy does not
penalize a process that utilized an idle server beyond its reservation when other processes become active on that server.
Definition 3: A scheduling policy is fair if there exists a constant D such that for any time interval
a pair of processes, and , both continuously require the server, we have

during which
.

Processor sharing provides ideal fairness [9]. However, processor sharing cannot be implemented and thus a host of
scheduling policies that aim to provide bounded fairness and/or delay properties have been devised for link scheduling
[2, 13, 4, 5]. As we mentioned earlier, the cost of providing fine-grain fairness (proportional sharing [11, 5, 10]) is high
and not always justified in the OS context. However, fairness is important when services are overloaded and it is
necessary for all impacted processes to make steady, and proportional, progress.
<-- Table of Contents

Move-To-Rear List Scheduling
In this section we present a new scheduling policy, called Move-To-Rear List Scheduling, which provides a
cumulative service guarantee, is fair, and has bounded delay. In the following subsection we present the MTR-LS
policy followed by a subsection which contains formal statements and proofs of the properties of the MRT-LS policy.
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The Move-To-Rear List Scheduling Policy
Central to the MTR-LS policy is an ordered list, , of the processes that are active at any time. We say a process on
the list is runnable if it is not elsewhere. The MTR-LS policy services the runnable processes in the order that they
appear on the list .
The MTR-LS policy makes use of a constant T, which we call the virtual time quantum. Associated with each process
on the list is a value
. The initial value of
is
. When processes are serviced, they run for a quantum
which is bounded by the value in
. At the end of the service period,
is decremented by the actual amount of
service time that the process obtained and if the result is zero, then is moved to the rear of the list and the value of
is reset to
. The value
is the real time quantum. A process that advances by
real service time,
advances by T virtual service time.
The service obtained by a process can be less than the allocated quantum due to the termination of a phase or the
arrival of a process. In the former case, the phase terminates, the process goes elsewhere, and the first runnable process
on is serviced next. In the latter case, if the arriving process is ahead of the current running process in the list , then
the running process is preempted (as soon as the preemption interval permits) and the first runnable process on is
serviced next.
The description of the MTR-LS policy depends on a few mechanisms which we give next. Whenever a new process,
, enters the system it is added to the end of and
is set equal to
where T is a system constant. As long as
the process is in the system, whether it is at the server or elsewhere, it appears in the list . Whenever a process
departs the system it is removed from .
Whenever all the processes in are elsewhere the server is idle. Otherwise the server is running a process and the state
is busy. Decision epochs correspond to the expiration of the current quantum, the completion of the phase of the
current running process, or the end of the current preemption interval following the arrival of a process at the server. In
the latter case, if the arrival of a process occurs at time while the server is in the midst of a preemption interval,
, then the scheduler must wait until
, that is, the decision epoch occurs at
.
The command wait causes the scheduler to ``sleep'' until the next decision epoch. Whenever a process starts running, a
timer, called elapsed, is started from zero. elapsed can be used to determine the service obtained by the currently
running process.
Run_a_Process
then
if there is no runnable process on the list
state = idle;
else
be the first runnable process on the list
Let
state = busy;
on the server for at most
time units
run
(current quantum) and start elapsed timer;
wait;

;

Figure 2: Routine Run_a_Process.
The routine Run_a_Process, shown in Figure 2, is called to select the next process to run on the server. Run_a_Process
looks for the first runnable process on the list . If the list does not contain a runnable process then the server state
is set to idle and the scheduler waits for the next decision epoch. Otherwise the first runnable process on is selected
and run for a quantum of at most
time units. The server state is set to busy and the scheduler waits for the next
decision epoch. The variable elapsed will record the elapsed time to the next decision epoch.
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The Move-To-Rear List Scheduling policy is shown in Figure 3. The MTR-LS policy is called at each decision epoch.
It determines if a process was running in the interval leading up to this decision epoch by checking to see if the state is
busy. If so, it decrements the corresponding
by the elapsed time since the previous decision epoch. If the
resulting value of
is zero the corresponding process is moved to the end of the list and
is reset to
.
Under the MTR-LS policy there are two ways for a runnable process to be blocked. First, it can be blocked by runnable
processes ahead of it on the list . Second, for servers with a positive preemption interval (
), a runnable
process can be blocked by processes that are behind it on the list . This happens when a process arrives at the server
while another process is running and in the midst of a preemption interval. If the arriving process is ahead of the
running process in the list , then the arriving process will be blocked at least until the end of the current preemption
interval. This kind of blocking is called -blocking. It is important to notice that if a process is -blocked then,
because of its position in the list , it will obtain service before the process that caused the -blocking returns to
service.
Initialization
For each process
Run_a_Process;

, which is active at time 0, put

on the list

(in any order) and set

=

The Method (Runs at each decision epoch)
Decision epochs correspond to the expiration of the current quantum, the completion of the phase of the current
running process, or the end of the current preemption interval following the arrival of a process at the server
if state == busy then
be the current running process;
Let
=
- elapsed;
== 0 then
if
Move
=

to the rear of the list
;

;

Run_a_Process;

Figure 3: Move-To-Rear List Scheduling.
A straight-forward implementation of MTR-LS stores the runnable processes in in a heap [1]. When a process is
moved to the rear of it is given a new largest timestamp. Arriving processes and runnable processes that are moved
to the rear of the list are inserted into the heap in O( ln(n) ) time where n is the number of runnable processes in .
The runnable process with the smallest timestamp (corresponds to the first runnable process in the list ) can be found
in constant time. It takes O(ln(n)) time to rebuild the heap when the first process is removed from the heap and is no
longer runnable (i.e., gone elsewhere).
Lemma 1: The complexity of MTR-LS is O(ln(n)) where n is the number of active processes.
<-- Table of Contents

Properties of the MTR-LS Policy
The MTR-LS policy provides a fairness guarantee whose ``granularity'' depends on T, the virtual quantum. Unlike
other QoS parameters, the fairness guarantee does not depend on the length of the preemption interval or whether the
sum of the service fractions is less than or equal to one.
Lemma 2: The MTR-LS policy is fair with a bound of 2 T. That is, for any real time interval
are both continuously runnable [ |s_i(, t)/ _i - s_j(, t) / _j| 2T . ]
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Proof: The worst case situation occurs when one of the processes, say

, is ahead of

on the list and

is

extremely small (
). It is possible for to gain T units of virtual time, then for to run for
units of
virtual time and be placed at the back of the list. If were to run for another T units of virtual time, then the accrued
virtual time of would be ahead of the accrued virtual time of by a value which is bounded by 2T.
It is easy to see from the proof that the MTR-LS policy supports proportional sharing for processes with arbitrary,
non-negative service fractions. However, the cumulative service and delay guarantees are dependent upon the service
fractions and the length of the preemption interval. In the next subsection we treat the case of a zero-length preemption
interval followed by a subsection on the case
.
The

Case

Throughout we assume that we are using the MTR-LS policy. Assuming
variable
at real time t.
The following is the basic lemma for the case
Lemma 3: Assume

and

,

denotes the value of the

.

. Then for all

we have

Proof: The idea of the proof is to construct a scenario, , whereby process obtains service only after being blocked
to the maximum extent possible by the other processes. It will follow from the construction that for any other
execution in which obtains the same amount of service, the amount of blocking by other processes will be no
greater that . We show that in this extremal case that the lemma holds and therefore it holds for all other executions.
The notation
means that the second argument has some appropriate value. We use this notation to avoid having
to create new symbols for these values.
The execution is designed to insure that is blocked from running to the maximum extent possible. With this in
mind, we assume that at time all processes with
and
are ahead of in the list . Also assume that
all of these processes run to their maximum extent,
while preventing from running. Thus , the real time spent
by process waiting to run, without running, is bounded by
. At this point we have: [ r_j(,) (1-_j) T +
v_j(,) ] From this point on cannot be blocked further until obtains
real service time. At the point where
obtains
service time we have: [ r_j(,) (1-_j)(T - left_j()/_j) + v_j(,) ] Now is at the back of the list and
so the worst case is for all the active processes to run to their maximum extent while blocking from running. At the
point when reaches the head of the list and can no longer be blocked we have: [ r_j(,) (1-_j)(2 T - left_j()/_j) +
v_j(,) ]
Continuing as above, after every time advances by T the other processes can only block by at most
Since the real running time is
, the virtual time advance equals the worst-case real-time blocking and service
times. Thus the above inequality is the worst case for the execution .

.

Finally, it is easy to observe that for any other execution the amount of blocking by other processes for the same
amount of running time for is no larger than the scenario given above. The lemma follows.
Corollary 1: The MTR-LS policy provides a cumulative service guarantee.
From Lemma 3 we can write
and
. For the case where

for all j and
we get
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Corollary 2: The MTR-LS policy provides bounded delay.
Proof: Consider a phase of process that requires work. The duration of the phase is
and the allotted virtual
time is equal to
. Let be the beginning of the phase and t the time the phase ends under the MTR-LS policy.
Using Equation 1 we get [ r_j(,t) /(_j B) + (1-_j)(2 T - left_j()/_j) . ] This equation states that the amount of real time
taken to complete this phase is at most a constant amount of time more than
times the duration of the phase.
The

Case

). As we described above, when the preemption
Assume that the server has a positive preemption interval ( i.e.,
interval is positive, we have to deal with the case in which a process arrives at the server while the server is running
process and is in the midst of a preemption interval. In this case the next decision epoch occurs at the end of the
current preemption interval.
For example, let's consider a system in which there are two processes and
. In this system, process
runs
continuously on the server and process alternates between the server and the elsewhere server. We also assume that
whenever process runs on the server it runs for exactly one preemption interval and then goes to elsewhere for a
while. Due to incredible bad luck, whenever process arrives at the server, the server is running process
and is
exactly at the beginning of the current preemption interval. Therefore process has to wait (this is -blocking)
real time units before running on the server. This sequence of -blocking can persist for
time units before is
put to the rear of . In addition to the bad luck with -blocking, whenever is put at the end of the list , process
blocks for
time units. Thus we find that, , the real time spent at the server in pursuit of T units of virtual
time service, can be as large as
. From this it appears that
is sufficient to have a
cumulative service guarantee for process on the server. Interchanging the roles of and
, we get that
is sufficient to have a cumulative service guarantee for process
on the server.
As this example shows, in order to have a cumulative service guarantee we need additional restrictions on the service
fractions associated with servers having a positive preemption intervals. The following result gives a sufficient
condition on the service fractions associated with the server such that the MTR-LS policy supports a cumulative
service guarantee.
Lemma 4: Assume
we have

. Assume that for all t and all

we have

. Then for all

Proof: The proof on this lemma is similar to the proof of Lemma 3. We construct a scenario, , whereby process
obtains service only after being blocked to the maximum extent possible by the other processes. In addition to the
blocking used in the proof of Lemma 3, this construction uses -blocking (See Step 2 of the MTR-LS policy) to
increase the amount of blocking that process incurs. It follows from the construction that for any other execution in
which obtains the same amount of service, the amount of blocking by other processes will be no greater than . We
show that in this extremal case that the lemma holds and therefore it holds for all other executions.
The execution is designed to insure that is blocked from running to the maximum extent possible. Assume that at
time all processes with
and
are ahead of in the list . Also assume that all of these processes
run to their maximum extent,
while preventing from running. Thus , the real time spent by process waiting
to run, without running, is bounded by
. At this point we have: [ r_j(,) (1-_j) T + v_j(,) ] In the proof of
Lemma 4.2.1 process could no longer be blocked until is obtained
real service time. However, due to the
positive preemption interval of the server, process can suffer -blocking while attaining
service time.
Since process has been blocked up to this point it has to run a minimum of
before it goes to the elsewhere
server. When process arrives from the elsewhere server we assume that some other process is in service and that
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is -blocked for at most
time units. Then runs for
real time units and again goes to the elsewhere server.
This pattern repeats until acquires
units of processing time at which time we have: [ r_j(,) (1-_j) T + (2 _j 1)left_j()/_j + v_j(,) . ] Once again all the other processes are ahead of on the list and can block up to
time units. The result is that is once more at the head of the list and we have: [ r_j(,) (1-_j)2 T + (2 _j - 1)left_j()/_j
+ v_j(,) . ] From this point onward, is -blocked every time it gains T units of virtual time and then blocked by all
the processes until it is reaches the head of the list. Every iteration results in a gain of T virtual time for process
during which it acquires [ _j T - t + T _i A() _i ] real time ( -blocking, ordinary blocking, and service time). By
assumption, the above quantity is less than T and the lemma follows.
Corollary 3: Assume
. Assume that for all t and all
LS policy provides a cumulative service guarantee.
By setting

and

we get

Corollary 4: Assume
. Assume that for all t and all
policy provides bounded delay.

we have

for all j and
we have

. Then the MTR-

. In the case

, we have
. The MTR-LS

<-- Table of Contents

Summary
The major contributions of this paper are as follows: We introduced a new QoS parameter--cumulative service--for
operating system scheduling to provide predictable performance for applications requiring multiple resources. The
system we treat is dynamic, namely, processes enter and depart the system. Existing scheduling policies [8, 11, 5, 10]
that provide delay or fairness do not guarantee cumulative service.
We have presented a new scheduling algorithm, called Move-To-Rear List Scheduling, which provides a cumulative
service guarantee. Our results show that the MTR-LS policy provides a fairness bound of 2 T, where T is the virtual
quantum of the server, regardless of the choice of service fractions. In a recent paper by Lund, Phillips, and
Reingold [7], they mention an output link scheduling policy for ATM cells called ``Ideal Round Robin'' which is
related to MTR-LS.
They do not analyze the properties of ``Ideal Round Robin'', but instead they use an approximation to ``Ideal Round
Robin,'' called Fair Prioritized Round Robin, as a benchmark for comparison with a fair scheduling policy for an inputbuffered switch [7].
The provision of other QoS parameters requires certain restrictions on the service fractions. These requirements
provide the constraints for admission control. When arbitrary preemption is allowed (
), we require that the sum
of the service fractions is less than or equal to one. When preemption is allowed only at a multiple of the preemption
interval (
), we require that for all j,
, where
is the set of active processes at time t.
This condition is easy to check since one need only check the inequality for the largest service fraction. As long as the
above conditions on the service fractions hold, the MTR-LS policy meets the cumulative service guarantee within 2 T
and the delay bound is 2 T in the worst case. The implementation complexity of MTR-LS is O(ln(n)) where n is the
number of processes.
<-- Table of Contents
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End Note
Our results can be extended to a more general process model based on partial orders.
<-- Table of Contents
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Abstract
We analyze the delivery of an object-oriented multimedia content model, namely MHEG-5 (Multimedia Hypermedia
Expert Group), for interactive multimedia applications in a DAVIC-compliant ADSL access network using low-cost
memory-constrained set top units. We present detailed latency budgets for MPEG-2 DSM-CC-based transactions
including STU configuration, engine download, and application and scene activation. We use simulation and analysis
to assess the tradeoffs in memory management and application response time. We discuss our implementation of a
subset of DSM-CC and MHEG-5, and latency measurements for presenting MHEG objects. The results are formulated
as graphs which can be used by an application designer when encoding an MHEG application.
Key words: MHEG; DAVIC; MPEG-2 DSM-CC; interactive television; video-dial-tone.

1. Introduction
We analyze the delivery of an object-oriented multimedia content model, ISO MHEG-5 (hereafter simply "MHEG"),
for an interactive television environment (Cossmann et al. 1996, Furht et al. 1995) using an ADSL (Saarela 1995)
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(Asymmetric Digital Subscriber Line) access network and conforming to the recently defined DAVIC (DAVIC 1995)
(Digital Audio Visual Interactive Council) 1.0 specification. Under the DAVIC 1.0 specification, each Set Top Unit
(STU) provides either a built-in or downloaded MHEG engine to interpret and execute interactive multimedia
applications. MHEG objects are stored at the service provider system and are accessed by the STU using the MPEG-2
DSM-CC (DSM-CC 1995) protocol. MHEG objects are transferred from the service provider to the STU using
MPEG-2 transport system packets.
The object-oriented representation of MHEG-5 provides for incremental delivery of interactive applications, an
important capability in networked environments. A distinctive feature of the MHEG object model is its inclusion of an
object state definition that can be used by an application designer to control the pre-fetching of MHEG objects. Using
a two-phase activate-run sequence, each MHEG application has some control over when an object is loaded in to the
STU memory prior to its presentation to the user. Additionally, using other state controls, an MHEG application has
some control over when an object that is no longer active is flushed from the STU memory. However, these features
must be statically specified in a given encoding and cannot be specified at run-time based on environmental factors
such as the STU memory size; thus MHEG applications optimized for different memory sizes must be separately
encoded. Nevertheless, the performance implications of the MHEG object state controls have not previously been
evaluated. Further no performance characterizations of MHEG delivery in DAVIC networks have been previously
published.
In this paper we present an analysis of the MHEG object state controls for networked delivery of MHEG applications
in a particular configuration of the DAVIC end-to-end model. We assume an ATM service network and an ADSL
access network. This configuration is considered to be practical for network providers with significant amounts of
twisted pair physical wiring in the local loop. Since the control channel in ADSL is relatively low bandwidth, this
configuration is also interesting because it provides a lower bound on what can be expected for MHEG application
performance in different DAVIC network environments.
The analysis is presented in two parts. In the first part we show a detailed breakdown of the delays for the basic STU
transactions (configuration, engine download, application activation, and scene activation). We provide tables which
show for each DSM-CC message in a given transaction, the associated delays of each step, exclusive of application
processing. Application processing is more difficult to predict since functions such as accounting, service
authorization, security and others may be involved and are system and implementation dependent. Nevertheless, these
delays provide a lower bound on response time at the STU, and collectively form a latency budget for the
corresponding transaction. The transactions we analyze include user to network configuration, user to network session
setup, user to user directory service and user to user download.
In the second part we use the application and scene activation latency budget to analyze the tradeoff between STU
memory size and application response time. Understanding the design is important for application designers who want
to minimize response time for a given memory size. This tradeoff depends on various assumptions about the object
composition of MHEG applications. We show how variations in specific assumptions effect the behavior. In the
conclusion of the paper we provide summary points that should be useful to an application designer in terms of
tailoring the objects in a presentation to meet response time requirements for a given STU memory configuration.
Although DSM-CC supports transactions for stream content, we do not consider these transactions in our latency
budgets as we are interested in performance issues related to user interaction which cause dynamic object activation.
The paper is organized as follows. Section two provides background information on the important standards used here,
and also reviews related work including recent interoperability experiments for DAVIC systems. Section three specifies
the system parameters we have assumed in our analysis. Section four describes the end-to-end architecture and the
protocol stacks assumed in our analysis. Section five presents the latency budgets analytical results evaluating
application response time versus STU memory size. Section six describes the STU memory model followed by a
description of the implementation work done by the authors. Section seven presents our evaluation followed by a
section describing potential use of these results. Finally, section ten concludes the paper.

2. Overview
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2.1. Background
DAVIC (Digital Audio Visual Interactive Consortium) is an industry consortium of about 250 companies formed to
develop internationally adopted specifications for systems supporting applications such as interactive television and
video on demand. DAVIC published its first specification in December 1995. This specification provides an end-toend definition that is built on a number of existing network and coding standards, including MPEG-2 Video, Systems,
and DSM-CC and MHEG.
MHEG (Multimedia Hypermedia Expert Group - Coding of Multimedia and Hypermedia information) (Effelsberg
1995, Gopal 1995, MHEG 1995, Price 1993) is developed for the delivery of interactive multimedia application in a
client server architecture. MHEG uses an object composition model with two types of compositions--the application
and the scene. In addition to specifying the object model, it also specifies a life cycle model for activation,
deactivation, preparation and destruction of object. This life cycle plays a critical role in scene and application object
activation latencies.
An application object is a container for ingredients such as visual, audible, interaction, link and action objects. These
objects are shared by scenes and are activated based on scene behavior. A scene is an object which groups ingredients
such as visual, audible, interaction, link and action objects for their coordinated presentation. In DAVIC, an
application, and consequently all its scenes and related objects are delivered to the STU over various possible
networks. The objects are downloaded to the client as requested by the engine, and the engine is responsible for
decoding, interpreting, presenting and managing these objects.
Since MHEG engines are intended to be deployed on set top units, the MHEG object model provides for specification
of information such as caching and scene priorities. In addition to this, MHEG model supports two mechanisms for
addressing presentable content in scenes and applications: 1) content inclusion, and 2) content reference. In the first
case media objects are embedded inside the MHEG scene or application object. The lifetime of these media objects are
the same as that of their container object. In the later case, a reference to the media object is maintained. Here, the
lifetime of media objects depends on the memory model of the STU and caching strategy employed by the MHEG
engine.
MPEG-2 DSM-CC is a set of protocol specifications for managing and controlling MPEG-1 and MPEG-2 bit streams.
These protocols are intended for an application to setup, tear-down and manage a network connection using UserNetwork (U-N) primitives and for communication between a client and a server using User-User (U-U) primitives. UN primitives are defined as a series of messages to be exchanged among the client, network and server. U-U primitives
may use a Remote Procedure Call (RPC) protocol and may involve U-N messaging. DSM-CC may be carried as a
stream within an MPEG-2 Transport Stream. Alternatively, DSM-CC may be carried over other delivery mechanisms,
such as TCP or UDP.

2.2. Related Work
Development of an interoperable end-to-end ITV system has been reported in Cossmann et al. (1996). This system is
called the Globally Accessible Services (GLASS) and consists of clients, application server, video server, system
management functionality, and gateway to services like the World Wide Web (WWW), e-mail, and FAX. It is based
on a non-DAVIC model with an MHEG-1 run-time engine on the STB. The results obtained in this experiment have
influenced the standardization of MHEG-1, MHEG and DAVIC. Their current system incorporates the DAVIC
protocol suite and an MHEG run-time engine, and has been used in a recent DAVIC interoperability test at Columbia
University (Columbia 1996). Both MHEG and media objects are transported through MPEG-2 Transport streams.
Applications Retrieving Multimedia Information Distributed over ATM (ARMIDA) (Columbia 1996) is another test
bed for DAVIC. This system is developed at Centro Studi E Laboratori Telecomunicazioni, Torino, Italy. It
implements some of the core components of the DAVIC architecture. The STB is a PC with MPEG-2 transport packet
decoder and MPEG-2 elementary stream decoders. They have also developed a visual MHEG editor to author MHEG
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applications.
Graphics Communication Laboratories (GCL) have developed DSM-CC and MHEG engine software that are
compliant to DSM-CC, MHEG, and DAVIC. Their DSM-CC implementation includes Base, Access, Directory, File
and Stream interfaces. The MHEG engine implements a number of features but does not support handling streaming
video or graphic objects. This software is available for evaluation on SunOS and Linux platforms.
None of these systems have reported performance data as yet. Some of these systems have been demonstrated
primarily in ATM networks where network bandwidth has not been a determining factor.

3. System Assumptions
In this section we present network processing and MHEG object processing estimates based on previously published
work and our own experimental work. These estimates are used in the next section where we present detailed analysis
of the breakdown of processing steps in sample DSM-CC transactions from transport layer and below.
Clark et al. (1989) analyze TCP processing and their results are the basis for our TCP/IP processing latencies at each
stage of the architecture. They measured TCP processing overheads using logic analyzers and by instrumenting the
UNIX kernel. Their measurements show that overheads are divided into two groups, one being processing cost incurred
per byte and the other being the cost for packet level processing. The byte level processing involves buffer copy and
TCP checksum computation and the packet level costs includes Ethernet driver processing, TCP+IP+ARP header
processing cost and operating system overhead. Their results are given in. These costs were all computed on a 2 MIPS
Sun-3/60.
Table 1 gives instruction cost equivalent for their measurement; Clark et al. (1989) also report that the instruction cost
for TCP/IP were similar for different machines tested. Given an instruction count, we are able to estimate TCP/IP
processing times on different machines involved in the end-to-end transaction of the DAVIC model.
Costs

Time

# instructions

Per byte:
User-system copy
TCP Checksum
Network-memory copy

200us 400
185us 370
386us 772

Per packet:

100us 200
OS overhead
240
480
Ethernet driver
100us 200
Table 1: TCP overhead measurements based on Clark et al. (1989)
TCP + IP + ARP protocols

Lazarou et al. (1996) validate simulation models of TCP/IP over ATM. TCP/IP packets are broken in to AAL5
segments before being broken into ATM cells. We used their processing measurements for computing AAL5
segmentation and re-assembly.

3.1. End-to-end Latency and Congestion
Since our aim is to provide lower bounds on end-to-end latency, we do not consider congestion and retransmission
delays. In the ADSL-ATM network environment of interest in this paper, congestion could occur in the ATM network
due to simultaneous service to many STUs, much of which could be streaming video. The ADSL network is point-topoint and would be dedicated for use by a single STU running a single application. The transactions we characterize
occur when an MHEG application is active at an STU. During this period, all the traffic over the ADSL connection is
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application-related and is included in our latency estimates. Characterization of ATM network congestion during
simultaneous streaming video and MHEG application sessions from many ADSL links involves many assumptions
about applications and network configuration and is outside the scope of this paper.

3.2. Transport Protocol Overhead
Table 2 shows estimated overhead for the different network components of the DAVIC architecture, including the
service provider, network access point and the STU. These times do not include application level processing however.
For the service provider, we assume a service provider server system of at least 50 MIPS. The system should be a high
end machine since it will be servicing many simultaneous application requests. The TCP/IP protocol estimates in Table
2 are derived from those in Table 1, but scaled for the higher MIPS rating of the server. The MPEG-2 transport packet
encoding time in Table 2 is the time taken by the MPEG-2 transport packet encoder to encapsulate incoming data and
produce a transport stream packet but does not include the MPEG-2 compression time which is not of concern here.
This time is based on the DiviCom MPEG-2 transport encoder (DiviCom 1996).
Table 2 also shows the estimated overhead for the network access host, which is responsible for session setup and
management. For generality sake we assume that this network access host is a different system than the service
provider and this assumption is consistent with other video dial-tone architectures. Additionally we assume a high-end
server system as the network access host. These estimated times are related to network processing and do not include
application processing.
Finally Table 1 also shows estimated overhead for packet decoding and network processing at the STU. The STU is
expected to be a low cost machine, therefore we assume a lower MIP rating. The MPEG-2 transport packet decode
time is based on the LSI L64007 MPEG-2 Transport Decoder (LSI 1996).
MHEG applications are composed of clusters of objects called scenes. Each scene has a root scene object. All of the
scene objects have a parent object called the application object. MHEG introduces a number of constraints about when
the objects are to be delivered to the end system. One important constraint is that a component object for a given scene
cannot be delivered without the corresponding scene object. An additional point is that the composition object model is
quite flexible in that many different interactive presentations are available for a scene. Therefore, the complexity of the
scene depends on the design of the presentation and there can be many variations in the number and type of MHEG
objects needed to produce an interactive application.
Consequently, we have concluded that the questions regarding MHEG application response time versus MHEG
memory cache size are highly dependent on the design of the presentation objects and the intentions of the presentation
designer. In our previous experimental work we have created a number of interactive applications including the front
end for an experimental ITV interface to retrieve video on demand and other related content. Depending on the media
that are selected and the authoring tools that are used, different visual effects with a wide range of object encodings
are possible. As a result we believe that the most useful information from the simulations that we have done can be
communicated to the designers of MHEG applications as a comparison of MHEG object size versus response time
versus caching. The MHEG application designer can then design a presentation based upon the object count implied by
the target response time and available memory. These points are discussed further in a later section.
For simulating the application, scene, and ingredient activation, we used a composition model where the application
object contains a initial set of ingredients which are shared across all scenes and these ingredients contain references to
media objects. In addition to the ingredients contained in the application object, every scene contains a set of
ingredients which are activated upon scene activation. Assumptions made about sizes of these objects are listed in
Table 3. These sizes are not arbitrary, but are based upon our experience in development of MHEG-1 authoring and
conversion systems as well as the experiences of reported by others during MHEG interoperability testing.
Service Provider
System rating

50 MIPS

TCP Max. Transfer Unit (MTU)size

1460 bytes

Application to System buffer copy(MTU)

400 instructions
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TCP Checksum(MTU)

370 instructions

Network to System buffer copy(MTU)

772 instructions

TCP/IP/ARP Protocol processing(MTU)

200 instructions

MPEG-2 Transport packet encoding

0.00023 seconds

Network Access
System rating

50 MIPS

TCP MTU size

1460 bytes

Application to System buffer copy(MTU)

400 instructions

TCP Checksum(MTU)

370 instructions

Network to System buffer copy(MTU)

772 instructions

TCP/IP/ARP Protocol processing(MTU)

200 instructions

Set Top Box
System rating

10 MIPS

TCP MTU size

1460 bytes

Application to System buffer copy(MTU)

400 instructions

TCP Checksum(MTU)

370 instructions

Network to System buffer copy(MTU)

772 instructions

TCP/IP/ARP Protocol processing(MTU)

200 instructions

MPEG-2 Transport packet decoding

0.000038 seconds

Table 2: Network processing overhead at each element
The MHEG class hierarchy contains 34 classes of which 7 are abstract classes. All objects are encoded in ASN.1.
Some objects contain additional variable size data, for example, to hold media such as color tables, image/graphics
data or table structures. We do not consider ingredients or nesting of objects to estimate object size. Also, we do not
include estimates for Token Manager and its related classes due to their complexity. String data in the objects are
assumed to be 256 bytes. Table 3 gives the object sizes used in our analysis.

Figure 1Two-level architecture
Object
Root
Group
Application
Scene
Ingredient
Link
Procedure

Estimated Size

50
100
100
1200
300
400
300
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300
Font
300
Cursor Shape
300
Variable
300
Presentable
300
Visible
310
Bitmap
310
Line Art
375
Rectangle
375
Text
400
Stream
320
Audio
300
Video
300
RT-Graphics
300
Interactible
25
Slider
385
Entry Field
430
Hypertext
425
Button
375
Hotspot
375
Push Button
400
Switch Button
400
Table 3: Estimated MHEG object sizes
Palette

4. Architecture
4.1. Overview
Figure 1 shows the DAVIC end-to-end architecture analyzed in this paper. According to the DSM-CC specification,
all U-U ( User to User) signaling from the STU to service provider takes place over RPC, and content and data
download is carried by MPEG-2 transport packets. The access network in our discussion is an ADSL network and
consists of an upstream 640 Kb/s signaling channel and a downstream 6.144 Mb/s data channel.
To pass a message the STU needs to do a number of processing steps including message fragmentation and protocol
encapsulation. Figure 2 shows the protocol stacks used for S1 (content and data delivery), S2 (U-U messaging) and S3
(U-N messaging) information flows between STU and Network Access.
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Figure 2 S1, S2 and S3 information flows between STU and Access
The delivery sub-system provides the service consumer access to the ATM network and service providers. It provides
for proper routing of messages to and from the STU. Figure 3 shows the protocol stack for delivery of messages
between the service provider to the access network. All message and data flows are broken down into ATM
Adaptation layer 5 (AAL5) segments before transmission over the ATM network.
DSM-CC specification comprises of eleven protocols. All of the protocols are based on message passing except for the
U-U RPC stub library. Each of these protocols consist of a series of message transactions between the client and the
server. We have chosen a subset of the protocols that are relevant to set top delivery and are quite basic to any delivery
environment. Our approach can be easily extended to other transaction scenarios.

Figure 3 S1, S2 and S3 information flows between Service Provider and Access

4.2. End-to-End Model
The architecture shown in monly'Figure 4 represents the end-to-end model used in our discussion. Latency budgets for
various functions in this model are discussed for each processing stage in later sections.
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Figure 4 End-to-end model

5. Latency Budgets
In this section we analyze five transactions. The formula used to compute these latency budgets is given in Appendix
1.

5.1. Configuration of STU
Configuration of STU involves passing of messages between the STU and the Network Access (NA) to obtain a
network identifier and attach to the service gateway. The message flow between the STU and network access, and
network access and service provider is shown in Figure 5. These information flows are based on the DAVIC and
DSM-CC specification.
Table 5 shows messages passed between various entities. Column 1 gives the DSM-CC specific message, columns 2
through 6 give the protocol processing latencies for the corresponding stage. The zero values indicate no message
processing at that stage. The end to end latency is 60 ms.

5.2. Download and Installation of MHEG Engine
To play an MHEG application, an MHEG engine must be loaded from the service provider using the STU profile,
which identifies the appropriate MHEG engine for the STU configuration. In general, the STU may load different
engines for each application; hence the download time is an important factor. Downloading the MHEG engine consists
of a series of message flows between the STU and service provider using the DSM-CC download protocol, as shown
in Figure 7. Table 6 gives the latency budget for this scenario. The latency for downloading a 300 KB engine is about
600 ms. Table 4 shows latency versus engine size.
The download protocol transfers data between the server and the client in multiples of blocks. As the download is
across two separate networks, the access and delivery network, there is an overlap of download data blocks (see Figure
6). The x-axis denotes the latency for data blocks across the two networks. Figure 8 shows the effect of download
block size to download latency for various sizes of MHEG engines. For smaller block sizes the overlap is large.
Consequently, the number of acknowledgements between the client and the server is also large. Hence download
latencies are large ( region closer to the y-axis). But as the block sizes increase, download latencies which are small
initially, start to increase with the decrease in overlap. The last column in Table 6 indicates overlap.
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Engine Size (bytes)

Download time (sec)

100000

0.272116

300000

0.600205

500000

0.912166

700000

1.240256

900000

1.568577

Table 4: MHEG engine download latencies
Message

Size in bytes

27
310
1172
1172
1134
1134

STU

ADSL

NA

0.00023
0.000837 0.000005
UN-CONFIG-CONFIRM
0.000528
0.005375 0.000011
UN-CLIENT-SESSION- SETUP-REQUEST
0.00144
0.02015 0.000029
UN-SERVER-SESSION- SETUP-INDICATION
0
0
0.000035
UN-SERVER-SESSION- SETUP-RESPONSE
0
0
0.000034
UN-CLIENT-SESSION- SETUP-RESPONSE
0.001399
0.030675 0.000028
0.003597
0.057038 0.000142
Total STU
Configuration
time
Table 5: Latency budget for STU configuration
UN-CONFIG-REQUEST
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ATM

SP

0
0
0
0.000037
0.000036
0
0.000072

0
0
0
0.000029
0.00004
0
0.000069

=

0.060917
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Figure 5 STU Configuration message flow (DSM-CC 1995)

Figure 6 Download block overlap
Size in
bytes

Message

STU

ADSL

NA

ATM

SP

UU-DIR-OPEN-REQUEST

1024

0.001283

0.0283

0.000057

0.000030

0.000026

UU_DIR_OPEN_RESPONSE

1024

0.001283

0.0273

0.000057

0.000030

0.000037

DOWNLOAD-INFO-REQUEST

296

0.000515

0.0182

0.00001

0

0

DOWNLOAD-INFO-REQUEST

296

0

0

0.000012

0.000008

0.00001

DOWNLOAD-INFO-RESPONSE

296

0

0

0.000012

0.000008

0.000013

DOWNLOAD-INFO-RESPONSE

296

0.000515

0.0092

0.00001

0

0

DOWNLOAD-DATA-REQUEST

17

0.000219

0.005713

0.000004

0

0

DOWNLOAD-DATA-REQUEST

17

0

0

0.000004

0.000001

0.000004

DOWNLOAD-DATABLOCK(30)

300000

0

0

0.000892

0.015797

0.381147

DOWNLOAD-DATABLOCK(30)

300000

0.087336

0.403906

0.000892

0

0

DOWNLOAD-DATA-REQUEST(1)

17

0.000219

0.001713

0.000004

0

0

DOWNLOAD-DATA-REQUEST(1)

17

0

0

0.000004

0.000001

0.000004

0.09137

0.494331

0.001961

0.015877

0.381241

MHEG Engine download time

=

Table 6: Latency budget for 300 KB MHEG engine download
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Figure 7 MHEG engine download message flows (DSM-CC 1996)

5.3. Activation of a New MHEG Application Object or Scene Object
Once the MHEG engine is activated, the initial application object must be downloaded and activated. This involves the
STU requesting from the service provider the identity of the application object, obtaining information about it using
the DSM-CC directory service open command, and then downloading it using the DSM-CC download protocol. Once
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the object is downloaded, it is activated. If ingredients are referenced, they are first downloaded and then activated
followed by the activation of the first scene. The application object activation time in this case includes time to
download all ingredients but does not include scene activation latency.
After activation of the application object, the startup action is fired, which activates the first scene. Initially no scenes
are active or cached. When a scene object is not in the cache, it is then retrieved from the service provider, prepared,
and then activated. Upon activation, all ingredients in the scene are activated too. Activation time of ingredients not in
the cache increase the overall scene activation time. Media can either be included in the scene objects or be
referenced. In the latter case, a separate request for the media object must be made to the server. In the following
graphs, cumulative media size includes the MHEG objects and the media data. The size of given scene is at the
discretion of the application designer, but larger scenes led to longer activation times.
Activation time for application objects and scene objects for various media memory sizes, with media being contained
and referenced, is shown in Figure 9 and Figure 10. For these estimates we have assumed that there is no sharing of
media across scenes or applications. Also, to minimize DSM-CC acknowledgements, buffers allocated for download
are of the same size as that of the object. For each of these plots, x-axis denotes the size of media content contained in
a scene or application object and the y-axis denotes download latency in seconds. In the case of content reference, the
plots indicates application objects with number of small media objects and a single large media object respectively.
The latency for activating an application object with a large number of small media objects is larger because of an
increase in the number of download transactions.

5.4. Activation of a MHEG Application with Caching
MHEG provides an abstract root class which is inherited by all classes. This root class provides a mechanism to
specify whether the object can be cached or not. Accordingly, the MHEG engine may or may not cache the object.
Both the application object and scene object inherit these properties.
Using this feature we estimate the average activation time of an application (see Figure 11 and Figure 12). When
ingredients are all included, and when the application is found in the cache, no downloads are necessary. When
ingredients are referenced, even though the application object is cached, referenced ingredients may not be. Hence
these ingredients need to be downloaded and activated. Also, frequency of application activation are much lower than
scenes. Hence sharing of content in application objects have much less effect on application activation latencies when
compared to scene activation latencies as discussed in the following section. When the application is composed of
small media objects that are referenced, latencies are larger due to the overhead of the download protocol and caching
strategy as seen in Figure 12.
In Figure 12 the initial portion of the graph is skewed because of smaller overlap of ingredients across scenes
contained in this application.

5.5. Activation of a MHEG Scene with Caching
To characterize the scene-to-scene transition cases we partition the memory of the STU so that 0.5 MB is allocated for
MHEG objects, 2 MB to media objects and 1 MB for resource objects. This partitioning is static. This somewhat
simple cache organization allows us to more easily characterized the effects of limited cache space for different types
of objects, whatever the cause.
Also, when activation time with respect to multiple content reference is discussed, a 10 KB ingredient is assumed.
This number was chosen to show the effect of having a number of small ingredients versus a single large ingredient.
Using the caching feature of the root object we estimate activation time of a scene. Scenes contain ingredients which
may overlap with ingredients in other scenes and also in the application. When ingredients are all included, on a scene
cache miss the entire scene with all included ingredients need to be downloaded. When ingredients are all referenced,
only ingredients that are not cached will need to be downloaded before activation. Figure 13 and Figure 14 show
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activation time of a scene object with caching.
When ingredients are referenced and every scene has multiple content objects, activation time increases initially
because of smaller overlap and as overlap increases significantly the activation time starts decreasing as seen in Figure
14.
Another factor in scene-to-scene transitions is when the current scene involves streaming video. During MPEG-2
video playout, the entire downstream bandwidth of the ADSL line would be used. During this interval there is
insufficient network resource to prepare the next scene. So while MHEG permits pre-caching of next scenes to reduce
activation delay, lack of excess network resources in scenes with streaming media would preclude pre-caching. In this
case, preparation and activation of the next scene would begin at the termination of the current scene.

6. Memory Model
In this section we address the question of how STU memory size affects the response time for MHEG applications. In
MHEG, scenes can either be retrieved on demand or pre-buffered. Pre-fetching of scenes can improve response time
for the user but requires that the STU have sufficient memory to hold the scene objects as well as the current active
scene. Increasing the STU memory makes the device more expensive; consequently, understanding the relationship
between STU memory and MHEG application response time is an important practical matter.
We make the following assumptions. We assume that the retrieval of a scene includes the associated media i.e. content
inclusion, except that for continuous media, it includes only what is needed for pre-buffering. At the conclusion of any
scene there may be an arbitrary number of next scene choices. We transfer to the new scene and keep all the
ingredients of the current scene in the cache.
We use a Least Frequently Used (LFU) policy for managing the memory model. MHEG has a prioritization scheme as
described in the overview, so that when a new scene is loaded into the memory, the scene with low priority will be
flushed out first. In this context LFU is the prioritization scheme in which frequency of user access is the weighting
scheme. This is just an idealization as it is difficult to know how users access scenes. However, as discussed in the
evaluation section it is possible for the system to keep statistics of user access pattern.
In our simulation we have devised a static memory partitioning at the STU which is related to the different types of
MHEG objects and their application life times. For example, objects such as font tables and color tables may have a
longer persistence than graphic or text objects.
There are at least three categories to consider:
MHEG objects - MHEG objects are stored in this layer and the MHEG engine manages the caching of the
objects based on the status of the cache flag.
Media buffering - Every ingredient in a scene or application can be a presentable or one of the other MHEG
objects like link, action, font etc. Every visible object contains either discrete or continuous media. This layer
provides for storage and caching of the CM and DM objects.
Resources - This layer provides for memory space for the MHEG run-time engine and MHEG resource objects
like color maps, font tables etc.
In general, resources have a longer life time than MHEG and media objects. Also, media objects can be larger than
other objects and most of the cache will be used by media objects. Hence the partitioning need not necessarily be a
static one.

7. Implementation Work
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Figure 15 Snapshot of an MHEG scene

In this section we discuss our implementation. The purpose of this implementation was to assess 1) feasibility of the
end-to-end protocol and integration issues, and 2) MHEG engine size. We implemented a subset of the MHEG engine
sufficient to present MHEG objects generated from our IconAuthor to MHEG converter, and a portion of the DSMCC U-U protocol suite that defines services like Directory and Download. We used RMI (RMI 1996) as the
underlying RPC protocol. The engine and DSM-CC layers were implemented in Java (Java 1995). A snapshot of one
scene is shown in Figure 15 and the MHEG composition is omitted due to space. For our implementation the MHEG
engine is approximately 300 KB and the DSM-CC module is about 30 KB of Java byte code. No U-N protocol was
implemented.

7.1. Design
The MHEG engine (see Figure 16) is a Java application which is downloaded to the STU. The engine is composed of
three components: 1) scheduler, 2) link manager, and 3) download and decode module.
The scheduler coordinates all events, processes actions and orchestrates the presentation of the scene. When the initial
application object is retrieved, decoded, and instantiated, the startup action associated with the application object is
processed. This results in activation of the first scene. When a scene is activated, it is first retrieved, decoded, and
instantiated. Now, all ingredients in the scene are activated based on their behavior, i.e., the ingredient is presented
based on its initial condition or it is registered in the link table if it is a link. The cache is first checked before retrieval
of any object requested.
Once a scene is active and running, the user may interact with it. These external events are mapped to MHEG events
and the link manager is activated along with the object from which the event originated.
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Figure 16 MHEG engine model
The DSM-CC interface provides an API for the MHEG engine to communicate with the DSM-CC U-U services like
Directory and Download. These services must be registered with the RMI registry before being accessed by the
MHEG engine. RMI ensures a uniform name space for all services.
The service provider system consists of two services: download, and directory service. The download service used the
DSM-CC download protocol to download media objects. In our implementation the download service was not
integrated with the MHEG engine due to limitation of the browser. The directory service maintains directory
information of all MHEG and media objects and transfers this information to the service consumer using the DSM-CC
directory service specification.

8. Evaluation
8.1. Engine Size
Making the MHEG engine small size means memory size in the STU can be small and download times can be
reduced. Further if the engine can be downloaded incrementally (as in our Java implementation) then the run-time
footprint of the engine can be smaller than that of a monolithic implementation, but with possible increased access
costs due to retrieval of engine components. We have not evaluated the performance issues of an incrementally loaded
engine.

8.2. Application and Media Composition
MHEG provides a composition model. Since downloading of media involves a lot of signaling, it is crucial for
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application and content developers prepare compositions in such a way that latencies due to signaling are reduced. One
way to solve this problem is to put all frequently used ingredients in the application object rather than the scene object
as the lifetime of the scene is much shorter than the application. Figure 17 shows the average response time for
activating a scene. Here percentage of overlap is the ratio of the number of ingredients in a scene to total number of
ingredients in the entire application. As overlap increases response times drop. The non zero response time for a 100%
ingredient overlap is because of retrieval of media content as a result of cache misses.

9. Use of these results
In this section we provide a list of use of results based on this work.
Significance of latency budget estimation: Latency budgets provide a lower bound on expected response time
when media must be transported from a remote server. This represents the best response time that an application
designer can expect from a specific network architecture. Other costs not included in our latency budgets include
network congestion, retransmission delays, application processing times.
MHEG object life cycle: Currently, the MHEG object model allows for static encoding of object life cycle. By
static we mean that the control of object life cycle is determined at production time rather than at run-time. More
flexibility could be obtained if the MHEG model provided some conditional assessment of system resources. In
the absence of such a facility the production team could produce multiple encodings, each targeted for a
different memory grade of STU or could choose a single encoding targeted for the lowest end STU.
Unfortunately, such an encoding will not take advantage of memory on an STU with a larger memory.
Production environment: We view the issues of response time versus memory tradeoff as being post
production issues for content creation. Optimization of response time and memory cache size tradeoff as
opposed to authoring functions is an important issue. Production tools would use the kind of data we have
generated to rearrange object preparation and activation
Scene prioritization: We expect that there will be scenes with multiple branches with different media objects.
Scene prioritization scheme will be based initially on the author's input, but could be revised over time using
user profiles. DSM-CC has tool for gather user statistics.
DSM-CC feasibility: DSM-CC is currently being extended in the context of MPEG-4 and internet deployment.
Our results indicate feasibility of DSM-CC approach as currently specified.

10. Conclusion
DAVIC specifies a complex end-to-end model for ITV delivery. Many of the trials performed so far have validated
interoperability but have not reported performance measurements. There are many of issues that determine the
performance of these systems. In this paper we have provided a systematic characterization of the lower-bound of endto-end latencies for a specific case of the DAVIC architecture. We have selected application transactions which are of
general interest in application delivery.
Based on this analysis, we see that STU memory, the composition model of applications, signaling between STU and
service providers, and network latencies play a key role in delivery performance. In the previous section we provide
some general conclusions for content and application developers about system requirements and constraints. The
quantitative results could be built in to post-production tools for automatic analysis of delivery performance for
specific compositions.
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Abstract:
Interactive multimedia applications require fast response time. Traditional disk scheduling schemes can incur high
latencies, and caching data in memory to reduce latency is usually not feasible, especially if fast-scans need to be
supported. In this study we propose a disk-based solution called BubbleUp. It significantly reduces the initial latency
for new requests, as well as for fast-scan requests. The throughput of the scheme is comparable to that of traditional
schemes, and it may even provide better throughput than mechanisms based on elevator disk scheduling. BubbleUp
incurs a slight disk storage overhead, but we argue that through effective allocation, this cost can be minimized.
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1 Introduction
In recent years substantial effort has been devoted to the design of video servers that meet the continuous real-time
deadlines of many clients. Although progress has been made regarding the throughput of such servers, one of the
major VCR-like functions, fast-scan (both forward and backward) has not received much attention. A fast-scan
operation allows a viewer to jump to any segment of a playing video. A media server can support fast-scan in two
ways. One, the media server provides thumb-nail pictures to allow the viewer to select a video sequence to jump to.
Two, the server maintains a separate fast version of a clip [BGMJ94, ORS96]. When a viewer performs a fast-scan,
the video server switches playback to the fast version and returns to the regular version when the operation ends.
One of the most critical performance requirement for a fast-scan operation is fast response time. For example, consider
a video game in which at each step the player's actions determine what short video sequence to play next. Clearly, we
do not want the player to have to wait a significant amount of time before each video scene starts. Another application
that requires low latency is hypermedia documents, as found in the World Wide Web or a Digital Library. Here a user
may examine a web page that contains links to a variety of other pages, some of which may be multimedia
presentations. Even in movie-on-demand applications where a few minutes' delay before a new multi-hour movie starts
may be acceptable, when the viewer decides to fast-scan, response time should be very low.
In this paper, we focus on minimizing a media server's latency, both for an initial request and for a fast-scan request
of an ongoing presentation. We measure this initial latency as the time between the request arrival and the time when
the data is available in the server's main memory. The initial latency depends how fast the disk arm can start
transferring data for the request. For current disk scheduling algorithms the initial latency can be relatively high. For
example, most media server designs use an elevator-like disk scheduling policy that we call Sweep in this
paper [CLOT96, GKS95a, OBRS94, RW94a, Ste95, TPBG93]. The Sweep policy amortizes the latency of the disk
among the requests it services to reduce the seek overhead. However, if a new request accesses a video segment on the
disk that has just been passed by the disk arm, the request must wait until the disk arm finishes the current sweep and
returns to the data segment in the next sweep. This worst initial latency can be tens of seconds depending on the data
layout and the disk configuration [CGM97b, GKS95a, GKS95b]. To work around this problem, memory caching
techniques have been suggested. However, if a viewer is allowed to fast-scan to any segment of the video, then the
entire video must be kept in memory, something that is typically too expensive.
In this study, we propose a resource management scheme, named BubbleUp, that minimizes the initial latency for
servicing a newly arrived or a fast-scan request. BubbleUp works with a disk scheduling policy Fixed-Stretch that
gives the disk arm the freedom to move to any disk cylinder before each IO. At first glance, giving the disk arm more
freedom seems to be a bad idea, since the increased disk latency may degrade disk bandwidth. However, Fixed-Stretch
also spaces out IO requests more regularly, and this significantly reduces the memory requirements. Thus, it turns out
that the increase in the disk latency is compensated by the more efficient memory use, so overall throughput does not
suffer (and may be better in some cases). In particular, our results will show that Fixed-Stretch supports comparable
throughput to Sweep and another scheme called Group Sweeping Scheme (GSS) [YCK93]. Furthermore, the freedom
to schedule IOs in any order makes possible our latency-reducing BubbleUp policy.
BubbleUp services requests in cycles, where each cycle is divided into equal duration slots. An ongoing presentation
performs one IO per cycle, using up one of the slots in that cycle. The key to BubbleUp is that, as it schedules IOs into
slots, it attempts to keep the next slot open to quickly handle an ``unexpected'' new request or fast-scan. This is
analogous to how a person would schedule office work when expecting an important visitor. Here the slots are hours
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(say) and a cycle is a working day. Suppose that at 9am the visitor has not shown up, there is no work scheduled for
9am, but there is work scheduled for 10am. In this case it makes sense to perform the 10am work at 9am, thus making
the 10am slot free to handle the visitor if he/she shows up then. In this way, the 9am free slot ``bubbles up'' to 10am. If
the visitor still does not show up at 10am, we may move 11am work to 10am, bubbling up our open slot to 11am.
Of course, the situation is more complex with IO requests than with office work because the data read in one slot for a
particular presentation is supposed to sustain that presentation until the same slot in the next cycle. If we move an IO
from one slot to another within a cycle, BubbleUp must compensate by reading less or more data, or by changing the
slot for this presentation in future cycles. The details as to how BubbleUp compensates and manages to give each
presentation a steady stream of data are given in Section 3. Using these techniques, BubbleUp manages to keep slots
open in the immediate future. This makes it possible to start a new presentation or a fast-scan very quickly (e.g., under
a quarter of a second even with a heavy load), scheduling it into one of these open slots.
Supporting fast-scan operations presents a tradeoff with throughput. That is, a fast-scan operation may require two IOs
for a single presentation in a cycle: one before the fast-scan request is made (this reads data from the ``old'' part of the
video; some of this data will be discarded when playback of the ``new'' part starts), and one after the fast-scan request
(to read in the new data). This implies that the extra IO bandwidth will not be available to service a brand new request
that arrives. Thus, given some maximum number of IOs one wishes to support during a cycle, some of the capacity can
be reserved for new requests and some for fast-scans of ongoing requests. In this paper we show that the memory
required for a fast-scan operation is actually less than that required for a new request. Thus, by reducing the allowable
number of new requests, one can actually support a larger number of fast-scans. As we will see, BubbleUp allows the
media server to dynamically shift resources from supporting new requests to supporting fast-scans and vice versa
without any transitional delay.
The rest of this paper consists of five sections. Section 2 describes the Fixed-Stretch disk scheduling scheme. Section 3
presents policy BubbleUp and examples. Sections 4 and 5 quantitatively analyze the performance of BubbleUp and
compare it with other competing schemes. Finally, we offer our conclusions in Section 6.
<-- Table of Contents

2 Fixed-Stretch
We assume that the media server services requests in cycles. During a service cycle (time T), the server reads one
segment of data for each of the requested streams, of which there can be at most Nlimit. We assume that each segment
is stored contiguously on disk. The data for a stream is read (in a single IO) into a memory buffer for that stream,
which must be adequate to sustain the stream until its next segment is read.
In a feasible system, the period T must be large enough so that in the worst case all necessary IOs can be performed.
Thus, we must make T large enough to accommodate Nlimit seeks and transfer Nlimit segments. Fixed-Stretch
achieves this by dividing a service cycle T into Nlimit equal service slots. Since the data on disk for the requests are
not necessarily separated by equal distance, we must add time delays between IOs to make all service slots last for the
same amount of time. For instance, if the seek distances for the IOs in a cycle are cyl.1, cyl.2,..., and cyl.n cylinders,
and cyl.i is the maximum of these, then we must separate each IO by at least the time it takes to seek to and transfer
this maximum i'th request. Since in the worst case the maximum cyl.i can be as large as the number of cylinders on the
disk (CYL), Fixed-Stretch uses the worst possible seek distance CYL and rotational delay, together with a segment
transfer time, as the universal IO separator, Delta, between any two IOs. We use gamma(CYL) to denote the worst
case seek and rotational delay. If the disk transfer rate is TR, and each segment is S bytes long, then the segment
transfer time is S/TR, so Delta = gamma(CYL) + S/TR.
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The length of a period, T, will be Nlimit * Delta. Figure 1 presents an example where Nlimit = 3. The time on the
horizontal axis is divided into service cycles each lasting T units. Each service cycle T (the shaded area) is equally
divided into three service slots, each lasting Delta units (delimited by two thick up-arrows). The vertical axis in
Figure 1 represents the amount of memory utilized by an individual stream.

Figure 1: Service Slots of Fixed-Stretch
Fixed-Stretch executes according to the following steps:
1. At the beginning of a service slot (indicated by the thick up-arrow in Figure 1), set the end of slot timer to expire
in Delta.
2. If there is no request to be serviced in the service slot, skip to Step 6.
3. Allocate S amount of memory for the request serviced in this time slot.
4. Set the IO timer to expire in gamma(CYL), the worst possible seek overhead, and start the disk IO. Since the
actual seek overhead cannot exceed gamma(CYL), when the IO timer expires the data transfer must have begun.
5. When the IO timer expires, the playback starts consuming the data in the buffer (indicated by the ``playback
point'' pointers in Figure 1), and the memory pages are released as the data is consumed.
6. When the end of slot timer expires, the data transfer (if issued in Step 4) must have completed. Go to Step 1 to
start the next service slot.
As its name suggests, the basic Fixed-Stretch scheme has two distinguishing features:
Fixed-order scheduling: A request is scheduled in a fixed service slot from cycle to cycle after it is admitted into
the server. For instance, if a request is serviced in the k'th slot when it first arrives, it will be serviced in the
same k'th slot in its entire playback duration, regardless if other requests depart or join the system. (As we will
see in Section 3, the ``fixed'' scheduling may be changed by policy BubbleUp.)
Stretched out IOs: The allocated service slot assumes the worst possible disk latency gamma(CYL) so that the
disk arm can move freely to any disk cylinder to service any request. This property ensures that the fixed-order
scheduling is feasible no matter where the data segments are located on the disk.
As mentioned in Section 1, Fixed-Stretch appears to be inefficient since it assumes the worse seek overhead between
IOs. However, Fixed-Stretch uses memory very efficiently because of its very regular IO pattern, and this compensates
for the poor seek overhead. In Section 4 we analyze the memory requirement of Fixed-Stretch and compare its
performance with other disk scheduling policies (e.g., Sweep and GSS). We show that Fixed-Stretch achieves
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comparable throughput to the other schemes.
<-- Table of Contents

3 Policy BubbleUp
Policy BubbleUp builds upon Fixed-Stretch to minimize initial latency. We define initial latency to be the time
between the arrival of a single new request (when the system is unsaturated) and the time when its first data segment
becomes available in the server's memory. In computing the initial latency we do not take into account any time spent
by a request waiting because the system is saturated (with Nlimit streams), as this time could be unbounded no matter
what scheduling policy is in place. In other words, our focus is on evaluating the worst initial delay when both disk
bandwidth and memory resources are available to service a newly arrived or a fast-scan request.
To simplify our discussion we temporarily assume that each media (i.e., all of its segments) is laid out contiguously on
the disk. We relax this restriction in Section 3.5.
BubbleUp minimizes the initial latency by rescheduling the requests in Fixed-Stretch's service slots and by carefully
managing the amount of data to retrieve for each request to prevent both data overflow and underflow. Table 1
summarizes the parameters defined so far, together with other parameters that will be introduced later.

Parameter

Description

DR
Data display rate, Mbps
TR
Data transfer rate, Mbps
CYL
Number of cylinders on disk
gamma(d) Function computes seek overhead
S
Segment size, without fast-scans
S'
Segment size, with fast-scans
T
Service time for a round of requests
Delta
Service time for a service slot
Tseek
Total seek (and rotational) time
Ttransfer Total data transfer time
N
Number of requests being serviced
n
Number of fast-scan operations has been serviced in this T
theta
The service slot where fast-scan initiated
Nlimit
System enforced limit on no. of requests
Mlimit System enforced limit on no. of fast-scans
Ri
ith request
S.i
ith service slot
MemMin Minimum memory requirement
Tlatency Initial latency, seconds
Table 1: Parameters
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3.1 Reducing Initial Latency
We use an example to illustrate how BubbleUp reduces initial latency. Assume that a media server supports up to three
requests (Nlimit = 3) in a period T, as depicted in Figure 1. To service three requests in T, BubbleUp divides the period
into three service slots, s.1, s.2, and s.3, each lasting time Delta.
Table 2 shows a sample execution for three requests R1, R2, R3. Each row of the table represents the execution for one
service slot. The first column identify the time involved. Each slot instance is labeled as Delta i to remind us that its
duration is Delta time units. Note that the first period or cycle has three slot instances (Delta 1, Delta 2, Delta 3). The
first slot in a cycle, s.1, occurs in instances Delta 1, Delta 4, Delta 7, .... The last three columns in Table 2 show the
requests that are currently scheduled for each slot in a cycle.
For our example, let us assume that request R1 arrives before Delta 1, R2 arrives during Delta 2, and R3 during Delta
4. When R1 arrives the system is empty and it is scheduled into the first slot s.1. The following steps then occur under
policy BubbleUp:
Delta 1: During the first instance of s.1, Delta 1, request R1 is serviced; this is indicated by the asterisk next to
R1. (Note that the asterisk moves from slot to slot as time progresses.) The amount of data retrieved for R1 is S.
Delta 2: The current slot is s.2, and no new request has arrived before the start of this time unit. Instead of
staying idle, we service R1 again in s.2. The amount of data retrieved for R1 is S/3, since only S/3 has been
consumed from the last ``playback point'' of R1 to the playback point of this slot instance. Note that in Row 2 of
Table 2, R1 now has moved to s.2 and s.1 is empty. Empty slots s.3 and then s.1 are (roughly) Delta and 2 Delta
time units away, ready to accept any new requests that might arrive. This is the goal of the BubbleUp policy:
trying to keep open slots as close time-wise as possible.
Delta 3: The current slot is s.3, and request R2 has just arrived (during Delta 2). We service R2 immediately in
s.3.
Delta 4: Slot s.1 is the current slot, no new request has arrived before the start of this time unit. Policy BubbleUp
selects the next future request that would be due for service, R1 in this case, and services it early. Enough data is
read in (2S/3) to fill up the R1 buffer, and now R1 has moved to slot s.1. Again, we have freed the following
slot, s.2, to be able to service some new request that might arrive.
Delta 5: The current slot is s.2, and request R3 has arrived (during Delta 4). We service R3 immediately. If we
had not swapped R1 out of this slot in Delta 4, R3 would have had to wait two slots before receiving service.

Time

s.1

s.2

s.3

Delta1

R1*

-

-

Delta2

-

R1*

-

R1

R2*

Delta3

-

Delta4

R1*

-

R2

Delta5

R1

R3*

R2

Table 2: BubbleUp Example
Policy BubbleUp ``bubbles up'' empty slot instances in the future so they occur in the next slot instance. Thus, if there
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is a free slot, it always occurs in the very next time slot, and the maximum delay a new request faces is limited. In
particular, the worst delay occurs if the new request arrives just after a slot has started. It then has to wait for the next
slot (Delta = gamma(CYL) + S/TR), plus the time for its own seek to be completed (gamma(CYL)) to reach the
playback point. Thus, the worst case latency:
Tlatency = 2 * gamma(CYL) + S/TR (Eq. 1)
is independent of Nlimit. When two new requests arrive at the server and the system is currently servicing fewer than
Nlimit - 1 requests, we can still service these two new requests immediately in consecutive slots. The latency for the
second request is larger than the first one by gamma(CYL) + S/TR.

3.2 Supporting Fast-Scans
A fast-scan operation is initiated by an ongoing request that decides to jump to another segment of the video. Fastscans can be supported either by providing thumb-nail pictures to allow the viewer to select a video sequence to jump
to, or by playing a separate fast (skipping frames) version of the video that leads to the desired segment of the film
[BGMJ94, ORS96]. Since a fast-scan operation is initiated by an interactive user, having fast response time is critical,
as we have discussed.
If open slots are available, we can treat a fast-scan request just like a new request, scheduling for the next open slot
(and removing the old request from the slot it was assigned to). However, if no slots are available, then the fast-scan
cannot be serviced. This is illustrated by the following example, which also motivates an extension to BubbleUp. We
continue with the previous example, starting with from the 5th time unit (Delta 5).
Delta 5: The current slot s.2 has been used to service request R3. The amount of data in the buffer for R1, R2,
and R3 at the playback point of this slot instance is 2S/3, S/3, and S respectively.
Delta 6: The current slot is s.3. The slot is supposed to service R2, but a fast-scan request has been issued by the
viewer of R3 in the previous time unit. If we do not service the fast-scan request until slot s.2, where R3 is next
scheduled, the initial latency will be three time slots. On the other hand, if we service the fast-scan request in
s.3, the delay service will cause data underflow for R2 and R1.
To service the fast-scan request right away in s.2 as well as to avoid data underflow for the delayed requests,
BubbleUp must increase the segment size from S to S'. Let us assume that we only wish to service (with low latency)
one fast-scan operation per service cycle. In this case, the new segment size S' must be able to sustain the playback for
the possible delay of one extra service slot. While an expression for S' is derived in Section 4, for this example it
suffices to say that S' should be large enough to sustain the playback time of 4 Delta. Assuming that the system now
reads segments of size S', we repeat the example from the beginning of Delta 5. Table 3 shows the execution; the steps
are as follows:

Time

s.1

s.2

s.3

Delta5

R1

R3*

R2

Delta6

R2

R1

R3*

Delta7

R2*

R1

R3

Delta8

R2

R1*

R3
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Table 3: Fast-Scan Example
Delta 5: The current slot s.2 has been used to service request R3. The amount of data in the buffer for R1, R2,
and R3 at the playback point of Delta 5 is 3S'/4, S'/2, and S' respectively. Note that the data in R2's buffer can
last for another two slot instances rather than one.
Delta 6: The current slot is s.3. The slot is supposed to service R2, but a fast-scan request has been issued in the
previous slot by the R3 viewer. BubbleUp services R3 immediately in s.3. Requests R2 and R1 are delayed by
one slot to s.1 and s.2. However, since S' is larger, both R1 and R2 can be delayed without causing data
underflow. The amount of data in the buffer for R1, R2, and R3 at the playback point of Delta 6 is S'/2, S'/4, and
S'. Note that since the system supports only up to one fast-scan operation per cycle (this was our design choice),
the amount of data in the buffer for R1 and R2 is insufficient to sustain a second delay.
Delta 7: The current slot is s.1. BubbleUp transfers S' amount of data for R2. The amount of data in the buffer at
the playback point of Delta 7 for R1, R2, and R3 is S'/4, S', and 3S'/4. Note that, the amount of data in the buffer
for R1 is still insufficient to take another delay. BubbleUp still cannot take another fast-scan request at this point.
Delta 8: The current slot is s.2. BubbleUp transfers S' amount of data for R1. The amount of data in the buffer at
the playback point of this slot instance for R1, R2, and R3 is S', 3S'/4, and S'/2. The system has now recovered
and is ready to service another fast-scan request, if necessary.
The above example shows that BubbleUp can enlarge the segment size to S' so that the service for the scheduled
requests can be postponed to support fast-scan operations. The more fast-scans the media server is designed to support
in a service cycle, the larger S' needs to be.

3.3 Supporting New Requests vs. Fast-Scans
BubbleUp can elect to use its resources to service new requests or fast-scan operations. Continuing with the example
from Section 3.2, we extend the execution by three more slot instances. Let a new request R4 arrive in Delta 8 and let
request R2 depart the server (either the viewer stops the playback or the playback ends) in Delta 10. Table 4 shows the
sample execution from slot Delta 8 to Delta 11. Time slots marked with ``NA'' do not exist.

Time

s.1

s.2

s.3

s.4

Delta8

R2

R1*

R3

NA

Delta9

R2

R1

R4*

R3

Delta10

R2

R1

R4

R3*

Delta11

R1*

-

R4

R3

Table 4: Switch Example
Delta 8: At the playback point of slot Delta 8, the amount of data in the buffer for R1, R2, and R3 is S', 3S'/4,
and S'/2. The system can accept a new request or a fast-scan request in the next time unit.
Delta 9: The current slot is s.3, and a new request R4 has arrived (during Delta 8). If the media server decides
not to support the additional request, R4 is turned away. In this example, suppose the server decides to increase
its throughput. The server sets Nlimit to 4 and opens up a new service slot s.4. The server uses the current slot
s.3 to service R4 immediately. R3 is delayed into slot s.4 that previously did not exist. Since the amount of data
in the buffer is sufficient for the rest of the requests to be delayed by one time slot, there is no concern about
``jitter.'' The amount of data in the buffer for R1, R2, R3, and R4 at the playback point is 3S'/4, S'/2, S'/4, and S'.
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Delta 10: The current slot is s.4. Request R3 is serviced in s.4 to fill its buffer up to S'. The amount of data in the
buffer for R1, R2, R3, and R4 at the playback point is S'/2, S'/4, S', and 3S'/4.
Delta 11: The current slot s.1 is scheduled to service R2, but R2 has departed. The server can either close down
s.4, so the system returns to the mode where it can support one fast-scan, or the server can remain at Nlimit = 4.
In this example, we assume that the server makes the latter choice, Keeping Nlimit at 4, we bubble R1 up to s.1
and keep s.2 open to service the next potential new request.
The example demonstrates that BubbleUp has the flexibility to shift resources from supporting fast-scans to supporting
additional streams, and vice versa.

3.4 BubbleUp Specification
We now describe policy BubbleUp formally. Let s.i, for i = 0,1,2,...,Nlimit-1, denote the service slots. The slots are
Delta = T/Nlimit apart. Let psi denote the pointer to the current service slot that is being serviced by the disk, and theta
denote the pointer to the service slot in which the request initiates the fast-scan operation. Let Mlimit be the maximum
number of fast-scans permitted in a service cycle T, and n be the number of fast-scans that have been serviced in the
cycle (n <= Mlimit). For bookkeeping, BubbleUp maintains two sets of data: 1) s.i.R records the request scheduled to
be serviced in the i'th service slot, and 2) s.i.N records the number of times the request that is currently scheduled in
the i'th slot has been delayed (bumped) in the cycle due to fast-scans (s.i.N <= Mlimit). We use lambda(new) to
represent the newly arrived request. Figure 2 shows policy BubbleUp.
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Figure 2,3,and 4: Policy BubbleUp and Procedures
Every Delta = T/Nlimit seconds, the system services a slot. The first key in policy BubbleUp is the step where the
current service slot s.psi is empty (s.psi.R = nil) and there is neither a new nor a fast-scan request (step 2(c) in
Figure 2). When this happens, policy BubbleUp swaps slot s.psi with the next occupied slot, and makes the empty slot
available in the future. Procedure Swap in Figure 4 describes how a swap slot is chosen and the amount of data to
retrieve for the swapped request.
The second key in policy BubbleUp is the steps where the scheduled requests are delayed to service a fast-scan
request. This can happen either when the system still has empty slots (step 2(b)) or when the system is fully loaded
(step 3(b)), as long as the number of fast-scans issued in the cycle has not exceeded the limit (n < Mlimit). In both
steps, procedure Bump is invoked to push some scheduled requests backward so that the fast-scan request can be
serviced promptly.
Figure 3 describes how procedure Bump works. Procedure Bump pushes the requests in front of the service slot that
initiates the fast-scan request (s.theta) one slot back. This not only opens up the current slot to service the fast-scan
request, but also garbage-collects the slot in which the request issues the fast-scan. Another important function of
procedure Bump is to keep track of how many times a request has been bumped in a service cycle (stored in s.i.N).
This information is used in procedure Swap to determine how much data to retrieve for the swapped request (discussed
shortly).
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Figure 4 describes procedure Swap formally. Procedure Swap determines which slot to swap in the second step of the
execution. The slot to swap is the first occupied slot due up for service. If all slots are empty, then the procedure does
nothing. After a swap candidate is chosen, procedure Swap calculates how much data to retrieve for the swapped
request. First, procedure Swap determines how many slots (denoted as Nslots) the swapped request has to be moved
forward. Next, procedure Swap determines how many times the swapped request has been moved backward due to the
fast-scans serviced in the cycle (can be found after 3(a) in s.psi.N). Since the swapped request was scheduled to run
out of data in Nslots + (Mlimit - s.psi.N) slots away, moving it Nslots forward leaves S' * (Nslots + Mlimit - s.psi.N)/
(Nlimit + Mlimit) amount of data in the buffer. To replenish the buffer to S' requires the data retrieval size to be:
S' * (Nlimit - Nslots + s.psi.N) / (Nlimit + Mlimit).
The value of s.psi.N is reset at the end of Swap (Step 3(e)) since the data in the buffer for the swapped request has
been filled up to S' to take up to Mlimit bumps.
Policy BubbleUp can be enhanced beyond what we have described here. In particular, instead of checking if n <
Mlimit before calling procedure Bump (under steps 2(b) and 3(b) in Figure 2), BubbleUp can check if each request to
be bumped satisfies s.i.N < Mlimit. Thus, as long as the affected requests have sufficient data in the buffer to be
delayed, the fast-scan request can be admitted even though n can be equal to or larger than Mlimit. We do not consider
this enhancement further in the rest of this paper.

3.5 Data Placement
We have assumed so far that a video is laid out contiguously on the disk in its entirety. However, policy BubbleUp
does not require such a stringent data placement policy.
To keep the seek overhead of an IO to at most gamma(CYL), BubbleUp requires that the data read by each disk IO is
physically contiguous on the disk. Since each IO may read variable amounts of a segment, we have to carefully store
data on the disk. For example, suppose that we store the segments S'1, S'2, S'3 ... of a particular presentation in
different places on disk. It could be the case that in the first cycle we read three fourths of S'1, and then need to read a
full segment's worth of data in the second cycle. Thus, in the second cycle we need to read 1/4 of S'1 and 3/4 of S'2,
requiring two IOs. This violates our one IO per request rule.
To remedy this problem, we propose placing data on the disk in contiguous chunks following two rules:
1. Each chunk is physically contiguous and is a minimum two segments in size.
2. The last segment of a chunk is always replicated at the beginning of the next chunk. (This rule does not apply to
the last chunk.)
To illustrate, consider a video stored in three chunks: chunk A contains segments 1, 2, and 3; chunk B contains
segments 3 and 4, and chunk C segments 4, 5, 6, and 7. It is clear that BubbleUp can now read one segment worth of
data in a single IO starting at any point of the video. For instance, if it needs to read a fraction of S'2 and S'3, it can
read from chunk A; if it needs to read a fraction of S'3 and S'4 it reads from chunk B.
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Figure 5: Data Placement
As we break up a video into more and more chunks, we have higher storage overhead. At the extreme, all chunks
contain two segments, and every segment is replicated, for a 100% storage overhead. Thus, we would like to store
each video on disk using as few chunks as possible. The following example illustrates a good policy for achieving such
allocation. Say we have a 30 segment video to place on disk. We denote the i'th segment of the video by Vi. Figure 5
presents the disk layout, with the unshaded regions representing the available space on disk. These free regions can
accommodate (from top to bottom) 8, 4, 20, and 10 segments respectively. We first use a ``largest fit'' policy, using the
largest available spaces on disk to hold the largest possible chunks. For the last chunk we use instead a ``best fit''
strategy in order to reduce disk fragmentation. Figure 5 shows the result of using these policies. The first 20 segments
of the video, from V1 to V20 are placed in the largest 20 segment region. Then, we have to replicate V20 at the
beginning of the second chunk, and place segments V20 to V29 in the next largest 10 segment region. The last chunk
holds a copy of V29 together with V30. It is placed in the smallest region that can hold it, i.e., it goes into the 4
segment region.
The ``largest fit'' policy reduces the number of chunks, decreasing the replication overhead to the minimum possible.
The ``best fit'' policy for the last chunk reduces fragmentation, and is beneficial for future allocations. We believe that
under normal circumstances (i.e., a disk that is not terribly fragmented), videos can be stored in small number of
chunks, and the replication overhead will be minimal.
<-- Table of Contents

4 Analysis
Three factors together determine the memory requirement and hence the throughput of a media server: disk seek
overhead, the variability of the IO time, and the degree of memory sharing among the requests. In this section, we
analyze these factors for scheme Fixed-Stretch (the underlying scheduling policy of BubbleUp). We also compare it
with a representative disk scheduling policy, Sweep, which minimizes disk seek overhead. Finally, we study the impact
on throughput of the extra data read when BubbleUp handles fast-scans. In Section 5 we also evaluate the Group
Sweeping Scheme (GSS) [YCK93], a scheme that can be thought of as a hybrid between Fixed-Stretch and Sweep.
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However, due to space limitations, in this section we do not discuss the GSS analysis. (The analysis can be found
in [CGM97a].)

4.1 Seek Overhead
The throughput analysis for Fixed-Stretch is independent of whether policy BubbleUp is used or not, as long as
BubbleUp does not read larger segments for fast-scans. For now, assume that larger segments are not used.
Fixed-Stretch services requests in cycles each lasting T time units. As we have discussed in Section 2, the period T
must be large enough so that all necessary IOs can be performed. The period T therefore must be larger than or equal
to the worst case seek and transfer times, i.e., T >= Tseek + Ttransfer. For optimal performance, however, we take the
smallest feasible T value, since otherwise we would be wasting memory resource. That is,
T = Tseek + Ttransfer = Nlimit * (gamma(CYL) + s/TR). (Eq. 2)
In a feasible system, the amount of data retrieved in a period must be at least as large as the amount of data displayed.
That is, S >= DR * T, where DR is the display rate. (Recall that Table 1 summarizes our parameters.) We refer to this
constraint as continuity constraint. However, if we want a stable system, the input rate should equal the output rate,
else in every period we would accumulate more and more data in memory. Thus, we have the equation
S = DR * T (Eq. 3)
Substituting T = S/DR (Eq. 3) into Equation 2, we can solve for S, the segment size needed to support the Nlimit
requests (without fast-scan):
S = (Nlimit * gamma(CYL) * TR * DR) / (TR - (DR * Nlimit)) (Eq. 4)
From Equation 4, it is clear that the segment size is directly proportional to the seek overhead function gamma(CYL),
given TR, DR, and Nlimit.
For scheme Sweep, since gamma is a concave function [KTR94, RW94b, TPBG93], the largest value of the total seek
overhead occurs when the segments are equally spaced on the disk. This means that the worst case seek overhead per
request is gamma(CYL/Nlimit). Thus, the equations for Sweep are identical to the above, except that gamma(CYL) is
replaced by gamma(CYL/Nlimit).

4.2 IO Time Variability
For Fixed-Stretch (without considering fast-scan), the time between servicing IOs for a request is capped by T. As
such, S amount of memory can sustain playback without violating the continuity constraint stated in Equation 3. The
memory requirement (without sharing of buffers) for Fixed-Stretch is therefore Nlimit * S.
For Sweep, however, although in a period we read only S bytes for each stream, it turns out we need a buffer of twice
that size for each stream to cope with the variability in read times. To see this, consider a particular stream in progress,
where we call the next three disk arm sweeps A, B, and C. Assume that the segments needed by our stream are a, b,
and c. It so happens that because of its location on the disk segment, a is read at the beginning of sweep A, while b is
read at the end of sweep B, 2 * T time units after a is read. At the point when a is read we need to have in memory 2 *
S data, to sustain the stream for 2 * T time.
When segment b is read, we will have only S bytes in memory, which is only enough to sustain us for T seconds.
Fortunately, because b was at the end of its sweep, the next segment c can be at most T seconds away, so we are safe.
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Actually, c could happen to be the very first segment read in sweep C, in which case we would again fill up the buffer
with roughly 2 * S data (minus whatever data was played back in the time it takes to do both reads).
Intuitively, what happens is that half of the 2 * S buffer is being used as a cushion to handle variability of reads within
a sweep. Before we actually start playing a stream we must ensure that this cushion is filled up. In our example, if this
stream were just starting up, we could not start playback when a was read. We would have to wait until the end of
sweep A (the sweep where first segment a was read) before playback could start. Then, no matter when b and c and the
rest of the segments were read within their period, we could sustain the DR playback rate.
Adding a cushion buffer for each request doubles the memory required. For Nlimit requests, the total memory for
Sweep is 2 * Nlimit * S (ignoring sharing of free space among buffers). Note that although Sweep has a smaller
segment size, it needs a two-segment buffer for each request to cope with the IO time variability.

4.3 Memory Sharing

Figure 6(a): Memory Requirement Examples
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Figure 6(b): Memory Requirement Examples
Memory can be shared among Nlimit requests. Figure 6 depicts three streams using the memory resource. When an IO
occurs, the memory buffer of each stream is filled with S amount of data. It is then drained by the display device at rate
DR in the next period T. This pattern repeats itself until the playback ends. The bottom curves show the total memory
used, i.e., the sum of the top three curves.
Note that when the IOs are close to each other as shown in Figure 6(a), the peak memory requirement (bottom curve)
is 3 * S. On the other hand, Figure 6(b) shows that when the IOs are spaced out with equal distance, the memory
requirement is reduced to 2 * S. In general, a scheme like Sweep that minimizes seek latency has shorter gaps between
IOs, and hence the memory sharing is limited. On the other hand, when IOs are delayed with equal gaps, like in the
case of Fixed-Stretch, the memory sharing factor is optimal [CC96, CGM97a, NY94]. Thus, Fixed-Stretch has an
important advantage over Sweep with respect to memory sharing.
In [CC96, CGM97a] we derive precise formulas for the memory required by each scheme, assuming sharing of free
space among requests. Due to space limitations, here we simply report the expressions: The memory requirement for
Fixed-Stretch is
MemMin(Fixed-Stretch) = S * (Nlimit+1)/2 + (Nlimit * gamma(CYL) * DR). (Eq. 5)
The memory requirement for Sweep with memory sharing is
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MemMin(Sweep) = (Nlimit - 1) * S + Nlimit * DR * (T - (Nlimit - 2) * S/TR). (Eq. 6)
From this memory requirement one can compute the maximum throughput given some fixed amount of available
memory. For example, one can assume that Nlimit = 1 and see if the computed MemMin(Sweep) is less than the
available memory. If so, we can try Nlimit = 2 and so on, until we find the largest feasible value of Nlimit. This last
value would be the maximum throughput supportable.

4.4 BubbleUp with Fast-Scan Operations
Assuming that up to Mlimit fast-scan operations are allowed in each service cycle, BubbleUp (and Fixed-Stretch) now
has to read more data to sustain the playback for the duration of Nlimit + Mlimit service slots, rather than Nlimit.
We now derive the memory requirement for supporting Mlimit fast-scan requests in a cycle T. If the server allows
Mlimit fast-scan operations per service cycle, then the segment size, instead of being S, must be S' = ((Nlimit +
Mlimit)/Nlimit) * S. When a request arrives, ((Nlimit + Mlimit)/Nlimit) * S is read into its buffer. If no fast-scan
operations are issued in the service cycle, only S amount of data is consumed, and hence only S amount is replenished
in the subsequent cycle. If Mlimit fast-scans occur in the service cycle, then another ((Nlimit + Mlimit)/Nlimit) * S
amount of data needs to be replenished in the next service cycle. In the worst case, all IOs in a cycle transfer ((Nlimit
+ Mlimit)/Nlimit) * S amount of data. Rewriting the continuity requirement in Equation 3, we get
S/DR = Nlimit * (gamma(CYL) + ((Nlimit + Mlimit) * S)/(Nlimit * TR). (Eq. 7)
Solving for S we get
S = (Nlimit * gamma(CYL) * TR * DR)/(TR - (DR*(Nlimit + Mlimit))). (Eq. 8)
The segment size S' for supporting Mlimit fast-scan operations in a service cycle is
S' = (Nlimit + Mlimit) * S/Nlimit. (Eq. 9)
This S' is to replace the S in Equation 5 to compute the total memory requirement to support Nlimit streams and Mlimit
fast-scan operations.
<-- Table of Contents

5 Evaluation
In this section, we use a case study to compare the initial latency and throughput of BubbleUp (with Fixed-Stretch),
Sweep and GSS. For our evaluation we use the Seagate Barracuda 4LP disk [SGT96]; its parameters are listed in
Table 5.

Parameter Name
Value
Disk Capacity
2.25 GBytes
Number of Cylinders, CYL 5,288
Min. Data Transfer Rate, TR 75 Mbps
Max. Rotational Latency Time 8.33 ms
M.n. Seek Time
0.9 ms
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Max. Seek Time
alpha1
beta1
alpha2
beta2

17.0 ms
0.6 ms
0.3 ms
5.75 ms
0.0021 ms

Table 5: Seagate Barracuda 4LP Disk Parameters
For computing the seek overhead we use the following function [KTR94, RW94b]:
gamma(d) = alpha1+(beta1*sqrt(d)) + 8.33 if d < 400
gamma(d) = alpha2 + (beta2 * d) + 8.33 if d >= 400
In each seek overhead we have included a full disk rotational delay of 8.33 ms. The rotational delay depends on a
number of factors, but we believe that one rotation is a representative value. One could argue that rotational delay
could be eliminated entirely if a segment were an exact multiple of the track size. (In that case we could start reading
at any position of the disk.) However, the optimal segment size depends on the scenario under consideration, so it is
unlikely it will divide exactly into tracks. If we assume that the first track containing part of a segment is not full, then
in the worst case we need a full rotation to read that first portion, even with an on-disk cache. If we assume that the
last track could also be partially empty, then we would need a second rotational delay, and our 8.33ms value might be
conservative! Note incidentally that we use a full rather than an average rotational delay since we are estimating a
worst case scenario.

5.1 Initial Latency
For Sweep, the worst initial latency happens when a request arrives just after the disk head has passed over the first
segment of the media. The request must wait for a cycle (T) until its first segment can be retrieved. As discussed in
Section 4.2, playback cannot start right away, since this first segment just fills up the playback cushion. Actual
playback can start at the end of the first cycle, which in the worst case can be another T seconds away. The worst
initial latency is therefore Tlatency = 2T. The latency expression for GSS is the same, although the actual values can
be higher because GSS typically uses a larger segment size to improve throughput. As shown in Section 3, the latency
expression for BubbleUp (with Fixed-Stretch) is Tlatency = 2 * gamma(CYL) + S/TR.
Note that in a particular service cycle T, schemes Sweep and GSS may have some slack time, and it may be possible
for the disk arm to temporarily alter its sweep pattern to service a new request [TL94]. Thus, if there happens to be
slack available, a particular new request could be started earlier (although we still have to fill the cushion buffer before
playback starts). However, the amount of slack left in the cycle is stochastic, and hence cannot be relied on in
computing the worst case initial latency.
We show in Figure 7 that BubbleUp improves the initial latency significantly compared to Sweep. While the initial
latency of Sweep goes up superlinearly with Nlimit, BubbleUp maintains an almost constant initial latency which is
under a quarter of a second.
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Figure 7: Initial Latency vs. Throughput

5.2 Throughput
Next we compare the throughput of BubbleUp with Sweep and GSS. We plot the throughput figure by first computing
the memory requirement using Equation 5 for BubbleUp and Equation 6 for Sweep (for GSS please refer to
[CGM97a]), then picking the largest Nlimit each scheme can achieve under a given memory configuration. Figure 8
shows BubbleUp consistently supports up to one more stream than Sweep does when memory is limited. Both
schemes support the same number of streams when memory is abundant. Compared to the optimal throughput GSS can
achieve, BubbleUp trails by at most one stream.
These results show that minimizing disk latency alone (like Sweep does) does not necessarily lead to better throughput.
A scheme that conserves memory like BubbleUp (with Fixed-Stretch) by fixing the scheduling order and improving
memory sharing achieves comparable, sometimes better, throughput. Furthermore, as we have shown, BubbleUp
minimizes initial latency (with essentially no throughput penalty), and this gives it a big edge over the other schemes.
Thus, for interactive applications that require fast response time, BubbleUp may be the choice.

Figure 8: Throughput vs. Memory

5.3 The Cost for Supporting Fast-Scan
Figure 9 shows the memory requirement for supporting 1, 2, and 6 fast-scan operations on top of the Nlimit requests.
The horizontal axis represents Nlimit, while the vertical axis shows the total memory needed to support that number of
requests plus the Mlimit fast-scans. The marginal memory requirement goes up as throughput (Nlimit) or the number
of fast-scan operations (Mlimit) increases. For instance, supporting one fast-scan (Mlimit = 1 instead of zero) at Nlimit
= 40 requires 2.7 MBytes of additional memory. By comparison, the incremental memory requirement at Nlimit = 35
for one fast-scan (compared to none) is 1.0 MBytes. Supporting a second fast-scan operation at Nlimit = 40 needs 3.4
MBytes of additional memory. This is not a surprise since Equation 8 shows that as Nlimit + Mlimit grows the
denominator of Equation 8 approaches zero, causing S to grow super-linearly.
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Figure 9: Memory Required for Fast-Scans
Note that it is cheaper to support fast-scans (i.e., to increase Mlimit) than to support the same number of additional
streams (i.e., to increase Nlimit). For instance, Figure 9 shows that supporting Nlimit = 35 plus Mlimit = 6 requires
19.5 MBytes of memory (the first line from the top); however, supporting Nlimit = 40 (the bottom line at Nlimit = 40)
also needs the same amount of memory. In this case, a reduction in throughput of five requests supports at least six
fast-scan operations (Mlimit becomes the lower bound if we make the enhancement discussed in the end of
Section 3.4). This illustrates that supporting fast-scan operations incurs only a sub-linear tradeoff with throughput.
Which of the two operations to favor in a media server, new requests (which increases throughput) or fast-scan, is a
policy decision.
In closing this section we make one important point. The results of this section are for a specific hardware scenario.
However, we believe that our general conclusions hold even under different disk parameters. Reference [CGM96]
presents results that support this claim, but due to space limitations they cannot be given here.
<-- Table of Contents

6 Conclusion
In this paper we proposed a disk and memory management scheme, BubbleUp, that minimizes initial latency for
servicing new and fast-scan requests. To minimize initial latency, BubbleUp, always makes the available disk
bandwidth and memory resource ready for servicing a new request. In addition, BubbleUp can prefetch additional data
for each request so that when a fast-scan request arrives, it can delay service to the scheduled requests in order to
service the fast-scan promptly. We showed that BubbleUp typically keeps the initial latency under a quarter of a
second even when the media server is heavily loaded. We believe that this low latency is critical in interactive
multimedia applications.
To implement BubbleUp, the disk arm must be given freedom to move to any location on the disk so that the
scheduling order of the requests can be changed. This freedom is made possible by our underlying Fixed-Stretch
policy. Intuitively, increasing disk latency between IOs may lead to throughput degradation. However, we showed that
spacing out IOs conserves memory, and BubbleUp (without fast-scan support) is able to achieve throughput near the
optimal of the GSS scheme, and outperform a conventional elevator disk arm scheduling policy like Sweep. In short,
BubbleUp minimizes initial latency without adversely affecting throughput.
It is important to note that BubbleUp can be used with any commercial, off-the-shelf disks since it does not require
any modification to the device drivers. The entire implementation of BubbleUp can be above the device driver layer,
since BubbleUp only needs to queue an IO request after the completion of the previous one. Another benefit of
BubbleUp is that even when the system is fully loaded, the disk arm usually has slack between IOs. This slack could
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be used to service short duration conventional file IOs, such as for accessing closed captions for the playing videos.
(To efficiently use the slack, however, may require implementing BubbleUp at the device driver level.) Thus,
BubbleUp may be a good resource manager for multimedia file systems. We also believe that BubbleUp can be used
in a multi-disk environment, and we are currently studying its implementation and performance in such a case.
<-- Table of Contents

References
BGMJ94
S. Berson, S. Ghandeharizadeh, R. Muntz, and X. Ju. Staggered striping in multimedia information systems.
Proceedings of the ACM Sigmod, pages 79-89, 1994.
CC96
Edward Chang and Yi-Yin Chen. Minimizing memory requirements in a multimedia storage system. Stanford
Technical Report SIDL-WP-1996-0045 URL: http://www-diglib.stanford.edu, 1996.
CGM96
Edward Chang and Hector Garcia-Molina. Effective memory use in a media server (extended version). Stanford
Technical Report SIDL-WP-1996-0050 URL: http://www-diglib.stanford.edu, 1996.
CGM97a
Edward Chang and Hector Garcia-Molina. Effective memory use in a media server. Proceedings of the 23rd
VLDB Conference, August 1997.
CGM97b
Edward Chang and Hector Garcia-Molina. Reducing initial latency in media servers. IEEE Multimedia, Fall
1997.
CLOT96
TatSeng Chua, Jiandong Li, BengChin Ooi, and Kian-Lee Tan. Disk striping strategies for large video-ondemand servers. ACM Multimedia, pages 297-306, November 1996.
SGT96
Seagate barracuda 4lp family product specification. URL: http://www.seagate.com, 1996.
GKS95a
S. Ghandeharizadeh, S.H. Kim, and C. Shahabi. On configuring a single disk continuous media server.
Sigmetrics Performance Evaluation, 23(1):37-46, May 1995.
GKS95b
S. Ghandeharizadeh, S.H. Kim, and C. Shahabi. On disk scheduling and data placement for video servers. USC
Technical Report USC-CS-TR97-650, December 1995.
KTR94
David Kotz, Song Bac Toh, and Sriram Radhakrishnan. A detailed simulation model of the hp 97560 disk drive.
Dartmouth College Technical Report PCS-TR94-220, 1994.
MN95
Dwight Makaroff and Raymond Ng. Schemes for implementing buffer sharing in continuous-media systems.
Information Systems, 20(6):445-464, 1995.
NY94
Raymond Ng and Jinhai Yang. Maximizing buffer and disk utilizations for news on-demand. Proceedings of the
20th VLDB Conference, pages 451-462, 1994.
OBRS94
B. Ozden, A. Biliris, R. Rastogi, and A. Silberschatz. A low-cost storage server for movie on demand databases.
Proc. VLDB, September 1994.
ORS96
B. Ozden, R. Rastogi, and A. Silberschaz. The Storage and Retrieval of Continuous Media Data, a Chapter in
Multimedia Database Systems. Springer, 1996.
RW94a
file:///C|/Users/Bear/Desktop/new/MM97/paper-2.html[3/15/2010 6:33:49 PM]

BubbleUp : Low Latency Fast-Scan for Media Servers

A. Reddy and J Wyllie. I/o issues in a multimedia system. Computer, 2:69-74, March 1994.
RW94b
Christ Ruemmler and John Wilkes. An intro to disk drive modeling. Computer, 2:17-28, March 1994.
Ste95
R Steinmetz. Multimedia file systems survey: approaches for continuous media disk scheduling. Computer
Communications, pages 133-44, March 1995.
TL94
Sandra R. Thuel and John P. Lehoczky. Algorithms for scheduling hard aperiodic tasks in fixed-priority systems
using slack stealing. Proceedings of Real-Time Systems Symposium, pages 22-33, December 1994.
TPBG93
F.A. Tobagi, J. Pang, R. Baird, and M. Gang. Streaming raid-a disk array management system for video files.
First ACM Conference on Multimedia, August 1993.
YCK93
P.S. Yu, M-S. Chen, and D.D. Kandlur. Grouped sweeping scheduling for DASD-based multimedia storage
management. Multimedia Systems, 1(1):99-109, January 1993.
<-- Table of Contents

Edward Chang
Sat Aug 15 19:38:38 PDT 1997

file:///C|/Users/Bear/Desktop/new/MM97/paper-2.html[3/15/2010 6:33:49 PM]

User Interface Evaluation of a Direct Manipulation Temporal Visual Query Language

ACM Multimedia 97 - Electronic Proceedings
November 8-14, 1997
Crowne Plaza Hotel, Seattle, USA

User Interface Evaluation
of a Direct Manipulation
Temporal Visual Query Language
Stacie Hibino*
Bell Labs/Lucent Technologies
1000 E. Warrenville Road
Naperville, IL 60566 USA
hibino@acm.org
http://www.umich.edu/~hibino/

Elke A. Rundensteiner
Computer Science Department
Worcester Polytechnic Institute, 100 Institute Road
Worcester, MA 01609-2280 USA
rundenst@cs.wpi.edu
http://www.cs.wpi.edu/~rundenst/
ACM Copyright Notice

Abstract
As new query interfaces emerge for accessing multimedia data, formal user studies are needed to evaluate the usability
of such interfaces. In this paper, we present results from a user interface evaluation of our temporal visual query
language (TVQL). TVQL is a novel direct manipulation query interface for specifying temporal relationship queries
over temporal events such as video data. In our user study, we compare TVQL to a forms-based temporal query
language (TForms). Our results indicate that while subjects took longer to learn TVQL than TForms, they were more
efficient and more accurate in specifying temporal queries with the TVQL interface than with the TForms interface.
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1. Introduction
Recent advances in multimedia databases have introduced new multimedia query languages and interfaces empowering
users to access multimedia data in novel ways such as querying images by submitting either color and spatial
specifications or sample images as search criteria (e.g., [Smi96, Pas96]). While the description of such systems usually
includes evaluation of their efficiency and accuracy, little work, if any, has been done to evaluate the usability of these
new query interfaces. Formal user evaluations are needed to demonstrate the usability of such systems--to validate not
only that the system can efficiently and accurately access multimedia data, but that real users can use the
corresponding new query interfaces to efficiently and accurately find relevant information in multimedia data sets.
Our MultiMedia Visual Information Seeking (MMVIS) environment represents a new visual paradigm for the temporal
trend analysis of video data [Hib97a, Hib96a]. In MMVIS, we provide a direct manipulation interface enabling users to
dynamically browse through temporal relationships between user-specified subsets of video events stored in a
database. This interactive browsing is supported by tightly coupling specialized temporal query filters (referred to as
TVQL, our temporal visual query language--see [Hib96b] and summary in Section 2.1) with a dynamically updated
temporal visualization (TViz) of results.
Consider the case where HCI researchers collect CSCW video data to analyze the process flow of a design meeting
between three subjects ("Cindy," "Ron," and "Greg") collaborating from remote sites [Ols95]. The data is coded to
indicate when each person speaks as well as to characterize the design activity based on the design rationale (DR) of
what is being said (e.g., to indicate when alternatives, digressions, etc., take place in the meeting). Researchers could
select two subsets within MMVIS such as: A) person talking events and B) design activities. They could then explore
various relationships between members of these subsets using TVQL. As they manipulate the temporal query filters,
TViz is dynamically updated to visually present the query results by indicating the strength of the temporal relationship
specified through TVQL (see [Hib97b, Hib96a]). For example, they could use TVQL to investigate temporal trends
such as who starts talking at the same time as each of the design activities, who starts talking before or at the same
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time as each design activity but does not stop speaking until after the given activity starts (i.e., who "initiates" them),
etc.
Previously, we have demonstrated the utility of MMVIS through a case study applying it to real CSCW video data
such as the design meeting described above [Hib97b]. We have recently completed two user interface studies on
MMVIS--one evaluating the usability of TVQL and the other on the effectiveness of the fully integrated MMVIS
environment [Hib97a]. In this paper, we describe the results of our first user interface study on evaluating TVQL.
In the TVQL user study, we compare and contrast the users' ability to specify and interpret various types of temporal
queries using TVQL versus a forms-based temporal query language (TForms). The study shows that while users spent
more time learning TVQL than TForms, they were also able to specify temporal queries more efficiently (significantly
more efficiently for incremental temporal queries) and more accurately with TVQL than with TForms. While TVQL is
designed to be part of our integrated MMVIS environment, it is a general interface for specifying temporal relationship
queries that could be applied to temporal data other than video (e.g., logfiles or stock exchange data) as well as
incorporated into other database frameworks of temporal data.
This paper is divided into six additional sections. In the next section, we provide some background on temporal
relationship queries and describe the two query interfaces being compared--our temporal visual query language
(TVQL) and a forms-based temporal query language (TForms) interface. In Section 3, we describe the experimental
design of the study, presenting the number and types of participants, the overall design, the procedure and materials,
and the types of data collected. In Section 4, we then summarize our experimental results and in Section 5, we discuss
the implications for changing the TVQL interface based on these results. In Section 6, we present some related work
and finally, we provide conclusions in Section 7.
<-- Table of Contents

2. Temporal Query Interfaces Compared
2.1 Temporal relationship queries
Given two events A1 ( ) and B1 ( ) with nonzero duration, there are thirteen possible primitive temporal
relationships between them such as: before, meets, during, starts, overlaps, etc. [All83]. Although there are four
pairwise relationships between temporal starting and ending points of the events (e.g., start A1 - start B1), only one to
three of these relationships are required to define any one of the thirteen temporal primitives (see Figure 1).
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Figure 1. Relationships between temporal primitives and the four defining endpoint difference relations.
A general temporal query language should be able to specify any one of these primitives. In addition, it is also
desirable to specify combinations of the primitives (e.g., to see how often events start at the same time but may end at
different times, corresponding to combining the starts, equals, and started by primitives). Rather than making arbitrary
combinations of such relationships, users may wish to query over similar primitives (i.e., temporal neighborhoods
[Fre92], equivalent to selecting a series of adjacent cells such as a row, column, or grid from Figure 1).
A set or combination of temporal relationships between two events forms a temporal neighborhood [Fre92] if it
consists of relations that are path-connectable conceptual neighbors. Two primitive temporal relationships between two
events are conceptual neighbors if a continuous change to the events (e.g., shortening, lengthening, or moving the
duration of the events) can be used to transform either relation to the other (without passing through an additional
primitive temporal relationship) [Fre92]. Thus, the before (
) and meets (
) relations are neighbors,
because we can move the ending point of A from before the start of B to B's start without specifying any additional
primitive relationship. On the other hand, the before (
) and overlaps (
) relations are not neighbors.
<-- Temporal Query Interfaces Compared

2.2 TVQL: Temporal Visual Query Language
While a formal specification of our temporal visual query language (TVQL) can be found elsewhere [Hib96b], we
review its basic design principles here. In order to define a temporal query interface capable of specifying any
individual primitive temporal relationship, we designed TVQL to be a collection of four temporal query filters--one
filter for each of the defining endpoint difference relationships (see Figure 1). More importantly, this design also
allows us to capture temporal neighborhoods (see Section 2.1). In this way, not only can users browse for temporal
relationships between two subsets, but they can browse in a temporally continuous manner. More specifically, TVQL
provides a direct manipulation interface where users can explore within and between primitives as well as within and
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between temporal neighborhoods through simple mouse manipulations. Figure 2 presents our TVQL [Hib97a, Hib96b].
As in the standard double-thumbed slider query filters [Ahl94], the thumbs are manipulated to select the endpoints of a
range, and a filled or open arrow thumb indicates when the endpoint of a range is included or excluded respectively.

Figure 2. TVQL palette. This query specifies all events of type A that start at the same time as events of type B (and
may end before, after, or at the same time as B events).
Similar to standard dynamic query (DQ) filters [Ahl94], our temporal DQ filters are bound to one another to prevent
the specification of invalid queries. As users adjust one query filter, the other filters are automatically updated
accordingly. In the case of Figure 2, the user only has to set the left and right filter thumbs of the top startA-startB
query filter to 0. The bottom two filters are automatically constrained as indicated.
To enhance the TVQL user interface, we have incorporated qualitative descriptive labels along the top and side and
our dynamic temporal diagrams along the bottom of the palette. The labels allow users to "read" the relationship
specified and the diagrams provide visual confirmation of the temporal primitive(s) specified (though not quantitative
values as given by the filters). If subset A specified person P1 and subset B specified all Plan design rationales, then
Figure 2 illustrates how users could ask the query "show me how often person P1 starts at the same time as a Plan
starts." The descriptive labels can be used to "read" the top query filter as "start A equals start B." The relationship
between the temporal ending points is unconstrained as indicated by the selection of all values in the second (i.e.,
endA-endB) query filter. This is also reflected in the temporal diagram, which indicates that the end of A (represented
by a filled circle) can be before, equal to, or after the end of B.
The benefit of this direct manipulation design is that it supports specifying particular queries as well as browsing for
temporal trend discovery. That is, users can simply drag DQ thumbs with no particular query in mind and when an
interesting visualization appears, they can look at the temporal diagram to see which temporal query was specified.
<-- Temporal Query Interfaces Compared

2.3 TForms: A Forms-Based Temporal Query Language
While many researchers are working in the area of temporal query languages (e.g., [Ses94, Sno95]), they have focused
more on text-based approaches rather than visual or forms-based ones. These existing text-based temporal query
languages provide users with the power to specify a larger range of queries than TVQL (see [Hib97a]), but they also
require users to learn the syntax and semantics of the query language as well as to type the queries in by hand.
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Although the goal of the TVQL user study was to compare TVQL to an existing temporal query language, we did not
want to unfairly handicap non-TVQL subjects with extra typing and memorization burdens. We thus chose to provide
them with a forms-based temporal query language that is based on a text-based one. In this section, we describe this
forms-based temporal query language which we refer to as TForms.
The basic syntax of a TForms query is based on a subset of the syntax for the temporal query language TQuel [Sno87]
that allows users to specify the same types of queries that are possible with TVQL. Figure 3 presents a sample TForms
query that specifies the starts
temporal query.

Figure 3. Sample TForms query used to specify the starts temporal query.
The buttons along the left side of TForms allow users to add a temporal query predicate (i.e., to include an additional
temporal constraint per line) to their query via conjunction (AND) or disjunction (OR), or to remove a temporal
predicate by selecting the NONE button at the left of the corresponding line. Parentheses allow users to group lines of
their query together. Users can click the left mouse button directly on a parenthesis to toggle it on and off. The first
part of each line of the query--up to and including "Event B"--specifies the qualitative relationship between temporal
endpoints. Users specify this first part of a query predicate (e.g., query line 1 in Figure 3) by selecting a value from
each of the three drop-down boxes. The second part of each line allows users to specify quantitative ranges, if
necessary. Users can toggle the quantitative option on and off by clicking on the "by..." checkbox button. This
quantitative option is only available when the relationship of the second drop-down box of the line is not set to
"equals." Figures 6 and 7 include examples of TForms that use a quantitative option.
<-- Temporal Query Interfaces Compared
<-- Table of Contents

3. Experimental Method
3.1 Participants
Twenty undergraduate and graduate students (fifteen male and five female) participated in the study. The study was
advertised through the student newspaper, flyer postings, and electronic mailing lists. Subjects were selected based on
their expertise and experience in either video analysis (VA) or databases (DB). They were paid ten dollars an hour for
a maximum of thirty dollars. All subjects had at least five years of computer experience and were familiar with the
Macintosh and/or Windows operating systems.
<-- Experimental Method

3.2 Design
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A 2x2 between subjects, counterbalanced design was used to compare the two interfaces (TVQL versus TForms) for
each type of subject (DB versus VA). The type of the interface used was alternately assigned to each subject within
each group. Thus, subjects were placed in one of four groups, depending on which interface they used and what type
of expertise they had: TVQL-VA, TVQL-DB, TForms-VA, and TForms-DB (see Table 1).
Table 1. Description of the four user groups.
Interface Tested
TVQL

TForms

Video
Subject's Analysis Group TVQL-VA Group TForms-VA
Expertise
Database Group TVQL-DB Group TForms-DB
Subjects in each group performed all tasks for the given user interface used, with the only constraint being the
maximum time limit of three hours.
<-- Experimental Method

3.3 Procedure and materials
At the start of each testing session, subjects were asked to complete background information and consent forms. Then,
for each interface--TVQL and TForms, there were four primary parts:
Part I. Training Session where users were presented with computerized training materials,
Part II. Query Interpretation section where users were presented with a series of multiple choice queries for
which they had to select the best English text query that matched a query specified in the given query interface,
Part III. Query Specification section where users specified a series of temporal queries in the given interface, and
Part IV. Post Questionnaire on User Satisfaction which was essentially a slightly shortened version of the
Generic User Interface Questionnaire (also referred to as QUIS), version 5.0 [Chi88] consisting of twenty-three
questions.
In Part I, the online training materials consisted of 12 information screens for the TForms interface and 16 screens for
the TVQL interface. The training materials for each interface followed the same outline, beginning with an introduction
and scenario, providing some background on temporal queries and the different types of temporal relationships
(primitive, neighborhood and disjunctive), describing the interface and how to use it, providing some hands-on practice
time, and presenting a series of examples. Subjects were allowed to go back and forth through the screens of the
training materials.
Part II, the query interpretation section, was not only used as a test of the users' understanding of the given interface,
but also as a prerequisite to the query specification section (Part III). When answering the multiple choice questions,
subjects clicked on the letter corresponding to their answer and then clicked on a "Check Answer" button to receive
immediate feedback on the accuracy of their answers. In order to better test whether subjects really were able to
correctly interpret a query (versus correctly answering the multiple choice question by guessing), we required subjects
to correctly answer each question twice. In the TVQL interface, users had two types of interpretation tasks--one to test
their interpretation of temporal diagrams (Figure 4), and one to test their interpretation of TVQL queries (Figure 5).
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Figure 4. Sample multiple choice question for interpreting temporal diagrams.
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Figure 5. Sample multiple choice question for interpreting a TVQL query.
As temporal diagrams are not part of the TForms interface, subjects only had to interpret TForms queries during the
query interpretation section (Part II). A sample query interpretation question for the TForms interface is presented in
Figure 6.
In the temporal diagram query interpretation task of Part II for TVQL subjects, two types of temporal queries were
tested--temporal primitive queries and temporal neighborhood queries. In the TVQL and TForms query interpretation
tasks, disjunctive temporal queries were tested in addition to temporal primitive and neighborhood types of queries.
(Since the temporal diagrams of a disjunctive query are a combination of primitive and neighborhood queries, they
were not tested during the temporal diagram interpretation task.)

Figure 6. Sample multiple choice question for interpreting a TForms query.
All questions in Part II were grouped by query type (i.e., by temporal primitive, neighborhood, or disjunction). Each
group of questions was randomly presented to the subjects once, then randomly presented in a different order a second
time, and then followed by any questions that the subjects incorrectly answered. The multiple choice answers were
randomly presented to the users so as to discourage them from memorizing only the letter of the correct answer. Table
2 summarizes the minimum number (i.e., when users do not make any errors answering the multiple choice questions)
and type of temporal query interpretation questions included in Part II for each interface. Note that TVQL subjects
answered the 30 temporal diagram interpretation questions followed by the 32 TVQL interpretation questions (62
questions total) while the TForms subjects only answered the 32 TForms interpretation questions.
Table 2. Minimum number and type of temporal query interpretation questions included in Part II.
UI Tested

# of Primitive
Queries

# of Neighborhood
Queries

Temporal
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# of Disjunctive
Queries

Total # of
Queries
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9x2

6x2

-

30

TVQL

7x2

6x2

3x2

32

TForms

7x2

6x2

3x2

32

Diagrams

During query specification (Part III), subjects specified the same three types of temporal queries that were tested in
Part II (i.e., temporal primitive, neighborhood, and disjunctive temporal queries) as well as an additional group of
incremental queries (i.e., a series of queries representing temporal browsing). Two sequences of incremental queries,
presented in the same order to all subjects, were included for both interfaces. In each sequence of incremental queries,
users specified the first query in the sequence from scratch and then specified each subsequent query by starting from
the previously specified query.
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Figure 7. Sample isomorphic TVQL and TForms queries.
The TVQL and TForms queries were isomorphic so that equivalent, though not identical, queries were specified in
each interface (see Figure 7). In both interfaces, some of the queries to be specified in Part III were exact repetitions of
those interpreted in Part II thereby testing users on both familiar and new queries. The number and type of queries
specified during Part III for each interface is summarized in Table 3.
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Table 3. Summary of the number and type of temporal queries specified in Part III (Rep=Repeated queries).
UI
Tested

# of Primitive
Queries

# of Neighborhood
Queries

# of Disjunctive
Queries

# of Incr.
Qs

Total # of
Qs

Rep.

New

Rep

New

Rep

New

TVQL

4

3

3

3

1

2

7

23

TForms

4

3

3

3

1

2

7

23

At the end of the testing session, the same post-questionnaire survey, based on twenty-three questions of QUIS
[Chi88], was provided for each interface. Finally, a brief informal interview was conducted to clarify or add to any
comments on the post-questionnaires and to allow subjects to ask any other questions regarding the study.
Hardware and Software Setup. All computerized materials, including the training modules and both user interfaces,
were developed in Asymetrix Multimedia ToolBook 3.0. The testing sessions were conducted on Dell Pentium 90 (90
MHz Pentium) desktop machines equipped with 17-inch SuperVGA monitors and running Microsoft Windows NT.
<-- Experimental Method

3.4 Types of data collected
We collected several types of data during user testing, including: background questionnaires, logfiles, observational
data, post-questionnaires on user satisfaction, and informal post-interviews. The background questionnaires were used
to gather information on subjects' educational background, knowledge and use of computers, and experience with
databases and video analysis. The logfiles recorded the time spent on training and testing materials as well as the
answers given during testing. The post-questionnaires included 23 of the 26 rating scales from QUIS version 5.0
[Chi88] on overall reaction, learning, features of the screen, system terminology, and system capabilities (3 of the 26
ratings were excluded since they were not applicable). In addition, the post-questionnaires contained open-ended
questions and were used to collect information on what subjects liked or disliked about the system, what they thought
was easy or difficult about the interface, and any final comments they had about the system such as specific
suggestions for improving the interface. Finally, the informal post-interviews were conducted to clarify subjects'
comments on the post-questionnaires, allow them to provide any additional comments, and give them an opportunity to
ask any questions about the study.
<-- Experimental Method
<-- Table of Contents

4. Results and Discussion
We compare TVQL to TForms for both the video analysis (VA) and database (DB) subjects based on three criteria:
efficiency, accuracy, and user satisfaction. We thus divide the presentation and discussion of our results based on these
criteria.

4.1 Efficiency evaluation
We evaluate the efficiency of the interfaces by comparing and contrasting the times taken by each group of subjects to

file:///C|/Users/Bear/Desktop/new/MM97/mm97hibino.html[3/15/2010 6:33:51 PM]

User Interface Evaluation of a Direct Manipulation Temporal Visual Query Language

complete each of the first three parts of the study, including time taken to: 1) review training materials, 2) interpret
temporal queries through the online multiple choice test(s), and 3) specify temporal queries. The first two columns of
numbers in Table 4 summarize the average times in minutes that subjects in each interface group used to complete
their assigned tasks in Parts I to III. In analyzing task times, we found no significant differences between the VA and
DB subjects within each type of interface and thus grouped these subjects by interface. The final column of the table
summarizes the differences in times between the same types of subjects using the two types of interfaces, where a
positive difference indicates the percent more time required by TVQL over TForms and a negative difference indicates
the percent less time required by TVQL. An asterisk (*) is used to indicate significant differences (p < 0.05) based on
a Scheffe post-hoc analysis.
Recall that during the query interpretation part of the study, TVQL subjects had to answer a series of questions on
interpreting temporal diagrams as well as those on interpreting TVQL queries (e.g., Figures 4 and 5). Referring back to
Table 2, we see that the temporal diagram interpretation task thus required TVQL subjects to answer a minimum of
thirty questions more--almost double the number of questions--than the TForms subjects during the query
interpretation part of the study. Thus, in Table 4, we provide two summaries to compare average times for the total
time spent on Part II (query interpretation) for each interface--one for comparing the average combined times on
temporal diagram (TD) and TVQL multiple choice tests to the average times spent on the TForms multiple choice test,
and one for comparing a summary of average multiple choice test times for TVQL only to TForms.
Table 4. Average total task times (in minutes). (TD=Temporal Diagram; *=statistically significant (p < 0.05) for
Scheffe post-hoc analysis)
TVQL
(time in min.)

TForms
(time in
min.)

TVQLTForms
(% diff.)

26.7

15.4

* 73.1 %

(TD + TVQL)

(TForms
only)

Primitive

16.2

12.6

28.4 %

Neighbor

11.5

9.0

27.7 %

Disjunctive

3.4

4.9

-31.5 %

Total

31.1

26.5

17.0 %

(TVQL only)

(TForms
only)

Primitive

6.7

12.6

-46.6 %

Neighbor

5.1

9.0

-43.8 %

Disjunctive

3.4

4.9

-31.5 %

Total

15.2

26.5

* -42.8 %

Primitive

9.1

9.9

-8.5 %

Neighbor

7.8

9.6

-18.7 %

Part I. Training Time

Part II. Query Interpretation

Part III. Query Specification
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Disjunctive

5.7

5.8

-2.2 %

Incremental

4.0

8.1

* -50.4 %

Total

26.5

33.3

-20.5 %

Using Table 4 to compare TVQL to TForms on average task times, we see that:
TVQL subjects spent significantly more time on training materials than TForms subjects (73.1% more time),
the differences between the total query interpretation times (i.e., times for TD + TVQL versus TForms multiple
choice questions) spent during Part II are not statistically significant,
TVQL subjects spent significantly less time (42.8% less time) than TForms subjects on the same number and
types of query interpretation questions (i.e., Part II, TVQL only versus TForms only task times), and
TVQL subjects spent significantly less time (50.4% less time) than TForms subjects when specifying incremental
queries during Part III.
These results indicate that although TVQL subjects spent more time learning TVQL than TForms subjects spent
learning TForms, the TVQL subjects were able to use TVQL more efficiently than the TForms interface in interpreting
all types of queries and in specifying incremental queries. The largest efficiency advantage of TVQL over TForms is in
specifying incremental queries, where TVQL subjects took about half the time of TForms subjects to specify these
types of queries. TVQL was especially designed to handle such incremental queries and we thus expected TVQL
subjects to perform better on these types of queries than TForms subjects. The results confirmed our expectations and
showed that TVQL provides a major efficiency gain over TForms for such incremental queries.
The longer training time required for TVQL over TForms could be a reflection of the complexity of TVQL and/or
potential problems with the training materials. We expect the learning time to decrease as we iterate on improving the
TVQL interface and training materials and plan to continue evaluating TVQL training time in the future.
<-- Results and Discussion

4.2 Accuracy evaluation
In this section, we compare TVQL subjects to TForms subjects in terms of accuracy. We grouped the results of VA
and DB subjects by interface, based on a Scheffe post-hoc analysis that revealed no significant differences between
VA and DB subjects within each interface. Table 5 summarizes the average number of errors made by each interface
group for each part of the query interpretation (Part II--multiple choice) task. No significant differences were found
between TVQL and TForms subjects. The table shows that all subjects made an average of less than three errors (out
of a minimum total of 30 questions). Thus, subjects were able to use their given interface to interpret temporal queries
with fairly high accuracy.
Table 5. Average number of errors in multiple choice (Part II--query interpretation) task.
Temporal
diagrams

TVQL

TForms

Primitive

0.6

0.9

1.0

Neighbor

1.0

0.7

0.4

Disjunctive

n/a

0.7

0.4

Total

1.6

2.3

1.8

Multiple Choice

In evaluating subjects' accuracy during query specification (Part III), we characterized each user query according to the

file:///C|/Users/Bear/Desktop/new/MM97/mm97hibino.html[3/15/2010 6:33:51 PM]

User Interface Evaluation of a Direct Manipulation Temporal Visual Query Language

following coding scheme:
correct: query that was correctly specified.
qualCorrect: query that was qualitatively correct (e.g., was the same temporal primitive) but not quantitatively
correct.
partCorrect: query that is not qualCorrect nor a neighbor when compared to the actual correct query, but for
which part of the query has been correctly specified.
neighbor: query that represents a temporal "neighbor" to the actual answer (e.g., specifying the before
relationship instead of the meets relationship).
reverse: query that is the reverse or symmetric query to the actual answer (e.g., specifying the meets relationship
instead of the met by relationship).
syntaxError: code for TForms subjects only. An incorrect query that is not qualCorrect nor a neighbor
compared to the actual answer. A syntaxError is based on missing or incorrect syntax (e.g., missing parenthesis,
use of OR rather than AND, etc.).
incorrect: query incorrectly specified that does not match any of the above codings.
none: no query specified.
The bar chart in Figure 8 compares the answer accuracy of subjects using TVQL to those using TForms, based on the
above coding scheme. Again, no significant differences were found between the VA and DB subjects within each
interface, so these subjects were grouped together by interface. A Scheffe post-hoc analysis showed that the differences
in accuracy between TVQL and TForms subjects were significant (p < 0.05) for qualCorrect, partCorrect, and neighbor
answers. That is, TVQL subjects specified a significantly larger number of queries that were qualCorrect than TForms
subjects, while TForms subjects specified a significantly larger number of queries that were evaluated to be partCorrect
or neighbor than TVQL subjects.

Figure 8. Comparison of average answer accuracy (in %) and standard error bars for TVQL versus TForms subjects.
Overall, TVQL subjects reached an average correct + qualCorrect accuracy of almost 90 percent. A Scheffe post-hoc
analysis also revealed that the difference between TVQL and TForms subjects on correct + qualCorrect accuracy is
significantly in favor of TVQL (p < 0.05). The advantage of TVQL over TForms for specifying a query with
qualCorrect accuracy (i.e., specifying the query qualitatively correctly) indicates that TVQL subjects were able to
successfully use the temporal diagrams as feedback to their specified query.
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Comparing all types of errors made by TForms subjects, we see that the top three types of errors made by TForms
subjects were neighbor, syntaxError, and partCorrect. The range and quantity of errors without visual feedback during
query specification supports the use of visual feedback (e.g., a temporal diagram) as an aid to query specification
accuracy.
<-- Results and Discussion

4.3 User satisfaction evaluation
QUIS version 5.0 [Chi88] organizes user satisfaction ratings into five categories: overall reaction, learning, screen,
terminology, and system capabilities. Since our post-questionnaires are essentially a slightly shortened version of
QUIS, we thus use these categories to compare and contrast user satisfaction ratings for TVQL and TForms.
Table 6 summarizes the average ratings of the TVQL and TForms interfaces based on a five-point scale. Again, no
significant differences between DB and VA subjects were found within each interface and subject ratings were thus
grouped by interface. A post-hoc Scheffe analysis indicated no significant differences for user satisfaction ratings
between TVQL and TForms subjects. The largest difference between the interfaces is in the category of learning and is
in favor of TForms. This again indicates the need to decrease the learning curve for TVQL.
Table 6. Average user satisfaction ratings per QUIS category and for QUIS total, based on a five point scale.
TVQL

TForms

Overall Reaction

3.4

3.5

Learning

3.6

4.1

Screen

4.3

3.9

Terminology

4.2

3.9

System Capabilities

4.5

4.2

QUIS Total
Average

3.9

3.9

<-- Results and Discussion
<-- Table of Contents

5. Proposed Changes to TVQL
TVQL subjects had three salient comments and reactions to the interface which they expressed in both the postquestionnaires and during the informal post interviews:

they liked and understood the temporal diagrams,
they had a hard time deciding which temporal query filter to manipulate, even though they knew the temporal
diagram they wanted to ultimately obtain, and
they wanted to manipulate the temporal diagram directly.
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The advantage of the temporal diagram is that it provides a compact, visual, qualitative representation of the temporal
query specified. The difficulty and danger in pushing the quantitative values from the query filters directly down to the
temporal diagram is that the diagram could become more cluttered, more complex, and potentially less helpful. Thus,
rather than attempt to make radical changes to the TVQL interface, we propose a set of smaller changes to provide
users with better starting points of reference.
Figure 9 shows the new TVQL interface that we propose and have incorporated into MMVIS for the second user study
(see [Hib97a]). In this new interface, we made two types of enhancements--we added color to the sliders to help users
determine which query filter to manipulate and we provided shortcuts to key positions of the query filters and temporal
diagram. In terms of color enhancement, since startA is represented by a white circle in the temporal diagram, we
emphasized the two query filters related to startA (i.e., the top startA-startB query filter and the bottom startA-endB
query filter) by coloring the corresponding labels, outlining the corresponding filters, and filling the range between the
filter thumbs of the corresponding filters with the color white. Now, rather than having a 25 percent chance of
selecting the desired query filter to manipulate, users have a 50 percent chance (provided that they know which circle
of the temporal diagram they want to attempt to move).

Figure 9. New TVQL interface with color and shortcut enhancements.
We added shortcuts to the "0" or "equals" position of the temporal query filters and corresponding shortcuts to the
temporal diagram. Each of the four temporal query filters has one "0" shortcut below it, and a corresponding "0"
shortcut in the temporal diagram. More specifically, the top left white "0" above the temporal diagram corresponds to
the "0" below the top startA-startB query filter, the top right white "0" of the diagram corresponds to the "0" below
the bottom startA-endB query filter, the bottom left black "0" below the diagram corresponds to the third endA-startB
filter, and finally, the bottom right black "0" below the diagram corresponds to the "0" below the endA-endB filter.
The "0" shortcuts below the query filters allow users to set the left thumb of the corresponding filter to zero with a left
click on the "0" marker below the filter and to set the right thumb to zero with a right click on the "0" marker. Left or
right clicking on a "0" in the temporal diagram has a one-to-one correspondence to left or right clicking the "0" of its
corresponding query filter. Clicking on a "0" in the temporal diagram also has the visual effect of moving all circles of
the same color as the "0" in towards the "0" marker--where a left click brings circles to the left of the marker in and a
right click brings circles to the right of the marker in towards it. Thus, a right-click on the top left white "0" above the
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temporal diagram in Figure 9 is equivalent to a right-click on the "0" marker of the top startA-startB query filter. Such
a right-click would move the right thumb of the startA-startB filter to the "0" position and would be visually reflected
in the temporal diagram by bringing all white circles in the temporal diagram to the right of that top left "0" marker in
to the point below it (i.e., it would hide the startA position that appears after or to the right of startB). The result of
such a right click is depicted in Figure 10. These shortcuts provide mechanisms for users to "zoom" endpoints in
towards a desired position.

Figure 10. State of TVQL after subject uses a right-click on the first white zero above temporal diagram in Figure 9.
<-- Table of Contents

6. Related Work
TVQL and MMVIS represent unique extensions to dynamic query filters and visual information seeking (VIS,
[Ahl94]) for the purpose of temporal trend analysis of video data. Previous studies evaluating VIS and dynamic query
interfaces based on applications of the VIS paradigm to chemistry data (periodic table of the elements [Ahl92]) and
real estate data [Wil92] have demonstrated the power of this direct manipulation approach for various query tasks
ranging from finding a particular data item to searching for data trends and exceptions to trends.
In the VIS user study over chemistry data, Ahlberg et al [Ahl92] compared the use of a dynamic queries interface to a
forms-based query language with a visualization of results (FG) and a forms-based query language with textual output
(FT), in a within-subjects design. Their overall results showed that on average, subjects were significantly faster at
query tasks when using the dynamic queries interface over the FG (p < 0.005) and FT interfaces (p < 0.001). They also
showed that subjects made fewer errors using the dynamic queries interface than when using the FG or FT interfaces.
When comparing a dynamic queries interface to natural language and paper-based interfaces in a real-estate example,
researchers also found results supporting the VIS paradigm over alternative query interfaces [Wil92]. Their results
show subjects were significantly more efficient in using the dynamic query interface for four out of five query tasks (p
< 0.005). They also show that subjects gave the dynamic queries interface a significantly higher rating in a user
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satisfaction post questionnaire (p < 0.005).
Catarci and Santucci [Cat95] present another user study evaluating a direct manipulation query interface that also
demonstrates advantages of a visual query language over a text-based query interface. In their study, they compare
QBD*, a diagrammatic query language based on a conceptual data model to SQL, a traditional textual query language.
In this study, their overall results show that naive and intermediate users were significantly more accurate when using
QBD* over SQL (p < 0.05) and that intermediate and expert users were significantly more efficient (i.e., had a
significantly lower completion time) in specifying queries using QBD* than SQL (p < 0.05).
<-- Table of Contents

7. Conclusion
In this paper, we used four criteria to compare and contrast the usability of TVQL to a forms-based temporal query
language (TForms): learning time, efficiency and accuracy in specifying temporal queries, and user satisfaction ratings.
We compared the interfaces in a 2x2 between subjects experimental design and found no significant differences
between the two types of subjects who participated in the study (i.e., video analysis (VA) and database (DB) subjects)
for any of the criteria tested. We thus grouped the two types of subjects together and focused our evaluation on
comparing the TVQL and TForms interfaces, independent of the subjects' expertise.
Our results showed that while TVQL subjects spent more time on training materials and thought that TVQL was
relatively difficult to learn, they also scored better in efficiency and accuracy than TForms subjects. More specifically,
TVQL subjects were greater than 40 percent more efficient than TForms subjects in answering the same number and
type of questions during query interpretation. TVQL subjects were also more than 50 percent faster than TForms
subjects in specifying incremental temporal queries. In terms of accuracy, TVQL subjects reached almost 90 percent
accuracy in specifying queries correctly or qualitatively correctly (i.e., average of correct + qualCorrect queries
specified), a significantly larger number than that of the TForms subjects.
We proposed to enhance TVQL with additional color aids and shortcuts available directly on the query filters and
temporal diagram. These changes were based on users' comments on the use of the temporal diagrams and query
filters. The new TVQL was integrated into the full MMVIS environment before a second user interface study was
conducted on MMVIS [Hib97a].
While TVQL is part of our integrated MMVIS environment designed for the temporal trend analysis of video data, we
re-emphasize that it is a general interface for specifying temporal relationship queries that can be applied to temporal
data other than video as well as incorporated into other database frameworks of temporal data. The results of this user
interface study are thus not only relevant to our MMVIS environment, but also to other applications requiring a
temporal query interface for investigating temporal relationship queries or temporally browsing data in search of data
trends.
<-- Table of Contents

End Notes
*This work was completed while the author was at the University of Michigan.
<-- Table of Contents
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Abstract
Multimedia data has become readily available from a variety of resources, such as the Web, to users
(ranging from naive to sophisticated) who need to select and to present the data in a way that is
meaningful to their particular applications. DelaunayMM is our framework for querying and presenting
multimedia data stored in distributed data repositories, including the Web. It is unique in combining userdefined layouts with ad hoc querying capabilities, thereby enabling users to tailor, in a simple way, the
layout of virtual documents composed of retrieved multimedia objects. In this paper, we focus on the
object-oriented data models, on the declarative query languages, and on how the results of the queries to
disparate resources are integrated to form coherent user-defined documents.

1 Introduction
Database management systems (DBMSs) have traditionally enabled the storage, retrieval, and presentation of tabular
datasets primarily for professional applications. The recent phenomenon of the World Wide Web, the associated advent
of multimedia data types (i.e., images, audio, video, as well as text), and the emergence of widely available distributed
databases have significantly changed the ways in which we interact with data. In addition, a significant shift in who is
doing that interacting and for what purposes has occurred; for the first time in the history of the computer, nonprofessional users have access to vast quantities of information via modem-equipped computers found in homes,
schools, and offices.
To address these new requirements, concepts and tools are needed that enable users ranging from naive to sophisticated
to not only select the information they need but also to present it in a way that is meaningful to their particular
application [17,21]. Our framework for querying and presenting multimedia data stored in distributed data repositories,
including the Web, is called Delaunay . Its uniqueness lies in its combination of user-defined virtual document
layouts with the ability to define document content through ad hoc queries to multiple repositories.
Delaunay is a multimedia extension to the Delaunay Database Visualization System [9], an interactive,
[5] constraint-based system for visualizing object-oriented databases. Delaunay users pictorially specify, in an intuitive
yet formal way, the visualization of database objects. By arranging graphical geometric objects and graphical
constraints, users form a ``picture" that specifies how to visualize data objects belonging to a class. Following a
similar approach, users of Delaunay visually represent the spatial layout of the data to be retrieved from distributed
multimedia repositories.
The Delaunay

document layout model defines a virtual document as being a set of user-specified style sheets.
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Therefore, the layout of a document is based on one or more style sheets (e.g., for the layout of the title page or of the
chapter pages). Within the document, a set of pages is associated with each style sheet, which serves as a template for
the layout of these pages. The user associates queries with the style templates, thus combining data selection with
presentation.
Graphical icons, including a scrollable box for text, a re-sizable window for images, and a control box for audio, are
assigned to each query and given presentation attributes. The icons are then arranged into a style sheet by either
snapping to a grid or by explicitly specifying spatial constraints [8].
The Delaunay query language interface supports standard SQL clauses including select, from, and where. It is
flexible enough to address queries to distributed relational and object-oriented databases as well as to the Web. In the
latter case, an object-oriented model of multimedia documents and elements provides the attributes on which to query.
This model extends the HTML 3.2 DTD [22] by incorporating additional metadata attributes, including some from an
emerging standard called the STARTS protocol for Internet retrieval [15]. Queries to the Web are complicated by its
cyclic structure and the fact that the destination for a query is often not known ahead of time (for example, in relational
queries the names of the tables storing the sought-after data are supplied by the person forming the query; on the other
hand, a query to the Web may or may not include a URL from which to extract the data). Navigational queries, which
enable the browsing of document links during query processing, and keyword searches by multiple search engines are
therefore supported.
By combining the user-defined style templates with the answers to the queries, a virtual document with pages
populated with the retrieved multimedia objects is automatically generated. Each page is associated with one style
sheet that determines the layout of the page's elements. Pages are linked together and can be traversed via a
previous/next mechanism.
The content of each page is based on the answers of the queries associated with it. In some cases, more than one set of
page elements (i.e., multimedia objects) may be retrieved in response to a query. The default display specification is to
show sets of objects in order of retrieval, with additional sets connected by links that are traversed in a similar manner
to page links.
Thumbnail views of each page provide an overview of the entire document, as shown in Figure 1. . The style sheet
for this document contains a text icon, an image icon, and an audio icon. Queries to populate the icons on each page
are first translated into the syntax of the repository to be queried. For example, queries sent to the Web are translated
into WebSQL queries [20]. After invoking the queries, further processing of the retrieved objects is performed in order
to create the user-specified presentation.

Figure 1: Thumbnail overview of a document.
Within a thumbnail view, pages are arranged in accordance with their position within the generated document, and can
be reordered via a drag and drop operation. Selecting a particular thumbnail enlarges that page and makes it the active
view.
In addition to the Web, an example of an application domain for which Delaunay

file:///C|/Users/Bear/Desktop/new/MM97/mm97html.html[3/15/2010 6:33:54 PM]

is currently being implemented is

A Visual Approach to Multimedia Querying and Presentation

the Perseus Project, a digital library on ancient Greek culture [4]. Knowledge of the data schema, as captured by the
data wrapper, provides the attributes on which to query. By providing an integrated query/presentation interface,
visitors to the Perseus site [5] will be able to examine the many vases, coins, texts, and other works in ways that are
currently not possible. For example, one could display multiple views of one piece of sculpture, compare the same
view of many different vases, or arrange a virtual document in which each page represents the artwork of a different
artist. In this last case, users could click on one image of a work by a particular artist to view the next work in the set,
or could view the works of another artist by clicking on the link to the next page.
Following [9], two types of save operations are required to take full advantage of the capabilities inherent in the
framework presented here. One saves the actual virtual document for future viewing. The other saves only the query
and layout specifications, so that new virtual documents based on previous specifications can be generated, either by
editing the specifications or by using more sophisticated mechanisms, such as inheritance and deductive rules
(see [6,7]).
The remainder of this paper is organized as follows. Section 2 describes the Layout and Query Framework, including
the Delaunay layout and data models. Section 3 contains descriptions of Query Processing and Virtual Document
Generation. Our current implementation is described in Section 4 , while Section 5 contains a comparison with
related work. Our paper concludes with the discussion of future work in Section 6 .

2 Layout Specification and Query Formation
Framework
Layout specification and query formation are interactive processes by which the user defines (1) the positioning and
presentation attributes for the data to be retrieved, and (2) the query criteria specifying what information to retrieve
from where. The user can alternate between defining layouts and forming queries, or can complete the layout
specification in its entirety before proceeding with the query formation.

2.1 Layout Specification
A user builds a virtual document by creating one or more style sheets. The style sheets define how to present the
information to be retrieved from distributed data repositories, including the Web. Having more than one style sheet
makes it possible for a single document to incorporate multiple page formats (e.g., title page, chapter pages, and index
pages). After entering a label for a style sheet, the user populates the sheet with graphical icons that represent the
classes of the multimedia objects, or page elements, to be retrieved. Available icons include a scrollable box for text, a
re-sizable window for images, and a control box for audio. Each icon is associated with a particular data repository
(e.g., Perseus), multimedia data class (e.g., image), and query (e.g., to retrieve only certain images in that repository).
The simplest way to specify the layout is by snapping to a grid and adjusting the icons to fill the desired space. Each
icon will ultimately be replaced by a set of objects that fit the query criteria associated with it. Rather than snapping to
a grid, the user can enter numerical values for the dimensional attributes of an icon, such as length and width for a text
box, or can place visually specified constraints on the values of those attributes [8]. These constraints are (1) length
constraints or (2) overlap constraints (if an object is to be placed on top of another). Length constraints are linear
(unary, binary, or ternary), maximum or minimum constraints.
Since more than one object within a class may satisfy the query, one can specify how many instances of each class to
view at a time by selecting a predefined presentation view. Alternatively, links inherent to a chosen presentation (e.g.,
stack of cards) can provide the navigational path from one element of the set to the next.
Also assigned to each icon are presentation attributes, such as font for text and color composition for images, whose
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values are specified by the user. All instances of the database class that fit the query criteria for an icon are presented
throughout the document in accordance with these attributes.
The layout shown in Figure 2 is an example of a style sheet containing an image icon, a scrollable text box, and a
non-scrollable text box. Figure 3 shows the query tree associated with that style sheet, which will be described in
Section 2.2 .

Figure 2: Style sheet.

Figure 3: Query tree.
In this example, the length and width of the image icon are proportional to those of the largest image that will be
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contained in that space. These constraints are specified via dialog box options for the length and width attributes. For
the non-scrollable text box, the ``fill area" attribute has been selected, so that the font and letter size of the text to
appear there will be automatically chosen to fill the specified area. A maximum constraint on the height of the page is
set to be either (1) the sum of the heights of the image object, the non-scrollable text box, and the space between them,
or (2) the height of the scrollable text box, whichever is greater.
In addition to the layout of each page associated with a particular style sheet, the user can organize the overall layout
of a virtual document by specifying the relationships between the sets of pages belonging to the different style sheets.
Figure 4 shows a layout

Figure 4: Tree layout of a virtual document.
for a virtual document, or ``book'' on ``Greek Vases'' composed with objects resulting from queries to the Perseus
database. It depicts a hierarchical organization, with the page associated with the ``book cover'' style sheet at the top.
The level below contains the cover pages for the ``chapters'' of the book. The pages contained in the chapter on vases
found at Harvard University are drawn as children of the Harvard node of the hierarchy. The specification of the layout
of virtual documents is achieved using visual rules [11].

2.1.1 Document Layout Model
An object-oriented model is used to represent the document layout and the data contained within that document. One
advantage of using such a model is that each object has a built-in unique identifier, or oid. The 17 images associated
with Vase 1920.44.54 from Harvard in the Perseus database, for example, are automatically maintained by this model
as 17 distinct entities without any programmer input required. In addition, tuples having the same content but
representing different real-world entities are distinguishable.
The object-oriented model chosen for representing the document layout and the retrieved data is based on the O 2 [13]
and F-logic [18] data models. Figure 5 shows the structure of this data model for a virtual document. It has the two
primitive type constructors: tuple and set. Syntactically in our representation, tuples are included between square
brackets and sets are included within braces.
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Figure 5: Document layout model.
The Document class is defined as a tuple containing name and styles attributes. The latter is a set valued attribute, since
its value is a set of objects of class Style. The different objects of class Style allow the user to model the different
kinds of pages found in virtual documents, as previously described.
As an example, there may be one page with a ``Table of Contents" style, and many pages with a ``Body" style.
Attributes of the Style class are (1) description, which contains a name (of class string given by the user) and (2)
pages, which contains the set of page objects inheriting the layout defined for a particular style.
The Page class has the attribute elements, which is set-valued. Each element of the set is a tuple with two attributes:
icon_id and location. The value of the latter is a set of coordinates that define the position of the icon within a page.
Other attributes of the Page class are a reference to the next page, and one to the previous page.
An object of class Icon is a tuple made up of a data attribute and a query attribute. The data attribute is associated
with a data set (e.g., the set of all images of Greek vases). Each data element in the set has a physical identifier (pid) to
denote the data repository in which it resides and a value to identify it within that repository. For Web-based data, that
value is its URL. A set of data points representing a physical location within an icon is also associated with each data
element (e.g., the coordinates of the lower left corner and of the upper right corner of a rectangular region). The query
attribute stores the query used to populate the icon, as described in the next section.
The multimedia classes of Text, Image, Audio, and Video are all subclasses of the Icon class. Each inherits the data and
query attributes, and in addition has its own type-specific ones. For example, attributes of class Text include font and
size, while attributes of class Image include color content and resolution.

2.2 Query Formation
Query formation is initiated within the layout specification process. Each icon that is added to a style sheet is specified
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by the user as being part of a query group. The style sheet in Figure 2 shows two ``inner'' groups, one containing an
image icon and a text box icon, and the other containing a text area icon (i.e., a scrollable text box). The ``outer'' query
group contains all three icons. Another closely related structure is represented in Figure 3 . A group in this tree
representation can be defined by dragging and dropping icons to the tree from the style sheet. Selecting a sub-tree from
the query tree highlights the corresponding icons in the style sheet view.
Grouping icons together has both a presentation and a query significance. In terms of presentation, elements of sets
associated with one icon are matched with elements of sets associated with the other icons in the group. When the user
iterates on a group, the next object in all sets within the group is displayed.
Icons within a query group are the values for the select portion of the query. Iterating through an inner query group
will change only the presentation associated with that particular grouping. Iterating through the outermost query group
will change the presentation for the entire page (this is similar to nested loops in a programming language, where the
inner loop changes ``more quickly'' than the outer loop).
An example illustrating the query formation process that uses the Perseus database is the creation of a book of vases
from the Harvard Art Museums. The user first creates the style sheet of Figure 2 , and places the image and text box
(which contains a label associated with that particular view) within one query group, so that the two change together as
she iterates through the many different views of each vase. The text area icon, however, is in its own grouping box,
because the texts she will be retrieving relate to the vase as a whole. Iterating through these texts should therefore be
independent from iterating through the different views of the vase. Finally, all three icons are placed within an outer
query group so that she can link from one page to the next, with each page containing information on a different vase
within the Harvard collection.

2.2.1 Data Model
After a user has specified a group, the query associated with it can be defined through interaction with the Delaunay
query interface. In defining the query criteria, the user selects from a list of available attributes and assigns values to
them. An object-oriented representation is used in which the values of classes and attributes vary depending on the
data repositories to be queried. In the case of a database with a known structure, such as that of Perseus, the attributes
come directly from the data model and are mapped to an object-oriented representation. For queries to the Web,
attributes come from our object-oriented data model of Web documents. Documents are assumed to conform to the
syntax of HTML 3.2 [22], which is defined by the combination of the SGML declaration and the document type
definition (DTD). The latter declares the element types that are allowed in documents. The names of elements are
embedded into HTML documents as tags, which provide directions to browsers on how to display and treat their
contents. Attributes appear as additional words within document tags. In the Delaunay data model, elements in the
DTD have been mapped to classes and element attributes have been mapped to class attributes.
Our data model includes some attributes that are not currently part of the DTD. Most of these have been put into a new
MDATA class for metadata attributes. Included here are attributes defined by the STARTS protocol for Internet
retrieval and search [15]. Namely, the SRange attribute relates to the ScoreRange field, and lists the minimum and
maximum query scores a document can get within a search engine, while the AlgID attribute relates to the
RankingAlgorithmID field and identifies the ranking algorithm used for computing scores in that search engine. Once
available, both of these attributes could be used for more effective merging of files retrieved by multiple search
engines. The links attribute, also included in the STARTS protocol, is used for storing all links contained in a file. At
the present time, its values are also not provided by search engines.
Other attributes that we added to the MDATA class are currently provided by search engines. These include length, for
the length of the file, and moddate, for the last date of file modification. Both of these attributes are also supported by
WebSQL [20], the query language into which our Web-destined queries are translated, as explained in Section 2.2.2 .
The WebSQL classification of links as interior (within the same page), local (within the same site), or global (outside
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the current site) has also been added to our model under the A class, which is used for describing anchors. The base
attribute tells the URL of the document containing the link, and the href attribute tells the URL of the target of the link.
Figure 6 shows a partial data schema representing the additions we have made to the existing DTD model. Sets of
elements, such as the set of URLs represented as {URL}, indicate that zero or more such elements may be present. The
symbol ``|" is used to represent an OR condition.

Figure 6: Search engine classes.

2.2.2 Query Language
The Delaunay query language interface provides a flexible format in which to enter object-oriented SQL-like
queries. These queries are then translated by the Query Processing component (see Section 3 ) into the syntax
accepted by the underlying data repositories. Values for select, from, and where can be chosen from dialog boxes or
typed as text. A mentions clause for Web queries has been added to support keyword searches by multiple search
engines, as provided by [20].
The user first specifies the repositories to be queried, so that the query interface can display the attributes, in scrolling
lists, for that repository. The values of the select clause are partially specified during the layout specification process:
when a text icon is added to a style sheet, Delaunay automatically assigns an object identifier (oid) to it, such as
``Text1". The user must then select the text attribute to retrieve, such as ``title". In the case of an image or an audio
recording, the file type to retrieve is specified, such as ``gif" for an image, or ``wav" for a recording.
To illustrate query formation and the grouping of queries, we will continue with our Perseus example. The relational
tables from the Perseus database that are relevant to the queries that follow are shown in Figure 7 .
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Figure 7: Partial schema from Perseus.
In our example, a virtual document of vases from the Harvard collection is being created. A query group contains an
image and a text icon. As can be seen in Figure 7 , text attributes for descriptions of all vases are stored in the Vase
table. The Images table contains pointers to images of all objects, including vases, coins, sculptures, etc.
The image of a vase in the query is assigned the oid Image1 by the system, and the text box is assigned the oid Text1.
Using scrolling lists and dialog boxes, the user creates the query in Figure 8 .

Figure 8: Image and text group for vases book.
If this were the only query defined for the page, then clicking on the query group's forward and backward links would
result in the display of each vase in the Harvard collection along with its name.
By adding a separate query group containing a text box, the user is able to view all the descriptions for each vase. The
query associated with this group is shown in Figure 9 .

Figure 9: Text group for vases book.
The last query group contains all of the icons defined for the page, and encompasses the queries shown in the
examples of Figures 8 and 9 . The user would like each page of the document to contain information on one of the
vases in the Harvard collection. The query for the entire page is shown in Figure 10 . Each page of the document
created from this query refers to a different vase. Within any page, it is possible to iterate through all of the different
images of the vase and read the summary information describing it.
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Figure 10: Complete query for vases book.
In the next example, the user would like to view the two sides (obverse and reverse) of each of the 523 Dewing coin
images in the Perseus database. The Images table has a Sequence attribute, which is an ordered integer list of the
different views stored for each object. Two image icons are added to the style sheet and placed within one query
group. The query associated with that group is shown in Figure 11 . The result is a document in which each page
shows the two sides of every coin with images in the database.

Figure 11: Coin document query.
In posing queries to the Web, a particular URL can be specified from which to start the search. Attributes from the
Delaunay Web file schema appear as selections within scrolling lists. Anchor attributes supporting the interior,
local, and global categorizations found in [20] are also available for selection so that the types of links on which to
navigate can be specified. Figure 12 shows a query that finds all images of George Washington connected by two or
fewer local links to a particular URL, while Figure 13 shows that query as entered into the Delaunay query
interface to WebSQL.

Figure 12: Web query with a given destination.
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Figure 13: DelaunayMM query interface to WebSQL.
If the user does not know the starting location for the above query, then a keyword search is needed. All the images
connected by two or fewer local links to a Web document containing the keywords ``George Washington" are
specified. This query is shown in Figure 14 . Note that the where clause further specifies that the keywords appear in
the title (as opposed to, say, anywhere in the document).

Figure 14: Web query without a given destination.
After the user has fully specified all the queries associated with each style sheet, a ``run" option is chosen. The queries
are then sent to the Query Processing component. If a query is found to be syntactically incorrect, the user is prompted
to edit that query. Additionally, if a ``very large number" (as defined by the user) of objects meeting the query criteria
are found, particularly in response to Web queries, the user is given the option of reformulating the query to be more
specific.

3 Query Processing and Virtual Document Generation
Framework
Figure 15 shows the components for Query Processing and for Virtual Document Generation, and how they relate to
the other components for Layout Specification and Query Formation, whose functions were described in Section 2 .
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Figure 15: Architecture of DelaunayMM.
The Query Processing component is responsible for (1) mapping the schemes of the underlying data repositories to an
object-oriented representation for use by the Query Formation component, (2) formatting queries from the Query
Formation component into the syntax recognized by their destinations and then executing them, (3) sorting and
merging the results of queries, and (4) passing those results on to the Virtual Document Generation component. There,
the user-specified layouts are combined with the processed data to form the completed document.

3.1 Query Processing Functions
The Query Processing component is linked via data wrappers to the data repositories. Wrappers export to the Query
Processing component: (1) a description of the data types and collections of data, and (2) the types of searches
supported by the repositories. In the Query Processing component, the schema description is mapped to an objectoriented representation. Perseus has been implemented using the Postgres database [26], which is relational but
supports inheritance of attributes between tables. It is converted to our object-oriented representation using a tool that
we have developed [1]. In the case of the Web, attributes from the data model described in Section 2.2.1 are passed
to the query interface.
After the queries that define a document have been
[5] formed, they are sent to the Query Processing component for translation into a syntax recognized by the query
destination. In the case of Perseus, that syntax is SQL. In the case of the Web, queries are translated into WebSQL and
then executed by the WebSQL server. The files returned in this latter case go through an additional selection process in
which attributes not defined for querying within WebSQL are evaluated. For example, a user might only want a
document if a particular phrase appears in one of its headings (as in the query of Figure 14 where the document's
title must contain ``George Washington''), believing that phrase to be more strongly associated with that document than
with one in which the phrase only appears in the document's body. This kind of selection is not performed by the
WebSQL server. Therefore, we need to parse the HTML documents that have been returned by the WebSQL query
and select only those where the phrase appears in the title.
Next, the retrieved data must be merged on the basis of page content as defined by the queries associated with each
page. For example, after executing the queries to form a book of vases from the Harvard collection described in
Section 2.2.2 , the images are matched up with the name of the vase and the text describing them. Figure 16
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Figure 16: Structured map instance.
shows the content, by means of a structured map [12], of the page for the Harvard 1895.247 vase. There are three
image-name pairs for this page (the name is required to be shown with each image by the Harvard Museum), and one
Decoration_Description.

3.2 Virtual Document Generation
Layout specifications are combined with query results to form the virtual document. The user can browse this
document, modify its content and appearance, and save it, as previously described.

3.2.1 Instantiation
The first task performed by the Virtual Document Generation component is the instantiation of each page element
with multimedia objects. The retrieved objects are each associated with an icon, a query group, and a page. The
graphical constraints that are specified must also be instantiated for each set of objects to which they refer. For
example, a length constraint on the height of an image area must be applied to all of the images that will appear in that
area.

3.2.2 Evaluation
The Virtual Document Generation component computes the coordinates of the instantiated objects by evaluating the
system of instantiated constraints. The constraint resolution strategy consists of building a constraint graph where each
vertex represents a constraint variable (i.e., a coordinate), and each edge represents a dependency between two
variables established by a constraint. The edge is undirected for linear constraints, and is directed for a maximum or
minimum constraint. If the edges of the constraint graph can be oriented so that the resulting digraph has no directed
cycles, then we can solve the system of constraints in linear time [10] by evaluating the variables in topological order.
Otherwise, we must resort to a general constraint resolution tool (e.g., SkyBlue [24]).

3.2.3 Presentation
The Virtual Document Generation component combines the output from the constraint solving process with the
multimedia database objects to form the completed document. Individual page views as well as overall document
views are available. A two-way interface extending from the Layout Specification component through the Query
Formation component to the Generation component exists so that users can make layout-based changes to the virtual
document.
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4 Implementation
We are currently implementing a system based on the
[4] Delaunay framework whose architecture is shown in Figure 15 . This architecture encompasses the querying
and presentation of multimedia data from multiple distributed databases, including the Web. The Presentation
Specification and Query interfaces are written in Java so as to be Web-accessible. A client-server architecture, based
on standard Java streams and Internet sockets, enables the use of existing constraint resolution tools (e.g., [24]) without
re-implementing them in Java.
The Layout Specification component provides the front-end interface through which users define how to present the
data to be retrieved. The tool box, as shown in Figure 17 , provides icons for adding multimedia element
representations to each style sheet.

Figure 17: Tool window from DelaunayMM.
The first five buttons in the top row are used for adding text, images, video, audio, and label elements, in that order, to
a style sheet. Once an element has been added, double-clicking on its representation brings up its presentation
attributes. The sixth button in that row is used for attaching queries to page elements.
In the second row, the first two buttons are for adding length and overlap constraints. Length constraints can be added
between system-defined locations, called ``landmarks", on the borders of elements. For example, a distance
specification can be set between the center of an image element and the center of a text element by adding a length
constraint between those two landmarks. Alternatively, the user can add user-defined location markers called
``anchorpoints" to elements by clicking on the third button in this row. This makes it possible to specify length
constraints between any two points on two elements, such as the upper left corner of one image and the lower right
corner of another. The fourth button is used for viewing and organizing the overall layout of a virtual document, while
the fifth button adds a page border that is used for defining page attributes and in setting constraints between the
borders of a page and the elements that fall within it. Finally, the sixth button is for a snap-to-grid option. Standard
editing functions (e.g., copy, move, delete, and select all) are available from the pull-down menu labeled ``Edit".
Figure 18 shows the style sheets window, which contains two templates called ``chapters" and ``body" that have
been created for the virtual document on vases. In the ``body" style sheet, the blue line running vertically through the
center is a length constraint used for defining the overall size of each page relative to its contents. After a virtual
document has been generated, its pages are displayed in a thumbnail view similar in layout to the style sheets window.
Clicking on a page makes it the active view.
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Figure 18: Style sheet window from DelaunayMM.
Two parallel efforts are being pursued at this time in terms of interfacing to distributed data repositories. One of these
corresponds to queries destined for the Web. Our query interface translates queries into WebSQL, checks for
correctness, and sends them to the WebSQL server for processing. The other effort is focused on the Perseus Project. A
data wrapper for the Perseus database is currently under development.

5 Related Work
Constraint-based approaches to the automatic generation of multimedia documents include the use of relational
grammars by Weitzman and Wittenburg [28] and the work on presentation rules by Bertino et al. [2].
While in [2,28] documents are generated from a set of known objects, our approach is designed with external datasets,
including the Web, in mind. The work by
[5] Weitzman and Wittenburg was an important source of inspiration for the current work. As for the expressiveness of
the spatial layout, the work by Bertino et al. is quite similar to our former work [6,7], but differs from it in that it is
based on the relational data model. However, they also consider temporal constraints, which we have not yet
incorporated into Delaunay . In addition, we offer a visual approach that spans from the laying out of the content of
individual viewable pages to the modification of features and page orderings found in the completed virtual document.
Other related work includes Garlic [3], DISCO
[5](Distributed Information Search COmponents) [27], and InfoHarness [25] for querying heterogeneous distributed
databases. The first of these approaches differs from ours in that they query one database at a time and do not try to
integrate data obtained from a variety of sources. While the second approach does incorporate these features, it does
not focus on multimedia data and leaves the presentation of retrieved data up to applications programmers. The
InfoHarness system uses metadata extraction methods to create information repositories that support run-time access to
the original information. While our system incorporates retrieved multimedia objects into user-defined presentations,
the information retrieved by InfoHarness is converted to a system-generated combination of HTML forms and
hyperlinks, which are then viewed using the Mosaic browser.
The system developed at Xerox PARC [23] uses a variety of 3D displays and integrates an algorithm for the effective
browsing of a large collection of documents. Two important differences are our emphasis on user-defined layouts and
the availability of our interface over the Web. We have also elected to use 2D displays for faster prototyping and
easier access over the Web.
The work by Hüser et al. [16] is directed to the generation of documents on the fly. Although this work is intended for
the visualization of a single information repository, its presentation objectives are remarkably similar to ours. An
interesting difference is that they do not assume pre-defined templates while we have done so, mainly with the
objective of simplifying the user's interaction. Using Delaunay , the more sophisticated user can, however, achieve
similar functionality by using visual rules to shape the layout of the virtual documents [11].
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6 Conclusions and Future Work
We have proposed a framework for querying and presenting multimedia information from distributed repositories
including the Web. This framework incorporates resource discovery, the retrieval of data as specified by declarative
queries, the merging of query results, and the specification of the layout of the retrieved multimedia objects into pages
and ``books''.
In the future, we will expand our access to data repositories other than the Web and Perseus. Examples of other data
wrappers and repositories include Garlic [3], QBIC [14], and DISCO [27]. QBIC will allow us to test our ideas on
querying images using attributes that are not of type string.
While we have an expressive framework for the specification of spatial layout [10] we have not yet addressed the
temporal layout of multimedia components within the virtual documents that are user specified (see for
example [19,29]).
We also plan on conducting usability studies, which are of particular importance to applications intended for a large
variety of users. Although the user interface is based on the one in [9], it must support a host of new features related to
multimedia data types and distributed data. Our first users are the members of the Perseus Project with whom we have
been cooperating. While they fulfill the role of the users who are digital librarians, we would also like to have an
experimental site available to the casual users of the Perseus site [5]. Given the popularity of this site, we believe that
it would be an ideal testbed for our ideas.
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Abstract
Being able to author a hypermedia document once for presentation under a wide variety of potential circumstances requires that it be stored in a manner
that is adaptable to these circumstances. Since the nature of these circumstances is not always known at authoring time, specifying how a document
adapts to them must be a process that can be performed separately from its original authoring. These distinctions include the porting of the document to
different platforms and formats and the adapting of the document's presentation to suit the needs of the user and of the current state of the presentation
environment. In this paper we discuss extensions to our CMIF hypermedia authoring and presentation environment that provide adaptability through this
distinction between authoring and presentation specification. This extension includes the use of HyTime for document representation and of DSSSL for
presentation specification. We also discuss the Berlage architecture, our extension to HyTime that specifies the encoding of certain hypermedia concepts
useful for presentation specification.

Keywords
Hypermedia, Open Hypermedia, HyTime, DSSSL, SGML

Table of Contents
Introduction
Models and Formats for Adaptable Hypermedia
Adaptability of Document Models
A General Hypermedia Model
Authoring and Presentation with CMIF
Porting CMIF to Other Applications
Adapting CMIF Documents for Presentation
The HyTime Encoding of CMIF

file:///C|/Users/Bear/Desktop/new/MM97/index-2.html[3/15/2010 6:33:55 PM]

A Framework for Generating Adaptable Hypermedia Documents

CMIF Document Example
Content
Composition
Hyperlinking
Measured Positioning
The Berlage Document Architecture for Presentation Specification
The Berlage Shadow Location Form
The Berlage Aggregate Link Form
The Berlage Duration Marker Form
Conclusion
Bibliography

Introduction
Our research group has investigated the issues involved with hypermedia documentation and presentation with the development of the CWI Multimedia
Interchange Format (CMIF), and the CMIFed environment for the creation and playback of CMIF hypermedia documents [Har94]. CMIF encodes
crucial hypermedia functionalities such as synchronization, hyperlinking, screen display layout, and presentation style. Our main goal for CMIF is that it
be adaptable to individual presentation situations. The model for CMIF documents is applicable to a wide variety of hypermedia presentation
circumstances, including different document formats, variations in platforms and software, available resources, user characteristics, and desired style of
presentation. To facilitate this adaptability, we have developed an encoding for CMIF documents in HyTime, a standard for the interchange of
hypermedia documents [HyTime,DeR94]. HyTime provides an encoding format, a general hypermedia model, and facilities for transformations to other
formats and to variations in document presentation.
This paper presents the HyTime encoding for CMIF. It also describes the extension to the CMIF environment for processing this encoding and the
presentation instructions that accompany it. This translation provides an empirical test of HyTime's ability to represent the hypermedia structure of
existing environments. It also provides an opportunity to explore the issues behind processing this generic structure for actual presentation on interactive
multimedia environments. The HyTime encoding of CMIF uses our Berlage architecture, an SGML-defined extension of HyTime that encodes how a
document's HyTime-defined structure is mapped to certain aspects of presentation processing.
First some background material on the models and formats involved is given. Then we present the architecture resulting from the integration of these
topics into the CMIF environment. Finally, our use of HyTime and the Berlage architecture to encode the hypermedia structure of CMIF is described.
<-- Table of Contents

Models and Formats for Adaptable Hypermedia
In this section we describe existing models, standards, and formats that apply to adaptable hypermedia and have been used in the development of CMIF.
Then we present an analysis of how these different models relate to each other in terms of their adaptability. This is followed by a general hypermedia
model based on the models and formats described that is a basis for later discussion in this paper.
The CMIF document format, described in the introduction, has been developed in terms of the Amsterdam Hypermedia Model (AHM) [Har94]. The
AHM extends the Dexter Hypertext Reference Model [Hal94] into multimedia by adding to it concepts such as the synchronization of multimedia object
display and more complex specifications of how link activation affects document presentation. The Dexter model specifies significant abstractions
shared by typical hypertext systems to provide a reference for discussing and comparing these systems. It is designed to aid in the general discussion of
different hypertext documents and applications. It defines a layered model onto which individual hypertext systems can be mapped. It also defines
common terms to be uniformly applied to the hypertext systems when they are described by Dexter.
While the AHM provides a conceptual basis for adaptable hypermedia documents, it does not define a specific format or specify the means of
processing documents for presentation. To provide an open process model for documents specified in CMIF we have adopted the use of ISO standards
designed to encode hypermedia document models and their presentation in distinct circumstances [Rut97a,Rut97b]. Hypermedia/Time-based
Structuring Language (HyTime) [HyTime,DeR94] is a standard for encoding hypermedia documents and the models they conform to in terms of
widely-applicable hypermedia concepts. The hypermedia document structure HyTime represents includes complex hyperlinking, locating of document
objects, and the scheduling of objects within measured coordinate systems such as space and time. These constructs constitute a general model for
hypermedia documents and the sets to which they belong.
HyTime builds upon and extends into hypermedia the presentation-independent text structuring of Standard Generalized Markup Language (SGML)
[SGML,Gol91]. SGML is a widely used ISO standard for representing electronic text documents. It supports and facilitates document exchange, reuse
and longevity by representing a document in its permanently stored form without defining its processing into any particular presentation.
SGML documents are divided up into elements, which can contain media for presentation or other elements. Each element has a collection of attributes.
One type of attribute is the unique identifier reference (IDREF), which references another element in the document. SGML provides for the definition of
separate document sets, called document type definitions (DTDs), which represent different types of documents used by separate communities. A DTD
defines a general structure that a class of documents fit. This structure specifies the types of elements that can exist for a document set and what
attributes each of those elements can have. An individual SGML document is an instance of the DTD associated with it. HyTime inherits SGML's ability
to define distinct document sets. HyTime, like SGML, requires external mechanisms for specifying the presentation of its document.
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The Berlage architecture is an extension to HyTime we developed. It preserves HyTime's ability to define distinct document sets. It extends HyTime by
providing additional constructs that help guide the processing of HyTime-defined presentation-independent constructs into final presentations.
Document Style Semantics and Specification Language (DSSSL) [DSSSL] is a standard that encodes the translation of SGML, and thus HyTime,
documents into other forms of output. DSSSL defines a system independent way to describe the processing of SGML documents of a given DTD into
those of another DTD or into various forms of page-based output. DSSSL specifies this formatting process by defining a powerful document query
language, a document transformation language, and a style language to apply a set of formatting characteristics to portions of a document. A DSSSL
mapping is encoded in a style sheet, which is applied to a document or document set to specify its mapping into one possible style of presentation.

Adaptability of Document Models
The specification of adaptable document models has long been accomplished for text by the SGML community. This community has also specified how
documents adapt to particular presentation circumstances using document conversion specifications such as DSSSL. Similar presentation-independent
modeling with separate presentation mapping specifications has been explored for multimedia with the use of relational grammars [Wei96]. This
mapping of the authoring and presentation of multimedia documents has also been defined in terms of relative constraints placed on the measured
aspects of a document's presentation [Can96]. HyTime and the property set it defines for use with DSSSL establishes formats for extending SGML and
DSSSL from text into hypermedia for both document modeling and the adaptation of documents for presentation. This HyTime/DSSSL-based approach
and the requirements for extending current SGML-only DSSSL into HyTime-defined structure for the creation of hypermedia style sheets have been
explored in earlier work [Oss97].
Many different models, formats and encodings for hypermedia documents exist, and they vary in how they can adapt to individual presentation
circumstances. One analysis of how these models vary in their adaptability is shown in Figure 1. Markup and meta-markup languages, abstract models
and document encodings are mixed in one figure, and, for brevity, are all regarded as document models in the following discussion.

Figure 1.
The horizontal axis indicates hypermedia functionality. It runs from linear, text-only on the left to fully hyperlinked multimedia on the right. The vertical
axis indicates presentation-independence. The models allowing descriptions of fully formatted presentations are towards the bottom. The more abstract
models, describing the logical structure of the contents without presentation-specific details are towards the top.
Several important characteristics of document models can be derived from their position in the figure. First of all, we note that documents of the models
close to the bottom are ready for presentation: they contain all the information needed to display the document on a specific medium. The distance from
a particular model to the horizontal axis indicates the amount of information that needs to be added in order to present a document conforming to that
model. The more abstract models have more involved processes for transformation of their documents to display or print.
Second, we observe that documents close to the bottom may contain more presentation information, but they usually contain presentation information
for only one specific medium. As a consequence, these models are not suited in environments where documents are to be rendered on different output
media. If the advantages of flexibility outweigh the drawbacks of the more complex formatting and presentation process, one should choose for a more
abstract model.
In practice, choosing a single model for a particular application is often not sufficient. One needs both the flexibility of the more abstract models and the
accurate control over the presentation offered by the models closer to the horizontal axis. As a result, one needs tools that can convert documents from
one model into the other.
Several types of translations may be needed, and usually involve combinations of the ones listed below. The most common, the translation from an
abstract model into a presentation model, involves the association of specific presentation concepts of the target model with the abstract, logical concepts
in the original model. This association is often wired into an application or defined in a style sheet.
The reverse process is usually more complicated since one needs to recognize the logical structure of the content on the basis of layout information. This
type of conversion is very hard to do automatically, but is often needed to convert legacy data into the more abstract model of a new system. It is also
difficult to convert from a text-based model to a model with more hypermedia support.
Conversion between two models that are positioned on more or less the same position is needed to allow document interchange between comparable
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programs with incompatible document formats. Usually, these conversions are relatively easy because they convert between similar models, and the
conversion is mainly syntactic.
The CMIF document model holds a balance between presentation-independence and presentation-specificity. Its degree of presentation-specificity
comes from its placement of media objects in positions on a windowed screen display and along a timeline. Because of the degree of presentationindependence it maintains due to its adaptability, CMIF's documents can be rendered to different hypermedia presentation formats, such as MHEG, in a
variety of presentation styles. Documents of a strongly presentation-independent structure could be converted to CMIF to specify a general layout of
their presentation and then further style sheets could define varying styles and formats for this presentation.

A General Hypermedia Model
In this section we describe a general model for hypermedia processing based primarily on the Dexter and AHM models but also taking into account the
processing model used for SGML, HyTime, and some related formats. We use this model later in the paper for associating a layout with the document
structure defined by our CMIF DTD. This model is also used to describe the scope of the Berlage architecture. The Dexter/AHM model and its relation
to these SGML-based formats is illustrated in Figure 2. The Berlage document architecture, which is included in this diagram, is described later.

Figure 2.
In SGML terminology, a document is separated into content, structure, and presentation. The content makes up the individual perceivable components of
the document. The presentation is how the document appears to the user. SGML focuses on document structure, which specifies the relations between
the content components that affect their potential final presentations without specifying any particular means of presenting them.
Dexter/AHM divides hypertext processing into three layers: the run-time, storage, and within-component layers. The run-time layer is concerned with
the final presentation of documents, including how the user interacts with the interface and what activities occur during presentation. This layer makes
up the user's perception of the document. The within-component layer contains the atomic containers of the media objects inside a document. This layer
represents the individual items contained in the document. The storage layer is related to the within-component layer through anchoring, which enables
media type-independent linking to portions of atomic media content. The run-time and within-component layers of the Dexter/AHM model are covered
minimally, with the focus being on the remaining components of the model.
Because HyTime is strictly general-purpose and presentation-independent, it specifies nothing about what would fall in the run-time layer.
The Dexter/AHM storage layer provides the hypermedia structure of a document. This includes hyperlinking and the compositing of document objects
from atomic media components. The HyTime hyperlinks module establishes non-hierarchical and non-linear relationships between document
components. The structures defined by this module correspond very closely with links in the Dexter/AHM storage layer. SGML and the HyTime base
module define several types of composites. We refer to the information of this layer as the generic hypermedia structure of the document.
AHM extends the Dexter model storage layer by introducing composites for defining synchronization that are based on temporal and atemporal
composition [Har94]. Channels are introduced, which provide independently controlled presentation of document components. The HyTime scheduling
module performs channel-like compositing by grouping objects for coordinated positioning in measured systems such as screen displays and timelines.
A document's generic hypermedia structure cannot by itself be presented to a user. This structure must accompany a mapping that specifies how that
structure is translated into a particular presentation. This mapping references aspects of the document's generic hypermedia structure to determine the
document's appearance to the user. The mapping may also reference aspects of the document's presentation environment to determine the best means of
displaying the document under the conditions given. This functionality corresponds with the Dexter/AHM presentation specification layer, which defines
how the contents of the storage layer are to be processed when the user browses through them. DSSSL performs actions of this layer because it specifies
how document structure is to be translated into presentation under particular circumstances. HyTime does not address presentation-specification because
no HyTime constructs refer to presentation-time document characteristics. An extension to HyTime for representing presentation specification
information appropriate for storage in the document itself is described in the section about the Berlage architecture.
<-- Table of Contents
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Authoring and Presentation with CMIF
This section discusses how CMIFed is used as an editor for HyTime-conforming documents and how DSSSL can be used to specify the adaptation of
these documents to individual presentation situations. The design of the application of HyTime and DSSSL to CMIF processing is illustrated in Figure
3.

Figure 3.
The contribution that HyTime-encoding makes beyond the use of SGML and DSSSL is the representation of common hypermedia properties in a
standardized form. SGML provides a parsable syntax for representing the document's content and structure in a presentation- and processingindependent way. DSSSL provides a language for specifying formatting and other transformations of SGML documents. DSSSL code refers to SGMLdefined syntax constructs to specify how the documents are to be processed as input. HyTime specifies certain composites of SGML constructs to be
recognized as having hypermedia properties. DSSSL code can refer to these HyTime properties of a document and specify how the hypermedia
structure they define is to be converted to a particular hypermedia format.
The first step in the process described in this section is the authoring of CMIF documents with the CMIFed authoring tool. The document is then
processed by the CMIF to HyTime converter, generating a HyTime-conforming SGML document as output. This document conforms to the DTD that
defines the HyTime-conforming CMIF document set, which is shown in Figure 5 and described in the next section. The DTD and the resulting
document can be processed by other SGML and HyTime systems.
The second step for the user is generating presentations of HyTime-encoded CMIF documents. If a style sheet exists, this step can be taken with no
interaction from the user. Otherwise, one must be created. A DSSSL style sheet is processed with the document into its equivalent in other formats.
Style sheets can be written by and the conversion can be performed by users other than the author of the original document.

Porting CMIF to Other Applications
Portability of documents is important not just between platforms but also between applications. CMIF documents are presentable on a wide variety of
platforms because CMIF presenters have been developed for each of these platforms. However, on each platform a CMIF presenter is still required for
viewing the document. It is a problem when a CMIF player is not available on that computer or if the user has more familiarity with another hypermedia
presenter. This section discusses how the application of HyTime and DSSSL to this task can specify the translation of CMIF documents to the formats
of other browsers.
The most straightforward way to present a CMIF document on a non-CMIF application is to convert the document to that application's format. All
CMIF documents can be made portable to a given application by developing a converter from CMIF to its equivalent in the other format. Developing
this tool would be a cumbersome task for those not directly familiar with CMIF.
Encoding CMIF documents as HyTime makes it easier for developers to create converters from CMIF to formats of other players. Developers could use
DSSSL style sheets to encode the format conversion instructions for processing the HyTime version of the document with DSSSL tools into the desired
output format.

Adapting CMIF Documents for Presentation Environments
There are variations that exist between environments that must be adapted to in presented documents. The previous section discusses the adaptation to
one such variable: the hypermedia document presenters that are available. Other variations between environments exist as well. These include the
available peripherals for media object presentation and the available bandwidth for the transmission of distributed document data. This section presents
how HyTime and DSSSL are able to specify the way document presentations are adapted to these variations.
Our CMIF DTD allows alternative formats to be specified for the display of a presentable document object. A single document object may have
assigned to it files of different formats. Upon presentation of the object, the file of the format for which the appropriate software or peripheral is
available in the environment can be selected to be processed for presenting that object. Files of formats for different media types could also be assigned
to one media object for situations where no tools for presentation of a particular media type are available.
Similarly, a CMIF document can be authored as adaptable to variations in the available network bandwidth, addressing issues such as quality of service
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and graceful degradation. If the transmission of a particular media file for presentation can be anticipated as taking too long then an alternative smaller
file conveying the same information, though with less quality, can be transmitted instead in an acceptable time frame. Another alterative could be to
send a file of a different media type that uses less bandwidth. For example, an image could be replaced with a text description of the image, taking up
much less bandwidth but still conveying information represented by the document object.
In our design a DSSSL style sheet could be written that refers to this presentation environment information in determining which of alternative files to
select for presenting a particular media object. The peripherals available on the current environment could be queried to determine which of the
alternative file formats of a media object is used for its presentation. Similarly, the available bandwidth and anticipated transmission speed could be
queried to determine what size file should be transmitted for presenting a particular media object. In the latter case, the author of the style sheet could
specify the importance of transmission speed versus the quality of presentation of each media object.
DSSSL does not provide constructs for querying these aspects of a presentation environment. It does, however, provide mechanisms for the creation of
extensions of what can be queried for in converting documents. For CMIF, such an extension would be created to allow the presentation environment to
be queried against.
<-- Table of Contents

The HyTime Encoding of CMIF
In this section we discuss the use of HyTime in defining a document model and format for CMIF. This discussion is illustrated with an example of a
hypermedia document authored and presented with CMIFed, a screen dump of which is shown in Figure 4. The DTD for the HyTime-encoding of
CMIF documents is illustrated in Figure 5. By representing CMIF hypermedia document structure with HyTime constructs, CMIF is mapped to a
common hypermedia model whose properties can be queried against in DSSSL style sheets. An in-depth knowledge of how CMIF encodes hypermedia
concepts would not be needed to access its hypermedia structure. This HyTime encoding also provides an empirical test of HyTime and its ability to
represent hypermedia functionality present in an implemented hypermedia environment.

Figure 4.
Similar empirical studies have been performed on HyTime's ability to represent the hypermedia semantics of an existing document format with the
HyOctane project [Buf94]. Here we describe HyTime's ability to encode the hypermedia semantics particular to CMIF.
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Figure 5.
First the example CMIF document is introduced. Then, we divide hypermedia into separate areas and discuss the constructs from each area in turn.
These areas are content, hyperlinking, composition, and measured positioning. For each area, we describe the HyTime and CMIF constructs involved.
We also discuss how these constructs address either the presentation-independent or presentation-specific issues of their use within the format.

CMIF Document Example
To demonstrate the authoring and presentation of CMIF documents we have developed an application entitled Pictures at a Mondrian Exhibition. The
application has a visual, musical, and informative aspect. The visual aspect consists of images of 10 paintings from the exhibition Mondrian from
Figuration to Abstraction, shown in the Gemeentemuseum, the Hague, from February 20th to May 29th, 1988. The musical aspect consists of 10 piano
compositions written by David Little and played by Marcel Worms, with each composition written for one of the paintings. The informative aspect
consists of text and oral descriptions of the paintings, the compositions and the artists involved. The document, and the user's interaction with its
display, coordinates the presentation of objects from these three aspects.
A screen dump from a presentation of this document is shown in Figure 4. The larger window, present when the presentation is in "On Demand Recital"
mode, gives the user a high-level navigational interface, showing thumbnails of the 10 paintings and allowing each to be selected for presentation. The
smaller window presents one painting at a time. Typically the composition for a painting is played in conjunction with its display in this window,
though user interaction can override this. This second window has buttons for playing the composition, showing the score, and accessing the composer's
comments on each painting and composition. During "On Demand Recital" mode, the user can select any painting at any time for display from the
larger window. The user can also request a "concert", in which the paintings and their compositions are presented sequentially without further
interaction.

Content
In a file making up a single hypermedia document, much of what specifies the media content shown in any presentation of the document is referenced
as external files. However, some of what gets shown in a presentation can be stored directly in the document file itself. CMIF provides constructs for
including both of these types of content.
In the Mondrian document, the content consists of painting images, composition sound files, text commentary, oral commentary sound files, postscript
scores, images for the artists involved, and images for the interface buttons. All of these are stored as external files on the local file system.
An integral part of the SGML format is this direct containing of text data in the document itself. Every element in an SGML document can contain other
elements or straight text. HyTime inherits this characteristic. The most direct way to incorporate text into an SGML or HyTime document is in this
fashion. In CMIF, the immediate construct is used to include text directly in the document file. Its HyTime encoding includes the text as direct content.
As media content itself, this construct fits in the Dexter/AHM within-component layer
An SGML entity is a string that can be processed by a local file server to return a file's contents. SGML entities handle the locating of external files in
their entirety. The external construct of the CMIF HyTime encoding uses an SGML entity to specify a file on the local system as a media object.
The location capabilities of the SGML entity are extended by the HyTime notation location (notloc). The contents of a notloc are processed to return
some data and correspond again with the address field. A notloc also specifies a notation for its address text string to determine how it is to be processed
to return the data. The CMIF HyTime encoding uses notloc to specify files located using a URL in its urlloc construct. The contents of a urlloc are a
string in URL notation specifying the located file.

Composition
The CMIF document model defines compositions to coordinate the timing of the display of document components. A parallel composite specifies that
its components are to be displayed simultaneously. A sequential composite specifies that its components are to be displayed in order, one after the other.
A choice composite specifies that at most one of its components is to be displayed at any point in the presentation. That component is the one most
recently activated as the endpoint of a hyperlink.
In the Mondrian document, the simultaneous display of the 10 thumbnails in the larger window is represented as the node for each thumbnail being a
child of a parallel composite. The presentation during "concert" mode is represented with a sequential composite, with each of its children being a node
for the presentation of a painting and its composition in the smaller window. A choice composite is used to represent the contents of the second window
during "On Demand Recital" mode, which displays the painting that was most recently selected by the user.
The HyTime scheduling module groups objects for coordinated positioning within numeric systems. While in presentation-oriented hypermedia formats
such as CMIF coordinate systems are typically measured in terms of time and screen display space, HyTime can use any set of dimension types and any
number of axes for its coordinate systems. Upon presentation, these generic schedules can be mapped to screen display coordinates and timelines of
typical computer interfaces. They can also be mapped to other aspects of the presentation.
The HyTime finite coordinate space (fcs) and event schedule (evsched) forms are used to define the timeline and two-dimensional screen display used
by CMIF. The HyTime event group (evgrp) form collects media objects and other evgrps to be collectively positioned in one area of an event schedule.
The positioning of its contents are in terms of the bounds established for an evgrp. The HyTime evgrp is used to represent the parallel, sequential, and
choice composites used by the CMIF authoring interface. In the HyTime DTD, all three types of composites are represented as a composite element
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type. A choice composite is distinguishable from the others by its HyTime content location (conloc) attribute, which references a choice element located
elsewhere in the document to specify its contents rather than having them directly placed within it.
The HyTime event form defines a position in the schedule for an individual media object. It is used by the CMIF DTD event element type. The HyTime
extent specification (exspec) attribute references the element defining the values representing this event's position in the schedule. The conloc attribute is
used here to reference the content element specifying the media object displayed by this event.

Hyperlinking
Here we discuss hyperlinking in the navigational sense. CMIF navigation is defined by the hyperlink construct. With these, a mouse click on a word or
image changes the presentation and the information displayed in the manner common in hypermedia interfaces.
The primary navigational hyperlinks in the Mondrian document relate the selection of each thumbnail with the presentation of its painting. When a
thumbnail is selected, the larger window stays the same while the smaller window displays the selected painting and the recording of the that painting's
composition is played. The presentations of the image and composition active at the time of the thumbnail selection are stopped and replaced with those
of the selected painting.
HyTime considers hyperlinking not as navigation but more generally as the establishment of relationships or associations between document objects. A
HyTime hyperlink joins together a collection of anchors. It specifies that each anchor plays some role in an association or relationship with the other
anchors. HyTime hyperlinking constructs define allowable directions of traversal between anchors in a hyperlink. Here traversal is defined not just as
navigation but as any processing of the link's representation of the link endpoints under consideration. For each anchor in a link, it can be specified
whether or not traversal to or from the anchor through that link it allowed. With this specification, it can be said for each pair of anchors in a hyperlink
whether or not traversal can start at the first anchor and go to the second through that hyperlink. In such a case, the first anchor would be the starting
anchor and the second would be the ending anchor for the pair.
In our DTD we assume an additional navigational semantics beyond what HyTime specifies for hyperlinks. The CMIF hyperlink is represented by the
HyTime form independent link (ilink). The HyTime definition for a hyperlinks specifies that each has a source and a destination for traversal.
The CMIF hyperlink determines how the user initiates a navigational traversal. How the display changes, and how it remains the same, after a traversal
is determined by the CMIF choice composite, described in above, and its position in the document hierarchy. When a document object is traversed to,
that object will not necessarily occupy the entire screen display. There may be other document objects displayed with it that are maintained on the
screen from before the user's activation of that hyperlink traversal. Similarly, a sound being played when the user activates a hyperlink may or may not
continue after the ending anchor is traversed to.
At most one child of a choice node appears at any time during a presentation. One child can be established as the initial object displayed. When the user
activates one child as the ending anchor of a hyperlink traversal, all the other children and their contents are no longer shown and the child traversed to
is displayed. The aspects of the presentation determined outside that choice node remain the same after this traversal. Thus, what is newly displayed
after a hyperlink traversal is the endpoint of that traversal. What is removed from the presentation are the siblings of that endpoint if they are children of
a choice composite. All other aspects of the presentation remain the same.
The choice construct is used in conjunction with the composite construct, described above. A composite can specify that one of a collection of document
objects can appear at a screen location and duration of time of a presentation. The choice construct says what that collection of objects is for a
composite. It is defined as a composite with HyTime location addressing constructs.

Measured Positioning
In CMIF, spatial and temporal positioning are determined by attributes of the media nodes. Temporal positioning is also determined by composite nodes,
as described in the subsection about composition.
There are many instances of spatial positioning in the Mondrian document, the most notable being the positioning of the 10 painting thumbnails in the
larger window. The document's most notable instance of position along a timeline is the "concert" mode, where the presentation of a painting must be
simultaneous with that of its composition, and both must start just after the presentation of the previous painting and composition end.
The HyTime marker list (marklist) and extent list (extlist) forms specify the measured position for a document object in an event schedule. The CMIF
element type position specifies all the individual values for an object's scheduling. It contains the screenextent element, which states the four integers
defining an object area on the screen. It can also contains timebound elements, which each specify either the starting time or duration of an object's
presentation.
Synchronization is an important hypermedia concept handled by the CMIF synchronization arc (syncarc). It is represented here with the HyTime
dimension reference (dimref) form, which specifies the current coordinate in terms of another coordinate for another scheduled object. HyTime's dimref
has been shown to be able to represent all of the synchronization relationships that occur in multimedia documents [Erf93].
With a HyTime dimref, the referenced measurement must be an explicitly defined measurement or a dimension reference, allowing multiple levels of
indirection. However, in HyTime, a dimension reference must eventually refer to either an explicitly stated value or a marker function (markfun), which
leaves the determination of the measurement to an unspecified external process. Marker function references refer to values that cannot be determined at
authoring time. Thus, their exact specification falls outside the scope of HyTime and fits in the presentation specification layer.
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The Berlage Document Architecture for Presentation Specification
HyTime is defined not as a DTD but as a meta-DTD. This allows multiple DTDs to be defined for documents that use HyTime. A DTD specifies
explicit element types, but the HyTime meta-DTD specifies collections of attributes, called architectural forms, that can exist in the element types of a
DTD. If an element type is said to conform to an architectural form, then it uses the attributes defined for that form. Such an element type can use other
attributes as well that fall outside of HyTime. This enables new document sets to be created that use HyTime forms and incorporate their
representational hypermedia semantics.
The HyTime standard document has formalized this meta-DTD approach with SGML architectures. An SGML architecture is defined by a meta-DTD,
like HyTime's. Multiple DTDs can be made to define document sets for documents conforming to a given architecture. Architectures can also be layered
on top of other architectures, causing all documents conforming to the first to also conform to the latter. HyTime is not built on top of any other
architectures, but other architectures can be built on top of HyTime's.
HyTime contains no constructs for specifying structure that fall in the presentation specification layer of document modeling. In writing a HyTime DTD
for CMIF, we encountered some presentation specification concepts that were broad enough to apply to many hypermedia document sets. We have
defined an architecture to represent these presentation specification concepts. We call this the Berlage architecture, named after the Dutch architect of
several important buildings in Amsterdam. The architectural forms for presentation specification can be used in DTDs for other HyTime document sets.
These new forms are defined with HyTime form attributes, and thus elements conforming to these presentation specification forms also conform to their
HyTime forms and will be recognized as such by HyTime engines, even if the engine does not recognize Berlage forms. The Berlage architecture
extends HyTime, rather than overriding it. Berlage documents are also HyTime-conforming documents. Further, semantics deemed appropriate for
HyTime representation are encoded with HyTime constructs in the Berlage architecture. What Berlage provides are some presentation-specification
layer constructs that style sheets can refer to in addition to HyTime generic structure constructs in determining a presentation.

The Berlage Shadow Location Form
The CMIF shadowset construct specifies a single media object as a collection of alternative stored representations of that object. The presentation
environment would select the most appropriate one to process for presenting the object, perhaps using criteria specified in a style sheet as described
before.
In the Mondrian document, there is a low fidelity monophonic and high fidelity stereophonic file for each sound clip. There is also a low resolution and
high resolution file for each image. The choice of which version of each media type to play is made by the user at the beginning of the document's
presentation.
HyTime has no constructs for representing this concept because HyTime does not represent any hypermedia properties that aren't known at the time the
document is being authored. This concept is represented instead by the Berlage form shadow location (shadloc), which specifies a collection of located
media objects of which only one will be presented.

The Berlage Aggregate Link Form
The CMIF choice composite defines how the display of certain document components ends when others are selected for display through the user's
navigational interface, as described in the hyperlink section. Its use is demonstrated by the Mondrian document's second window when the presentation
is playing an "On Demand Recital".
The concept of document objects being displayed as a result of user navigation corresponds well with HyTime's notion of hyperlink anchor activation.
However, HyTime does not specify an opposing component to this, which would specify which activated document objects would become deactivated.
Such a specification involves too much of a document's presentation activities to be appropriate for HyTime representation.
Because this aspect of presentation specification has the potential to be used by a wide variety of document sets, we have defined a form to represent it
called the Berlage aggregate link (Bagglink). The Bagglink extends the HyTime multiple location (multloc), by specifying that at most one of the group
of objects located by the multloc is to be considered the located object at any point in the document's processing. This object is the one most recently
traversed to through HyTime-defined hyperlinks during the document's processing. The Bagglink attribute default active anchor (defactiv) assigns one
of the anchors as active if none have yet been activated. We use Bagglink in the HyTime/Berlage definition of the CMIF choice in our DTD, as shown
in Figure 5.

The Berlage Duration Marker Form
Sometimes the ending time of a media object's presentation affects other aspects of the presentation timing. Since most CMIF media objects are stored
externally to the CMIF document itself, they are subject to modifications that are more recent that the final modification time of the document, and thus
the duration of these media objects during any presentation is not always certain at authoring time. The CMIFed environment, when processing a CMIF
document, also processes these media object files to check their duration so that all timing information can be calculated for the document's
presentation. Such processing is render-time. Synchronization arcs to the ending times of certain externally stored media objects are thus author-time
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generated constructs that refer to render-time characteristics. Also, render-time determined durations are needed to schedule the presentation of children
of sequential composites when the duration of one or more of the children is determined by the implicit duration of external media files.
The duration of the presentation of each painting of the Mondrian document when in "concert" mode is determined by the time it takes to play each
painting's composition. This in turn determines the starting time of the next painting.
Our Berlage architectural extension has a duration marker (durmark) form, which extends a HyTime marker function to specify that it returns a value
representing the duration or length of a media object. A duration marker has attributes that specify the media object itself, what its format is, and what
unit of measure applies to the value returned. This form is used with the duration element of the CMIF DTD, as shown in Figure 5. The duration
element represents a synchronization arc that refers to the duration or length of a media object stored in an external file.
<-- Table of Contents

Conclusion
Our goal is to facilitate the generation of different target presentations from a single source document. We developed a framework to support the
automatic processing of structured hypermedia documents into final form presentations. We first discussed a unified perspective of generic hypermedia
structuring and associated presentation specifications as defined by the Dexter/AHM model and by the inter-related ISO standards SGML, DSSSL, and
HyTime. The framework for CMIF document processing was presented in terms of this perspective. This framework builds upon text-based standards
for the transformation of structured documents into final form presentations and extends it to include the processing of hypermedia documents. The
processing of CMIF documents in such a framework requires their conversion into HyTime to obtain a presentation independent representation. While
the presentation specifications contained in the original CMIF document can be recorded in style sheets, we identified a number of presentation
specification concepts that are broad enough to apply to many hypermedia document sets. For these we developed the Berlage architectural forms which
can be reused by other HyTime document sets and associated style sheets.
<-- Table of Contents
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Abstract
Large scale clustered continuous media (CM) servers deployed in applications like video-on-demand have high
availability requirements. In the event of server failure, streams from the failed servers must be reassigned to healthy
servers with minimum service disruption. Such servers may also suffer from periods of transient overload resulting
from a high degree of customer interactivity. For example, in a video-on-demand system if a large number of users are
viewing a favorite game, many of them can simultaneously request a replay of an interesting part of the game. This
requires a large number of ``interactive'' channels within a short period of time and can result in a transient server
overload. In this paper we propose solutions for graceful recovery from overload scenarios arising out of server failure
or customer interactions. Rapid resource reclamation is key to overload tolerance, and our proposed solution is based
on rate adaptive stream merging and content insertion techniques. We also utilize conventional time-sharing techniques
to handle transient overload. We show that while merging is necessary for achieving overload tolerance, it is not
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sufficient, and for a complete solution, content insertion is required. Specifically, we consider a general clustered CM
server architecture model where multiple servers can fail simultaneously. We develop a model for resource shortfalls
that occur as a result of overload on failure. We also describe optimal polynomial time algorithms for recovering
resources to the maximum extent possible, by clustering streams in real time.

Keywords
Overload tolerance, fault tolerance, clustered video servers, interactive video-on-demand, content insertion, rate
adaptive stream merging, stream clustering, caching.
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Introduction
In conventional file servers and operating systems, on failure or on overload, clients wait until service is resumed. This
is unacceptable for continuous media (CM) applications. In particular, with video it is necessary that content is
continuously available to the viewer even on the event of server failure.
Consider the following analogy of a movie theater. In the event of a projector failure, it would be far more desirable to
watch a preview of another movie than to stare at a blank screen, especially if the failure persists for a long time. In
other words, it may be acceptable under failure conditions to alter the presentation in some reasonable way that does
not significantly affect the users. This indicates that the definitions of fault resilience must be rethought for emerging
technologies such as digital video broadcasting, that is, the structure of data can be reorganized and altered to meet a
desired quality of presentation, measured by the continuity of presentation. Clearly, this assumption must be validated
against the application being evaluated. Inserting arbitrary content would be extremely catastrophic for an application
such as medical imaging where the correctness of data is more important than the visual experience. However, a
majority of home edutainment (education + entertainment) applications can take advantage of content modification
techniques and it is these that we consider in this paper.
Video, as a visual medium, is relatively resilient to data corruption due to the high amount of redundancy in visual
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information. Fault recovery techniques that take advantage of this observation can be classified into two broad
categories: (i) Techniques that alter content and (ii) Techniques that drop information. Fundamentally, both techniques
achieve fault resilience by reducing the resources required by a video stream (measured by its bandwidth). Content
alteration techniques take advantage of the intra-image redundancy whereas frame-dropping techniques take advantage
of inter-image redundancy [9,10,12]. An alternate approach is to provide fault resilience by building redundancy into
the system as in RAID based servers [2,10,9].

Figure 1: Server Architecture
Rate-adaptation and stream manipulation require some content to be dropped [6,12,3]. Furthermore, these schemes
tend to be either CPU intensive or require a significant time to achieve the desired reduction in resource utilization.
RAID based techniques to handle overload typically involve over-allocation of resources. In large systems, introducing
redundancies for correcting errors as well as for fault tolerance is expensive. Furthermore, over-allocation of resources
to handle overload is clearly not economical. It is therefore desirable to develop a scheme that makes efficient use of
resources yet recovers gracefully under failure with a minimum impact to the user.
In this paper, we introduce content insertion as a means to reclaim resources and recover from overloads arising out of
a fault condition. Most of the current work in the field address the overload problem by degrading the quality of
service to the user, for example by dropping information content to recover system bandwidth resources. This does not
meet the requirements of the media broadcasting industry. Additionally, they do not consider the suitable ``reflexresponse'' that is required to ensure continuity of presentation to the user. We perceive that the paradigm of ``sharing''
of resources is better than ``rationing'' of resources. Content insertion is an efficient and practical alternative that
provides a mechanism to easily implement sharing of resources. More important, it can be easily adapted to work in
conjunction with the other conventional techniques described earlier.
In content insertion, users are presented with an alternative media stream during overload or fault conditions while the
fault recovery mechanism is activated. The advantage here is that multiple users can be placed on the same channel
thus conserving resources. The new content can contain advertisements or previews and can subsidize customer
subscription costs.
We focus on building such a fault recovery scheme in a storage server, but the solutions can be applied easily to other
components such as the network. If the network gets congested, users can be temporarily placed on broadcast channels
until the congestion subsides. Such a scheme is vastly preferable to a scheme where content is dropped, resulting in a
choppy presentation. A user's quality-of-service (QoS) is now measured by how often a user sees an advertisement in
the event of failure or overload. A premium user would always have the desired bandwidth by paying more (except of
course, in the presence of a catastrophic failure). This strategy is similar to the current CATV/DSS paradigm where
users pay extra for subscribing to premium channels for the privilege of viewing programs with few interruptions.
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The main focus of this paper is the use of rate adaptive stream merging and content insertion to provide overload
tolerance. We design a mechanism that recovers the maximum amount of resources in a given amount of time with
minimum impact to the clients and is fair to the clients. The rest of the paper is organized as follows. Section 2
provides the necessary background on resource reclamation techniques for continuous media servers and establishes
the basis for our work. In Section 3 we develop a formal model of our system and then analyze recoverability under
different overload scenarios. The gains from the proposed mechanism are quantified in Section 4. Section 5 is a
discussion of the associated trade-offs. Section 6 summarizes the ideas presented.
<-- Table of Contents

Background
In this section, we describe a general architecture for a clustered CM server. We introduce the techniques of batching
and clustering using rate adaptive stream merging and content insertion, all of which are related to our proposed
scheme for overload recovery.

Server Architecture

Consider a general clustered video server architecture as shown in Figure 1. The system consists of several servers that
disseminate content to clients via a delivery network. The delivery network consists of many channels that are
accessible to all the clients.
This model is typical for most real world systems. Large-scale storage servers are built
as monolithic units with large caches, inherent fault tolerance and are designed to meet high availability requirements.
User transactions are handled by a cluster of front-end I/O processors that can access all the stored content.
Typically, any server can transmit on any channel but no two servers can use a particular channel at the same time and
we assume the presence of a mechanism to ensure this mutual exclusion. It is in many ways similar to a CATV
architecture but is general enough to accommodate a packet switched network in which channels can be implemented
via multicast groups. Any channel in use would carry exactly one program stream. Furthermore, it is straightforward to
implement some dedicated channels that continuously transmit advertisements, news clips or other programs of general
interest. These channels permit content insertion in real-time and play an important role in the fault recovery scheme
described in greater detail in Section 3. We now survey some of the schemes proposed in literature for resource
reclamation in continuous media servers and discuss the applicability of these schemes for recovery from overload.

Batching

In batching, new playout requests for streams are grouped together at the time of request and channels are allocated to
groups of users. With batching clients may have an initial waiting period which can cause them to renege their
requests. Clients can be blocked due to all channels being consumed. The impact of channel allocation policies on
quality of service in the CATV context is analyzed by Nussbaumer et al. [8]. Batching works well as long as the users
do not interact. However, interactions cause users to break away from their groups defeating the initial gains. Such
break-aways must be handled by starting a new independent stream for the user requesting interaction by drawing from
a pool of contingency channels. A model for optimally allocating channels for batching, on-demand playback and
contingency has been developed by Dan et al. [5].
When all contingency channels are consumed, any user interaction will block. This is an event which would occur with
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a very small but finite probability. This cannot be altogether avoided due to the statistical nature of the allocation
policy. Periods of high interactivity can deplete all the free channels available and no more users can be admitted nor
user interaction be permitted until some streams exit. This is a serious disadvantage of initial batching. Such situations
can also be interpreted as a server overload in the context of this paper.

Merging

Rate adaptive stream merging (or adaptive piggy-backing) [6] is a technique that attempts to merge streams by varying
their display rates. It has been observed that rate changes of
by frame interpolation and expansion or contraction
of the total length of the movie by up to are acceptable in commercial video playback [6]. Content progression rates
are distinct from the data delivery rate or the frame rate. An accelerated content progression rate implies that the total
duration of the video will be reduced and any given scene would occur earlier in time.
Stream merging policies for resource reclamation in a healthy server are considered in [6]. Rate adaptive merging of
streams reduces resource requirements both at the server and in the network. Batching can also be used in conjunction
with merging for increased gains. We will now illustrate the process of rate adaptive merging with two streams
carrying the same program [6].

Figure 2: Rate Adaptive Merging of Streams
In Figure 2, at time
, the streams and carry the same program at rate r but with a temporal skew. Let the
streams be at positions and respectively at time
. Let
, and the positions are measured in terms of access
units, like video frames for instance. By accelerating the content progression rate of stream by setting it to
at
time
, we can make the two streams reach the same point in the program at time
. The catch-up window is
determined by the time interval :

The minimum duration of is constrained by the maximum change allowed in the content progression rate. It is
possible (see Section 5) to set the content progression rate of stream to
at time
and make the streams reach
the same point in the program earlier, at time
and the merging time interval in this case is given by,

Depending on the rate adaptation policy, the streams reach an identical state at or . At this point all clients receiving
stream can be transferred to stream and the resources associated with can be released.
The size of the catch-up window is severely constrained by the maximum acceleration rate permissible from QoS
considerations. If we wish to use merging in order to release channels in the event of failure, no resources are freed
during the period of the catch-up window, which can be significantly long. If we wish to merge a failed stream, we
allocate additional resources for it until it gets merged. It is likely that extra resources are unavailable in the event of
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failure and this shortfall can be significant when a large number of failed streams must be recovered. The next section
elaborates on how content insertion techniques address this problem.

Content Insertion

Content insertion can be viewed as a coarse grained rate adaptation technique. This is the informational view -- the
primary content rate is altered by the introduction of secondary content. The secondary content can take the form of
other programming. A different and operational view would explain content insertion as a form of intermediate
batching. A third view arising from scheduling would explain the same technique as time-sharing. All these different
views influence the application of content insertion in our proposed scheme.

Figure 3: Modifying the Catch-Up Window through Content Insertion
Although television commercials are considered annoying by many, they subsidize the cost of entertainment provided
to the consumer. With VOD services, these advertisements can lower per-user costs in an entirely new way by helping
to diminish the number of concurrent streams via intermediate batching. Content insertion techniques are useful
because they buy us time. This time can be used for time-sharing or in conjunction with merging to increase the catchup window or alternatively, in the event of failure give a fallback allowing us to wait until resources become available.
In the next section, we discuss why content insertion is critical to overload tolerance.
Figure 3 illustrates how content insertion works in conjunction with merging to free resources during the catch-up
window as well as to reduce . Let us take the same case of two streams as in the previous section.
By accelerating stream by setting its content progression rate to
at time
, and by additionally inserting
alternative content into stream from
to
we can make the two streams reach the same point in the
program at time
.
should be less than the maximum acceptable duration, of inserted content at any one time.
Let
be the position of stream at time . The catch-up window is now given by

It is possible to also set the content progression rate of stream to
at time
and make the streams reach the
same point in the program earlier, at time
and the merging time interval in this case is given by,

However,
cannot exceed as this would lead to an oscillatory situation with the accelerated stream reaching a point
in time ahead of the stream it is trying to catch up with. This yields the inequality :
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If this condition is violated, then the inserted content must be stopped abruptly in order to cluster the streams. Hence
we can obtain the following bound on :

A similar bound can be achieved for , when the rate of both streams are being altered. This bound helps us to
determine the feasibility of merging two streams using content insertion. If no insertion clip can be inserted into the
stream in its entirety, the streams are allowed to merge, without any new content being inserted. This choice would be
a policy decision, based on the system specifications.
Consider two streams that are spaced two minutes apart in a given program that must be clustered. This can be
achieved by two minutes of content insertion into the leading stream and a channel is released in two minutes. With
rate adaptive merging, clustering takes much longer. If we accelerate the trailing stream by
,
then the streams
spaced two minutes apart would be clustered in 30 minutes. In addition, if we decelerated the leading stream, clustering
occurs in 15 minutes. This is an unacceptably long time for overload recovery!
However, rate adaptive merging would still be required to fine tune the clustering process. Suppose that the inserted
content is in the form of 30 second clips and there are several content insertion channels such that a clip starts on some
content insertion channel every 5 seconds. Content insertion can be done smoothly only if the temporal skew between
streams are exactly integral multiples of 5 seconds and the failure or interaction that triggers clustering is aligned with
the start of an insertion clip, both of which are unlikely to happen. However, these small fractional skews from the
start of the clips can be eliminated by the use of rate adaptation.
Content insertion can be applied to overload situations in an entirely different way as well. Consider a server that has a
capacity to serve 1,000 channels and the system demand requires the existence of 1,025 streams. If we ignore merging
and focus on content insertion alone, assuming that we have content insertion channels, we can switch 25 streams on to
these channels for 60 seconds. Streams can be vacated in rotation and the cycle would complete in 40 minutes. Thus
streams would receive an ad-dosage of 1 minute once every 40 minutes. In the event that continuous resource
reclamation is carried out using merging, the situation would improve vastly. If the contrary is true, and the overload
increases, it would result in degradation of service manifested as an increased amount of inserted content. We refer to
this situation as stream-thrashing. Arguments similar to overload in time-shared operating systems come to bear -there are always intrinsic checks and balances that would reduce popularity with service degradation on overload.
Section 5 describes additional advantages due to content insertion.
<-- Table of Contents

Proposed Mechanism for Overload Tolerance
In this section, we formalize our model based on the concepts introduced in Section 2 and apply it to analyze
recoverability under failure and propose schemes for recovery under different overload scenarios. Table 1
describes
the notation used in the paper.
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Table 1: List of Symbols Used

Formal Model of the System

Let the total number of servers in the cluster be N and the servers are denoted by
. Let denote the
cluster. To simplify analysis, we assume that all streams have identical bandwidth requirements. However, the
maximum bandwidth of each server can be different in the case of a heterogeneous server cluster. Without loss of
generality we can use the bandwidth of a single stream as a unit of server bandwidth.
Let be the total bandwidth of the server in terms of the number of streams that the server can support. Let be
the load on server at instant t, in number of streams. The total bandwidth available in the system is given by
. The total load of the system at instant t, is given by
. During normal operation,
and
violating this constraint constitutes an overload.
Let
be the set of clients in the system at time t and
be the set of channels in the system. Let the set of
active streams in the system at time t be
. If channels are reclaimed continuously by merging, then two streams
will carry the same program if and only if there is a temporal skew between them. The total number of clients can be
greater than or equal to the number of streams . Typically
, and violation of this constraint constitutes an
overload. can exceed by virtue of clustering. The global state of the system at any given time t is given by the
following maps :
Channel Assignment : The channel assignment function,
and a server. It is given by
.

is injective and assigns each stream to a channel

Stream State : The state of the stream is given by
.
is the position of the stream within
the program and the state of the session
normal playback, accelerated playback, fast forward, rewind,
paused, vacated .
Client Assignment : The client assignment function

assigns a client to a given stream.

We also require that the following fundamental primitives, that enable the server to control the client, are available.
They are necessary in order to implement the functions of merging and content insertion.

file:///C|/Users/Bear/Desktop/new/MM97/htmver.html[3/15/2010 6:34:02 PM]

A Failure and Overload Tolerance Mechanism for Continuous Media Servers

ReassignStream(StreamId, CurrentServerId,
NewServerId)
SwitchChannels({ClientId}, CurrentChannelId,
NewChannelId)

Let and respectively denote the mean rate of generation of new streams due to program requests and the average
number of streams that leave the system due to program termination in the system. Let be the mean merging rate,
which is the average number of streams that get merged across all servers in unit time and let be the mean forking
rate, which is the average number of streams that break away due to client interaction across all servers. Thus , the rate
at which channels are released in the system, is given by
, and , the rate at which channels are consumed in
the system, is given by
. The stability criterion requires that
. This is the steady state referred to later, in
Section 3.3.

Failure Model and Recoverability

In Section 2, we surveyed the basic techniques for resource reclamation. In this section, we develop a fault model that
enables us to apply the techniques of merging and content insertion to recover from the overload arising due to
failures. We then introduce our proposed procedure to handle different levels of overload. In the context of the server
architecture described in Figure 1, the fault monitor and storage are also assumed to be inherently fault-tolerant. This
is a reasonable assumption when storage is an independent component. For enhancing fault tolerance, the stream fault
monitor which checks for the health of all streams must be implemented as an independent component. However it is
possible to implement the monitoring function distributed among the servers with some loss of reliability.
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Figure 4: Overload Recovery Procedure
Let us assume that at most q out of N servers in the cluster can fail simultaneously and that no additional failures occur
during the recovery period.
Restoring service to the failed streams in the event of a failure requires knowledge of
the state of each individual streams that were being served by the q servers that failed. This can be achieved in several
ways:
The state of any server is stored in at least q + 1 servers. This ensures state recovery on the event of failure of at
most q nodes. Alternatively a more sophisticated error correcting code can be used to stripe the state information
with some performance overhead.
Global state is stored in the monitor and each server knows its own state. When the monitor fails independently,
backup copies of the monitor must take over.
Recovery from failure can be initiated by the client. Stream states on each channel can be retrieved by
multicasting requests on each channels that must be restored. Resolution of duplicate replies can be performed
by taking the first reply or by voting. However client initiated recovery implies temporary disruption of service at
client. This justifies the use of the fault monitor at the server.
A fixed number of channels that broadcast advertisements or other alternative content continuously are assumed to be
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continuously available. In the event of a server failure, the failed streams are transferred to these channels before
recovery. This is necessary because :
There is a significant initial latency involved in starting up a new stream even if there is sufficient spare
bandwidth [1].
Overload due to simultaneous failure of a large number of streams would involve significant computation time
for resource allocation.
Resources can be unavailable and the overload cannot be handled until some streams are merged. Merging of
streams involves a finite catch-up window as described in Section 2.4.
Resources can be unavailable even in the long-term and some streams must be dropped. From a point of view of
revenue, there is more incentive in retaining popular program streams since they would on average, allow more
clustering in the future. The system requires a finite computation time to determine which streams to drop.
The content insertion channels can be used to implement a time-sharing mechanism that cyclically transfers
clients to content insertion channels to handle transient overloads or while the system configures a new server to
handle the overload.
The procedure for handling overload on failure is shown in Figure 4. We consider several overload scenarios and show
how we can handle situations not only when there are more clients than channels, but also when there are more streams
than are channels! The first step of the overload recovery procedure involves restoration of stream states. On failure of
servers, the failed streams are vacated to content insertion channels as a reflex response. As a first measure, if there are
spare channels available, they are allocated to as many streams as possible. The next attempt is to recover channels by
clustering. This is solved by the algorithm proposed in the next section which determines the maximum number of
clusterings possible within a given amount of time. If the channels released are insufficient to handle the overload, the
overload is handled by time-sharing of the channels. If the time-sharing approach is not viable, we configure additional
servers to handle the overload. If there is an overload beyond this, the failure is considered catastrophic and streams
must be dropped according to a suitable pricing policy (not considered in the paper.)
Given that there is a fault monitor in place and content insertion channels are available, we analyze the conditions that
permit partial or complete recovery from the overload, in the next section. The bandwidth consumed by the content
insertion channels is negligible and is not considered in the analysis. Also, content insertion channels are distributed
across all servers and some of them are available even during failure conditions. We also consider soft-failure when
there is no server failure but there is a transient overload resulting from increased interactivity. A solution based on
time-sharing of the channels via content insertion into streams in a round-robin fashion is proposed to handle transient
overload.

Recoverability Analysis

Let us assume that the system is in the steady state before the fault occurs at time
. Let
number of simultaneous server failures where q is a design parameter of the system. Let
. This failure generates an extra load that must be accommodated, given by
bandwidth in the system is
. Thus the bandwidth available after failure is

, be the
. Clearly
. The loss of
.

Case 1 :
Complete recovery is guaranteed for all streams if net overload is lower than spare bandwidth after failure. This is the
, when the system has spare bandwidth to accommodate the extra load due to failure.
trivial case,
Let

be the computation time required for resource allocation and
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a stream. We assume that these are small finite constants in the order of a few seconds. The failed streams will have or
content insertion for a period
seconds. This is also the recovery period for the entire system. This represents
the baseline user penalty on failure.
If there is not enough bandwidth available to reassign all the failed streams to new channels, then a procedure to
recover from the residual overload is discussed in Case 2.
Case 2 :
Complete recovery is guaranteed if total load after clustering is lower than the total bandwidth after failure. Clustering
of streams involves both content insertion and rate adaptive merging. Content insertion is more powerful and is a
coarse grained technique as described in Section 2.4.
We now formulate the clustering problem that handles the overload scenario of Case 2. Suppose the system can
support X channels after failure, and there are x failed streams that have been switched to content insertion channels.
Without loss of generality we can assume that that all X channels are currently in use and therefore, we need to release
x within a maximum time to recover, . If all X channels were not in use, we can assign the available free channels to
as many failed streams as in Case 1 and thereby reduce it to Case 2. The time to recover,
represents the maximum
content insertion period for clients.
The solution to the problem first involves determining whether it is possible to release x channels within
and if not,
what is the maximum number of channels that can be released by clustering. The solution must also include the list of
streams that are to be clustered together. If less than x channels can be released by clustering, we release as many as
possible and handle the net overload after clustering by a different mechanism using time-sharing channels. This
would be the Case 3 scenario explained later.
We now propose an algorithm called EMCL(x) which takes the number of channels, x, that are required to be released
as an argument and returns a list of clusters to release x or more channels. If x channels cannot be released, then
EMCL(x) returns a list of clusters which release the maximum number of channels possible. We claim and prove that
EMCL is correct and it executes in polynomial time.
Definition 1: Given two streams and , we define the distance between them
and to release a channel. If and carry different programs then
.

as the time needed to cluster

Definition 2: A cluster, denoted by
is a group of streams carrying the same program such that every stream
in the cluster has a program-position in between and including that of streams and and such that
. The
size of the cluster
is the number of streams in the cluster and at the end of clustering,
channels would be
released.
Definition 3: The cluster
is the earliest in a given program if there is no other cluster
program-position earlier than that of .
Definition 4: A cluster

is a maximum cluster for a given program, if

Definition 5: A cluster
is maximal if there exists no
leading that can be clustered with, in time .

such that

such that

has a

is maximum for that program.
. It is the set of all streams

For the sake of analysis we assume that no two streams considered for clustering are in identical positions in a
program. The EMCL algorithm is quite straightforward. It picks the earliest maximal cluster which is largest across all
movies and adds it to the list of clusters. This process is continued until we have picked as many or more than the
requested number of streams to be merged, or until no more streams can be clustered. The largest cluster across all
movies is chosen so that the loop terminates earlier when only a small number of channels are required.
Theorem 1: (Complexity) EMCL(x) runs in polynomial time.
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Proof : Suppose every stream in is indexed numerically and the position of each stream in the program it carries is
also known. We can sort the list of streams by the program index and then by increasing order of positions. Using a
counting sort, this would take
time in terms of the number of streams, n, in the system. The set S in line 3 can then
be constructed in
time. Lines 4, 5 and 7 take
time while lines 1, 2, 6, 8 and 9 take
time. Since the loop in
lines 4 -- 9 might be performed at most
times which is the maximum possible number of clusters with n streams.
Therefore this loop has an overall complexity of
. Thus EMCL(x) has a polynomial time asymptotic complexity,
.
Theorem 2: (Correctness) EMCL(x) returns a list that gives at least x clusterings whenever such a set exists. Otherwise
EMCL(x) returns a list which corresponds to the maximum number of clusterings that are possible.
Proof : Suppose there are n streams in the system and at most clusterings are possible. Assume that EMCL( )
returned only clusterings where
.
at least one stream which could have been clustered with some other
stream but was not returned by EMCL( ). Let be the first such stream in some program. If was the very first
stream carrying that program, then
is part of a maximal cluster. Also, since is the very first stream in the
program, it would be part of the earliest maximal cluster which would have been picked up before the loop in lines 4 -9 of the algorithm terminated. However since it was not returned, it implies that no such exists, which contradicts the
assumption that could have been clustered.
If is also the last stream in the program, any stream with which it could have been clustered is already part of
another maximal cluster. Since this cluster is maximal it could not have included . Therefore, if were clustered with
, then it could not have been clustered with its present group. So the number of clusterings would remain the same,
either way. This means cannot be lesser than .
If was somewhere in the middle and suppose there existed a stream with which it could be clustered. If was
earlier than , we can apply an argument similar to when was the last stream to prove that cannot be lesser than .
If was later than , then
would have been part of an earliest maximal cluster and would have been chosen. This
contradicts our assumption. Thus EMCL( ) would return clusterings if that was the maximum number possible.
If asked for more than the maximum, the algorithm will still return the maximum by virtue of line 8. If asked for less
than the maximum, it may return a list that results in more clusterings than requested, since the clusters chosen may not
add up exactly to what is requested. Thus EMCL(x) is correct.
Choosing the earliest maximal cluster is key to our algorithm's correctness. Greedy algorithms which cluster nearest
streams pair-wise [6] or those which pick the maximum cluster first can easily be shown to be sub-optimal by trivial
counter-examples. Choosing the earliest cluster also offers a distinct advantage. The algorithm would work equally
well if we defined maximal clusters around group leaders in the inverse direction and pick the latest maximal cluster
instead. However there is little advantage to be gained by clustering streams which are going to terminate soon
anyway. By clustering streams that are in the earlier part of the program, the gains are valid for a longer period,
provided there are not many break-aways due to interactions.
Though it is possible to refine the algorithm further to improve performance and to check for violation of per-user
constraints, these are not relevant in the context of this presentation where we mainly wish to show that we can
compute in reasonable time the extent of recovery from overload that can be achieved via clustering. We present
another algorithm MCL(x), which is a refinement of EMCL(x), that runs in
time and lends to direct
implementation. MCL(x) differs from EMCL(x) in that it does not necessarily pick the earliest cluster first. The
complexity analysis is trivial and correctness of this algorithm follows from Theorem 3.
Theorem 3: The set S at line 11 in MCL(x) corresponds to the maximum possible number of clusterings.
Proof: Omitted for brevity.
To simplify analysis, we neglected the possibility of interaction during clustering. However this does not affect the
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performance or correctness of our algorithm. Suppose interactions occur during clustering, we can handle them by
vacating arbitrary streams in the system that are not being clustered currently and handle the interactions with these
channels. The vacated streams are transferred on to content insertion channels. We also invoke EMCL( ) to release
channels to restore the channels that were vacated. If however, channels are not available this represents an overload
condition that cannot be handled by clustering and this condition is handled in Case 3 by means of time-sharing
available channels.
Case 3 :
If total load after clustering is marginally higher than the total bandwidth after failure, we can increase the virtual
bandwidth of the system by switching clients to content insertion channels in rotation. This is basically time sharing of
available channels. The situation is analogous to a multiprocessor system where the number of processes slightly
exceeds the number of processors and therefore the percentage of time that each process is idle is small and the interval
between idle periods is large. With this technique, there is a risk of stream thrashing, that is, when clients are vacated
to content insertion channels very often.
In the same way that processes spend more time swapping than in computation when an operating system thrashes,
during stream thrashing the users ``feel'' that they are getting more inserted content than the actual program being
watched. Therefore the Case 3 overload problem is one in which we determine if it is possible to handle the overload
by time sharing. This technique is also suited to handle transient overload arising when a lot of clients interact
simultaneously.
When used in conjunction with Case 2, all streams that are currently being clustered should not be part of timesharing. Suppose the system can support X channels over and above those which are being clustered. Let x streams be
the residual overload which means we need a virtual bandwidth of X +x streams out of a real bandwidth of X streams.
Suppose
is the minimum time interval between two content insertion periods for any user. Let us also neglect prior
content insertion if any. Time sharing involves vacating x streams in rotation and the cycle completes approximately in
time,
. Overload can be handled without stream thrashing provided
. If this is violated, we have
the scenario outlined in Case 4.
Case 4 :
If we determine that stream-thrashing is imminent, by applying the analysis in Case 3, it is still possible to recover
from the overload gracefully, provided we can reconfigure spare servers into the system to handle the overload before
stream-thrashing becomes apparent. If the time to reconfigure a spare server is
the system can recover gracefully if
. If spare servers cannot be configured, the overload cannot be absorbed completely and some streams must
be dropped.
<-- Table of Contents

Quantification of Gains
In this section, we quantify the gains that can be obtained by using the proposed mechanism. We first consider
timesharing of channels which depends only on the number of streams and can therefore be computed accurately.
Figure 5 shows the gains from timesharing. The intersection of each curve with the horizontal axis corresponds to the
capacity of a server. For example, a server capable of delivering 1000 streams can support about 1200 streams with a
10 minutes of inserted content every hour. In modern television programming in the USA, commercial advertisements
of up to 16 minutes per hour are common, therefore, the stated gains of 20% or more are realizable. The variation of
ad-dosage with server capacity and different levels of overload is shown in Figure 6. This analysis can be used to
decide the operating point of the server based on expected overload levels.
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Figure 5: Timesharing for Failure Recovery
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Figure 6: Ad-dosage for Given Capacity and Overload
Gains from rate adaptive merging have been studied in detail by Golubchik et al. [6]. However these gains are over an
extended merging period. We implemented the MCL algorithm to evaluate the gains from clustering in overload
scenarios where there is a limitation on the time available for merging. For this simulation we varied the number of
streams watching the same movie of length 30 minutes. The streams were initially distributed randomly along the
length of the movie using a uniform distribution. We then invoke the MCL algorithm to release the maximum number
of channels possible for recovery periods of 1, 2, 4 or 8 minutes. The results of this simulation are shown in Figure 7.
For example, if 50 viewers are watching the same 30 minute clip at a given time, then using just one minute of inserted
content, about 10 channels can be released, which translates to a gain of 20 %.

Figure 7: Channel Recovery using MCL
<-- Table of Contents

Discussion
If an interval caching policy [4] is implemented on each server, the stream allocation strategy might try to optimize
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cache usage by placing mergeable streams on the same server. Unfortunately these streams share the same fate in the
event of server failure. This reduces the possibility of channel reclamation and therefore overload recovery. This
situation can be avoided by allocating streams that can be clustered across different servers. While this may be
suboptimal from the caching perspective, it does not affect gains from clustering and will improve overload tolerance.
As an alternative to content insertion channels, clips for insertion can be stored entirely in the cache.
In our paper live transmissions are irrelevant for the following reason. We need only one channel for each live
broadcast. Streams which are at any temporal skew from the live broadcast are not ``live'' by definition. Assuming
content is being spooled, replays would be permissible within the content that has been spooled. This spooled content
represents just another program in the system for all practical purposes.
Although with rate adaptive merging, it is possible to decelerate the rate of the leading stream, it is not practical when
there are a large number of trailing streams that we want to cluster with it. Also, practical considerations favor that we
handle only the normal and accelerated content progression rates. In the introduction we stated that merging involves
processing overheads. A practical solution for supporting rate adaptive merging of streams from content stored in a
single format with negligible processing overhead for MPEG encoded streams is proposed in [7]. We can therefore
justify the use of merging to perform fine-grained clustering.
Clearly, content insertion improves on merging as resources are freed earlier than merging as described in Section 2.4.
The other advantage is the use of ad revenues to offset the cost to the user. In this case the ads are also subsidizing
costs in an entirely new way by permitting aggregation. A third advantage is that the technique can be applied to
schemes other than merging. Content insertion techniques can also be applied to handle transient overload phenomena.
Interactions cause clients to break-away from their groups, defeating the gains that are made via batching [5]. Since
each break-away claims a new channel, with a finite probability, the system can be depleted of all channels. This
causes future interactions to block. The clustering algorithm described can be used to recover resources. Some of the
criteria that can be used to determine the events that trigger the clustering algorithm include :
A high degree of interaction in the whole system.
A high degree of interaction in a given movie. This is a refinement to the above as interactions in less popular
movies do not trigger the algorithm.
The existence of several streams for the same movie. This is a bad choice for a trigger because there can be
several streams running at large skews that cannot be merged.
The occurrence of an interaction block. However an aggressive scheme will prefer a preventive approach over
this reactive approach.
Clustering involves degradation of quality of service to the customer and it is necessary that the clustering policy is
fair to all the customers. Therefore, the content-insertion policy must ensure that each customer receives no more than
the maximum allowed advertisement time ( ad-dosage) and no less than a minimum ad-dosage so that advertising
revenue objectives can be satisfied. Customers should get an equitable distribution of the total ad-dosage. Most
importantly, customers should experience no less than a specified minimum period between advertisements. If this is
violated on average, then it is an indication of stream-thrashing in the system. Finally we note that it is reasonable to
implement an overload recovery scheme that avoids Case 2 in the interest of simplicity and handles overload directly
using Case 3 and Case 4. However, Case 2 is attractive as it can handle a higher degree of overload and represents a
potential mechanism to increase system utilization during peak loads.
Since merging and content insertion result in service degradation, we define a user penalty metric which is composed
of three different components : the duration of inserted content that the user must tolerate, the duration that content is
delivered at an altered rate, and the interval between two content insertion periods. Rate adaptation can be done
without significant loss of perceived quality while content insertion is clearly obvious. Users are sensitive to the
frequency of content insertion and it is desirable to space them as widely apart as possible. Therefore the components
are weighted differently to reflect this fact. The penalty on the overall system is the average penalty for all users in the
system and the objective is to minimize this quantity while trying to maximize the number of streams supported.
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Fairness considerations require that the variance in user penalty among users be as low as possible. We can ensure that
constraints for all users are met by pessimistically scheduling the constraints. In other words, we can make aggregation
and vacation decision on groups based on constraints corresponding to the most limiting users in the group.
The penalty function is given by
, where is the set of non-negative integers. We assume a digital system in
which time is counted in discrete steps. For the given user , let
,
and
respectively denote the duration of
the content insertion, the duration of the merging interval and the gap between the and
content insertions.
The penalty function is then defined by,

Server performance is indicated by the maximum number of clients that can be supported by the system for a given
average client penalty averaged over all clients in the system. The objective is to minimize
.
Other useful indicators are the time to recover from overload and the packing density which is the average of the ratio
of the number of clients to the number of streams. Since scheduling is cyclic in most continuous media servers [1],
each data point is a single scheduling cycle. A high packing density means that we can increase the number of clients
and hence the revenue. On the negative side, it also means a higher chance of transient overload. It is possible to honor
per-user penalty by making each group adopt the constraints of the most limiting user in the group. However this may
not provide the globally optimal system utilization. In an earlier section, we analyzed the extent of overload recovery
that can be achieved within a given maximum time interval. Some per-user constraints may be violated during
overload since the recovery algorithms do not evaluate the user penalty function. However we can pre-filter the
streams for which constraints may get violated and take them out of the scope of the recovery algorithms.
A possible enhancement to the proposed scheme is the use of metadata to determine suitable insertion points to prevent
vacations from occurring at inappropriate moments. Another enhancement would be to to combine the scheme with
knowledge of user profiles in order to tailor the inserted content.
<-- Table of Contents

Summary
Overload recovery in CM servers differs from that in conventional servers due to the requirement of continuity in
playout. In this paper we showed that clustering by merging and content insertion can be applied to provide graceful
recovery and overload tolerance on failure in CM servers. We proposed a procedure which can handle different
degrees of overload efficiently and in a practical manner. We also provide a linear time algorithm to determine
whether clustering can release the required amount of bandwidth. We also showed how classical ideas of time-sharing
in multiprocessor systems can be applied to handle transient overload phenomena. We have presented a linear time
algorithm which determines the maximum number of clusterings possible within a fixed recovery period.
We have discussed how content insertion when applied to resource reclamation and overload recovery can subsidize
user costs in an entirely novel and significant way. Future work in this area includes determination of optimal
subclustering within the clusters in order to use the minimum bandwidth during clustering as well as integration of the
proposed mechanism in a VOD server prototype implementation. While the domain of discourse in the paper is
overload scenarios in clustered CM servers, the techniques proposed can easily be adapted to other domains such as
congestion or failure in the network.
<-- Table of Contents

file:///C|/Users/Bear/Desktop/new/MM97/htmver.html[3/15/2010 6:34:02 PM]

A Failure and Overload Tolerance Mechanism for Continuous Media Servers

References
1
D. Anderson, Y. Osawa and R. Govindan, ``A File System for Continuous Media,'' ACM Transactions on
Computer Systems, Vol. 10, No. 4, November 1992, pp. 311-337.
2
S. Berson, L. Golubchik and R. R. Muntz, "Fault Tolerant Design of Multimedia Servers," ACM SIGMOD
International Conference on Management of Data, San Jose, CA, USA, May 1995, pp. 364-375.
3
T. Chiueh and R. H. Katz, ``Multi-Resolution Video Representation for Parallel Disk Arrays,'' Proceedings of
ACM Multimedia'93, Anaheim, CA, USA, August 1993, pp. 401-409.
4
A. Dan, D. M. Dias, R. Mukherjee and D. Sitaram, R. Tewari, ``Buffering and Caching in Large-Scale Video
Servers,'' Compcon 95, San Francisco, CA, USA, March 1995, pp. 217-224.
5
A. Dan, P. Shahabuddin, D. Sitaram and D. Towsley, ``Channel Allocation under Batching and VCR Control in
Video-On-Demand Systems,'' Journal of Parallel and Distributed Computing (Special Issue on Multimedia
Processing and Technology), Vol. 30, No. 2, November 1995, pp. 168-179.
6
L. Golubchik, J. C. S. Lui and R. R. Muntz, ``Reducing I/O Demand in Video-On-Demand Storage Servers,''
SIGMETRICS '95/Performance '95 Proceedings, Ottawa, Canada, May 1995, pp. 25-36.
7
R. Krishnan and T.D.C. Little, ``Service Aggregation Through a Novel Rate Adaptation Technique Using a
Single Storage Format,'' Proc. 7th Intl. Workshop on Network and Operating System Support for Digital Audio
and Video, St. Louis, MO, USA, 1997.
8
J-. P. Nussbaumer, F. Schaffa, ``Impact of Channel Allocation Policies on Quality of Service of Video on
Demand over CATV,'' Multimedia Tools and Applications, Vol. 2 , Kluwer Academic Publishers, 1996, pp. 111131.
9
B. Ozden, R. Rastogi, P. Shenoy and A. Silberschatz, ``Fault-tolerant Architectures for Continuous Media
Servers,'' ACM SIGMOD International Conference on the Management of Data, Montreal, Canada, June 1996,
pp. 79-90.
10
R. Tewari, D. Dias, R. Mukherjee and H. Vin, ``High Availability for Clustered Multimedia Servers,''
Proceedings of International Conference on Data Engineering, New Orleans, USA, February 1996.
11
D. Venkatesh, T. D. C. Little, ``Dynamic Service Aggregation for Efficient Use of Resources in Interactive
Video Delivery,'' Lecture Notes in Computer Science, Vol. 1018, (Proc. of the 5th International Workshop on
Network and Operating System Support for Digital Audio and Video), T.D.C. Little, R. Gusella, Eds., SpringerVerlag, November 1995, pp. 113-116.
12
H. M. Vin, P. J. Shenoy and S. Rao, ``Efficient Failure Recovery in Multi-Disk Multimedia Servers,''

file:///C|/Users/Bear/Desktop/new/MM97/htmver.html[3/15/2010 6:34:02 PM]

A Failure and Overload Tolerance Mechanism for Continuous Media Servers

Proceedings of the Twenty-Fifth Fault Tolerant Computing Symposium, Pasadena, CA, June 1995, pp. 12-21.
<-- Table of Contents

...Servers
This work is supported in part by the National Science Foundation under Grant No. NCR-9523958, EMC
Corporation, and Hewlett-Packard.
...clients.
This assumption is only for illustration. Our scheme can be applied to other situations provided that a large
number of clients and servers access a common channel set.
...,
This value corresponds to a tolerable limit for MPEG streams in a specific implementation by the authors.
...overload.
Detailed analysis of the effectiveness of these heuristics and fairness issues will be considered in a future work.
...Table 1>
Load and bandwidth are measured in number of streams
...period.
This assumption translates to a loss of a fraction of the available bandwidth for serving streams.
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Abstract
In this paper, we address the problem of choosing a disk admission algorithm for continuous media streams where
each stream may have a different bit rate, and more importantly, where the bit rate within a single stream may vary
considerably. We evaluate several different Variable Bit Rate (VBR) disk admission control algorithms for continuous
media. An algorithm which accepts too few streams under-utilizes the server resources, while an algorithm which
accepts too many streams over-utilizes the resources resulting in inadequate service (i.e. missing or delayed data) to
the clients. The evaluation process is based on a representative set of video streams encoded in MJPEG. We conclude
that one particular algorithm, the VBR simulation algorithm, performs the best among realizable algorithms in terms of
system utilization and delivery guarantees and performs close to an optimal algorithm.

Keywords
multimedia, file servers, variable bit rate, admission control
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1. INTRODUCTION
The motivation for the design of a specialized file server for continuous media such as video and audio is well
established ([Anderson][Chen][Rangan]). Data Access patterns, as well as the services provided to clients by a
continuous media file server (CMFS), differ considerably from a conventional distributed file service such as NFS. A
continuous media client typically transfers large volumes of sequential data at specific moments in time. As well, the
resource requirements of the network and server itself differ considerably. In order to guarantee continuity, the
allocation of network bandwidth must be guaranteed, as well as processor cycles, RAM and disk bandwidth. The
guarantees provided by servers and networks can be either deterministic or statistical in nature.
Characterizations of the bandwidth of the disk and the resource requirements of the client are necessary in order to
provide such guarantees at the server. Most of the prior research in this area has made simplifying assumptions about
these requirements [Anderson][Gemmell][Rangan]. Even in systems that support different media encodings with
differing transfer rates, much analysis still assumes that each individual stream has a constant bit rate (CBR)
[Vin2][Liu]. Compression methods such as MJPEG or MPEG-2 can produce Variable Bit Rate (VBR) streams. Since
computers and networks are well-suited to handle bursty traffic, it seems reasonable to design a file service which can
explicitly accommodate such variation in resource requirements and thereby increase the number of simultaneous
streams supportable [Biersack][Dengler][Qemmell].
In any continuous media file server, there exists a disk admission control algorithm which determines whether a
client's request for a new stream can be supported by the disk. The requirements of the new stream are calculated and
then added to the allocated resources for the existing clients. If the required resources are not available, the new client's
request is rejected. If the new stream is accepted, then the server provides some guarantee that the available disk
resources are sufficient for all the allocated streams. Algorithms for allocating other scarce resources, such as network
bandwidth are beyond the scope of this paper and therefore, we will refer to disk admission control algorithms simply
as admission control algorithms.
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An admission control algorithm can be too conservative and admit too few streams, thereby under-utilizing the server
resources, or it can admit too many streams resulting in over-utilization, which manifests itself as delay or loss of data
at the client. Although probabilistic methods exist to amortize the cost of this failure [Vin][Biersack], this is
undesirable in general. This paper evaluates five different VBR disk admission algorithms to determine how well they
behave for a typical set of streams. We will show that the vbrSim algorithm can efficiently make correct admission
decisions and that its performance approaches that of an optimal algorithm.
The remainder of this paper is organized as follows. The next section contains a description of the five different
algorithms as well as the model for representing the disk I/O resources. This is followed by the presentation of a
``typical'' stream set and a description of how the performance tests are run. The results of these tests are presented in
Section 4. Related work is then described, followed by conclusions and future work.
Table Of Contents

2. DISK ADMISSION ALGORITHMS
To define bandwidth measurements, most servers divide time into intervals called slots or rounds, during which
sufficient blocks of data are read off the disk and/or transmitted across the network for each active stream to allow
continuous playback at the client application. A reasonable length for such a slot is 500 milliseconds, providing for
fine level of granularity while attempting to limit the amount of overhead required for the operation of the server. A
slot time of several seconds tremendously increases the amount of buffering needed at the server for high bandwidth
streams. Smaller slot times increase the relative amount of time the disk spends seeking, since each read operation
corresponds to a shorter playback duration.
To understand the relevant differences between the disk admissions algorithms, we need to define what resources are
measured. In this study, we measure two resources: the disk read bandwidth, and the number of buffers available. The
bandwidth is defined as the number of fixed size (64KByte) blocks the server can read from the disk system into user
space in a fixed amount of time (one slot). The guaranteed number of blocks that can be read in a slot is called
minRead. This number is calculated by running a calibration program that determines the maximum number of blocks
that can be read when the blocks are located on the disk under the worst conditions. This value most accurately reflects
the actual capacity of the server since it includes all transfer delays (through SCSI bus and I/O bus to memory) as well
as server software overhead. Of course, minRead will likely be less than what is actually experienced by the server
when reading some set of streams. As well, disk layout techniques [Rangan2][Rangan][Dengler][Chang2[Chang] can
be used to help improve the server's performance. Nonetheless, minRead is useful in calibrating the lower bound of
disk bandwidth performance that the server will ever experience. This lower bound is used to provide hard guarantees
of data delivery to the clients. The number of buffers available to the algorithms is determined by the amount of main
memory at the server.
Whenever a client makes a request for a portion of a media stream at a particular display rate, a block schedule for the
stream is created that contains one entry per slot for the duration of the stream playout. Each entry in the schedule is
the number of blocks that must be read for the stream in that slot for continuous client playout. The rate at which this
data is needed is called the playout rate. For a constant bit rate stream, all the values in the block schedule would be
the same (modulo disk block granularity), reflecting the constant rate. The values would vary for VBR streams in a
manner dependent on the encoding. For instance, Figure 1 presents an extract of the block schedule from one of our
sample streams.
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The block schedule can be characterized by its average, standard deviation and coefficient of variance. The last of
these measures can be used for comparing the variation between streams with significantly different average playout
rates.
A user can request to have only a portion of a continuous media stream delivered. In fact, we give details in [Neufeld]
regarding the scope of the flexible user interface. Parameters are provided which enable fast (slow) motion delivery (in
forward or reverse) which increases (decreases) the disk bandwidth required. As well, the skipping of user-defined
``sequences'' may be requested, which will appear to provide fast motion at the same average disk utilization and
display rate. All this implies that the bit-rate profile can vary depending on the mode in which the stream is retrieved.
The block schedule is created at the time playback is requested and is efficient to calculate. Preliminary results on the
performance of the admission algorithm itself are given in Section 4.1.
As blocks are read from the disk, they are stored into available buffers which are then passed to the network for
transmission to the clients. The speed at which buffers are filled is dependent on how fast the server reads blocks from
the disk (we know it will be at least as fast as minRead). The speed at which the buffers are freed depends on how
quickly the network can transmit the data to the client. This latter speed is itself dependent on the speed of the network
and the number of buffers that the client has allocated to receive the data. In the following algorithms, we assume that
the network management system transmits data only as fast as the client can consume the data; that is, at the playout
rate.
We now describe the five admission algorithms. In all of these algorithms we use minRead as the basis for accepting or
rejecting streams. For 4 of the 5 algorithms, this results in a deterministic guarantee that the server will not fall behind
in reading.

2.1 Simple Maximum
In this algorithm, we reduce the characterization of each stream to a single number - the maximum number of reads
required in any slot. If the sum of this maximum value for the new stream plus the value for the current set of streams
is greater than minRead, we reject the new stream. Using the block schedule in Figure 1, for example, we would
choose 8 as the value for the stream. If the current sum was 20 and minRead equaled 26, the new sum of 28 would
result in a rejection.
A clear advantage of this algorithm is its simplicity. If the variation in the stream's block schedule is small, then this is
a reasonable algorithm. In fact, it has been used in several CBR file systems [Rangan2][Rangan][Gemmell]. Another
advantage of this algorithm is that it produces deterministic guarantees for reading from the disk. Unfortunately, it
significantly under-utilizes the resources as block schedule variation increases, rejecting streams which could be
delivered, as we will see in the next section.
Disk Admissions Algorithms

2.2 Instantaneous Maximum
The next admission control algorithm keeps the sum of all of the currently admitted block schedules in a vector called
the server block schedule. When a new stream is to be admitted, we add its block schedule to the current server block
schedule. If any slot in the resulting schedule is greater than minRead, the new stream is rejected, otherwise it is
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accepted. A variation of this algorithm is described in Chang and Zakhor [Chang2]. Consider the server block schedule
as shown in Figure 2.

We again assume that minRead = 26 and that we are attempting to admit the stream in Figure 1. The stream would be
rejected since the number of blocks that need to be read in slot 3 of the server block schedule is 24+6=30.
This algorithm is also deterministic, and is provably better than Simple Maximum since it performs a more fine-grain
evaluation of the schedules. It is still rather conservative and also may reject streams it could deliver. This can be
corrected by the next algorithm.
Disk Admissions Algorithms

2.3 Average
One problem with both algorithms 1 and 2 is that they do not take into account the amount of read ahead possible
when we are reading slots that require fewer than minRead blocks. If we permit the server to read into buffers as fast
as it can, then we can smooth out the peaks in a VBR schedule. In order to make use of this read ahead we can
calculate the average blocks per slot for each stream. We can then sum this average (rather than the individual slots)
and compare the summed averages to minRead. This algorithm will admit more VBR streams than the previous
algorithms, because the average bit rate is less than the maximum of each stream and also less than the possible
bandwidth peaks in combinations of streams. Unfortunately, it would appear that, intuitively at least, this algorithm
does not provide deterministic guarantees that it will not over-allocate the server resources. Interestingly, as will be
shown later, there are circumstances in which it may also under-utilize the server resources.
Disk Admissions Algorithms

2.4 VBR Simulation (vbrSim)
Our next algorithm solves the problem of being too conservative in admissions, but still gives deterministic guarantees
to the clients. This algorithm builds on the Instantaneous Maximum algorithm by making better use of the server block
schedule. The algorithm utilizes the fact that many blocks needed in the future for existing streams will have already
been read into buffers at the server whenever disk bandwidth is greater than the playout rate. It also assumes the server
will read minRead blocks in each future slot, thereby smoothing bandwidth peaks in the future by simulating the disk
reading ahead of the schedule requirements whenever possible. This rate of reading is only possible when there are
buffers in which to store the data which is read early.
As we mentioned before, the server is capable of reading more than minRead blocks per slot. While we cannot
guarantee this for the future, we can take advantage of read ahead that has already been accomplished in the past. If
the server can read blocks faster than it can transmit them to the clients, we can read ahead an arbitrary number of
slots.[1] Blocks that cannot be sent to the clients immediately are buffered. Unfortunately, there is not an infinite
supply of buffers in the server, and we have to stop reading ahead once there are no buffers. For purposes of buffer
consumption we again make the conservative assumption that the server reads minRead blocks per slot. As buffers are
transmitted on the network, they are freed and this information is factored into the admission algorithm.
Data is transferred to the client and the corresponding buffers are freed at a rate which depends on the amount of
buffer space available at the client and the negotiated bit rate of the network connection. We therefore maintain another
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schedule called the buffer allocation schedule. This schedule is initially the same as the server schedule. As data is
transferred to the client and buffers are freed, however, the values in the buffer allocation schedule are decremented.
Note that there is at least a one slot delay in recovering buffers. In other words, buffers containing data to be sent to a
client in slot are not reclaimed until the start of slot
. For streams which use buffers at a very slow rate, the
buffers cannot be reclaimed until the last portion of data is sent across the network, which may be several slots later.
For the server block schedule there is a current slot index, identifying the next slot to read. As well, there is a should
be index, referring to the current time. This index is incremented by one on each clock interval. The difference
between current slot and should be is the number of slots read ahead.
Another aspect of the algorithm is that if the server reads ahead arbitrarily far it may use up all the available buffers,
resulting in rejection due to insufficient buffers. In order to avoid a rejection in this situation, buffers are freed by
reclaiming them from previous reads. We free those buffers needed furthest in the future, and then add them back into
the schedule in their original position, allowing them to be absorbed properly via the vbrSim smoothing. A detailed
description of this algorithm including pseudo-code is given in [Neufeld].
Disk Admissions Algorithms

2.5 Optimal Algorithm
In order to calibrate our algorithms, we compare them to an optimal algorithm that is allowed complete knowledge of
the future in making its admission decisions. The algorithm can predict the bandwidth that will be achieved for every
slot time in the future and thus can be thought of performing the same readahead simulation as the vbrSim algorithm,
but using a different value for minRead in each slot, namely the number of blocks actually read. This will always be
greater than minRead whenever there is sufficient buffer capacity for the set of reads. The set of streams accepted by
the optimal algorithm is called the valid set.
Of course, it is not possible to realize this optimal algorithm; it is included for comparison purposes only.
Disk Admissions Algorithms
Table Of Contents

3 EXPERIMENTAL DESIGN AND TEST DATA
To evaluate the performance of these five algorithms, we choose a representative set of streams, and then compare the
admission decisions made by each algorithm. The following describes the experimental design and the test data used.

3.1 Stream Selection
For experimental data, streams with a reasonable degree of variability were chosen to show the benefits achieved by
explicitly considering the VBR nature of the data. The streams were captured at 30 fps at a resolution of 640x480 and
compressed at a variable bit rate using MJPEG. We chose several clips of sports highlights which had alternating
scenes of interviews and sports action as well as selected minor scenes from motion pictures. Each stream was
between 5 and 7 minutes in length, which is sufficient to exercise the limits of all of the algorithms. For admission
performance tests, we generated 250 stream scenarios that utilized between 30 and 100 percent of potential disk
bandwidth. Client requests were staggered in time so as to not arrive at the server simultaneously in every case. The
length of this stagger was chosen to be either 0, 5, or 10 seconds.
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The VBR profiles of the beginning portions of three of the streams are shown in Figure 3. The vertical axis measures
the number of 64 KByte disk blocks that are required to be read per slot for each stream. It can be clearly shown that
most of the streams have significant bandwidth peaks well beyond their average bit-rate. Characterizations which
summarize the variable bit rate data requirements of all the streams used in this study are given in Table 1. The units of
measurement for Min, Max, Ave, and Std. Dev. are in blocks per slot. With slots of 500 msec, and block sizes of 64
KBytes, 1 block/slot is equivalent to 1 Mbps.

Experimental Design and Test Data

3.2 Server Configuration
To run the experiments on the CMFS developed at the University of British Columbia [11], specific hardware
configurations were chosen. The server was an IBM RS/6000 Model 250 (66 MHz Power PC 601 at 62.6 SpecInt),
running AIX 3.2.5, and had a 2 GByte disk attached via a SCSI-II Fast/Wide adapter. The server and client machines
were connected to a local ATM network, using a NewBridge Mainstreet 31650 ATM Switch, with 100 Mbps Taxi
network interface cards. Results for stream scenario acceptance decisions are given based on this hardware
configuration, due to the availability of network bandwidth to transmit the streams and Asynchronous I/O facilities in
the AIX operating system to read blocks off the disk device.
The server has been implemented on several hardware platforms, including Pentium processor based PCs running
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FreeBSD, connected via a 10 Mbps ethernet network. To examine the execution performance of the admission control
algorithm itself, we chose to use this configuration because of its superior CPU speed. This environment did not have
the bandwidth to send the continuous media data when the experiments were initially performed.
Experimental Design and Test Data

3.3 Disk Calibration
Three separate methods of calibrating the disk were used. Initially, a program was written that performed disk reads
on an otherwise empty system, completely independent of the CMFS. This program simply requested disk blocks in
various granularities from evenly spaced locations on the disk and measured the bandwidth achieved, using the raw
disk I/O facilities on the AIX operating system, and performing separate seek and read system calls for each read
request. In every case, at least 40 blocks per second could be successfully read off the disk. For 500 msec slots, 20 is a
possible value for minRead.
The CMFS, however, is designed to utilize the asynchronous I/O facilities of the host operating system if available.
When the same test was performed on the same disk device, but making requests for groups of blocks, the disk could
retrieve 23 blocks in a slot time in nearly every case. The worst read time was 502 msec. Given that this is a contrived
worst case example, we believe that 23 is a more realistic value of minRead.
The third method utilized the CMFS to calibrate the disk performance, Simultaneous requests for several CBR streams
were submitted to the server to determine the worst case disk performance. The server was capable of supporting 26
streams which were spread out across the entire surface of a single disk and required an average of 1 block per slot, so
the level of seek activity was high. Therefore, 26 could also be chosen as the value for minRead.
For the purposes of this study, the actual value of minRead is not of ultimate importance, because it will vary among
different disk configurations. These values provide interesting bounds on disk performance, however, and allow us to
investigate the significance of the value of minRead. In particular, we wish to examine whether a conservative estimate
of minRead significantly affects the maximum cumulative bandwidth of stream scenarios accepted by the algorithms.

3.4 Initial Algorithm Evaluation
There are two other performance factors utilized in evaluating the algorithms. The average number of blocks read
during a slot is defined to be averageRead and varies depending on the location of the data on the disk. On our
experimental data, averageRead varied between 27 and 33 blocks per slot. The maximum number of blocks which can
be read in a slot is defined to be maxRead. This value is determined by reading as many contiguous blocks as possible
during a slot time where all the blocks are on the outside edge of the disk and was observed to be 40 blocks.
Figure 3 and Table 1 show that the streams are highly variable; the Simple Maximum Algorithm would reject many
stream configurations. In particular, the Boxing clip has a maximum bandwidth which is more than twice its average
bandwidth. For streams with these characteristics, Simple Maximum is very conservative, accepting less than half of
what the Average algorithm accepts.
The Instantaneous Maximum Algorithm is also very conservative, but less so than the Simple Maximum algorithm.
Figure Figure 4 depicts an example of a simultaneous arrival pattern for 5 streams. The average bandwidth
requirements for this set of streams is 22 blocks per slot, but the peak is at 32. Although the average rate is
significantly below minRead (= 26), this set of streams will be rejected by both Simple Maximum and Instantaneous
Maximum algorithms and accepted by the Average and VBR Simulation algorithms.
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Although both Simple Maximum and Instantaneous Maximum are overly conservative, one major advantage of both of
these algorithms is that neither of them require any additional buffer space for read-ahead at the server, since all the
disk requirements for every slot can be met by the disk reads performed during that slot time. The amount of buffering
needed in these algorithms is
buffers, as we employ a double-buffering technique that reads data into one
set of
buffers while transferring data across the network from the other.
It has already been shown [Neufeld] that the VBR Simulation algorithm (hereafter referred to as vbrSim) provides
deterministic guarantees of data delivery to the clients. The set of streams in Figure 4 is accepted by vbrSim due to the
smoothing effect.
In fact, all scenarios accepted by the Simple Maximum and Instantaneous Maximum algorithms are also accepted by
vbrSim because no instantaneous peaks above minRead are allowed in the former algorithms and therefore, vbrSim has
no peaks to smooth out.
The Average algorithm makes use of server buffer space to read at the average rate of the accepted streams or faster if
possible. Buffered data which is read earlier than required is transmitted to the clients during the times that the required
disk bandwidth rate is above the average. The Average algorithm, however, is overly aggressive and can fail in two
ways: 1) there may be insufficient disk bandwidth at some point to support the requirements of the set of streams; or 2)
there is insufficient buffer space.
The first case happens when cumulative average disk bandwidth required exceeds cumulative average disk bandwidth
achievable. This typically happens early in the stream. As a result, it is possible for some set of streams, where the
variation is great but the average is low, to be accepted but for which it is not possible to properly read the blocks
during peak times.
The second case occurs because buffer space is finite. The Average algorithm will not be able to read at the average
disk transfer rate once all server buffers are full. The performance will decrease to the rate at which buffers are freed
(i.e. playout rate of admitted streams). This translates into a lack of read ahead for future transient peaks in the
schedule.
Another typical scenario is depicted in Figure 5. The value of averageRead in this scenario is 27.6. With minRead =
26, the Average algorithm accepts the set of streams as the sum of the average of each stream is 25.55. It is obvious
from the graph that there is insufficient cumulative average disk performance to support the transfer of the required
amount of data for many slots during the playout. The average requirement is initially over 27.6 blocks and only much
later in the scenario does it drop below minRead.
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It is interesting to note that vbrSim is optimal when averageRead, maxRead, and minRead are all equal. We observe
that when there is no variability in disk performance, the vbrSim algorithm knows the future performance of the disk.
Any set of streams with a cumulative average bandwidth less than minRead will be accepted, provided there is enough
buffer space. So, under these conditions, when buffer space limitations result in a rejection of a stream scenario by the
vbrSim algorithm, it would also be the case that the optimal algorithm would reject that scenario.
The Simple Maximum and Instantaneous Maximum are also optimal in this case, but the Average Algorithm is not. It
will still make incorrect admission decisions if peaks in disk bandwidth or buffer usage are above the capacity of the
system.
If there is any variability in disk performance (the common case), vbrSim is less than optimal. In this case, minRead
will be smaller than averageRead. Therefore, the cumulative average rate that can be accepted by vbrSim is less than
averageRead and thus depends on the value selected for minRead. Figure 6 shows the required minRead values (xaxis) for scenarios with a particular disk bandwidth (y-axis), from the scenarios generated in Section 3. A particular
scenario was matched to the minimum value of minRead which could admit that scenario, although it is obvious that
any larger value of minRead would also accept the scenario. This plot shows that streams are accepted when the
cumulative average bandwidth of the scenario approaches minRead, and occasionally a small amount more.
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Experimental Design and Test Data

3.5 Scenario Characterization
There is an infinite number of possible combinations of stream requests that could be presented to a continuous media
file server. They can be characterized in the following way: all possible scenarios, all valid scenarios, and all scenarios
accepted by a particular algorithm. This is depicted in Figure 7 for the Average and vbrSim algorithms. The scenarios
accepted by the Simple Maximum and Instantaneous Maximum algorithms are contained inside those accepted by
vbrSim (as described earlier) and so are not shown. This diagram allows us to examine only the qualitative differences
2 between the scenarios accepted by the algorithms. For this discussion, we assume minRead = 26.

There are several cases of inclusion to consider:
Case 1:
. All streams which are accepted by the vbrSim algorithm are valid streams. The vbrSim
algorithm will not accept any invalid stream scenarios, since we guarantee that the disk has sufficient bandwidth to
read all the required blocks and that there is always enough buffer space in which to read the blocks. This is shown in
more detail in [Neufeld].
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Case 2:
. The Average algorithm accepts invalid scenarios. If requests for the 6 streams in Figure
Figure 5 arrive simultaneously, the average bandwidth needed is 25.55, calculated by adding up the sums of the
individual average bandwidths. This scenario would be accepted by the average algorithm, but the disk cannot support
this scenario as too many blocks must be read in the early part of the scenario.
Case 3:
. There are valid scenarios that neither Average nor vbrSim accepts. This
occurs if 7 of the selected streams (aretha, bloop93, chases, si-intro, maproom, coaches and boxing) are requested with
a 5 second stagger between request times. The sum of the average bandwidths is 27.13 blocks per slot. This is higher
than minRead, so the Average algorithm would reject the scenario. The vbrSim algorithm also rejects this set of
streams, but the scenario is valid.
Case 4:
. There are valid scenarios which vbrSim accepts while Average rejects.
Consider a 2 stream scenario where Stream A has a constant bit rate of 12 blocks per slot for 50 slots and Stream B
arrives 2 seconds later and has a requirement of 20 blocks per slot for 6 slots. The average algorithm rejects this
scenario because the average is 32. The vbrSim algorithm accepts this set of streams because it will have achieved
readahead of 56 by the time the request for the second stream arrives (assuming sufficient buffer space). The new
stream will then read at minRead for 4 slots adding to the amount of read-ahead blocks by 6 blocks per slot, because it
was only necessary to read 20 blocks in each slot. For the next 2 slots, 32 blocks are needed, so this uses up 6 readahead blocks per slot, but there is sufficient of read-ahead achieved in the previous slots to accept these stream. In
practice, such a scenario is unlikely, but possible.
Case 5:
. There are valid stream scenarios which Average accepts and which vbrSim
rejects. This is observed in a particular experimental scenario where 6 streams (bengals, chases, rescue, intro, boxing,
and aretha) are requested simultaneously. The sum of the average bandwidth of each these streams is 25.77 blocks per
slot. There is insufficient read-ahead guaranteed by vbrSim, so this scenario is rejected, but the server was capable of
delivering all the data on time. Thus, the optimal algorithm would have accepted the scenario, due to disk bandwidth
above minRead during some slot times.
Experimental Design and Test Data
Table Of Contents

4. RESULTS
This section describes the results of the experiments for the Instantaneous Maximum and vbrSim algorithms. The
Simple Maximum algorithm accepts so few streams that the results are not interesting at all. We also do not show the
results for the Average algorithm for two reasons: 1) its performance is analytically predictable accepting all streams
with cumulative average rate less than minRead and 2) it has been shown to provide incorrect admission decisions,
either by being both too conservative or too aggressive, with respect to the set of valid streams.

4.1 Admission Algorithm Execution Time
A major advantage of the Simple Maximum and Average algorithms is their execution time. Since stream
characterization and is done with a single number, the time to determine admission is a single calculation, merely
adding the new requirements to the existing requirements. Both Instantaneous Maximum and vbrSim require a block
schedule to be computed and the bandwidth in each slot to be compared with the guarantee. The amount of overhead
in these operations is a concern when utilizing them in a real system.
The block schedule for a 2-hour video clip can be computed in approximately 125 msec on a Pentium 200 running
FreeBSD. If segments are to be skipped, or fast motion requested, less of the data stream or fewer slots (or both) are
required, so in these situations the calculation typically takes less time. The block schedule for the same video clip
stored at 30 frames per sequence, and skipping one sequence for every one displayed takes 64 msec to compute. When
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a stream is stored in smaller sequences, there is more calculation to perform, leading to a longer time for schedule
creation and a smaller reduction in execution time when skipping sequences.
The time to examine the block schedule simulating read-ahead is proportional to the length of the non-empty portion
of the server block schedule. For the same 2 hour video clip, the admission control process takes roughly 34 msec on a
Pentium 200 running freeBSD. This value is higher than previously reported [Neufeld] due to the measurement of the
algorithm within the entire CMFS. Earlier measurements were performed on the admission algorithm in total isolation.
Results

4.2 Admission Decisions
As argued in Section 3, the vbrSim algorithm is an optimal algorithm if the disk performance is constant. Since that is
not true in practice, we investigate how the performance of the algorithms degrades on a disk system with variable disk
transfer rates. In order to isolate disk bandwidth issues from buffer space, we model a server with an unlimited amount
of buffer space.
The results for the vbrSim algorithm, the Instantaneous Maximum algorithm and the optimal algorithm are compared
using the three specific values for minRead obtained by calibration in Section 3.3: 20, 23, and 26. It is most interesting
to consider those scenarios having cumulative average bandwidth near minRead blocks per slot and which would be
accepted by the optimal algorithm.
Figure 8 and Figure 9 show the acceptance rate of stream scenarios for the admission algorithms. Since we only
consider scenarios that the disk was able to support, the values for the optimal algorithm would be uniformly at 100%,
so it is shown on the graph. Since each scenario uses different disk resources, we chose to group the scenarios in bands
of the cumulative average bandwidth requirements as a percentage of the average disk performance obtained in the
execution of that scenario. The observed values of disk performance vary considerably, depending on the location of
the streams on the disk and the amount of contiguous disk reading that was possible. This is most noticeable when a
small amount of stagger is introduced. In this case, the disk reads the new stream, which is usually contiguous on disk,
for a short amount of time immediately after being admitted until it catches up to the level of read-ahead of the
existing streams, increasing the overall performance of the disk. When minRead = 20, minRead/averageRead ranges
between .60 to .74, showing that disk performance is variable. Similar ranges exist for the other values of minRead.
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Both figures show that for low levels of disk utilization, all the stream scenarios are accepted. In Figure 8, with
minRead = 20, no scenarios above 54%disk utilization are accepted by the Instantaneous Maximum algorithm, and
some scenarios that request less than 35%of the available disk bandwidth are rejected. When minRead = 26, no
scenarios are accepted whose bandwidth request is greater than 69%of available disk bandwidth.
The vbrSim algorithm performs much better. Below 60%, the vbrSim algorithms accept all stream scenarios for all
selected values of minRead. When minRead = 20, the acceptance rate starts to decline in the 60 to 64 percent band,
which is very close to the percentage that minRead is of averageRead. The vbrSim algorithm with minRead = 20
accepts some streams whose disk utilization request is over 70%, due to the combination of readahead smoothing in
the past (prior to the arrival of some streams) and read-ahead in the future (at minRead). Further investigation will
attempt to identify which of these components is more significant. When minRead = 23, almost all scenario requests
below 75%are accepted and a steady drop-off is observed as the requested level of disk utilization is increased. The
pattern is similar for minRead = 26. The range of minRead/averageRead is .79 to .96, and some stream scenarios are
accepted in the 90 to 94%range. This shows that vbrSim does come quite close to accepting streams with cumulative
average bandwidth very near the level of minRead/averageRead. For some of these scenarios, the cumulative average
bandwidth required did indeed exceed the value of minRead.
More insight into the vbrSim algorithm can be gained by measuring the bandwidth achieved by the server as it accepts
partial stream scenarios. This is shown in Figure 10 and Figure 11. It would be reasonable to assume that the server
would be capable of supporting near or slightly more than minRead blocks per slot, regardless of the request size.
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Each graph contains two lines: one which indicates the largest bandwidth accepted for scenarios within that percentage
band of requested disk utilization, and one which indicates the smallest bandwidth that was accepted. This is when the
total request fit into the particular percentage band and only part of the scenario was accepted. Thus, the lines are
parallel during the low level of disk utilization where all scenarios are accepted.
When the level of disk performance requested increases, the range between the 2 lines begins to increase. As streams
are rejected, the minimum value accepted flattens out. This happens immediately after 59% for minRead = 20. For
minRead = 26, this happens later.
There is also a flattening of the line for the maximum bandwidth supportable. This comes at slightly over 75% for
minRead = 20. The graph indicates that no matter what level of disk performance is requested, the most that vbrSim
with minRead = 20 will achieve is 79% of the disk bandwidth. This is reasonable, considering minRead/averageRead
ranges from 61-74% of disk utilization. For minRead = 26, the maximum achievable bandwidth is approximately 94%,
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again an indication that disk utilization approaches minRead/averageRead.
Results

4.3 Buffer Space Requirements
Since a real server will not have an unlimited amount of buffer space, we now consider the impact of limited buffer
space. Some of the analysis in this section uses inflated values of minRead, so that we can isolate buffer space
utilization from the restrictions placed on stream acceptance by the amount of guaranteed bandwidth.
If the rate at which buffers are freed is less than averageRead, the value of averageRead decreases towards the playout
rate of the accepted streams. The server was instrumented to capture the number of buffers utilized to keep the server
reads from slowing down as a result of insufficient buffers. In one particular scenario, the first 7 streams of Table
Table 1 were requested with a 3 second stagger in arrival time. This scenario was supported by the server. The
cumulative average disk bandwidth achieved was approximately 30.5 blocks per slot. In order to support that rate, this
particular scenario utilized 832 buffers (approximately 52 MBytes).
Static analysis of the bandwidth requirements determined that 30 was the smallest value of minRead which was able to
accept this scenario. Static analysis of the buffer requirements was also performed to determine the minimum number
of buffers required for the vbrSim algorithm to accept a scenario. This analysis assumed that the disk reads precisely
minRead blocks in every slot. For minRead = 30, only 605 buffers were required to smooth out all the peaks in the
block requirements of these 7 streams. This implies that with this amount of buffer space, the disk must throttle itself
at some point during the reading process, while waiting for buffers to be returned to the system, but will still never fall
behind. Further analysis shows that when minRead = 31, 321 buffers are needed when minRead = 32, the number
required drops to 157 buffers. This is because there are fewer peaks above minRead and they are of shorter duration.
Figure 12 shows the number of buffers required to accept several of the stream scenarios with minRead = 26. A similar
pattern is observed with the other selected values of minRead. This seems to suggest a relationship between the number
of buffers and the cumulative average bandwidth that can be supported. We can see from this scatter plot that the
amount of buffer space appears to grow exponentially as the cumulative average bandwidth of the admitted streams
approaches minRead. When valid scenarios with larger bandwidth requirements (w.r.t. minRead) are submitted to the
CMFS, there is a significant increase in buffer requirements. In these scenarios, staggering arrivals allows the
cumulative average bandwidth in the accepted streams to be over minRead at many points in the schedule. In one
particular case (not shown on this graph), when 5 streams are submitted (bloop93, bengals, intro, maproom, and
coaches), with 5 seconds between arrivals and with minRead = 20, the cumulative average bandwidth is 21.34 blocks
per slot and the number of buffers required is 1175, which is 75.2 MBytes, but vbrSim does accept the scenario.
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It is easy to construct other scenarios in which large amounts of buffering will be beneficial and increase performance
significantly. If streams are relatively small compared with buffer space, entire streams could be buffered in the server.
When the stream requests arrive simultaneously, admission would still be largely based on bandwidth. If inter-arrival
time was long, relative to stream length, then the ability to read contiguously from the disk during stream start up
would result in disk performance much greater than average for those points in time. These considerations introduce
extra levels of complexity into the analysis which are beyond the scope of this paper.
For most of the stream scenarios depicted in Figure 12, a reasonable amount of buffer space is required. This presents
a design alternative for the administrator of a continuous media file server. Additional buffers may be used to extract
the most bandwidth out of a particular disk device, or the number of disk devices may be increased, which also has the
effect of increasing bandwidth. A system configured with more disks will utilize each disk less, due to buffer
limitations.
Adding more disks must also be accompanied by more buffer space, or the number of buffers available for each disk
decreases. Increasing from to
disks incurs a
decrease in buffer allocation for each disk. As can be seen
in this section, this will reduce the ability of the system to accept scenarios that require average bandwidth close to
minRead. A more detailed quantitative analysis of this tradeoff is planned as part of future work.
Results
Table Of Contents

5. RELATED WORK
There have been several admission control algorithms introduced in the literature. Much of the work in continuous
media servers has focussed on either conservative approaches based on bandwidth peaks or statistical methods which
model arrival rates and stream bandwidths with probability distributions and determine a satisfactory level of
performance by the disk and network subsystems, either separately or as a system.
The majority of early work in VBR systems simply extended the principles used in CBR streams and followed the
pattern of Simple Maximum ([Vin2][Gemmell]). In Vin and Rangan [Vin2], data layout patterns as well as admissions
scheduling was done with streams of varying data rates, but the rate within a stream was considered a constant. Lau
and Lui [Lau] perform an admission test that considers the peak rate needed to determine if a stream is admissible, by
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delaying the starting time and readjusting the disk tasks to minimize other measures of performance. They utilized
streams that had bandwidths which varied uniformly between 2.5 and 5 MBytes per second, and performed statistical
analysis of arrival rates with their deterministic algorithm. We can see that for streams with a reasonable difference
between their average and their peak rates, this provides an unacceptably low level of utilization.
The performance of a video server is measured in Liu et al. [Liu], wherein differing types of video are compared. In
their study, each type of video has a constant bit rate, and the focus is on data placement (i.e. striping) and buffer
usage, not on admission control details.
In Kamath et al. [Kamath], the admission control checks to see if the cumulative necessary disk transfer rate required
violates the guarantee and that there would be sufficient buffer space to read the additional disk blocks. Their
algorithm is similar to Instantaneous Maximum, but their focus is on sharing data between multiple users, thereby
achieving a reduction in disk activity when the same stream is requested more than once within short periods of time.
Statistical methods based on the recent past performance are introduced in Jamin et al. [Jamin] that combine client
specified parameters of the new stream with the observed measurements of the system to make an admission decision.
The new performance measurements are then utilized in future admission control requests.
In Vin et al. [Vin], a statistical admission control algorithm is presented, which considers not only average bit rates,
but the distributions of frame sizes, and probability distributions of the number of disk blocks needed during any
particular service round. They acknowledge that the algorithm breaks in certain circumstances referred to as overflow
rounds (i.e. over subscribes the disk). In overflow rounds, the system has the complexity of dealing with the loss of
data. A greedy disk algorithm attempts to reduce the actual occurrence of overflow rounds, and the system attempts to
judiciously distribute the effective frame loss among the subscribed clients. This requires some knowledge of the
syntax of the data stream, at least to the point of knowing where display unit (i.e. video frame) boundaries exist and
which display units are more important than others (i.e. MPEG I-frames vs. MPEG B-frames).
A more complex version of the Average Algorithm is given for Constant Time Length (CTL) video data retrieval by
Chang and Zakhor [Chang]. Constant Data Length retrieval methods introduce buffering for the purposes of
prefetching portions of the stream and incorporating a start-up latency period. In further work [Chang2], they show via
simulation that a variation of deterministic admission control admits 20%more users than their statistical method for a
small probability of overload.
Knightly et al. [Knightly] perform a comparison of different admission control tests in order to determine trade-offs
between deterministic and statistical guarantees. The streams used in their tests are parameterized by a traffic
constraint function, known as the empirical envelope. It describes the bandwidth needed at various points during
stream transmission, so it is somewhat similar in form and function to the block schedule as presented in this paper,
but much less detailed. This characterization is used in admission control. This is then combined with different packet
transfer schemes and so does not particularly isolate each subsystem. Zhang et al.Zhang have worked on network call
admission control methods with smoothed video data taking advantage of client buffering capabilities. This reduces the
amount of buffering needed at the server and increases potential network utilization.
Recent work by Dengler et al. [Dengler] and Biersack and Thiesse [Biersack] builds on the work of Knightly et
al.[Knightly] as well as Chang and Zakhor [Chang2] and describes admission control methods to provide statistical
and deterministic guarantees of disk service for VBR streams. The major focus is data placement strategies and the use
of traffic constraint functions is prominent. Constant Time Length (CTL) placement with deterministic guarantees is
investigated in [Dengler], while statistical admission control and Constant Data Length is examined in [Biersack].
Table Of Contents

6. CONCLUSIONS AND FUTURE WORK
In this paper, we have presented five disk admissions control algorithms for variable bit rate continuous media streams.
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We introduced the VBR Simulation Algorithm (vbrSim) that explicitly considers the detailed variable bit rate profile
and accommodates disk read ahead based on the achieved read ahead in the past and the guaranteed worst-case read
ahead performance in the future.
The Simple Maximum, Instantaneous Maximum, and vbrSim algorithms provide deterministic guarantees that the
continuous media will be read off the disk for proper delivery to the client, while the Average algorithm provides only
statistical guarantees. We showed that the Average algorithm can make incorrect decisions on rejecting and accepting
stream scenarios. The performance of the Instantaneous Maximum algorithm was significantly worse than vbrSim for
all cases of the representative selection of Variable Bit Rate media stream scenarios.
Comparisons of admission performance showed that the vbrSim algorithm admits a very large percentage of stream
scenarios that have disk utilization below minRead/averageRead. As the disk bandwidth requested approaches
minRead/averageRead, fewer scenarios are accepted, but the level of bandwidth supported by the algorithm remains
relatively constant. Having an appropriate value for minRead significantly affects the disk utilization, and in situations
where the worst case disk performance is significantly less than averageRead, the vbrSim algorithm degrades
proportionally.
Designers of continuous media systems must take into account the negative effect of aggressively incorrect admission
decisions on the client population. As well, the amount of buffer space that can be allocated for read-ahead to smooth
the peaks in disk data-rate requirements is a factor which must be considered.
We have shown that reasonable amounts of buffer space can enable the vbrSim algorithm to work close to its
maximum acceptance rate, which is close to optimal. It is also simple and efficient to execute [Neufeld]. Utilizing a
simpler algorithm will result in conservative resource utilization. The use of statistical algorithms may result in failure
to deliver the data to the client. In statistical algorithms, if the disk performance measure is the average disk
bandwidth, then the admission decision results in failure to deliver if either the instantaneous maximum oversubscribes the disk or the disk achieves less than this average bandwidth. Utilizing minRead as the disk performance
estimate provides little performance benefits over vbrSim, while eliminating delivery guarantees. Thus, vbrSim seems a
completely reasonable choice of admission algorithm for continuous media servers.
Further performance analysis is underway to examine the sensitivity of several other factors in the configurations of
the streams and the server resources. These factors include: the amount of variability in the streams, the length of the
streams, the availability of additional client buffer space (accompanied by sufficient network bandwidth), and the interarrival time of requests at the server. This performance analysis must be extended to consider the network
transmission. This has been examined in some detail in [Neufeld2], and more work is planned for the near future.
Table Of Contents

End Notes
[1]
Assuming the server is not 100% utilized.
[2]
Diagram is not ``to scale'', i.e. does not represent quantitative differences.
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Abstract
Constraints can be used to specify the desired layout of a web document, and also the behaviour of embedded applets.
We present a system architecture in which both the author and the viewer can impose page layout constraints, some
required and some preferential. The final appearance of the web page is thus the result of negotiation between author
and viewer, where this negotiation is carried out by solving the set of required and preferential constraints imposed by
both parties. We identify two plausible system architectures, based on different ways of dividing the work of constraint
solving between web server and web client. Finally, we describe an implementation of a prototype constraint-based
web authoring system and viewer, which also provides constraint-based embedded applets.
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Introduction
The explosive growth of the web has demonstrated the power of this new medium. However, current web authoring
tools allow the author to create documents using the fixed set of available HTML codes, but not to specify complex
relationships among parts of the document in any convenient way. On the viewing side, web documents are often less
flexible than one might like. Typically the user of a web browser has only small control over the appearance of the
presented information -- the viewer can resize the browser or set default font information, but not much more. More
sophisticated interactions are available, but only as a special case when provided by the author, by filling in a form, or
interacting with an applet embedded in the document.
A constraint is simply a statement of a relation (in the mathematical sense) that we would like to have hold.
Constraints have been used for many years in interactive graphical applications for such things as specifying window
and page layout, specifying relationships among parts of a drawing, specifying animations, maintaining consistency
between application data and a view of that data, maintaining consistency between multiple views, and representing
physical laws in simulations. They allow the designer to specify what are the desired properties of the system, rather
than how these properties are to be maintained.
It is thus natural to consider constraint-based tools to aid in authoring web documents. We describe a system that
allows web authors to employ constraints to specify page layout, including figure placement and column widths and
spacing. Some of these constraints will be requirements that must be satisfied, while others may be preferences of
different strengths that can be relaxed if need be. In addition, authors can use several constraint style sheets to specify
alternate sets of constraints to be used under different circumstances, for example, for a one versus a two-column
layout. The conditions under which a style sheet is applicable are, of course, also specified as constraints. Finally,
constraints can also be used to specify the behaviour of applets, allowing such applets to be created with much less
effort than would be needed to program them in the standard way.
Constraints may be imposed by the viewer as well as by the author. Like those of the author, some of the viewer's
constraints can be preferences as well as requirements. The final appearance of the document is thus in effect the result
of a negotiation between the author and the viewer -- where this negotiation is carried out by solving the set of
required and preferential constraints imposed by both parties.
This negotiation model leads to two possible system architectures. In one model, both the web authoring tool and the
web viewer can perform runtime constraint solving. The web author uses the solver while constructing and testing the
pages and applets, while the viewer uses a different solver (on the viewing machine) to solve the combined constraints
from the author and viewer to determine the final page layout. In this case a compact representation of the constraints,

file:///C|/Users/Bear/Desktop/new/MM97/constraints.html[3/15/2010 6:34:07 PM]

Constraints for the Web

along with the content of the page, additional layout information, and applets, is shipped over the network for each
page. In addition, the runtime solver must be shipped (once) and saved on the viewer's machine.
In the other model, the web author again uses a powerful runtime constraint solver, but a more restricted set of
constraints is available to the viewer. The authoring tool compiles a Java program representing a plan for satisfying the
author's constraints and the predetermined kinds of constraints that the viewer may impose. This program is then
shipped to the viewer's machine -- so that a runtime constraint solver is not needed on the client side. A combination
of the two approaches is also possible -- and in fact our prototype uses such a combination. These architectural
considerations are discussed in more detail in Section Architecture and Implementation Issues.
The paper is organized as follows. We first demonstrate that constraints provide important functionality for many web
applications. In Section Constraint-Based Page Layout we describe constraint-based web page layout and the
negotiation model in more detail. Section Constraint-Based Applets contains a discussion of constraint-based applets.
Section Architecture and Implementation Issues contains an analysis of the requirements on the constraint solver,
and of different ways the constraint solving responsibilities can be partitioned between client and server, while Section
Constraint Satisfaction Algorithms describes the two constraint satisfaction algorithms we employ. Section A
Prototype Implementation and its Evaluation describes our prototype implementation. The prototype has good
interactive performance for both author and viewer, and also demonstrates the feasibility of both server-side and
client-side constraint solving. Finally, Sections Related Work and Future Work and Conclusion discuss related
work, and conclusions and directions for future work.
<-- Table of Contents

Constraint-Based Page Layout
With current document markup languages, such as HTML, the layout of the page is rather static and fixed by the
designer. In principle the client has the ability to change fonts and size of fonts and to resize the document. In practice,
however, this freedom is limited, since if they are significantly changed from what the designer intended the
document's appearance will often be unsatisfactory. The problem is that current markup languages do not provide the
designer with the capability to control precisely how the layout of the document should change if these parameters are
modified.
A solution to this problem is to use constraints to specify the core aspects of the design layout. The constraints capture
the ``semantics'' of the design, those aspects that must hold true for the layout to be appealing. The designer can
specify placement of the document elements using linear arithmetic equalities and inequalities. Such constraints allow
easy specification of table, column, and image placement in a way that scales gracefully.
As an example, consider the page layout shown in Figure 1a. We require that the text is arranged in two columns, that
figures A and B are centered in the first and second columns respectively, and that the tops of the two figures are
aligned horizontally. These layout constraints are captured by the following equalities and inequalities:
(1) PW = LG + MG + RG + CW1 + CW2
(2) CW1 = CW2
(3) LG = RG = 0.05 *CW1
(4) MG = 0.7 cm
(5) FigA.midx = LG + 0.5 * CW1
(6) FigB.midx = LG + CW1 + MG + 0.5 * CW2
(7) FigA.top = FigB.top
(8) FigA.width <=CW1
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(9) FigB.width <=MG + CW2 + RG
Constraint (1) states that the page width, PW, is the sum of the widths of the left, middle and right gutters LG, MG,
and RG, and the two columns, CW1 and CW2 . Constraint (2) states that the two columns have equal width; (3) states
that the left and right gutters are equal and are 1/20 of the width of the columns; (4) states that the middle gutter is of
fixed size (0.7 cm); (5) states that the x value of the midpoint of Figure A is at the center of the first column; (6) states
that Figure B is centered in the second column; while the last equality (7) enforces that the two figures are horizontally
aligned. The inequalities (8) and (9) enforce that the columns are wide enough for Figures A and B.
For a given value of the page width PW we can find a solution to the other variables that satisfies these constraints and
that gives us a layout. For instance, if PW = 21.7 cm then LG = RG = MG = 0.5 cm and CW1 = CW2 = 10 cm.
Conversely, if PW = 42.7 cm then LG = RG = 1.0 cm, MG = 0.7 cm and CW1 = CW2 = 20 cm. Note how the left and
right margins scale with respect to the page size while the middle gutter has an absolute size.
This model is, however, a little too simple. In particular it does not allow the designer to state preferences for values.
Thus in the above example, for a given PW the equations do not constrain the vertical placement of Figures A and B.
Allowing preferred values permits the designer to specify that they should be placed as closely as possible to the first
reference to these figures in the text. Preferred values also allow the designer to give default values for parameters in
the layout. (In future versions of our system we will also use them for non-numeric attributes, allowing the designer or
viewer to state preferred values for fonts, text size and colours.)
We therefore extend our model to allow the user to specify that an inequality or equality is preferred but not required,
so that the constraint should be satisfied when possible but does not need to be. Constraint hierarchies [Borning 92]
formalize such preferences. A constraint hierarchy consists of collections of constraints each labelled with a strength.
There is a distinguished strength label required: such constraints must be satisfied. The other strength labels denote
preferences. There can be an arbitrary number of such strengths, and constraints with stronger strength labels are
satisfied in preference to ones with weaker strength labels. In our example, the equalities and inequalities given earlier
are required constraints and we have used weak to label non-required constraints. Given a system of constraints and
preferred values, the constraint solver must find a solution to the variables that satisfies the required constraints and
which is as close as possible to the preferred values.
In the previous example, we have required that the columns be wide enough for Figures A and B. If they are not, then
this is not an appropriate layout. For instance, if the width of Figure A and B is 10 cm, then we cannot solve the
constraints when the page width is less than 21.3 cm. The obvious question now is: what happens if the constraint
system is unsatisfiable for a given page width? There are two possibilities. The first is to use a scroll bar which allows
the viewer to scroll over the smallest valid layout. A better solution is for the designer to provide an alternative design
for the case when the page with is too small.
In this case the designer might wish to use a single column with the following constraints:
PW = LG + CW + RG
LG = RG = 0.6 cm
FigA.leftx = LG
FigB.leftx = LG
FigA.width <=CW
FigB.width <=CW
PW <=26 cm
An example layout is shown in Figure 1b. These capture that the page has a single column of width CW, with left and
right gutters of width 0.6 cm, and that Figures A and B are aligned on the left gutter, and that the column has to be
wide enough to fit the figure in. This design is valid for 12.2 <= PW <= 26.
To accommodate such situations, our model allows the designer to provide multiple constraint style sheets. Each style
sheet includes linear arithmetic constraints that define the layout of the design and that dictate when the design is
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appropriate. Constraints can be required or annotated with a strength such as ``weak'' indicating that they are preferred.
During manipulation by the viewer, the viewing tool will choose the appropriate style sheet and lay out the document
subject to the constraints in the sheet. As the viewer changes the requirements, the document will be redisplayed using
the current style sheet until the constraints are inconsistent with the viewer's desires. In this case the viewing tool will
choose another style sheet for the document which is consistent with the viewers constraints.
For instance, if the viewer of our example document originally displays the document in a window of width 28 cm,
then resizes the window to 20 cm, the design will change from two column to one column. If the viewer now resizes it
back to 28 cm, the design will change back to two column.
This constraint-based document design model is interesting for at least two reasons. First, the content of a document is
separated from its design. Indeed, a document can have more than one design, and applicability of a particular design
is detailed by its constraints. When the server is queried for a document, the content and designs are sent to the client.
This gives designers considerable flexibility when designing the appearance of a document, allowing them to vary the
layout depending on the clients' capabilities.
Second, the layout of the document on the client is now a negotiation between the viewer and the designer, each of
whom adds constraints dictating the final layout. The designer provides constraint style sheets and preferred values,
while the viewer can add constraints or preferences as well. Currently such preferences are only on numeric quantities
such as page width; in future versions the viewer will be able to express preferences regarding nonnumeric quantities
such as colour or font family as well. These preferences might reflect either the capabilities of the viewer's terminal,
such as size or whether it is monochrome, or particular needs of the viewer, for instance of a colour blind or otherwise
sight impaired person.
As a more complex example of constraint-based page layout, consider the web page shown in Figure 2a and Figure
2b. These figures show two constraint style sheets, the first for a narrow page with one column layout and the second
for a wider page with two column layout. In each, layout constraints ensure that the central abacus figure is centered
and that the surrounding labels remain appropriately aligned as the window is resized or other edits performed. Each
style sheet contains approximately 110 constraints.
<-- Table of Contents

Constraint-Based Applets
In addition to using constraints for the layout of the web pages themselves, another important application of constraints
is to specify the behaviour of applets used in web pages. Providing applets for animations, simulations, and other kinds
of interactive information is an exciting prospect. However, currently such applets are usually produced by writing
Java code. This is a time-consuming process. A number of researchers have used constraints for producing simulations
and animations without hand-coding the program (see Section Related Work). These results are all applicable to
generating applets.
The layouts of the abacus pages shown in Figure 1a and Figure 1b include two such applets, one for a Chinese abacus
and another for a Japanese abacus. The constraints require each bead to remain on its respective rod, to not pass
through another bead, and to remain within the boundaries established by the bars of the abacus.
The screen snapshot in Figure 3 includes another constraint-based applet, in addition to appropriate layout constraints.
The applet demonstrates a theorem about quadrilaterals: given an arbitrary quadrilateral, if one bisects each side and
draws lines between the midpoints the result is a parallelogram. The interactive applet allows the user to drag any
corner or midpoint and see that in fact the figure in the middle remains a parallelogram. In addition to the midpoint
constraints, the figure includes inequality constraints that all points must remain inside the window. Figure 4 shows
four successive snapshots of the drawing. This example is a traditional demonstration of constraint-based interactive
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graphics -- although typically without the inequality constraints that the points lie within the window, since these
inequality constraints are beyond the capabilities of most solvers, particularly when they occur in conjunction with
cyclic constraints.
The Java constraint satisfaction code for the three applets was produced automatically from the list of constraints using
our recent projection-based algorithm for constraint compilation (Section A Projection-Based Constraint
Compilation Algorithm). The text in Figure 3 is in fact the first part of a paper describing this algorithm in more
detail [Harvey 97]. The algorithm takes as input an arbitrary collection of linear equality and inequality constraints of
different strengths, which may include simultaneous equations and inequalities. It produces straight-line, constraintfree code that repeatedly solves the constraints for different input parameters (in this case, the position of the mouse).
An output module makes it convenient to produce code for a variety of target languages, in this case Java.
<-- Table of Contents

Architecture and Implementation Issues
In this section we outline the architecture of a system which supports constraint-based document layout and
constraint-based applets, and the requirements that these place on the constraint solver. Then, in Section A Prototype
Implementation and its Evaluation we describe how our prototype implementation meets these requirements.
The constraint-based document layout model has three main components: the document authoring tool, the viewing
tool, and the constraint solver.
A constraint-based authoring tool is used by the designer to construct the constraint style sheets and document
contents. Ideally the designer should not need to think in terms of arithmetic constraints or even be aware of the real
nature of the constraints. To the designer, they are implicit in various templates and tools such as the ``horizontal
alignment'' tool provided by the authoring tool.
The authoring tool should allow the designer to manipulate the document in exactly the same way as the viewer does,
by resizing, changing font size, and so forth. If the designer is unhappy with the design for this choice of values then
the designer should be able to provide an alternative constraint style sheet.
The viewing tool should integrate constraints from the designer with those of the viewer, check which design is
appropriate, resolve the constraints, and then display the document contents using the values from the solution to place
elements in the layout.
The constraint solver is a key component of this architecture. Authors use the constraint solver while laying out and
testing the pages, and perhaps in constructing constraint-based applets. Viewers use the constraint system while
viewing the page and interacting with constraint-based applets. The demands on the constraint solver, however, are
different for authors and viewers.
Authors need the full interactive capabilities of the system. They must be able to add or delete constraints from
constraint style sheets and directly manipulate elements of document.
The needs of viewers are much more easily met in the simplest case. Here, the kinds of interaction viewers can have
with the constraint system are limited to resizing the browser or a frame, moving objects around in the window, and
perhaps interacting with an applet. However, the set of constraints would be fixed; all that the viewers would change
would be constants in the constraints (e.g. browser width). In this case it is possible to pre-compile constraint
satisfaction plans using the projection-based algorithm discussed in Section A Projection-Based Constraint
Compilation Algorithm, and just ship compiled Java code to the client and not use a runtime solver. This has the
advantages that ``constraint solving'' on the client will be extremely fast and that the client does not need to download
a complex runtime solver from the server.
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A more sophisticated constraint-based browser allows the viewer to edit the constraints on the document, for example
by adding additional constraints, or by editing the constraints in an applet. This case requires runtime constraint
solving by the viewer as well as by the author. It also means that the viewer will need to download the constraint
solver the first time it is used. (It can then be stored locally for subsequent reuse.)
In any case it is essential that constraint solving be fast. For example, each time a browser is resized (by either an
author or a viewer), the constraints must be resatisfied. This requires that systems of up to several hundred constraints
are solved in fractions of a second. For such performance to be possible, the solver needs to recompute a solution
incrementally to the same system of constraints. It should also be fast for the designer to add or remove constraints
from the design. Again, this requires an incremental approach.
It is also essential that the constraint solver handle underconstrained and overconstrained systems. One situation in
which this arises is when moving one component of a web page: we want other components to remain where they are
if possible (rather than gyrating wildly and arbitrarily), but at the same time we don't want them to be rigidly locked in
place. If a component does need to move, it should move as little as possible. Complex layout problems with
conflicting preferences are another cause of overconstrained systems.
As we have seen, the kind of constraints that arise in page layout are primarily linear arithmetic equalities and
inequalities. Our experience with other interactive graphical constraint-based systems indicates that simultaneous linear
equalities and inequalities frequently arise. In some cases these cyclic collections are inherent in the problem. In others
the cycles come about when the author added redundant constraints -- a cycle could have been avoided by careful
analysis. However, this is an added burden on the author. Further, it is clearly contrary to the spirit of the whole
enterprise to require web authors -- particularly nonprogrammers -- to be constantly on guard to avoid cycles and
redundant constraints; after all, one of the goals in providing constraints is to allow users to state what relations they
want to hold in a declarative fashion, leaving it to the underlying system to enforce these relations.
Nonlinear numeric constraints arise less frequently, but are useful for constraining such attributes as angles and areas.
Another useful class of constraints are over non-numeric domains, such as fonts, colours, and strings. In contrast to the
numeric constraints, however, cycles are less likely to arise in web-based applications. Also, such constraints can be
more easily enforced by standard programming techniques -- thus supporting them in the constraint solver is useful but
not as important as good support for numeric constraints.
<-- Table of Contents

Constraint Satisfaction Algorithms
We now briefly describe the two constraint satisfaction algorithms used in the work reported here, namely Cassowary
and projection-based compilation. Both algorithms handle linear arithmetic equality and inequality constraints. Some
of these constraints may be requirements and others preferences, where the preferences can be of different strengths.
In addition, the collection of constraints may include cycles (i.e. simultaneous equalities and inequalities), redundant
constraints, and incompatible preferences. Neither of the current algorithms handle nonlinear or non-numeric
constraints, although we hope to provide these capabilities in future versions of our system.

An Incremental Simplex Algorithm
Cassowary is an incremental version of the simplex algorithm, specialized for user interface applications. Details of
this algorithm are given in reference [Borning 97b]. This reference also presents a closely-related algorithm, QOCA,
which computes solutions based on an alternate way of trading off conflicting preferential constraints.
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The simplex algorithm is a well-known and heavily studied algorithm for finding a solution to a collection of linear
equality and inequality constraints that minimizes the value of a linear expression called the objective function.
However, commonly available implementations of the simplex algorithm are not really suitable for UI applications
such as the one described in this paper.
The principal issue is incrementality. We need to solve similar problems repeatedly, rather than solving a single
problem once, and to achieve interactive response times, very fast incremental algorithms are needed. There are two
cases. First, when moving an object with a mouse or other input device, we typically represent this interaction as a
one-way constraint relating the mouse position to the desired x and y coordinates of a part of the figure. For this case
we must resatisfy the same collection of constraints, differing only in the mouse location, each time the screen is
refreshed. This situation arises for both web authors and viewers, since both will be manipulating the web document
(or at least resizing the browser). Second, when we first begin a movement, we add a constraint relating the object
being moved to the mouse position, and when the movement is completed we remove this constraint. We may also add
or remove constraints when interactively editing a layout or applying a new constraint style sheet, and again we would
like to make these operations fast by reusing as much of the previous solution as possible. Authors will need this last
capability in any event; viewers may or may not, depending on how much flexibility is given to the viewer. The
algorithm is fully incremental, and can be used for both the authoring and viewing tools. (In this case a runtime
constraint satisfier is needed by the viewer's browsing program.)
The performance requirements are considerably more stringent for resolving a given set of constraints for a new mouse
input position than for incrementally adding or deleting a constraint, since in the first case we need to resatisfy the
constraints for every screen refresh.
To provided the needed performance, the constraint solver keeps the constraints in a normal form closely related to the
basic feasible solved form employed in the simplex algorithm. An incremental version of Gauss-Jordan elimination is
used if an equation is added, while an incremental version of the first phase of the simplex is used when an inequality
is added.
Constraint deletion is handled by keeping track of how equations and inequalities have been used to create the normal
form. That is which variables they have been used to eliminate. This ensures that removal of a constraint requires only
a single pivot.
Non-required constraints are handled by use of a quasi-linear objective function. For instance, imagine that we are
editing the variable x and wish to change its value to 50, and the other variables y and z currently have the values 30
and 60. Then the solution we are interested in minimizes the objective function
s|x-50 | + w|y-30| + w|z-60|
where s and w are fixed weights which ensure the strong constraint is always strictly more important than solving any
combination of weak constraints.
Unfortunately the simplex algorithm cannot directly be used to solve optimization problems with a quasi-linear
objective function. However, it is possible to transform such problems into an equivalent linear programming problem
which can be solved with the second phase of the simplex algorithm.
Resolving of the constraint system for suggested values is done by first identifying which values will be changed (in
effect, incrementally adding constraints relating these values to the x and y positions of the mouse or to an input field).
The algorithm then produces a data structure that identifies exactly what parts of the normal form need to be updated
for changed inputs. In most cases -- typically, when the mouse movement doesn't result in one object colliding with
another -- this update simply involves changing a small number of constants in the normal form. When one object
does first collide with another, or moves out of collision, then one or more pivots will usually be required to restore
the data structures to their normal form. These pivots are done using a variant of the dual simplex algorithm.
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A Projection-Based Constraint Compilation Algorithm
The projection-based compilation algorithm solves the same class of constraints -- namely, collections of linear
equality and inequality constraints, some of which are required and others only preferred. In contrast to Cassowary,
however, the algorithm uses compilation techniques to produce Java code that can be run on the viewer's machine; no
runtime constraint satisfaction is needed by the viewer. The code solves the given constraints for different user inputs - in other words, the algorithm is used to write a procedure for each part of a constrained object that the user can
manipulate with the mouse. The resulting code is very efficient. However, the viewer cannot otherwise add or delete
constraints. Also, on the author's side, the algorithm is a batch one -- if the collection of constraints is changed the
algorithm must be run again from scratch to produce new procedures.
For example, for the quadrilateral applet shown in Figure 3 and Figure 4, the projection algorithm was used to produce
eight Java procedures, one for each of the four corners of the quadrilateral and one for each of the four midpoints.
Each of these procedures accepts as input the new desired position of the point being moved, along with the current
positions of all the points, and updates the locations of each point to find a solution to the given constraints that exactly
satisfies all of the required constraints, and that satisfies the preference that the moved point follow the mouse and the
weaker preferences that each point remain at its old location.
Details of the algorithm are given in [Harvey 97]. In brief, the original set of constraints is converted into a normal
form in which the only kind of preferential constraints are ones of the form v=b for a variable v and constant b; all
other constraints are required (i.e. we must satisfy them in any solution). It is easy to convert any collection of linear
equality and inequality constraints into this form. We then repeatedly perform variable elimination using a variant of
Fourier's algorithm to find the permitted range of values for the variables, given the required constraints.
A variable elimination step involves taking a set C of linear equality and inequality constraints, where one of the
variables in C is v. We then produce a new set of constraints C', which is free of v. This new set has the property that
if s is a solution to C', there exists a value for v such that s along with this value for v is a solution to the original set C.
The elimination is performed in such an order that the last variable eliminated, say v n , has the strongest preferential
constraint v n =bn associated with it. We can then set v n to that value that best satisfies the preferred constraint
(knowing that the value will satisfy the required constraints). Next, we set v n-1 to the value that best satisfies its
preferential constraint v n-1 =bn-1 , and so on. The remaining wrinkle is that we don't do a single computation to find the
values for the v i; rather, we compile code that can repeatedly find such values, given values for the constants bi as
inputs. This allows us to compile efficient, straight-line code to solve the same set of constraints repeatedly for
different inputs.
<-- Table of Contents

A Prototype Implementation and its Evaluation
We have built a prototype of the constraint-based design model. It consists of the three components discussed in
Section Architecture and Implementation Issues: document authoring tool, constraint solver, and viewing tool. All
are written in Java.
The document authoring tool allows the designer to edit the content of document which consists of text, images and
figures. At any particular instant the designer views the document through a constraint style sheet consisting of linear
arithmetic constraints. The designer can add or delete constraints from the style sheet and use direct manipulation to
move objects around in the design. The constraint solver ensures that the placement of the objects satisfies the current
constraints.
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The designer can manipulate the document in exactly the same way as the viewer does. If at some point the designer is
unhappy with the style sheet for this choice of values, then he or she can initiate an alternate style sheet. Initially this
is a copy of the last style sheet, but by changing and removing constraints the designer constructs the new style sheet.
To indicate how to move between style sheets the designer can annotate constraints within a particular style sheet with
the number of another style sheet for that page. If this constraint becomes unsatisfiable during interaction with the
reader, perhaps after resizing, the other style sheet is tried. The designer is then free to move among the different style
sheets.
Currently the viewing tool is derived from the document authoring tool by simply turning off some of the options.
When a document is first downloaded from a server, the viewing tool and constraint solver are also downloaded.
Using parameters from the viewing window, the viewer selects a design, uses the constraint solver to solve the
constraints and then displays the document contents according to that design. Layout is performed by first determining
the placement of the figures and images, and then placing the text around them.
The core of the implementation is the constraint solver, a Java implementation of the Cassowary algorithm (Section
An Incremental Simplex Algorithm). Interaction with the constraint solver can occur in three ways. First, a required
constraint may be added to the current set of constraints. Second, a required constraint may be deleted from the
current set of constraints. Finally, the current solution may be manipulated by moving objects within the layout, thus
providing preferred values for several of the variables.
The performance of our prototype is very encouraging. The authoring tool provides direct manipulation of document
elements with style sheets involving one hundred or more constraints at interactive speeds. This accords with our
recent results for user interface construction using a Smalltalk implementation of Cassowary [Borning 97b].
A more interesting question is the performance of the prototype viewer. To give some feel for its behaviour we have
measured the performance of our system on two benchmark documents. The first document, simple, is the sample
document from Figure 1a and Figure 1b. It has two constraint style sheets (for two-column and one-column layouts),
with 27 and 23 constraints respectively. The second document, complex, is the second example shown in Figure 2a and
Figure 2b. Again it has two constraint style sheets, with 115 and 108 constraints respectively. We feel that complex is
about as complex as a single page is likely to become.

Table 1: Empirical results -- Constrained Document
We have evaluated the performance of the viewer from a number of viewpoints. Our results are shown in Table 1. All
times are in milliseconds running Netscape Gold on a Pentium 166 with 64M memory. First we give the size of the
document in Kbytes and the time taken to download both the applet and the document over the local area network.
The document consists of the contents plus the style sheets. In addition to the total size of the document, we also give
the size of just the images in the document (which account for nearly all of the size). The viewer also needs a copy of
the viewer applet. Its size is 184K, of which 65K is the runtime solver. Of course this viewer applet only needs to be
downloaded once, and never if it is provided as part of the browser library. We can see that even with runtime
constraint solving by the viewer, downloading the document and applet is reasonably quick.
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Next we consider how long it takes to display the document the first time. This involves parsing the constraint
information shipped over the network, solving the constraints, and then displaying the document. These times are
satisfactory for the simple document, but not for the complex one -- however, we believe the speed of the solver can
still be increased substantially. (The current performance of the Java implementation of the solver, used for these
timings, is much slower than that of either our Smalltalk or C++ implementations [Borning 97b], making us optimistic
that it can in fact be made substantially faster). Finally we consider how long it takes to redisplay the document after it
is resized. We detail the time taken to compute the placement of objects and the time taken to actually draw the
document. We also see that the redrawing speed, even when moving between style sheets, is satisfactory, with
constraint solving taking roughly the same time as redrawing.

Table 2: Empirical results -- Constraint-Based Applets
Finally, in Table 2 we give some measurements for the abacus and quadrilateral constraint-based applets. For each
applet we give the size of the byte code for the animation itself and for the associated applet. We also give the time
taken to resolve and redraw. These figures show that using precompiled constraint satisfaction code is extremely fast.
We would expect that using precompiled code for documents (in addition to using it for applets) would result in much
faster solving times as compared with using a runtime solver, at a cost in flexibility.
<-- Table of Contents

Related Work
Regarding the web and HTML, constraint style sheets are closely related to cascaded style sheets [Lie 96], which have
been recommended for adoption by the World Wide Web Consortium. Cascaded style sheets allow both the author and
reader to provide rules that specify various attributes of a web document. Rules can be given weights, which are used
to resolve conflicts among rules from different style sheets. A class mechanism provides inheritance of specifications.
The fundamental difference between cascaded style sheets and constraint style sheets is that cascaded style sheets
allow one to specify a particular value for a given attribute (or in some cases a percentage), while constraint style
sheets allow general constraints, i.e. partial specifications, to be given for these attributes. For example, a cascaded
style sheet can include a rule specifying that the left margin of a layout element is a particular value. On the other
hand, a constraint style sheet can include an arbitrary linear constraint on the left margin, which might constrain it to
be less than twice some other value. (Constraining it to have a particular value is just a special case of the general
constraint mechanism.) Another difference is that we allow the appearance to change interactively as the viewer resizes
the page. This means that the server must provide multiple style files, and the viewer must choose the style file that is
compatible with the reader's requirements, and change this choice dynamically. In addition, we also support figure
layout (although a similar extension to cascaded style sheets is expected [Lie 96] in future versions). On the other
hand, cascaded style sheets include a class and inheritance mechanism, which isn't provided in our current design.
The <table> environment in HTML 3.0 can be viewed as providing certain constraints, including preferences as well
as requirements, for example, desired cell width expressed either as an absolute quantity (in pixels) or as a percentage
of the total table width; again, however, there is no general constraint capability.
Regarding constraints, there is a long history of using constraints in user interfaces and interactive systems, beginning
with Ivan Sutherland's pioneering Sketchpad system [Sutherland 63]. Most of the current systems use one-way
constraints (e.g. [Myers 96b]), or local propagation algorithms for acyclic collections of multi-way constraints (e.g.
[Sannella 93, Vander Zanden 96]). UI systems that handle simultaneous linear equations include DETAIL [Hosobe 96]
and Ultraviolet [Borning 95]. Two systems that handle simultaneous linear equalities and inequalities are QOCA
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[Borning 97b, Helm 92a, Helm 92b] and Cassowary [Borning 97b]. Systems such as ThingLab [Borning 81] have also
used constraints for constructing interactive simulations. Systems that support constraint-based animation include
Animus [Duisberg 87] and Amulet [Myers 96a].
IDEAL [Van Wyk 82] is an early system specifically designed for page layout applications. Harada, Witkin, and
Baraff [Harada 95] describe the use of physically-based modelling for a variety of interactive modelling tasks,
including page layout. Their system allows mixed continuous/discrete models, in which a given set of constraints is
used until an object being dragged is blocked by geometric constraints; at this point a local search is performed for a
nearby state in which all constraints are again satisfied. The U-term language [Cruz 93] is a more recent constraintbased visual language for specifying the display of data. The DOODLE Visualization Tool [Averbuch 96] provides
visualizations of information in an object-oriented database, using U-terms to specify selection and presentation
criteria. The interface is implemented in Java, making it accessible from Java-capable web browsers. Another Javabased system is subArctic [Hudson 96], which provides a one-way constraint solver as part of its Java toolkit (more
sophisticated solvers are planned).
Weitzman and Wittenburg [Weitzman 93, Weitzman 94] have investigated the use of relational grammars for
document design. Their work is closely related to ours since in effect they use a grammar which details a class of
constraint layout styles. However their interest is in specifying and recognizing layout styles rather than constraint
solving. They only consider rather weak constraint solving techniques based on local propagation. Indeed, it seems
rather natural to combine their work with ours.
The work reported here differs from this prior work on constraints and relational grammars in two respects: first,
through its support of a negotiation model in which author and reader both contribute constraints that determine the
appearance of the document; and second, in the integration of constraints with web documents.
<-- Table of Contents

Future Work and Conclusion
Our plans for future work include the following projects.
First, we want to support a wider range of constraints for web authors and viewers to use. These will include
constraints on non-numeric attributes such as fonts and colours. This will require us to extend our Java constraint
solver to include a local propagation component, so that we can solve constraints on non-numeric as well as numeric
attributes. For this extension we will use an architecture derived from the Ultraviolet constraint solver [Borning 97a]
to integrate the local propagation solver with the simplex-based solver. We also want to support constraints on frames.
Second, we plan to design and evaluate better user interfaces for the document authoring tool. The current interface is
primitive. Our goal here is to find good metaphors for designing with constraints, and to identify constraint-based
design templates that the designer can readily understand and yet provide access to the full power of the constraint
solver -- a challenging task.
Third, we plan to design a constraint-based animation authoring tool, which we hope will allow authors to construct
animations more easily than using present techniques. The initial purpose of this tool will be to provide animations to
complement the more static images in our constraint-based web documents, but in the longer term it should be useful
for other tasks as well. Constraints will be used to specify trajectories, start and stop times for a movement, and
relationships among different objects in the animation.
Fourth and finally, we want to explore how HTML (or other standard markup languages) can be extended by providing
statements within the markup language itself to specify constraints, resulting in e.g. CHTML.
In conclusion, we have described an initial foray into applying constraint technology to the web. The results so far are
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preliminary but very encouraging, and we believe this will be a promising area for future research and subsequent
real-world application.
<-- Table of Contents
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The paper reviews studies of attention and recall of expository MM presentations, and summarises findings into key
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Introduction
One of the problems in the design of expository Multimedia (MM) interfaces is knowing whether the presentation will
successfully deliver its content to its audience. In a review of studies of MM used for instructional design, [5] critices
many approaches to MM design : 'Until now, the selection of media has been a macrolevel decision. That is the
decision - should video be used or is audiotape sufficient ? This meta-question that has driven research on media for
the past thirty years and has resulted in little understanding of learning with media.' Instead [5] proposes a 'micro-level'
approach will be required to study multimedia : '...media decisions for integrated multimedia will be micro-level
decisions... The moment by moment selection of appropriate media can respond to specific cognitive needs and task
requirements.'
The conclusions of [5] suggest that for a user, understanding a multimedia presentation requires a series of cognitive
processes composed of visual and auditory attention processing and the integration of media together across the
presentation. The key design problem is thus, what can the user extract form a presentation at a ‘moment by moment’
level ? Our work has attempted to address these issues, empirically investigating the cognitive processes of attention to
Multimedia and providing design advice and tool support.
The paper has two main sections. First we review empirical studies of visual attention and recall of MM presentations.
We were interested in the attentional processing of different visual presentation elements, such as text captions, labels
and still and moving objects; and in how the serial nature of visual attention would cope with processing a complex
and rapidly changing MM presentation. These studies used eye tracking equipment to analyse what was fixated by
subjects viewing an MM presentation.
The results of the studies are taken as a basis to justify the importance of moment by moment design. The problems
found in attentional design are used to inform a set of guidelines for presentation design. These are then extended to
form a method for analysing MM presentations.
The second part of the paper describes a prototype authoring tool which uses the guidelines. The tool embeds our
guidelines as rules within an expert system, which is linked to an authoring front end. Unlike several existing MM
design tools built using AI methods [1],[3], it seeks to include the human designer by providing analysis and advice of
potential design problems as the presentation is authored.
<-- Table of Contents

Exisiting Approaches
The existing literature on MM design can be divided into two categories : empirical studies of user performance, and
guidelines or heuristics for successful design. Few empirical studies have addressed the effects of varying multimedia
design on performance. [7] investigated the comprehension of a text and animation illustrating the operations of a
piston. They suggest that the addition of text enhanced understanding of the presentation as a whole, and they argued
that to be effective the presentation must sequence together both pictures and words into a unified whole. However
little analysis is given as to how this sequence should be designed within the media themselves, or how such design
decisions would have effected their results.
A similar study of MM design was conducted by [6]. They investigated the use of text, still image with text and
animation with text in providing instruction for a descriptive presentation identifying parts of human heart. The study
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again only considered all or nothing changes and failed to address issues in how the media were designed. It is
concluded that 'a difficult text is not necessarily enhanced by an animation even when the animation is well-designed
and highly relevant. Complexity is not removed by the addition of more media.' The studies of [6],[7] offer high level
results without considering how media can be combined or designed, or how media should be sequenced.
Several authors have suggested MM design guidelines. A set of principles for MM design are provided by [9].They
summarise a range of educational issues in the use of MM. Examples of the type of advice offered include to ‘employ
screen design and procedural conventions that require minimal cognitive resources, are familiar or can be readily
understood, and are consonant with learning requirements’ and to ‘structure presentations and interactions to
complement cognitive processes and reduce the complexity of the processing task’.
Whilst the principles of [9] clearly state that MM design should take into account the cognitive processes of the
viewer, they offer little practical advice for what design requiring ‘minimal cognitive resources’ would actually entail.
A checklist for MM design is provided by [4]. It focuses on the need to combine media effectively and provides a
questionnaire to rate how different media are used in the presentation . An example question would be to rate from
‘ineffective’ to ‘effective’ the ‘Use of text with sound’. Again, the checklist says little about design of media and gives
no details as to how media should be synchronised together. [4] notes that 'what this taxonomy [of design issues] does
not address is the design process and the order of use of different media'.
In summary, little existing work addresses the ‘moment by moment’ design of MM presentation. Studies generally
address gross design decisions such as which media to use, and tend to be too high level to be useful.
<-- Table of Contents

Studying Attentional Design
In order to investigate the ‘moment by moment’ cognitive processes used in viewing an MM presentation, we
performed a set of eye tracking studies upon presentations from a commercial MM presentation, ‘The Etiology of
Cancer’. The studies made use of eight novice subjects. An example analysis is given below on part of a sequence
explaining the spread of tumours via the blood system. Figure 1 shows a set of screen shots from the sequence and
single subject traces produced form the eye track data. The average fixation location for the group of subjects is shown
as numbered locations on the screen shots (for more details of the analysis see [2]).
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Figure 1. 'Etiology of Cancer' Sequence (speech track is shown beneath), and single subject eye track trace
The first frame of the sequence showed the primary tumour and label, blood vessels with labels ‘blood to heart’ and
‘blood from heart’, and arrows in the vessels (figure 1, top). Eye tracking results showed that subjects initially fixated
upon the large primary tumour object at the centre of the screen (1). Subjects then shifted from the tumour object to its
label (2a), and to the blood vessels and their labels (2b),(2c). The primary tumour label (2a) received many more
fixations than (2b) or (2c). This may be because (2a) was referred to in the speech track 'Metastasis resembles primary
tumour development...', drawing attention from (2b),(2c).
The second frame showed the tumour cell within the primary tumour being highlighted (figure 1, bottom); subjects
made a strong shift to fixate the highlight area (3). The tumour cell then began to move across the primary tumour and
up the right vessel All subjects tracked its path into the blood vessel to the top right of the screen (4),(5a).. Finally, the
tumour cell label was revealed. The reveal produced a shift of fixations between the tumour cell and its label (5b).
Two of the subjects then returned to refixate the blood vessel labels before the presentation ended.
The attentional results suggested that speech cueing, highlights, reveals and motion have strong attentional effects, and
showed that the tumour cell, its path and label were well attended to by all the subjects. They also predicted that a
problem may have occurred in the design of the first frame of the presentation resulting from labels for ‘primary
tumour’, ‘blood from heart’ and ‘blood to heart’ all being shown at once, with ‘primary tumour’ label cued in speech
confusing focus with the other labels.
To ensure that the attentional results were accurate, we also tested recall. If we found a design problem, would it show
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up as a failing in the subject’s subsequent memory of the content ? A structured recall test bore out the eye track
findings. Whilst all eight subjects had a general understanding of the motion of the tumour cell away from the primary
tumour, only three out of eight could correctly recall that the tumour cell moved toward the heart rather than away
from it. The direction to the heart was given in the labels on the blood vessels. The recall test provided some evidence
that problems in attentional design could lead to difficulties in subsequent recall.
<-- Table of Contents

Design Guidelines
The results of our studies upon sequences from the ‘Etiology of Cancer’ were used to inform a set of guidelines for
attentional design. The guidelines aimed to predict what would be attended to in a presentation and to flag any
potential design problems. A subset of the guidelines are given below (see [2] for more details), followed by examples
of their application to the cancer sequence.
<-- Table of Contents

Still Images
IA1 : Scenes are not attended to uniformly. Objects which are larger, brighter, shown in more detail, away from other
objects, or shown away from rest will be focused on in preference to other objects. This was the case for the primary
tumour in the cancer sequence,which was larger and shown in more detail.
IA2 : Use a highlighting techniques (change colour, add symbol or label) to draw attention to important objects. By
default only the scene level will be focused upon unless the user is motivated for closer inspection. The use of
highlighting in the cancer presentation was highly effective, with subjects fixating upon the tumour cell when it was
highlighted.
IA3 : Allow viewing time. Avoid showing an object in motion or using a highlighting technique when the user is
extracting information from an image; allow at least a second before changing the image. In the cancer sequence
subjects fixated the image for a second or more before they shifted to labels.
IA4: Beware of using too many highlighting techniques within an image at once.Sequence highlights to move attention
from one object to another. In the cancer sequence, the initial frame had three objects highlighted with labels. This
seemed to cause confusion, with viewing order moving from one to the other.
IA5: Gradually reveal objects and symbols to control viewing order. The reveal effectively attracts attention. Their is
indication in the cancer sequence that reveal of the tumour cell label moved attention to the label and object.
<-- Table of Contents

Moving Images
AA1 : Onset of motion will attract attention; but it will also shift focus away from static objects in the scene. The
motion of the tumour cell had a strong effect on all subjects. None of the subjects broke away from the path of the
motion to read a label or fixate other static objects.
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AA2 : Animation requires attention. If attention is already focused (such as reading a text or label, or attending to
another animation) motion onset may not automatically shift attention.
AA3 : Use animation with care. Tracking an object motion will maintain focus but may prevent focus shifting
elsewhere. When tracking motion avoid revealing other objects, symbols or labels during the animation or displaying
more than one animation.
<-- Table of Contents

Text
TA 1 : Generally an image will be focused on before a text. If focus is required on the text prior to the image, the text
should be displayed before the image or the text area should be larger than the image. In the cancer sequence, attention
was given to the image regions prior to the text.
TA 2: Revealing captions and labels is particularly effective and can be used to direct the users reading sequence.
When the tumour cell label was revealed at the end of the cancer sequence, it was given longer fixations than other
labels, such as those for the blood vessels.
TA 3 : Ensure that a label and object appear together to improve identification. Displaying a label and an object
produces fixation shifts between the object and the label. These can be seen in the cancer sequence between the blood
vessels and labels, and between the tumour cell and its label.
TA 4 : Allow reading time for text. When users are reading text, focus will not be able to shift until a break is
encountered (end of a sentence or paragraph). The more complex the text is, the longer the reading time required.
<-- Table of Contents

Speech
SA 1 : Multiple strands of speech or sound will interfere with each other and distract focus. Speech can be focused
upon concurrently with visuals, but no more than one strand of speech should be presented at once.
SA 2 : Reveal objects and labels when cued in the speech track. Cueing labels within the speech track will produce a
shift attention to the object and its label. This may have been the case for the ‘primary tumour’ label which is cued in
the speech track, and was generally given more fixations than the ‘blood form heart’ and ‘blood to heart’ labels.
SA 3 : Allow reading time after cueing a text. Avoid reveals or animation for the duration of speech segment which
cues a label. If the label is complex, reading speed will be similar to that for speech track to pronounce it.
<-- Table of Contents

Supporting design for attention
In order to use the guidelines in a design method, the presentation must be analysed over time and the guidelines
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applied to decided which part is likely to be focused upon, and where any contentions might occur. We perform this
analysis by constructing a time line and then mark on to it which media are available and which are predicted to be in
focus. We term this an ‘attention graph’. It shows the different media on the y axis, with time on the x axis.
<-- Table of Contents

Example
An attention graph for the original cancer presentation is given in figure 2. Black lines indicate that an part of the
presentation is in focus, whilst grey lines show that the part of the presentation is available for focus, but is not
currently focused upon. Exclamation marks show potential problems.

Figure 2. Example Attention Graph for 'Etiology of Cancer' sequence
In the first frame the speech track and primary tumour are marked initially in focus, as the primary tumour is the
largest object in the scene (IA1). Next, the primary tumour and left and right vessel images have label effects, making
them all candidates for focus (IA2). The guidelines suggest that the speech track will set focus on the primary tumour
label, as it is referenced (SA2). They warn that each of the label and image effects should be revealed in sequence
(IA5, IA6); and that the speech track does not refer to the blood vessel labels (SA2). The guidelines also note that
reading time is required if labels are focused upon (TA4). Once focus is released from the tumour label, it would
moved arbitrarily to one of the other blood vessels.
In the second frame, the guidelines set focus onto the tumour cell by the highlight effect (IA1). A possible problem
with the tumour cell label is noted, which should be shown when the tumour cell is initially focused upon (TA3). The
guidelines then give focus to the motion of the cell (AA1). When the cell stops moving, focus switches to the cell itself
due to its label (IA1). A problem is noted with the speech track, which does not reference the tumour cell at the point
when the label is shown (SA3).
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<-- Table of Contents

Providing Tool Support
A significant difficulty with using the attention graph is the time it takes to perform the analysis. Authors of MM
presentations are used to being able to rapidly change presentation, delete and add media, and move media around in
time. As the previous example shows, predicting a problem leads to the need to change the presentation, and thus
requires a further iteration of the guidelines to confirm all is well with the new sequence. The time and effort
consumed would make the method unwieldy for real world use.
Our answer to these problems has been to embed the guidelines within a tool, enabling the generation of the attention
graph and annotation of potential problems on the fly. The aim was to build a tool that would allow a designer to enter
their presentation, and be provided with immediate feedback of potential design problems. Whilst the key issue for the
our method lies in the provision of guidelines, the implementation had to be scoped to allow both guidelines and to
allow the presentation to be mocked up within the tool. The general requirements are thus to :
a) specify an environment which is rich enough to allow realistic MM presentations to be developed and which are
comparable to the type of presentations which would be built in other authoring tools
b) specify a guideline advisor which has sufficient power to both support the guidelines at authoring time, and to
produce the attention graphs and critique the completed design
c) ensure that the guidelines are separate from the authoring tool, and are inspectable and modifiable without
rebuilding the tool itself.
<-- Table of Contents

Tool Design & Architecture
The prototype tool was built in Visual C++ and AMZI prolog under Windows 95. It has two main components, shown
in figure 3. The authoring component is used to build a task / media model. This represents the task which is to be
presented, the media which are to be shown, and their sequencing in time. The Expert system component is able to
interrogate the task / media model formed by the authoring tool and apply a set of design rules based on our
guidelines. These are used to produce the attention graph and provide design advice. The following sections address
key issues in the design of the authoring tool and expert system .
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Figure 3. Overview of tool architecture
<-- Table of Contents

Task / Media Model
To begin to enter the presentation, the designer constructs a hierarchical model of the task to be presented, the media
required, and their sequencing in time. The first step is to build a task model. This is made up of a set of task nodes
representing procedures, actions and objects. The cancer sequence is composed of a procedure, containing several
objects eg the left blood vessel, primary tumour, and actions eg the movement of the tumour cell.

Figure 4. Screen shot of Task / Media model and sketch input for 'move cell' task action

file:///C|/Users/Bear/Desktop/new/MM97/text.htm[3/15/2010 6:34:08 PM]

Multimedia : Design for the ‘Moment’

The task model is then populated with media, such as labels, text, image, speech and animation; eg for the ‘move cell’
action, an image, motion, speech and text label are required, shown in figure 4 (left). Since the tool was aimed at early
stages of design, it was decided to use a sketch based representation for image and animation. This allows the user to
rapidly prototype the design. An example is shown in figure 4 (right). Having selected the required media, each media
is next annotated with presentation effects. The presentation effects are used to set focus on a particular media; eg in
the ‘move cell’ action, the image of the cell is given a highlight effect. The demonstrator tool allows a limited range of
effects, such as highlight and zoom on images. The presentation effect nodes are placed under the media to which they
are related (see figure 4, left)
The end result of the task / media model is a hierarchy of task type, media type and presentation effect. In order to
realise a presentation, the designer must now set time relations between the presentation effect eg when should an
image be shown, when should the it highlighted etc. This is done on a set of time line bars. The presentation effects are
shown as bars, which can be dragged to particular points in time, with their length giving duration (see figure 5).
Having set the times at which a particular effect starts and ends, the finished presentation can then be played back.

Figure 5. Screen shot of timeline bars for the 'Etiology of Cancer' presentation
<-- Table of Contents

Supporting Design Advice
The aim of the design advisor was to critique the emerging presentation as the user built up the task / media model and
positioned the timeline bars. The notion of a 'critic' is similar to that used by [10] who defines that critic based advisors
do not automate design, but attempt to spot and alert the user to problems in their design which the user can then
fix.[11] suggests a range of levels of support a system can offer to the user, from manual to fully automated. We
choose to provide critic based support for two reasons. First, whilst our guidelines were useful for spotting problems,
they did not constrain the solutions. Thus, for a given problem, many solution orderings of the presentation elements
existed. The choice of final ordering would be left to the designer. Second, we believe that in order to produce the
presentation without designer intervention would require a far more detailed encoding of the task, the media content
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and the designer's needs. The costs of inputing such models may be greater than the value of the advice offered. A
critic system on the other hand can be based on weaker models, since the designer can always qualify the advice based
on these factors.
<-- Table of Contents

Expert System Design
The expert system uses the task / media representation constructed in authoring to offer design advice and produce the
attention graph. This is built in prolog and provides a forward chaining inference engine. It is based on a prolog in
prolog style interpreter, which can load and interpret a set of rules from a text file. Prolog was chosen as it allows
custom expert system shells to be easily prototyped [8] . The rules are made up of a left hand side which contains the
condition which must be met in working storage for the rule to fire, and a set of actions which the rule causes. Since
the rules are separate from the authoring tool, they can be easily edited and customised.
The expert system uses two knowledge bases of rules based on our guidelines. One set deals with interacting with the
user based on menus. These give advice on selection of media and presentation effects, and prompt for additional
information required for the attention graph. The example rule in figure 6 displays a menu which prompts the user for
information concerning the visual appearance of an image. When the author selects one of the menu options, either
image(emphasised) or addtech(image) are asserted causing further rules to fire to help the author choose a presentation
effect.

Figure 6. Example of menu rule and screen shot of menu produced.
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The second set of rules are applied when a timeline bar is added to the presentation, or the user re-arranges the
existing timeline bars. These rules are used to interrogate the start and end times of presentation effects set by the user.
A sample rule is shown in figure 7. It checks if a timeline bar needing focus exists in working storage which is not a
speech effect and not blocked, and which has a start time equal to the current end of focus (CE); if it finds one it adds
priority(Start) to working storage.

Figure 7. Example of Attention Graph rule
The rules used to produce the attention graph will now be described in more detail. They are divided into 6 phases :
a) Initialise : The first set of rules are used to initialise the focus search. They block focus on effects which require
focus on another effect prior to themselves being given focused. These include highlights and animation which require
their image show effect to be focused on first. The rules also separate running focus search on visuals from that on
speech.
b) Find a visual focus start time : The next set of rules performs a search through the start and end times of the
timeline bars, seeking bars which can potentially be in focus. A start time for focus is chosen :
i) Animation show effects are given focus by default if they overlap with the end of current focus. These rules
recognises that animation have a very high attentional value and will gain focus by default as soon as it is free (AA1).
ii) Effects which are revealed just after the end of current focus are given focus. These rules reward effects which start
directly after focus has ended, since it will be free to move to a new effect (IA5, TA2). Thus a label effect revealed
directly after an image show effect releases focus will gain focus over a caption effect which started while focus was
engaged on the image. Effects are favoured which are related to the current focus; this ensures that the current focus
will move eg from an image show effect to the images highlight or label effect (IA6,TA2).
iii) Focus is given to effects which have started but which have not yet gained focus and are still active at the end of
current focus. Previous effects are chosen based on recency, the effect closest to the focus end time is given focus.
These rules work back over the timelines searching for effects which did not gain focus earlier. Again effects are
favoured which are related to the current focus.
iv) Focus is given to the next effect which occurs after the end of current focus. These rules allow for gaps in the
presentation in which no effects are active and requiring focus. They move focus on to the next available effect, again
favouring effects which are related to the current focus.
c) Check visual focus priority : Having found a new start time for focus, a series of rules are now used to apply
priority if more than one timeline bar competes for focus at the same time :
i) Focus is given to animation show effects (AA1). These rules favour animations over other effects. They advance the
end of focus to the end of the animation effect, since attention will track animations and hold focus until the end of the
effect (AA3).
ii) Focus is given to image show effects. These rules recognise that images will gain attention over labels or captions
(TA1), and favours images with highlights or labels (IA1), or images which the user has selected as being perceptually
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prominent (IA1). They advance the end of focus to allow viewing time for the image (IA3). They also unblocks any
effects which require prior focus on the image show effect. This allows an associated highlight or animation effect to
compete for focus.
iii) Focus is given to highlight or label effects favouring highlights (IA2), then labels which are also referenced by
speech (SA3). These rules favours effects which draw attention to images. They advance the end of focus to allow
reading time for the label (TA4) or viewing time for the highlighted image (IA3).
iv) Focus is given to caption effect, favouring a bold font effect. They advance the end of focus to allow reading time
for the caption (TA4).
d) Add visual focus warnings : The start and end time of focus are used to produce warnings.
i) A search is made for any effects which have start times that overlap the new focus period. These rules find any
effects which have been prevented from getting focus by the effect focused upon. The rules then add warnings and
design advice. Thus, if an image is revealed during an animation, a warning will be given because the animation will
block the image getting focus.
ii) A search is made for any dependencies between effects. Thus if a label is shown, the image it is related is checked
to ensure that it is in focus prior to the label.
iii) Sanity checks are applied to spot authoring errors. These include mistakes such as showing an highlight effect
when the image is not being shown.
e) Check speech focus : focus on speech is phased separately to visuals. The rules are simpler than for visual focus,
since only one strand of speech can ever be in focus at once (SA1). They ensure focus is given for the entire duration
of the speech before it can switch to another speech effect. Focus is given to the first speech effect found, and held on
it for its duration.
f) Add speech warnings : Warnings are given for overlapping speech effects (SA1), and checks are made that any
labels and captions that are in focus when the speech effect starts are related (SA3).
<-- Table of Contents

Using The Tool
The screen shots in figure 8 & 9 show an example of the how the rules produce an attention graph for the first frame of
the cancer presentation. The white lines show the prediction of which part of the presentation will be in focus, and for
how long (images require at least a second viewing time, whilst labels require 3 seconds). Buttons denote potential
problems and provide warnings.
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Figure 8. Screen shot of Attention Graph for first frame of 'Etiology of Cancer' presentation
Figure 8 shows that focus is initially given to the primary cell image, due to the speech track drawing attention to the
label, giving it a higher attentional value than the right or left vessel. Focus is held on the image for a small amount of
time to allow for viewing. Warnings are added to show that potential problems may exist on the other timeline bars
which overlap with the image bar (figure 10).
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Figure 10. Warning dialog for revealing images together
The rules then try to find other effects which are related to the image, giving focus to the label. They push focus back
to allow reading time. Following this, focus is given arbitrarily to the left vessel, since both it and the right vessel have
the same effects. Warnings are given at the end of the timeline bars, as they are to short to allow reading time for the
left vessel label, which can be seen to run over the end of the label bar. They are also given due to the vessel labels
being in focus when speech is being given from the primary tumour object.
By adjusting the timeline bars, the designer can correct the problems; when all the warning buttons have disappeared,
the presentation has no focus problems. An example arrangement is shown in figure 9, in which the labels and images
are revealed one by one to shift focus around the presentation. Each effect is spaced in time to allow for reading and
viewing images. The left vessel label effect is not shown until the speech for the primary tumour has ended, allowing
focus to remain on the primary tumour for the duration of the speech.
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Figure 9. Screen shot of Attention Graph for revised first frame of 'Etiology of Cancer' presentation
<-- Table of Contents

Current work & Conclusions
We believe that by taking into account the cognitive processes required to view an MM presentation we can improve
presentation design. This paper has shown how empirical studies of these processes can be used to inform guidelines
which are then wrapped up into a tool to support design. The need for tool support is vital if guidelines are to be
actually used by authors in the real world. The guidelines must fit in with the type of tool used by the designer, and
must be explicit and modifiable.
The current tool is a prototype to allow us to explore how guidelines can be used to assist authors. To this end the tool
must present advice which can be readily understood by the author, and allow the author to try what-if style
exploration. The attention graph is proposed as a representation which is highly fluid : the author can simply move the
timeline bar and check quickly if any potential attentional problems will arise.
Our current work is to support our claims for the tool's utility be performing studies using the tool with novice MM
designers. By analysing whether the tool improves their presentations, we should be able to justify our arguments for
guideline support in authoring. We also feel that it is vital to take note of how designers would react toward the advice
eg if it might reduce their creativity, or conflict with their instincts.
Finally, by stating explicit guidelines and modelling them in rules, the tool pushes us to perform further empirical
studies to validate how the advice offered compares against what subjects actually do. These results would then refine
our guidelines.
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Abstract
Nature documentaries play an important role in high school biology classrooms, yet they deliver a passive and biased
account of the behavior of organisms. To engage students in more active problem solving around behavioral topics, we
created an interactive video system called Animal Landlord. Part of a week-long curriculum designed to introduce
concepts in behavioral ecology, Animal Landlord presents film clips of the Serengeti lion hunting its prey. Students
select and annotate video frames with explanations of their significance to the hunt, compare annotations across films,
and ultimately generalize a qualitative model of predation behaviors. This paper discusses the motivations for changing
the nature of documentary use in the classroom, the ways in which we change the form of traditional narration for
pedagogical purposes, and the interactivity that emerges in the social context of the classroom.
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Introduction
New reform efforts in education (e.g., [17]) attempt to move students away from passive textbook and lecture
activities by advocating more student-directed activities. Providing students with rich problem settings in which they
can engage in iterative hypothesis generation and testing and explanation of causal relationships may result in more
productive learning that shallow exposure to a broad base of content [4, 23]. Many computer-based learning
environments have been developed to provide interactive settings for students to engage in realistic activities.
However, many educational multimedia systems do not conform to these reform standards. We still see systems that
essentially integrate traditional educational media into an "electronic textbook" [29]. These systems provide
opportunities to explore content nonlinearly, but they still place the student in the passive role of media consumers. As
well, many of these systems attempt to stand alone, encouraging a one-on-one interaction between computer and
student [19]. While there is nothing wrong with personalized instruction, social collaborations with peers and teachers
are crucial to learning, and this is often neglected in the design of educational multimedia.
Multimedia designers organize and relate content materials to make particular kinds of experiences accessible to
students. In some sense, many of the interesting learning opportunities occur during this process, as designers are
forced to interpret meaning from media and to develop coherent storylines. Perhaps if we want students to assume
more active roles in their learning, we should let them engage in this process. Instead of imposing meaning on a
database of media, we should allow students to do the interpretation and plot development. More so, we should allow
them to collaborate with teachers and other students in this process to encourage multiple viewpoints on the
construction of meaning. The goal of our research is to empower students to become media producers.
As part of the BGuILE (Biology Guided Inquiry Learning Environments) project [30], we have constructed an
interactive multimedia tool called Animal Landlord. Designed for high school biology courses, Animal Landlord
engages students in concepts from behavioral ecology, such as resource competition, social organization, and optimal
foraging theory. We provide a set of computational tools to support students in creating "narratives" of a corpus of
video clips. The video allows students to observe the behaviors of lions during their hunts. Use of the computer
environment is meant to help students collect "field data" which are then used to generalize larger, explanatory
structures accounting for the causal influences on lion predation and prey evasion.
Traditional nature films, where visual imagery provides firsthand accounts of various flora and fauna, can be useful
observational tools. But the film itself is simply a starting point for further discussions and integration with other
curricular materials. Without complementary activities, students may simply view the film as a novel relief from their
textbooks. Instead of compiling video materials into a multimedia presentation system, we have students essentially
create their own documentaries using video as a primary data source. Educational film is largely a passive medium,
and our goal is to make it less so by using it as a foundation for more active observation.
Our goal is not to provide hypermedia systems for browsing information about animal behavior, but to create a tool for
students to observe and construct explanations of complex behaviors found in video. But a tool is not enough, for
students also require assistance in understanding how to construct explanations from video. Because they are so used
to passive viewing of documentaries, we have had to iteratively design and refine structures that help them explain
visual events in meaningful ways. Some of these structures exist offline, as part of the classroom culture. As there are
established norms of interactions in classrooms, we have had to introduce interactive video within existing social
constraints.
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This paper focuses on two issues that we have faced in reconstructing the nature documentary into an interactive,
learning experience. First, we look at the use of documentary films in classrooms to understand how interactive video
can change traditional patterns of activity. How can multimedia be used to change the typically passive event of
watching a film into the active, social development of scientific ideas? Second, we consider some preliminary results
related to learning outcomes. If we change the use of film in classrooms, can we also see changes in the ways that
students reason about content issues?
<-- Table of Contents

From Nature Films ...
Film appears to have benefits as an educational medium [4, 21, 32]. Visual events are rich with opportunities for
students to pose their own questions. Teachers can encourage students to think about interesting events or anomalies
present in the film, including issues not explicitly mentioned in the narration. The ability to view dynamic events can
also facilitate understanding -- watching a lion chase its prey is much different than simply reading about its speed. As
a result, video establishes a context for applying domain skills and concepts, for seeing how scientific abstractions
manifest themselves in the world.
Yet, many educators have attacked educational films for being little more than "illustrated radio shows", providing
compelling narratives but few opportunities for students to reflect on the content [11]. Film narrations may suffice for
topical overviews, but they rarely present in-depth explanations of how and why animals behave as they do. In this
sense, the narration is similar to many high school textbooks, presenting factual, surface accounts of the organism
while excluding much of the interesting science [19, 25].
Nonetheless, there is evidence that viewing science films results in knowledge gains [9, 27]. However, it has also been
shown that watching a nature film results in the same learning gains as simply listening to the film's narration without
the video [9, 32]. In cases where we have presented documentary footage without narration in high school classrooms,
students typically complain about the lack of a textual guide -- "How are we supposed to know what is happening?"
Narrative focuses attention on relevant visual events, acting as the primary source of knowledge in documentary films
[8, 32], yet there is a great deal of implicit information in the video that students can also observe and explain for
themselves. Unfortunately, the inclination to passively listen to the narrator impedes such student-directed learning.
Another interesting result is the relationship between student misconceptions and biological films. Silverstein and
Tamir report that students often generate fewer causal explanations of topics in a film after viewing [27]. These causal
explanations found in pretests were replaced by anthropomorphic (relating animal behavior to human behavior) and/or
teleological (relating behavior or structural features to a goal rather than a mechanism) explanations. On the other
hand, students were able to regurgitate information transmitted through the narration. This implies a difference
between factual knowledge and reasoning about biological phenomena. Students are adept at absorbing the former,
while the latter requires additional knowledge excluded from the narration and/or implicit in the visual scene.
There are a number of issues facing the use of educational films more actively in science classrooms. For one, the
presented material is primarily factual, neglecting interesting domain processes in favor of straightforward outcomes.
They also tend to ignore the numerous interactions between an organism and its environment that lead to its behaviors.
Secondly, the video itself does not appear to be the major contributor to student learning; the narration is the dominant
purveyor of information. These two areas may be related, as conveying outcomes may be more congruent with the
aesthetic concerns of film makers than discussions of processes. Finally, these films present a single, linear story about
the visual events at the cost of limiting potential problem solving around the video itself. This discourages students
from making their own observations and interpretations, again leading to the passive reception of information. While
all of this may suffice for casual viewing, we would like to see students reflecting on and explaining the rich, visual
data found in nature films.
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It is worth noting that similar arguments have been raised against educational multimedia. Many early systems merged
multiple media in interesting ways, yet they still focused on delivering presentations to students [19, 29]. Nonlinear
browsing of hyperlinked materials may alleviate some of the passivity associated with film, but the software designer
is still impinging a storyline on the user that can also be viewed passively [6].
<-- Table of Contents

To Interactive Nature Films ...
Our goal is to change the ways that documentaries are used in classrooms by shifting students from recipients of
content to producers of media artifacts. Textbooks and traditional school curricula bias students towards views of
science as factual information that is to be accepted without argument. Documentary films often do the same,
presenting carefully crafted stories suggesting a "right" way to view a complex phenomenon. In a sense, students
perceive the development of scientific knowledge as data simply waiting to be discovered. We would like to help them
understand that it is experimentation, argumentation, and iterative refinement of ideas that lead to the "truths" found in
science. Instead of simply understand facts, we would like them to understand the reasoning strategies that underlie
scientific endeavors.
New science reforms calling for active problem-solving argue that learning is an continual process of engagement with
ideas and materials [17]. In typical classrooms, student performance is only assessed by the teacher and rarely shared
with other students. More and more, there is an shift away from this, calling for students to make their understandings
explicit as observable artifacts which can be examined and shared with teachers and peers. This process of sharing and
creating work with others can lead to classroom cultures in which students come to critically interpret and learn from
the work of their colleagues.
What does this mean for the development of educational multimedia? We want students to begin looking closely at
visual information, relying less on the narrator and more on their own observations and interpretations. In some sense,
we want them to become multimedia researchers, decomposing video into events, analyzing and drawing connections
between these events, and collaborating with others to construct meaningful representations of the visual data [12].
Instead of creating the digital analog of the nature film, we are trying to create environments for students to learn by
making their own interpretations of visual information and assembling their own narrative accounts.
The development of such tools can be seen in projects like MultimediaWorks [18] and MAD [2], authoring
environments used to create multimedia stories and movies. Goldman-Segall's Learning Constellations is a video
annotation tool used by adults and students to create ethnographic accounts of their school culture [12]. There are also
several tools used by students to analyze properties of motion from digital video [7, 20, 21]. With these, students take
measurements of physical phenomena directly from video clips to tell quantitative stories about distance, rate, and time
relationships. Our work is similar to these systems but differs in its focus on analysis of complex behavior. Our goal is
for students to describe causal interactions and to analyze variation across multiple video episodes to generalize
qualitative models of behavior.
There is also a need to acknowledge the role of social interactions in learning. Many multimedia technologies have
been designed for singular use, acting as environments for individual students to peruse information and practice skills.
For some domain areas, this is a useful tactic; formalized, algorithmic practices, for instance, may be better taught
through self-paced, individualized instructional methods [1]. But many high-level reasoning skills, such as hypothesis
generation and testing, may be better facilitated through collaboration with others who can pose opposing viewpoints.
Instead of designing multimedia as a more efficient purveyor of knowledge, we should be designing learning
interactions, of which the computer is a central tool [19].
Nardi et al. depart from the use of video as "talking heads" in a system that facilitates collaboration during
neurosurgery [16]. Video acts as a prop for coordinating activity in the operating room, but it also plays a learning role
for students, as it can later be viewed to understand the real-time demands of expert practitioners. Collaboration around
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video also plays a role in Media Fusion [3], a system that integrates QuickTime video with various quantitative data
tools (e.g., spreadsheets) for students to create narratives around video. The goal of these projects is to integrate video
media seamlessly into the norms of social interaction. Our work is similar in this regard; the interactions take place in
the classroom, and video is used to construct causal analyses of behavior.
In our work, students create explanatory narrations for a corpus of video clips. To do this, they view documentary
footage seeking answers to an assigned question (e.g., "Why is the lion a `bad' hunter?"). Instead of simply watching
films, students edit and manipulate video frames as a primary data source. Gradually, they move from raw video
footage to working with evidence in the form of significant frames. These frames are used to construct more complex
generalizations of the processes under observation. As we will describe, this means moving away from linear, text
narratives to a format that allows interactions and causal connections to become more explicit.
Student narrations are concrete products shared in small-group and whole-class interactions. In these group sessions,
students shift from creators to critics, arguing over the validity of each other's work and working together to develop
better interpretations of the film. In some sense, the exercise is a form of "interactive documentary", for students
manipulate video frames to generate explanations of behavior, creating a narrative framework. It is not interactive in
the sense of nonlinear, multimedia presentations authored or viewed by the user (e.g., [15]).
It is also interactive in the sense described by Brooks when he points out that the most interactive of movies may be
The Rocky Horror Picture Show [5]. While researchers continue to develop complex technologies for computer story
presentation, Rocky Horror fanatics are content to dress, act, and sing like their favorite characters ... all in the middle
of a crowded movie theater. Brooks' observation is that interactive experiences do not necessarily begin with the
modification or nonlinear browsing of films; audience participation can alter a film's experiential qualities.
Our students are the audience, and the classroom is the movie theater that will house the interaction. We have an
additional player in the environment, the teacher, and we will discuss teacher roles in sustaining the interactive nature
film in a later section. The activities we will describe digress from the linear viewing of the nature documentary,
changing passive viewing into a more active experience. Interactivity emerges as students and teachers collaborate to
solve problems posed by the video, not as a result of altering the film sequence.
We are trying to overcome the conceptions of science and nature film as static facts by having students construct
qualitative models of visual events. Instead of simply watching digitized films that explain science as truth, students
will construct their own interpretations using video as data, interpretations that parallel those found in the ecological
literature. The process of interpreting and explaining visual data is largely social, with students collaborating to create
what would normally be called a narration. From this, we hope that students will gain a better understanding of the
scientific endeavor and better strategies for reasoning about complex, behavioral phenomena.
<-- Table of Contents

Animal Landlord
Forty-four lion prides within a 2,000 km 2 area of Tanzania's Serengeti National Park have been under continuous
scientific observation since 1966 [28], and our curriculum focuses on their hunting behaviors. When we ask students
how often they think lions successfully capture their prey, their predictions are quite high (50-90%). In reality, only
15-30% of all attempted hunts actually result in a successful capture [22]. This mismatch between the lion's mythology
and scientific observations raises curiosity and sets the stage for learning topics in behavioral ecology such as social
organization, resource competition, variation between individuals and species, and environmental pressures.
To understand why lion hunting success is lower than expected, one needs to understand the causal interactions
between the lion, its prey, and the environment. Observation of the creatures would likely provide some insight into
these interactions, but sending high school students to the Serengeti plains is rarely an option. Instead, we use video to
achieve the same end. We have found that students are quite good at watching lion films and generating flowery tales
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of predator versus prey, but their spontaneous narratives contain few causal analyses or mentions of dependent
variables. In a sense, they are adept at creating narrations that one might find in a traditional documentary, but they are
not naturally making detailed observations and interpretations of the visual events. With this in mind, we created an
interactive video system to explore the behaviors of the Serengeti lion.

Documentary Story Structure
Our pedagogical focus is on the acquisition of both content and strategic knowledge. By content, we do not mean that
students should become experts on lions. Predation behaviors serve as an example from which discussions of resource
competition, social cooperation, and evolutionary adaptations can occur. Animal behavior is typically relegated to a
single textbook chapter, mostly presenting terms for memorization with a few examples. We hope to provide deeper
understanding by providing a rich example and then later applying terminology to features of it.
As for strategic knowledge, we would like students to gain an appreciation for the subtleties of scientific observation
and explanation. Although lab assignments are common in high school biology, they tend to have a "cookbook" flavor
to them, and students rarely have opportunities to setup experimental conditions and to explain results for themselves
[23].
One of the steps in our iterative design was to look at 200 narrative descriptions of lion hunting videos written by high
school students before they used Animal Landlord. These paragraphs tend to obscure the salient events in the hunt, and
they also tend to carry additional embellishments and inferences not present in the visual scene. A typical example
appears below:
They sort of stalked their way along and were cautious not to make any sudden movements until the end.
The lion quickly charged a (sic) unsuspecting zebra which didn't have time to think or run and this made
the lion successful in catching his prey.
We try to help students shift from these narrations to causal explanations of behavior. This requires explicit focus on
the relationships between events, a focus on the components of a "good" explanation. Not only should students
understand how these components come together to form a scientific argument, they should also understand how to
detect them during their observations.
Ecologists have expertise which helps them focus their observations and explanations when doing field observations.
Through conversations with ecologists and a study of the literature, we developed an investigation model [30] which
attempts to capture important features of ecological experimentation and argumentation. High school students lack this
expertise, and we must assist them in acquiring these practices.
The investigation model can be summarized as:
Decompose behavioral observations into related, constituent actions.
Compare across similar events, looking for variations.
Identify factors accounting for these variations.
Relate factors back to behaviors to form an evolutionary explanation.
Animal Landlord was designed around this investigation model. A software annotation tool focuses students on the first
point, detecting intermediate actions that lead to an outcome. Comparison and identifying strategic factors that vary
across events is also facilitated through a visual comparison tool. A modeling activity at the end helps to link
everything together, forming a qualitative explanation of hunting behavior.
Text narratives tend to cloud the details of intermediate events that have a causal role in the hunt outcome, while the
investigation model leads to a story structure which highlights these dependencies. The model also assists the
development of a final story by suggesting relevant areas to focus on during observation and explanation. The software
eases the process of analysis by offering tools based on the model.
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<-- Animal Landlord

Annotation
Animal Landlord provides nine video clips, each depicting a different way in which lions obtain their food. The films
vary across factors such as size and composition of the lion/prey groups, prey species, time of day, hunting methods
(stalking, ambushing), and hunt success or failure. This allows students to make comparisons between films to identify
strategic factors influencing hunt outcomes and their range of possible values. Groups of three to four students work
with these clips, presented as QuickTime video without narration on the computer, and use a tool which allows them to
capture and annotate frames of the film to explain their significance (Figure 1). Ultimately, we want students to
produce explanations around the film clips, and their initial annotations will serve as the basis for these.

Figure 1. The Animal Landlord's movie viewer and annotation tool. The exposed menu is used to label movie frames
from a palette of actions. The frame is sent to the annotation window on the left where students make observations and
interpretations around the event. Alternatively, students can directly drag and drop a frame from the movie viewer to
the annotation window.
The menu in the center of Figure 1 shows a number of possible interactions between predator and prey. This feature
was added after initial tests with students, where we noticed that students did not spontaneously decompose the films
into such actions. Instead, they would grab a single frame, generally the final one, and make comments such as, "The
lion failed its hunt because it was slower than the warthog." This suggests that hunting is simply viewed by many as an
outcome -- the predator eats or goes hungry. It is important that students see the causal steps leading to an outcome,
and the addition of this menu greatly increased the quality of annotations in later sessions. Not only were students able
to identify the features present in the menu, but they also identified additional features (which can be added to the
menu and shared by other groups), possibly as a result of spotting unusual events that were not on the action menu.
A large number of our students would write annotations such as, "The predators changed their mind and let the prey
get away because they are in a playful mood." These comments conflate observations of the film with possible
inferences or conclusions. In a scientific analysis of behavior, such distinctions are critical, so we created two types of
annotations. In the "Observations" column, students comment on the actions that lead to the selected behavior label.
This information leads to the second column, "Interpretations/Questions", where students make inferences about the
reasons for a particular behavior and can note questions that they might have about the visual events.
<-- Animal Landlord

Comparison
Every film tells a particular story about a hunting encounter, a story that has been carved into relevant events by the
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students. The next task is to understand how these stories can be assembled to create a complete picture of lion
predation. That is, we can view predation as a space of activities ultimately leading to one of two outcomes -- either
the prey is captured or it escapes [14]. Along the path to these outcomes are a number of "decision points" that are
influential to the predator's success or failure. Mapping this space is useful for understanding the interactions between
the predator, its conspecifics, its prey, and the environment.
The first step in building a decision tree of the hunt space is to examine variations across films. We provide a "light
table" for students to examine the results of their annotations (Figure 2). Students engage in a conversation around
their initial annotations once loaded into the light table. They can select particular actions to see where similar events
occur across films (Figure 2 shows the light table aligned at "Prey runs from predator"). Lining up similar actions in
the light table often reveals differences in the surrounding states that may be important to understanding the hunt
space. For instance, in some cases, a predator might not stalk before chasing; this may suggest something about the
necessity of performing the action.

Figure 2. The Animal Landlord's comparison light table. Students can align actions that occur across films. This table
is aligned on "Prey runs from predator", and all films containing the action are highlighted in yellow. The film on the
right does not contain the action, hence its column is grayed out.
<-- Animal Landlord

Decision Trees and Strategic Factors
The light table provides facilities for explicitly comparing films, and students use it to understand variations across
hunts. From the table, they construct decision trees that represent the space of hunting outcomes. Currently, this is
done offline, on large sheets of butcher block paper -- Figure 3 shows an example decision tree created from three of
the films. Essentially, students create a qualitative model of predator-prey interactions, specifically looking at decisions
made during predation. These models are similar to those found in the ecological literature [14].
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Figure 3. A partial decision tree generalized from three films. Students create these trees on large sheets of butcher
block paper to model predator-prey interactions during hunting encounters.
Decision trees are useful for tracking the potential progress of a hunt, but it is also useful to consider the strategic
factors associated with each node in the tree. For instance, a successful stalk relies on a number of factors, such as the
amount of cover available, the sensory devices of the target prey, and so on. As students construct their decision trees,
they also identify selection pressures influencing the shape of the hunt space. Pressures can either be added to the
paper decision trees or linked to actions in the light table using an editing tool in Animal Landlord.
All of this takes place over a week and concludes with discussions of the trees and strategic factors discovered by
students. Potential evolutionary reasons for the structure of the tree are brainstormed (e.g., Why do the female lions do
most of the hunting?). Teachers will also select nodes in the trees to talk about optimal foraging theory and energy
(e.g., Why do the predators decide to give up the chase?). The trees and strategic factors are also used as "predictive"
models. Students watch additional films, try to fit them into their models, and revise their structures where necessary.
<-- Animal Landlord

Animal Landlord's Behavior
Animal Landlord runs on Macintosh compatible computers and is implemented in C++ on top of Apple Computer's
QuickTime Media Architecture. Although we have only dealt with clips of lion predation in classrooms, the tool was
designed to handle arbitrary visual content, and using standard resource editors, it is relatively straightforward to
change the video clips and action selection menus. People have expressed interest in using the toolset for domains
such as golf instruction, social studies, English literature, and ethnographic research, and we are interested in pursuing
some of these to see what additional tools might be needed to make sense of visual data in those areas.
The benefits of the software tools seem to be their reflection of the investigation model described earlier. Students
should realize that there can be multiple, competing explanations for an organism's behaviors, and structures like the
annotations and the decision trees help to emphasize differences in student work. The light table proved to be a
valuable asset during student collaboration, for they could easily inspect intermediate actions and detect salient
variations. By scanning films in the light table, strategic factors could also be derived from the films.
After a week of activity, students produce film annotations and decision trees, but they never create text narrations
similar to those in nature films. We are about to implement a module that will allow students to sequence the original
video clips, add audio tracks, and actually produce a documentary film. We suspect that moving the information "out
of the box" so that it can be shared outside the classroom would be a powerful motivator for students.
<-- Animal Landlord
<-- Table of Contents
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Classroom Theatrics
Thus far, we have had three separate outings in Chicago-area high schools. Each session was conducted in four
classrooms, for a total of 12 classrooms and 300+ students. In each iteration, we were looking to see what kinds of
activities occurred during the curriculum. In particular, we were concerned with the types of conversations taking
place, the role of the teacher in developing these conversations, and the work produced by students. We were also
trying to identify components of the design that could be improved to help students learn from the activity. In this
section, we discuss some aspects of Animal Landlord's design that have emerged from these classroom trials as well as
some preliminary learning results.

The Teacher
Each session has made it evident that teachers orchestrate classroom interactions, and their role in the execution of
activities is paramount to the success of computer-based learning environments. We are only beginning to understand
and characterize teacher influences on the computer implementation, but some preliminary observations are worth
reporting.
First, we realized the importance of discussions before, during, and after work with Animal Landlord. The computer
does not provide "content" in the manner of textbooks, nature films, and, for that matter, many multimedia programs.
As the activity progresses, teachers talk with students in small-group or whole-class discussions, directing their
activities and encouraging argumentation around their findings. These discussions tend to be student-centered; the
teacher's primary role is to respond to their queries and to suggest directions for investigation. Students do their own
share of independent discussion as they argue around the films to construct their annotations and decision trees, and
these arguments spill over into classroom discussions. Ultimately, learning seems to emerge from student-initiated
discussions fueled by the observations made on the computer. This is very different than traditional lab activities in
classrooms where discussions are driven by teachers.
Teachers are also important in setting up the task, for students are not accustomed to annotating films. We provided
filmed materials on videocassette for whole-class discussions prior to computer work. In our first classroom
deployment, teachers talked through these videos to provide examples of decomposing hunts. However, this was not
enough preparation for the annotation task, as we found that many students would simply mark the final frame of the
film. Others would try to find a frame for every item on the action menu, leading to annotations that had the prey
simultaneously escaping and being killed.
Our next trials included this same videotape, but we added footage of chimpanzees hunting red colobus monkeys. This
film is the only one in our curricular unit that has an audio narration. Teachers lead students through an in-depth
analysis of the hunt events, and they also point out pros and cons of the narration. For instance, this particular film
does an excellent job of explaining the social interactions of the chimpanzees. On the other hand, it mentions that
chimps hunt in the wet season without explaining why that might be. Teachers pull out these subtle distinctions in the
quality of explanations and use them to model what they expect of students during computer work.
The resulting annotations are much different than the previous outing, with students accounting for more events in each
film and adding more of their own labels for actions. This suggests the importance of this type of task modeling, and
therefore, we have used the chimp film as an anchor for the complete curriculum. Teachers constantly refer to it to
help students understand how to create their decision trees, how to think about strategic factors, and so on.
<-- Classroom Theatrics

The Classroom
Many have asked us why students create their decision trees on paper rather than on the computer. In a sense, we are
exploiting the existing culture of the classroom. Students and teachers are accustomed to presentations around large
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paper artifacts, and we see no need to violate this convention; indeed, we suspect that doing so would drastically
change the quality of class interactions. While we could easily develop a tool for sketching decision trees, the activity
around a large sheet of paper is profoundly different than what one would find at a computer. It is common to find
creative additions to these trees as students flex their aesthetic sensibilities. Paper can also be tacked to the walls,
allowing whole-class discussions to take place around central artifacts.
Another interesting factor involves the location of computers. In one trial, we alternated days between a computer lab
for video activities and the classroom for discussions. In these classes, students focused on completing computer tasks
and only occasionally reflected on the events in the film. Class discussions suffered because there was no way for them
to refer to films they seen the day before. It was as if students could not (or were unwilling) to connect activities
performed in drastically different locations.
For our remaining trials, we brought machines into the classroom. In these, students spent a great deal of time
interacting around the video. Even after an assignment was completed, they would continue to use the video as
evidence for their arguments. Because the machines were always available, teachers could use them as conversational
props during class discussions. Continuity between class activities and the interactive video environment was
maintained. We have yet to do a formal analysis to see whether there are measurable learning differences between
these two situations, but student behaviors were clearly different.
There are lessons to be learned from these observations of teachers and classrooms. Multimedia systems are often
developed with a focus on the enabling technology and not the interactions that take place around it. While there have
been studies of deployments of computers to classrooms (e.g., [13, 25, 26]), we do not have a good understanding of
the relationship between teacher practices and the success of interactive computing in schools. Our next efforts in
classrooms will be to understand more about student/teacher interactions throughout the academic year and how these
influence their adoption of these learning activities.
<-- Classroom Theatrics

The Students
It is obvious from classroom observations that fourteen year old students are motivated to watch videos of large
creatures chasing down and eating larger creatures. Although there were some initial concerns about gender differences
around the subject of predation, we find that both girls and boys are engaged in the activity. Only one high school girl
has ever said to us, "You know, this is entirely too violent for high school students."
This "violence" is the center of the conversation as students become acquainted with the video corpus. As time goes
on, discussions become more sophisticated and centered around the video annotation process. For instance, herbivore
vigilance is well studied in behavioral ecology (for example, [24]), yet we have never found mention of the topic in
high school textbooks. Nonetheless, it occasionally emerged in our classrooms as students compared films using the
light table. As they noticed patterns of animals alternating between feeding and scanning the area, they began to
generate theories about how often animals need to scan, differences in scan times for different animals, and so on.
Students also became aware of their use of terminology as they looked for selective pressures. Initially, many of them
would say things like, "Well, the lion is just being sneaky." Eventually, they began to question one another about what
was a decision factor and what was a byproduct of the factor. With the help of the teachers, students began to think
more about what features contributed to "sneakiness", taking a more global look at the visual data. Sneakiness would
become a product of multiple factors, such as amount of cover in the area, prey type, time of day, and so on. Again,
these kind of discussions present important opportunities for learning.
We are only beginning to formally analyze the annotations, but it seems that many students are still having difficulties
articulating distinctions between observations and inferences. Unfortunately, the current design does little to help them,
as the annotation products are generally neglected after their creation. When comparing films, students focus on the
plot structure of their annotated films, but they rarely compare their justifications for each event, despite being able to
do so from the light table. Our teachers suggested that we find ways to better integrate these explanations into the
file:///C|/Users/Bear/Desktop/new/MM97/smith-reiser.html[3/15/2010 6:34:10 PM]

What Should a Wildebeest Say?

activity, and we are hoping that the addition of facilities to actually narrate the video from their annotations will be a
step towards this.
We are in the process of reviewing and analyzing data for learning outcomes. Collected data include interviews with
students, video observations of classroom interactions, all products created by students, and pre- and posttests. These
pre- and posttests asked university level, essay questions about various behavioral issues, as well as testing students'
observational skills around video. The data reported here represent pre-post results for two classrooms (n = 44
students)
Consider this essay question that appeared on the pre- and posttests: What limits the amount of prey consumed by a
predator? Initially, students had responses such as, "If they're not hungry, they won't eat," and, "They know they have
to save food for times when prey are scarce." After going through the Animal Landlord curriculum, we would hope to
see more elaborated responses incorporating relevant biological conceptions. That is, we expect to see explanations tied
closely to behavioral phenomena, and we would also expect to see more causal explanations as a result of
decomposing, analyzing, and linking related visual events.
For each essay question, we are looking at the number of points raised (e.g., "size of prey is important"), and the
number of justifications that back these points (e.g., "size of prey is important because large animals may be difficult
for a predator to subdue"). These numbers give us a rough idea about what students could articulate before and after
the intervention.
The number of points and the number of justifications increase significantly from pretest to posttest (Table 1). The
number of points raised for each question increase, F(1, 42) = 28.63, p < .001, as do the number of justifications for
each point, F(1, 42) = 14.14, p < .001. There were no significant main effects between teachers in these areas.
We also looked at student justifications to see if students were grasping the content of the exercise. The justifications
were coded for the presence of behavioral ("If predators are in groups, they must share their kill"), environmental
("The time of day affects the predator's ability to capture prey."), and energy issues ("A predator might not chase if the
prey cannot provide enough energy."). We also looked to see how often students made explicit reference to interactions
between predator and prey ("The time of day might benefit the predator if the prey cannot see in the dark.") since these
relationships are stressed in the decision tree activity. There were significant increases for all categories, and, again,
there were no differences between classrooms (Table 1).

Measure
Pretest Mean Posttest Mean Comparison
# Points
2.43
3.93
p < .001
# Justifications
1.25
2.41
p < .001
Behavioral
0.75
2.32
p < .001
Environmental
0.11
0.36
p < .05
Energy
0.02
0.41
p < .001
Agent interaction
0.02
1.14
p < .001
Table 1: Six measures coded for in student pre- and post tests. The mean values are combined across the two
classrooms. Comparison values are based on ANOVA calculations (F (1, 42)).
We also found a significant interaction effect of teacher with two of these learning measures -- the number of points
raised per essay, F(1, 42) = 5.67, p < .05, and the number of environmentally related explanations, F(1, 42) = 4.38, p <
.05. This suggests a difference in teaching styles that can be explained through classroom observations. Students of
one teacher had larger gains in both areas, and this teacher also spent more time up front with the introductory videos,
walking students through the observational process.
Reasoning about behavior often results in misconceptions on the part of students. These misconceptions tend to
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manifest as anthropomorphic and/or teleological explanations of behavior [10, 31]. Earlier we mentioned a study
where these types of misconceptions increased after the viewing of documentary films [27]. For this reason, we
wanted to assess whether students using Animal Landlord had similar changes in reasoning.
Our data show different trends than those reported by Silverstein and Tamir [27]. We coded for anthropomorphic,
teleological, and causal justifications, and a combined chi-square analysis for both classrooms shows significant
decreases in anthropomorphic explanations and increases in teleological and causal explanations (X2 (2) = 14.97, p <
.001). It appears that some students initially holding anthropomorphic rationales for behavior are shifting towards
teleological conceptions, thus accounting for the increase in that category. The increase in causal explanations is also
promising, as it shows students learning to articulate scientifically plausible explanations.
The data suggest that students are learning during their interaction with Animal Landlord. More concepts are being
articulated and justified by students, and the justifications are all related to issues in behavioral ecology. More
important, these justifications become more causal, suggesting that students are learning to reason scientifically about
behavioral phenomena. However, there are a number of unanswered questions that remain to be tested in future work.
Because we lacked a control group, it is unclear whether Animal Landlord results in learning gains beyond more
traditional methods of instruction. The material covered in our classrooms far exceeds that found in a high school
biology textbook, but we do not have the data to show that Animal Landlord students have a better grasp of the
material than students in traditional classrooms. We also cannot say anything about active versus passive learning with
respect to film. It is clear that our students are conversing about more sophisticated issues than those found in nature
films. Yet, if a nature film were to discuss these topics, would students learn just as much? Or is there something about
actively interpreting the video that contributes to the development of strategic reasoning. In future, we want to study
these two issues in more depth.
<-- Classroom Theatrics
<-- Table of Contents

Conclusion
This is but one approach to deploying interactive video to classrooms. We have presented an overview of our research,
highlighting the use of film in classrooms and how we have tried to change this activity with multimedia tools. Most
important for us is the notion of interactivity developed in the paper. Instead of creating a relationship between a
single user and a machine, we have tried to cultivate an atmosphere where an interactive video system is the
centerpiece for emergent collaboration, problem solving, and explanation. Understanding the dynamics of this
relationship require further study, but our preliminary results suggest that we have created a very different kind of film
experience where students decompose, analyze, and assign meaning to visual events, and that these activities result in
an increased ability to construct causal explanations of complex behavior.
<-- Table of Contents
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Abstract
The development of MBone videoconferencing tools has led to a large number of seminars being broadcast over the
Internet. Most MBone seminars have little remote participation. One reason might be the absence of good floor
control mechanisms. This paper describes a tool we developed, called the Questionboard, that implements floor
control to facilitate question asking in large-scale MBone seminars. The qb protocol is described including the
mechanisms used for reliable transmission of data and the floor control and crash recovery protocols.
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1.0 Introduction
The MBone is a virtual network deployed over the Internet that supports routing of IP multicast packets [D91]. The
deployment of the MBone and the development of MBone conferencing tools, such as vic [MJ95], vat [JM], ivs
[TT94], sd [J], and wb [M92] have lead to a wide variety of events like seminars and conferences being multicast over
the Internet. Since early 1995, we have multicast the Berkeley Multimedia and Graphics Seminar, a regularly scheduled
weekly seminar over the open Internet [R95]. A speaker is invited to talk about her area of research. The presentation
is multicast over the MBone. We produce audio and video streams and use wb to display slides. We run a second wb
session called the control whiteboard, as a back channel to fix transmission errors and allow MBone participants to ask
questions. The presentation is attended by Berkeley faculty and students, giving us a local audience in addition to the
remote MBone audience. Local attendance ranges between 15 and 50 people. Remote attendance ranges between 10
and 200 people.
Our experience with this seminar series is that while many questions are asked by the local audience, few remote
participants ask questions. One possible reason is the burden of setting up microphones and cameras to allow the
remote participant to transmit his question. Another possible reason is the absence of a floor control mechanism. This
problem is especially important for seminars with several hundred remote participants. Currently, the only way for a
member of the MBone audience to ask a question is to speak into his microphone, which often interrupts the speaker,
or to type the question on the second whiteboard. Neither method is natural. With the first method, a remote participant
does not have enough feedback to determine when to ask a question, which is inhibiting. With the second method, our
experience is that the control whiteboard is mainly used for technical feedback such as problems with receiving MBone
packets and acceptable quality audio.
The difference in the frequency of interaction between local and remote audiences motivated our attempt to replicate
the local environment for remote audiences. Local audience members express their desire to ask a question by raising
their hand. The moderator "manages the floor" by nodding or pointing at members to "grant them the floor". We
developed a distributed version of this social protocol in the Questionboard by allowing remote participants to indicate
their desire to ask a question and enabling the moderator to control the floor.
The Questionboard tool (qb) encourages question asking by returning control to the moderator to recognize the person
who wants to ask a question. Remote participants indicate a desire to ask a question by entering a text message into an
interface during a seminar. The message can be a request for the floor to ask the question or the text of the question
itself. Questions are displayed at all participating sites. The moderator can either read the question and respond
verbally or grant the floor to a remote participant by selecting a question from the displayed list. The latter action
pops-up an invitation to speak at the corresponding participant's site. All sites are updated to display the current floor.
This paper describes the design and implementation of qb. The rest of the paper is organized as follows. Section 2
describes related work. Section 3 discusses the design considerations and describes the functionality of qb from a user's
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perspective. Section 4 describes the qb protocol including the factors affecting its design. Section 5 describes our
experience using this tool, Section 6 discusses our work and suggests future work, and Section 7 concludes the paper.
<-- Table of Contents

2.0 Related Work
Many research groups are working on conference control protocols. However, we are unaware of anyone addressing
the specific issue of remote question asking in large-scale loosely-coupled MBone sessions. The conference control
channel protocol (CCCP) is designed to control conferences ranging from small tightly-coupled meetings to large
loosely-coupled ones [HWC95]. The protocol addresses many aspects of conference control including application
control, floor control, and membership control. The protocol supports a wide range of policies and reliability
semantics. The reliability semantics provided are none, one, n-out-of-m and all, where none implies the message is
just sent and forgotten and all requires an explicitly named list of participants. The protocol requires each tool to
register for all relevant messages thus requiring changes in existing media tools. Our goals were less ambitious. We
wanted to develop a floor control tool that could work without changing the way existing tools worked and could be
ignored if a participant did not want floor control. Also, since we were targeting large-scale seminars, we wanted all
participants to get the data without requiring tight coupling. Using the cccp model, we wanted a best-effort-all
service, which did not fit into any of the above scenarios.
The simple conference control protocol (SCCP) [BO96] is designed for tightly-coupled conferences with a designated
moderator who must give permission for new members to join. In addition to floor control, the protocol addresses
media management, management of the set of members, and assignment of a special moderator role to one participant.
The protocol assumes consistent state between participants but does not address the issue of how this state is kept
consistent in the face of unreliable transport. It assumes that the underlying multicast transport provides reliable
consistent delivery of data with globally ordered messages. We needed a protocol that would allow us to do floor
control in the presence of lost packets in the underlying multicast transport. Thus it had to address the issues raised by
unreliable multicast. In addition, we believe the scalability requirements of large-scale seminars require a protocol for
loosely-coupled conferences rather than tightly-coupled ones, where the exact group membership may not be known
and the state at each participant may not be consistent.
The ITU T.120 family of protocols address the problem of a conference control architecture [ITU-T]. The design of
these protocols require reliable communication and they do not use multicast. Thus, they are centralized protocols that
do not scale; consequently they are inappropriate for the Internet MBone.
Intel's Proshare Presenter has a facility somewhat similar to the questionboard, but the design is proprietary and it will
not work with other MBone tools [Mc96].
<-- Table of Contents

3.0 The qb tool
This section describes the design principles underlying qb and the functionality that qb provides to a user.

3.1 Design Considerations
Our goal was to encourage remote participation by providing floor control and mechanisms for asking questions in
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large-scale loosely-coupled MBone seminars. The MBone currently uses a lightweight session model where sites
join/leave conferences independently and each site sends data whenever it wishes to. We wanted to implement floor
control for lightweight sessions which lead to the following design principles:
· The design must be scalable and must work well for loosely-coupled sessions, where the exact group membership is
not known. Hence each receiver must be responsible for its own reception of messages.
· The design must be independent of and work with existing MBone media tools (e.g vat, vic, etc.).
· The tool should separate policy and mechanism to allow implementation of different floor control policies.
· Each participant should have independent control over the local floor control policy at his site and should be able to
disable floor control for his machine if so desired.
We implemented an independent floor control tool that runs at each participating site. These floor control tools use IP
multicast to exchange floor control messages. Locally, at each site, we multicast the floor control message on the
conference bus as explained later, allowing all the media tools to listen in and independently act on any relevant floor
control message. Using global multicast between all floor control processes and local multicast between tools at the
local site, we developed qb to implement a specific floor control policy which is an explicitly chaired conference
where a chair controls the granting of the floor between participating members.
<-- The qb tool

3.2 qb Functionality
This section describes the moderator and participant interfaces to qb. The moderator interface allows the speaker or
another person acting on behalf of the speaker (i.e. the moderator) to view requests to ask questions and either answer
the question or grant the floor to a remote participant to ask the question in real time. The participant interface allows a
participant to view questions and enter a question or a request to ask a question. The two interfaces are very similar.
The primary differences are that some information displayed to a moderator may not be visible to other participants
and the moderator can control the floor.

Fig. 1: Participant Interface to qb
Figure 1 shows the participant interface. A list of questions entered by participants is displayed. Each entry shows the
name of the participant, the type of media he supports for asking the question, and an abbreviation of the question
submitted. The letters `A' and `V', if present, indicate support for sending audio and video respectively. More
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information about any question can be obtained by clicking on it. This action pops up a window as shown in Figure 2,
giving the full text of the question and other information about the participant. Questions that have already been
discussed are displayed in light grey. They are left in the display to give latecomers a sense of questions already asked.
The question currently granted the floor is highlighted, with an "X" mark in the adjacent rectangle.

Fig. 2: A question
Qb supports different floors for different media to allow the moderator more fine-grained control over the session.
Hence, the audio and video floors need not be the same. The name of the person who holds the current audio floor is
displayed near the bottom of the main panel. Clicking on the name pops up a window that shows more information
about the current audio and video floor holders.
When a participant wants to ask a question, he pushes the "Enter Qs" button which brings up a dialog box shown in
figure 3, that allows a question to be entered. The participant can specify the media (audio, video) he can support for
asking questions and whether the question is to be public, private or anonymous. Public questions are broadcast to
all participating sites. Private questions are sent only to the moderator. Anonymous questions do not display the
participant's name. They are sent to the moderator who can then decide whether to ignore them, display them locally,
or send them out to the whole group.

Fig. 3: The panel for entering a question
Figure 4 shows the moderator interface. The main difference from the participant interface is the inclusion of a panel to
display follow-up requests. After a speaker responds to a question, participants may press the "Req To Speak" button to
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request the floor to ask follow-up questions. This action causes the request to appear on the moderator's front panel in
the form of a button with the participant's name on it. The moderator may now grant the floor to the participant, if
desired, by clicking on the corresponding button.

Fig. 4: The Moderator Interface
Clicking on the Control button brings up the moderator's control panel shown in figure 5, which allows her to
configure the behavior for the session. In addition to specifying how to handle anonymous questions, the moderator
can specify the media to be granted to participants who request the floor.

Fig. 5: The Moderator's Control Panel
Clicking the Set Floor button brings up a dialog box allowing the moderator to explicitly enter the participants to
whom the current audio and video floors should be granted. This feature is especially useful in the case where the
video floor is to be granted to a video production switcher (vps that composites the speaker's video with other video
streams. The information required for the floors is the participant's RTP CNAME [SCFJ96] which should be the same
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for that participant across all media tools. The CNAME is used by other media tools (e.g. vic and vat) to identify the
media stream source. In addition, the moderator needs to specify whether the entered video floor is a vps. This
information is required to treat such a situation appropriately since the correct functionality required in this case is for
all participants to display video only from the vps even though individual participants are being granted the floor at
different times. Figure 6 displays the desired operation with and without a vps. In case 1 all participants display video
from whoever is talking at that moment. In case 2, all participants always display video only from the vps which
transmits the speaker's video stream (s) when the speaker is talking, and a composite of the speaker's and participant
C's streams (s+c) when participant C is talking.

Fig. 6: Operation with/without a video production switcher
The moderator control panel also displays current information about the speaker. This information can be changed by
clicking the "Change Speaker Info" button which brings up a menu allowing the moderator to enter information about
the speaker. This feature is useful when the speaker is different from the moderator. One scenario where that might be
the case is if the speaker gives a presentation remotely, and the moderator needs to moderate both local and remote
participants. When a participant is granted the floor, an invitation pops-up on his screen inviting him to speak, and the
current floor holder is reflected to all participant qbs. A participant may configure his environment to set the desired
local floor control policy to be followed at his site. [Fig 7].
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Fig. 7. User Configuration Panel
The current tool allows the participant to select among three policies: none, moderated, and user-specified. The
policy selected determines the floor control messages sent locally to the other media tools at the participant's site. The
none policy allows everyone the floor and the participant ignores floor control messages from the moderator. The
moderated policy allows only participants to whom the moderator has granted the floor to speak. The user-specified
policy lets the participant specify a fixed floor holder for both audio and video. The default policy is moderated. If the
participant loses most floor grant directives, he can either switch to the unmoderated mode or can specify a fixed floor
holder which would usually be the speaker.
<-- The qb tool
<-- Table of Contents

4.0 The qb Protocol
This section describes the qb protocol. There are two major differences between qb and other MBone tools that
affected the design of the qb protocol:
· Unlike other MBone tools where all sites are equal, qb has an inherent inequality between sites. The moderator has
more authority than all other participants.
· Unlike the audio and video tools where data is delivered continuously, data transmitted between qb processes is
discrete. Thus, while missing audio and video data packets are just dropped, qb data packets cannot be arbitrarily
dropped.
Floor control messages have the additional requirements of time criticality and authenticity. A message granting the
floor must be received on time to be useful. Contrast this requirement with wb, where late and out-of-order messages
still are applicable. Moreover, qb must ensure that floor grant messages are authentic to prevent malicious users from
sending spurious floor grant messages and disrupting the session.
The remainder of this section describes the basic protocol, the mechanisms used for reliable transmission of data, and
the crash recovery protocols. The protocol is described in 3 subsections: The first addresses the transmission of
questions, the second deals with floor control and the third describes the data representation.

4.1 The Question Transmission Protocol
Figure 8 shows the process architecture of an MBone conference using vat and qb. The video and wb tools replicate
processes and sessions similar to vat, so they are omitted to simplify the presentation. Each qb tool is a member of two
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multicast groups, 1)the global multicast group used to exchange messages between all qbs and 2)the local multicast
group used to communicate floor control directives with local media tools.
The qb tool uses two ports: the moderator port to which all requests to the moderator are addressed and the participant
port at which all participants listen for data. The moderator initially grants the floor to the speaker. When a participant
wants to ask a question, he enters it in the interface provided. This question is then multicast to the moderator. The
moderator qb assigns this question a global id, and multicasts it to the group. When the participant receives the
question as part of this multicast, this message acts as an acknowledgment that the moderator received the question. If
the participant qb does not receive this acknowledgment, the question is resent. Private and anonymous questions that
are not retransmitted to the group are explicitly acknowledged. All participants periodically send out a session report
containing their name, CNAME and other information. This report is used to estimate group membership.

Fig. 8: An MBone conference using vat and qb
Several alternative methods for sending questions were investigated and rejected. One was to have the questioner
multicast the request to the group, rather than have the moderator do it. However, because the moderator alone can
grant the floor, and she can only do it in response to requests received, we thought it important for a participant to
confirm the moderator's reception of his question. The participant still could have multicast to the group and the
moderator could have sent a separate acknowledgment, but this approach precludes private questions [3] and does not
give the moderator any control over anonymous ones. Because the moderator must receive each message, we took
advantage of this fact to generate a global sequence space to detect missing questions. Having all participants send
their question to the moderator first should be scalable since, at any time during the seminar, there are likely to be a
limited number of questions.
Having decided on the importance of reliable communication between the moderator and a questioner, another
alternative considered was to use a unicast protocol between them. We decided against mixing protocols because
several sites on the MBone are behind firewalls which have been configured to pass only class D addresses [4]. Also,
using multicast makes the protocol more flexible, allowing future extensions to multiple moderators as well as
dynamically changing moderators. This capability might be needed for other floor control policies. For example, one
way to implement meeting room semantics is to implement a token passing scheme with dynamically changing
moderators. The speaker at any instant is also the moderator. The speaker chooses the next person to speak and hands
off control of the floor to the new speaker/moderator. All requests to speak are now sent to this new speaker. Sending
requests to a fixed multicast address makes this simpler to implement than having to establish a new unicast
connection each time the speaker changes.
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<-- The qb Protocol

4.1.1 Reliable Transmission of Questions
This section describes how questions are reliably transmitted by the moderator qb to all participant qbs. These
questions are reliably propagated using an SRM style NACK suppression scheme [FJLMZ95]. Participants detect
missing questions based on the global sequence space. When a missing question is detected, the participant qb
multicasts a repair request to the entire group. Any member that received the data may reply by multicasting a repair
message containing the requested data. Multiple members avoid requesting or replying simultaneously by using the
following exponential back-off algorithm. On detecting a missing question, the participant qb sets a random timer. If
during that time, it hears another qb request the same data, it resets its timer, doubles its interval and sets a new timer.
Otherwise, at the end of its time-out period, it sends out a request for the data and doubles its request timer to wait for
a repair. If the qb does not receive a reply within this period, it issues another request. The qb keeps sending requests
using this exponential backoff to increase the interval between sending out requests till it receives the requested data.
When a qb receives a request for data it has, it sets a random repair timer. If during this repair interval it hears another
host respond with the requested data, it cancels its timer. Otherwise, it sends out the requested data at the end of its
time-out period.
Private questions have their own namespace and are not multicast to the group. Anonymous questions may or may not
be multicast depending on the moderator's set preference. If they are multicast to the group, they are part of the global
sequence space.
The moderator periodically multicasts the sequence number of the last question seen to facilitate detection of missing
last questions, as explained below in Section 4.2.1.
A latecomer to the conference waits till it receives a heartbeat packet, as explained in section 4.2.1, and multicasts a
send_all request to the group, if required. Any member can respond with the requested data, using the above random
time-out scheme to prevent multiple requests and replies.
<-- The Question TransmissionProtocol

4.1.2 Process Recovery Protocol
This section describes the protocols invoked when a participant or moderator process crashes. When a participant qb
restarts, it behaves similar to a latecomer to the conference. It issues a send-all request to the group to get updated.
Since the RTP CNAME is used to identify participants and that identification does not change with a restart, the qb's
earlier requests for the floor are still valid.
There are several levels of protocols that could have been used to implement moderator recovery. We chose a simple
one: When a moderator qb restarts, it too issues a send-all request. However, the updating host may not have seen the
last question and would have no way of knowing that. Hence the moderator qb stores the sequence number of the last
question seen temporarily to disk each time it sends out a question and reads that information on restart.
Participant qbs detect a moderator restart based on timestamps and sequence numbers. On detecting a moderator
restart, participant qbs resend private questions. Anonymous questions that have not been multicast to the group are
lost. They are not resent as they were intentionally not multicast to the group by the moderator.
<-- The Question TransmissionProtocol

4.2 Floor Control
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This section describes the floor control mechanisms implemented in qb. The moderator grants the floor either by
selecting a question from the list displayed to her, or by clicking on a button representing a participant's request to
speak. The moderator qb multicasts a grant-floor directive to all other qbs, granting the floor to the questioner. The
reception of this message causes an invitation-to-speak window to pop-up to the participant. Other qbs are updated to
indicate the current floor holder. This facility for asking questions in a non-intrusive manner, similar to the local
environment provides a social floor control mechanism where participants wait until they are granted the floor before
speaking.
We enhance this facility by explicitly enforcing the floor control directives using the conference bus mechanism
developed at LBL [MJ95].The conference bus is a multicast IPC mechanism used to communicate between all tools at
one site participating in a session. Each site has one conference bus per session. Tools communicate with each other
by multicasting messages on the local bus. On receiving the grant-floor directive from the moderator, the local qb
multicasts this information on the conference bus and the other tools in the session take action accordingly. For
example, vat can mute all participants except the one granted the floor, and vic can open a window with the video
stream from the person granted the floor if it exists. We have extended the conference bus mechanism to differentiate
between audio and video floors. This change to the conference bus protocol makes the mechanism flexible, allowing,
for instance, a video production switcher to be specified as the video floor instead of a participant. Consequently,
instead of "focus(CNAME)" messages, we send "audio_floor(CNAME)" and "video_floor(CNAME)" messages. In
addition, we also introduce the "all" option (audio_floor(all), video_floor(all)) to disable explicit floor control.

4.2.1 Handling late, out-of-order, and lost directives
This section describes the mechanisms used to ensure smooth operation of the seminar in the face of lost, out-of-order,
and late directives. Because the timing for floor control directives is critical, we cannot use a request/response method,
similar to the method used to propagate questions, to handle lost grant-floor directives. Also, recall that participants
must ensure that grant-floor directives are authentic. In the absence of encryption, participants must receive the floor
grant information only from the moderator and not from a peer. Since the only way to detect a missing directive is by
getting a newer message, the relevant floor control state is included in each message. Thus, we handle floor grant
information as follows.
A heartbeat packet is sent out periodically containing critical state information including the floor control information
and the sequence number of the last question seen.To facilitate quick repair of lost messages, we use a variable
heartbeat scheme [HSC95], in which heartbeat transmissions are clustered in the interval immediately following a data
transmission rather than spreading them out evenly across the idle period between transmissions. The interval between
two heartbeat packets varies from i min to i max. After sending a data packet, the interval is reset to i min . Thereafter, each
time a heartbeat packet is sent, the interval is doubled till it reaches i max. The clustering of heartbeat packets around a
data packet should lead to faster detection of lost data packets while keeping the average bandwidth usage low. Putting
the data itself in the heartbeat packet leads to faster recovery from lost messages.
If, in spite of the heartbeat protocol, a participant still loses floor control information, he has the option of manually
entering the audio and video floors, or turning off floor control.
The variable heartbeat scheme also enables the participant granted the floor to reliably receive the directive. A timeout/retransmission scheme to reliably transmit the grant-floor directive was rejected because this approach involves
waiting for at least round trip time (RTT) before retransmitting. Instead, putting the last grant-floor directive in the
heartbeat packet enables a faster response.
Timestamps are used to enable out-of-order directives to be ignored.
<-- Floor Control
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<-- The qb Protocol

4.3 Data Representation
This section describes the messages used in the qb tool. There are two message types, data and ctrl. The data
messages contain the data for the session (e.g. new questions, floor requests and grant-floor messages). The ctrl
messages are used for housekeeping including requests for missing data and the corresponding responses, as well as
heartbeat packets. The data and ctrl messages currently share a channel but they could be separated. All participants
are identified by their RTP CNAME. As mentioned earlier, the conference bus protocol has been extended to
differentiate between audio and video floors and to accept the "all" directive.

Fig. 9: The qb Message Format
<-- The qb Protocol
<-- Table of Contents

5.0 Experience
This section describes our experiences with qb. We are using it in the Berkeley Multimedia & Graphics Seminar which
is multicast on the open Internet. As of this time, we have used qb in 4 seminars. A moderator monitored qb to allow
the speaker to talk without distractions. On getting questions from the MBone audience, the moderator would raise her
hand to attract the speaker's attention. When the speaker acknowledged the moderator, she either read the question out
aloud or mentioned the participant's name and granted him the floor to ask the question.
With each session the number of remote questions we received increased. In the last session we got as many remote
questions as local. Most remote questions received were from outside Berkeley from places ranging from Los Angeles
to Norway. We received both text and audio questions. Some participants preferred using text even though they had a
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microphone connected because they wanted to ensure the question was phrased correctly.
Even with the tool, we found some remote participants hesitant to ask questions. This points to the need to create a
social environment more conducive to asking questions. The speaker needs to explicitly invite questions from remote
participants. One problem is the lack of visual feedback from the MBone participants to the speaker. With a local
audience, the speaker can see when a person internally debates whether to ask a question (e.g. starts to raise his hand
or has a quizzical look on his face) and can encourage him to ask it. This visual feedback is very subtle and is not
available from the MBone participants.
Another problem is that some participants seemed to be inhibited by the fact that there were several unknown persons
listening in over the MBone even though they had no problem asking questions when physically present in the room.
Since those same unknown persons were still listening, it seemed like being in the room de-emphasized the MBone
audience for those participants.
Several participants seemed to prefer having the audio cue of the moderator speaking out their name in addition to the
invitation popping-up on their screen. The audio cue seemed to help participants synchronize the exact moment for
starting to speak.
In terms of qb itself, the main feedback we got was that users wanted the ability to retract questions. The exact details
of the tool and its features seemed less important than the fact that it existed and allowed participants to ask questions,
whether textual or audible, in a fairly intuitive way.
<-- Table of Contents

6.0 Discussion and Future Work
We have implemented qb to enable an explicitly chaired large-scale session. However our mechanism is not specific to
this policy and may be used to implement other floor control policies for large-scale loosely-coupled sessions. The
generic mechanism used is as follows. A floor control tool runs at each site participating in the conference. The tools
use global multicast to communicate with each other and local multicast to communicate with local media tools. There
are basically two types of data: 1)independent data where the order in which the data is received is not important and
the data is valid for long periods of time and 2)time-critical data where the data is valid for a short duration of time
and usually newer data renders the old data obsolete. Independent data can be reliably transmitted using the
request/repair method used to transmit questions, whereas time-critical data can be reliably transmitted by modifying
the heartbeat data and using the variable heartbeat scheme which enables fast reception of data while keeping the
average bandwidth low. Detection of missing independent data can be effected in a multitude of ways. It can be part of
a session reporting protocol, can be done on the basis of new data, can be done on the basis of information contained
in the heartbeat packet, or a combination of the above methods. In addition, a mechanism for implementing onereliable communication may be required, where at least one participant is guaranteed to have received the data. In the
case of qb the one-reliable mechanism is used for all requests sent by participants to the moderator. Given the above
mechanisms it should be feasible to implement a large variety of floor control policies.
The qb tool is implemented using Tcl/Tk for the user interface and C++ objects for the low-level communication and
timer functionality. The session reporting protocol has not yet been implemented. Hence, the menus for explicitly
setting the floors require the CNAME to be entered rather than allowing the user to select a name from a displayed list
of participants.
One disadvantage of using CNAMEs to identify the floor is that it does not differentiate between multiple streams
being generated by the same source. For example a speaker may have 4 video cameras generating 4 different streams,
each associated with the same audio stream. A mechanism is required to identify each stream to enable the speaker to
associate at a particular time any one of the 4 video streams with the audio stream so that granting the floor to the
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speaker would automatically cause the chosen stream to be displayed. Since the RTP ssrc is not persistent, some other
persistent means of identification is required. One possible approach might be to generate a "view" identifier with each
video stream and use that in conjunction with the CNAME to identify the stream. Another approach might be to have
different CNAMEs for each video stream but then we have the problem of associating the 5 CNAMEs (4 video and 1
audio) together.
Currently the qb tools use ASCII messages to communicate with each other for human readability and easy
extensibility. It might be better to use an RTP-like data format since this would allow an RTP recording tool to record
the floor control data along with the other media streams.
The floor control policy implemented is that of an explicitly chaired session. However, the mechanism used can easily
be extended to other floor control policies such as a meeting room.
<-- Table of Contents

7.0 Conclusions
The lack of remote participation in the Berkeley Multimedia and Graphics Seminar motivated us to develop a tool that
would encourage remote participants using the MBone to ask questions. We implemented the qb tool to allow a
moderator to control the floor for large-scale loosely-coupled MBone seminars and to allow participants to ask
questions.
Early experimentation suggests that the tool does encourage remote participation. However some remote participants
are still reluctant to ask questions without specific invitation from the speaker. This points to a need to develop a
culture for asking questions over the MBone. We intend to continue using qb in future MBone seminars and studying
its effect on remote participation.
<-- Table of Contents
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3. Private questions are not displayed at participant qbs. However, they cannot be guarenteed privacy just as anonymous questions are not
guaranteed anonymity, since anyone can snoop on an unencrypted multicast packet. Having 2 ports just reduces unnecessary processing at
participant qbs.
4. Class D addresses are addresses in the range 224.0.0.0 to 239.255.255.255 which are set aside for IP multicast.
<-- Table of Contents

10.0 References
[BO96] Bormann,C., Ott,J., Reichert,C., "SCCP: Simple Conference Control Protocol", Internet Draft draft-ietfmmusic-sccp-00.txt, Work in Progress, June 1996.
[D91] Deering,S., "Multicast Routing in a Datagram Network", Ph.D. thesis, Stanford University, Palo Alto,
California, Dec.1991.
[DG97] Dommel,H.-P., and Garcia-Luna-Aceves,J.J., "Floor Control for Multimedia Conferencing and
Collaboration'', Multimedia Systems (ACM/Springer), Vol. 5, No. 1, January 1997.
[FJLMZ95] Floyd,S., Jacobsen,V., Liu,C., McCanne,S., and Zhang,L., "A reliable multicast framework for lightweight sessions and application-level framing", proceedings of SIGCOMM 1995, Boston, MA, August 1995.
[HSC95] Holbrook,H., Singhal,S. and Cheriton,D., "Log-Based Receiver-Reliable Multicast for Distributed
Interactive Simulation", Proceedings of ACM SIGCOMM 95, August 1995.
[HWC95] Handley,M., Wakeman,I., and Crowcroft,J., "The Conference Control Channel Protocol (CCCP): A
Scalable Base for Building Conference Control Applications", ACM SIGCOMM 95, New York, August 1995.
[HCB96] Handley,M., Crowcroft,J., Bormann,C., "The Internet Multimedia Conferencing Architecture", Internet Draft
draft-ietf-mmusic-confarch-00.txt, Work in Progress, Feb 1996.
[ITU-T] T.120 Standards for Audiographic Teleconferencing
[J] Jacobsen,V. sd, UNIX Manual Pages, Lawrence Berkeley Laboratory, Berkeley, Ca.
[JM] Jacobsen,V. and McCanne,S. vat, UNIX Manual Pages, Lawrence Berkeley Laboratory, Berkeley, Ca.
[J94] Jacobsen,V., "Multimedia Conferencing on the Internet", SIGCOMM 1994 Tutorial Notes, August 1994.
[KHSC95] Kirstein,P., Handley,M., Sasse,A., Clayman,S., "Recent Activities in the MICE Conferencing Project",
Proceedings INET 95.
[M92] McCanne.S., "A Distributed Whiteboard for Network Conferencing", May 1992, UC Berkeley CS 268
Computer Networks term project.
[Mc96] McGeady,S. personal communication 1996.
[MJ95] McCanne,S., Jacobsen,V., "vic: A Flexible Framework for Packet Video", ACM Multimedia 1995.
[R95] Rowe,L., Berkeley Multimedia and Graphics Seminar, url: http://www.bmrc.berkeley.edu/298.
[SBST94] Sasse,M., Bilting,U., Schulz,C., Turletti,T., "Remote Seminars through Multimedia Conferencing:
Experiences from the MICE project", Proc. INET 1994.

file:///C|/Users/Bear/Desktop/new/MM97/qsbmm97.html[3/15/2010 6:34:12 PM]

Floor Control for Large-Scale MBone Seminars

[SCFJ96] Schulzrinne,H., Casner,S., Frederick,R., and Jacobsen,V., "RTP: A Transport Protocol for Real-Time
Applications", RFC 1889.
[SWS] Shenker,S., Weinrib,A., Schooler,E. "Managing Shared Ephemeral Teleconferencing State: Policy and
Mechanism".
[TT94] Turletti,T., "The INRIA Videoconferencing System (IVS)'', ConneXions - The Interoperability Report
Journal,Vol. 8, No 10, Oct. 1994, pp. 20-24. Also see http://www.inria.fr/rodeo/ivs.html
<-- Table of Contents

file:///C|/Users/Bear/Desktop/new/MM97/qsbmm97.html[3/15/2010 6:34:12 PM]

Efficient Real-time Data Retrieval Through Scalable Multimedia Storage

ACM Multimedia 97 - Electronic Proceedings
November 8-14, 1997
Crowne Plaza Hotel, Seattle, USA

Efficient Real-time Data Retrieval Through Scalable
Multimedia Storage
Gin-Kou Ma
E000 CCL/ITRI
Bldg. 51, 195-11 Sec. 4 Chung Hsing Rd.
Chutung, Hsinchu, Taiwan 310, R.O.C.
Voice number: +886-3-5917178
Email address: gkma@e0sun3.ccl.itri.org.tw
http://www.acm.org/SIGMM/firstAuthor.html
Chiung-Shien Wu
E000 CCL/ITRI
Bldg. 51, 195-11 Sec. 4 Chung Hsing Rd.
Chutung, Hsinchu, Taiwan 310, R.O.C.
Voice number: +886-3-5914423
Email address: cwu@e0sun3.ccl.itri.org.tw
http://www.acm.org/SIGMM/firstAuthor.html
Mei-Chian Liu
E000 CCL/ITRI
Bldg. 51, 195-11 Sec. 4 Chung Hsing Rd.
Chutung, Hsinchu, Taiwan 310, R.O.C.
Voice number: +886-3-5914651
Email address: misen@e0sun3.ccl.itri.org.tw
http://www.acm.org/SIGMM/firstAuthor.html
Bao-Shuh P. Lin
E000 CCL/ITRI
Bldg. 51, 195-11 Sec. 4 Chung Hsing Rd.
Chutung, Hsinchu, Taiwan 310, R.O.C.
Voice number: +886-3-5917595
http://www.acm.org/SIGMM/firstAuthor.html

ACM Copyright Notice

Abstract
This paper presents a novel data placement and retrieving scheme or real-time multimedia stream playback via a
scalable storage system. The multimedia streams are contiguous data packets which may be representing video, audio,
or other media be retrieved simultaneously from a storage system on a real-time and on-demand basis. The major
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challenge in implementing the system is the support of simultaneously retrieving a big number of streams from a largecapacity storage system. This bottleneck comes from the seeking delay caused by the random movement of disk head
in the storage under multiple stream requests. The proposed scheme efficiently reduces the seeking time by a very
simple placement method and a retrieval scheduler and, in the mean time, continuous playback of multiple real-time
streams and a scalable storage capacity are both achieved. Performance valuation of the proposed scheme is provided
through theoretical analysis and experimental measure.

Keywords
Data placement, Multimedia system, Storage system.
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1 Introduction
The design of a multimedia server is emerging as a key technology in the trend toward inter-active multimedia
services such as the video-on- demand (VoD), karaoke-on-demand (KoD), or distance learning. An efficient media
server primarily acts as an engine reading multimedia bit streams from the disk storage and pumping these to the
clients at the proper delivery rate. One of the most important criteria in designing these interactive multimedia systems
is the maximum number of multimedia streams that can be simultaneously supported. A media server must be able to
timely pump the media bit streams while still supporting a large number of simultaneous clients retrieving the streams
from the media server.
The media streams are digital bitstreams. Each media stream should be delivered at a quality-of-service constraints,
i.e., a proper average bit-rate or delay jitter limitation. There are several bottlenecks which limit the stream pumping
capability, such as storage I/O, network bandwidth, and CPU processing overhead. In this paper, we focus on the
storage I/O design for optimizing the multimedia stream pumping. In building such an media server system to serve
multimedia clients from a set of disks, the major parameter that constrains the number of active clients is the data
retrieval method that read the streams out of the disk set. To achieve the high data pumping rate requirement, the RAID
(Redundant Array of Inexpensive Disks) systems have been used [1], [2]. . In [3], it shows the performance
improvement by using data stripping on an array of disk drives is still limited since the random-access file placement is
still used on each stripped disk drive and there exists unavoidable overhead, i.e., the disk seeking delay and the SCSI
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bus contention.
To reduce the seeking overhead, the disk scheduling, data placement, and admission control must be carefully
designed. Disk scheduling algorithms, such as first come first served, shortest seek time first, Scan, and others, have
been used to reduce seek time and rotational latency, to achieve high throughput, and to provide fair access to each
stream. However, these algorithms can not satisfy the real-time constraints. For example, the Scan or elevator
algorithm scans the disk head back and forth by limiting the amount of backtracking. The disk can retrieve the required
data blocks in such a way as to significantly reduce the seek latencies. For video-on-demand files, there is little locality
between disk access locations for different streams. Even for the same media stream, the probability of two or more
clients accessing the same media stream within a short time period is very difficult to predict. Therefore, the Scan
algorithm can not satisfy the real- time constraints.
Scheduling of the disk head based solely on earliest deadline first (EDF) algorithm, perhaps the best known algorithm
for real-time scheduling of tasks with deadlines, is likely to introduce excessive seek time and rotational latency, and
to yield poor server resource utilization. For real-time applications, the Scan-EDF scheduling algorithm was proposed
in [4]. Scan-EDF services the requests with earliest deadlines first. However, when there are lots of requests having
the same deadline, as in the video-on-demand systems, their respective blocks are essentially accessed with the Scan
algorithm and the Scan-EDF algorithm is reduced to Scan only.
On the other hand, the server can retrieve a media stream block sequence of arbitrary length for each stream in rounds.
The simplest disk scheduling algorithm for each round is the round-robin algorithm. The major drawback in the roundrobin scheduling algorithm is that it does not exploit the relative positions of the media blocks being retrieved during a
round. An out of sorts sequence in each round can yield unpredictable long seek latency. Therefore, the dataplacement algorithms should be considered in conjunction with the disk scheduling algorithms.
In the disk storage subsystem, sequential data access can have approximately two times higher throughput (with block
size << 100 KB per read) than the random data access. However, when a lot of users simultaneously access the media
server, the interleaving media stream retrievals make the stream pumping being eventually a random storage access
process. Therefore in this paper, a novel media stream retrieving scheme called, Virtually Sequential Pumping (VSP)
is proposed for the media server. In the proposed media server, data are stripped and placed onto disks in a virtually
sequential order. Multiple retrieval schedulers are then used to parallelly and virtual-sequentially pump the media
streams from the media server. With the proposed VSP scheme, the media server can then pump numerous media
streams for providing services to a large number of clients.
<-- Table of Contents

2 Previous Works
The retrieval scheduling and the media stream placement are the two major components that affect the media server's
stream pumping throughput, while the admission control is used to maintain the quality-of- service. In this section, the
schemes for retrieving the media streams from the storage devices are discussed.

2.1 Retrieval Scheduling
In the round-robin algorithm, the streams are serviced in fixed order across rounds such that the maximum latency
between retrieval times of streams' successive requests is bounded by one round's period. For the Scan algorithm, a
stream is serviced in the order depending on the relative placement of blocks being retrieved. Therefore, a stream can
be serviced at the beginning of one round and at the end of next round. The round latency has several implications for
data transfer delay and buffer requirements. For round-robin, after all blocks from the stream's first request have been
retrieved, the successive data pumping can be initiated. To prevent pumping starvation, only enough buffer space to
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satisfy data consumption for one round is needed. While in Scan, enough buffer space to satisfy data consumption for
nearly two rounds is required.
Compared to the round-robin algorithm, the rounds are shorter in the Scan algorithm but latency between successive
retrievals in any specific stream may be longer. The sub-grouping algorithm partitions each round into groups. Each
stream is assigned to one of the groups and the groups are served in a fixed order in each round. The Scan algorithm is
used in each group. If all streams are assigned to the same group, it is Scan scheme. It is round-robin, when each
stream is assigned to its own unique group. Figure 1 shows the worst-case latency between successive retrievals in any
specific stream using these schemes.
Real-time constraint is an important parameter in designing a video server such that nearly all video servers process
the stream requests in rounds. For an algorithm to have the buffer-conserving [5] property (referred to as work-aheadaugmenting in [6]), data retrieval rate should never lags consumption rate and there is never a net decrease in the
amount of buffered data, on a round-by-round basis. An non buffer-conserving algorithm, which is more complex,
allow data retrieval rate falling behind consumption rate in one round and compensate for it in a later round. The
buffer-conserving is a sufficient condition for preventing starvation. Because, if enough bit stream is prefetched to
meet the consumption requirements of the longest possible round and if each round thereafter is buffer-conserving,
there never is a starvation. As the round length depends on the number of blocks retrieved for each stream, to minimize
round length, the number of blocks retrieved for each stream during each round should be proportional to the stream's
consumption rate.

Figure 1. Trade-off between round length and time between services for scheduling algorithms.
Naturally, a server must manage its buffers to leave sufficient free space for the next reads to be performed. The buffer
size can approximate the size of the maximum required retrieve when using a FIFO, contiguous files, and round-robin
scheduling. The Scan strategy requires at least a double-buffered scheme and each buffer is the size of the maximum
read. When files are not stored contiguously, an extra intrastream seek might be required that means the data to be
retrieved is split across two blocks. Three buffers structure can be used for this problem, in which the only time the
data can not be read is when at least two buffers are full. In [5], there are some solutions with fewer than three buffers.
<-- 2 Previous Works

2.2 Media stream Placement
A media stream can be stored contiguously or scattered about the storage device. Contiguous bit stream are simple to
implement but subject to fragmentation. In contrast, scattered placements avoid fragmentation and copying overheads.
For continuous media, the choice between contiguous and scattered storing strategies relates primarily to intrastream
seeks. When reading from a contiguous stream, only one seek is required to position the disk head at the start of the bit
stream. On the other hand, when reading several blocks in a scattered bit stream, a seek could be incurred for each
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block read. Even when reading a small amount of data, it is possible that part of the data might be stored in one block
and the rest in the next block, and intrastream seek incurs. If the amount read for a stream always evenly divides a
block, intrastream seeks can be avoided in scattered layouts. One approach to achieve this result is to select a
sufficiently large block size and read one block in each round.
If more than one block is required to prevent starvation prior to the next read, intrastream seeks are necessary. In this
case, constrained placement techniques [7], which ensure the separation between successive stream blocks is bound,
can be used to reduce them to a reasonable bound. This is particularly attractive when the block size must be small.
However, elaborate algorithm is required to assure that separation between blocks conforms to the required constraints
and a scheduling algorithm is needed to retrieve all blocks for a given stream before switching to any other stream.
In single disk configuration, disk throughput can be improved by increasing the size of the physical block. But the
block size can not be increased unlimited since this would increase the logical block size and consequently lengthen
startup delays and enlarge buffer space requirements per stream. If an entire media stream is stored on one disk, the
number of concurrent accesses to that media stream is limited. To overcome this limitation, scattering technology
should be used. The scattering can be achieved by using two techniques: stream stripping and stream interleaving.
Under the RAID scheme, media stream is stripped across an array of disks and parallel access can be achieved. If the
disk set is spindle synchronized and operated in lock-step parallel mode, physical sector of each disk is accessed in
parallel as a large logical sector. Because access are performed in parallel, logical and physical blocks have identical
access times. Therefore, the retrieve throughput is increased by the number of drives involved. In stream interleaving,
the blocks are interleaved across the disk array for storage. A simple interleave pattern stores the blocks cyclically
across a disk array with successive stream blocks stored on different disks. These disks are not spindle synchronized
and can operate independently. Two stream retrieval methods can be used with this scheme. The one is as in the
stripping model where one block is retrieved from each disk in every round. This method ensures a balanced load but
requires more buffer space. The other method retrieves bit stream blocks from one of the disks for a given request in
each round. In this scheme, stream retrieval is cycled through all disks and the retrieval load for each round should be
balanced across the disks to maximize the throughput. The load can be balanced by interleaving the streams, in which
all streams still have the same round length but each stream considering the round to begin at different time. In this
method, however, stream retrievals are interleaved rather than simultaneous.
From the above analysis we see that the number of users is limited in the contiguous placement scheme, while the
scattering technologies increase the throughput by introducing the concurrent access. However, in the scattering
placement, the seek latency is increased. Besides, the load balancing and the buffer management should be carefully
managed to maximize the throughput. Therefore, a better approach is a method which considers both the data
placement and retrieval simultaneously. Partitioning each disk into multiple zones has been proposed previously to
incorporate both concept [8]. However in their scheme, the disk head is scheduled back and forth so that some zones
must be in different size. And the file size is required to be identical or be placed from the beginning zone of system
to obtain the best parallelism. In our proposed VSP scheme, there is no such constraints. In Section 3.1, we design a
virtual-sequential placement method where video data are stripped and virtual-sequentially placed onto the disks. With
the designed multiple read-schedulers scheme in Section 3.2, the less seek latency, the concurrent access, the load
balance, and the less buffer size can all be achieved.

2.3 Admission Control
When pumping the media streams, the media server should not only maximize the resource utility but also maintain
the quality-of-service. Media server can offer three broad quality-of-service classes:
1. Deterministic: All deadlines are guaranteed to be met,
2. Statistical: Deadlines are guaranteed to be met with a certain probability, and
3. Best-effort: No guarantees are given for meeting deadlines.
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For deterministic service, resources should be reserved in worst-case fashion for each stream. The server must check
whether buffering for existing streams is adequate to prevent starvation before admitting another service request and
lengthening the round's duration [6], [9]. Instead of the server's computing the change to round length based on worstcase values, the statistical service compute it based on the statistical values. For statistical traffic, different strategies,
such as dropping media blocks or dynamically vary media resolution levels, are available to resolve the missed
deadline. In order to maximize the resources usage, algorithms that dynamically calculate the real-time requirements
and carefully lengthen the round's duration to insert the new requests are needed. In [10], we have designed a simple
architecture that can easily handle the deterministic, statistical, and best-effort traffics simultaneously and guarantee
the quality-of-service (QoS). This scheme can be combined with the following new designed scheduling and
placement method to pump numerous media streams to clients while guaranteeing the QoS requirements.
<-- 2 Previous Works
<-- Table of Contents

3 The Proposed Scheme
The parameters that constrain the number of streams supported by the media server are:
the seek time between transfers,
the distribution of stream data over disks,
the amount of data transferred in each disk read,
the number of active streams supported by each disk, and
the disk bandwidth during transfers.
All these factors are considered in the designed media server.
Disk seeks have four major components which are (i)acceleration (ii) constant velocity motion (iii) deceleration and
(iv) head settle time. The average disk seek time is computed by dividing the sum of the time taken for all possible
seeks by the number of possible seeks. The worst case seek time comes from a seek across the full disk. With suitably
long seeks, acceleration, deceleration, and head settle time can be thought of as a fixed overhead. Very short seeks
would take less time than this because full acceleration is not required. The observed variance between worst case and
average case seek time can approach 2-to-1. For example, the average seek time and maximum seek time of the
Seagate ST32550 disk are 8.5ms and 18ms, respectively.
Meanwhile, a track near the outer edge of a disk is longer than one near the inner edge, so there is a greater storage
capacity in the outer tracks. For example, the Seagate ST31250/ST32550 disk changes from 51450 to 74900 bytes per
track from inner to outer tracks. With constant rotational velocity, the bandwidth obtainable from the outer regions is
larger than from the inner ones.
The amount of data transferred in each disk read also affects the performance. For example, for the Seagate ST31250,
experimental data show that for sequential read the throughput equals 7MB/s when the read block size is 100KB to
500kB. For random access, the throughput equals 4.8MB/s when block size is 500KB and the throughput drops to
2.8MB/s when block size is 100KB. In sequential read, only one seek operation is required. The results shows that disk
overhead can be minimized by transfer of large amounts of data at a time. Under that, a higher proportion of time is
spent transferring data, and a lower proportion is spent doing seeks. Any scheme to maximize the number of supported
streams should carefully handle the stream pumping bandwidth and seek times. In order to maximize the number of
supported streams, the design of server scheduler must ensure that, over some bound (short) interval of time, the
average case bandwidth and seek times are always guaranteed approximately. Thus, in the designed media server, the
disks are first divided into equal bandwidth zones and the video are scattered into these zones. The seeks are then in
order and the maximum search distance happens at only when crossing zones, thus the seek time can be reduced [11].
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All zones have equal bandwidth and are accessed intersectantly. In this scheme, the seek time is minimized and the
average bandwidth is guaranteed approximately.
To increase the throughput such as to pump numerous media streams, the placement scheme should support sequentiallike and concurrent retrieval capabilities such as to further reduce the seek time and to increase pumping bandwidth.

3.1 Data Placement
For the disk storage, the sequential access has higher performance than the random access such that the layout of media
stream should be contiguous as possible. In order to have the sequential retrieval capability, the media streams can
contiguously placed onto the storage devices sequentially and disk-by-disk. However, under this scheme each disk can
admit only one user to access it at one time, otherwise, the video data retrieval will become random access because of
the interleaving of the video stream retrievals. In this scheme the number of users is limited. To increase the concurrent
retrieval capability, the media streams should be stripped and scattered onto the disks. Nevertheless, because the
spreading of the data, this scheme requires more seek operations. In order to provide sequential and concurrent
retrieval capabilities simultaneously, we first divide each disk into X zones containing equal numbers of disk blocks.
Each zone is a contiguous group of disk blocks. The choice of the number of X is dependent on the number of disks in
the disk set.
Because the media streams are scattered onto the disks, to reduce the mapping or indexing table requirement and to let
the scattered media stream layout could have the sequential retrieval capability, a special placement and scheduling
scheme is designed. The placement is deal with first. From the residual number theory, we see that if two related prime
numbers, named m and n, are selected as the residual bases, then the number between 0 and m*n-1 can be
reconstructed from the residuals. Now consider the number of zones and the number of disks as the residual bases. Let
the number of zones (ex., X) in each disk is equal to the number of disks (ex., Y) plus one, that is X=Y+1; these two
numbers, X and Y, are then related prime. The position of each zone can be easily found out from the residuals
without the mapping or indexing table. Media streams are then stripped (each strip block is indexed by i here) and
scattered across Y disks and X zones. The ith media stream strip block is laid out in
zone = (i mod X) of (1)
disk = (i mod Y ) (2)
For example, let the disk set have four disks indexed from 0 to 3 (i.e., Y=4), and the number of zones is chosen to
equal to five (i.e., X=Y+1=5) and indexed from 0 to 4, the strip blocks of the media stream are placed in the sequence
as
<disk, zone> : < 0, 0>, <1, 1>, <2, 2>, <3, 3>, < 0, 4>, <1, 0>, <2, 1>, <3, 2>, <0, 3>, ...
The placement can be offset by an initial value, for example, <2, 1>, and then the placement sequence becomes as
<disk, zone> : <2, 1>, <3, 2>, <0, 3>, <1, 4>, <2, 0>, <3, 1>, <0, 2>, <1, 3>, <2, 4>, ...
This scheme alternates zones on adjacent disks and when in the transition from the last to first disk, the zone index is
continued to the index of the previous cycle in each disk. This scheme organizes the disk set as a totally integrated
sequence storage device. To place the media streams into the disk set, each media stream is segmented into groups of
contiguous disk blocks called v_segs and the v_segs are then laid out to zones as shown.
The designed media server then utilizes a scheduling interval, a period of time (it is called the round interval in Section
2) in which data for all clients is read from the disks, for scheduling the retrieval operation. The data requested for a
stream in each scheduling interval is stored in exactly one v_seg. Different bit rate media streams will have different
sized v_seg, but all the v_segs will correspond to the same play time interval. To parallelize the retrieval operation, a
r_scheduler scheme is used. Each disk has its independent r_scheduler in a scheduling interval. Totally, there are Y
r_schedulers for the disk set with Y disks. These r_schedulers are circulated around the disks as shown in Figure 2.
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Figure 2. r_scheduler operation.
<-- 3 The Proposed Scheme

3.2 Data Retrieval
To retrieve a stream, it usually requires a sequence of requests where each request will ask for reading a block of data
that belongs to the stream. The r_schedulers organize requests into groups that share access to the disks, and manage
the disk bandwidth and disk times. The requests in each group of a r_scheduler belong to one of the streams to be
retrieved. Let B represents the total bandwidth that can be accommodated by one disk in the media server, and X be
the number of zones of each disk. Requests can be added to a r_scheduler only as long as all the requests in the
r_scheduler use a total bandwidth less than or equal to B. The number of r_schedulers is equal to the number of disks
in the disk set. Requests in one r_scheduler are arranged such that they always access the same disk in each scheduling
interval. The scheduling interval is further divided into X zone periods. Within a zone period of a scheduling interval,
all requests in each group which will access the same disk zone will be served. The total bandwidth used by requests in
each group is kept approximately equal. When r_scheduler circulates from disk to disk as shown in Figure 2, the disk
zone accessible to each request changes in accordance with the layout scheme. Assuming that all r_schedulers begin
the services from the first zone, then according to our placement scheme, a r_scheduler will just serve the consecutive
data blocks belonging to its requested streams in the next disk.
For example, if the v_segs of a stream file are placed in the sequence like < 0,0>, <1, 1>, <2,2>, ... Let all
r_schedulers begin at disk 0. Then in the first scheduling interval, v_seg < 0, 0> will be accessed by its specific
r_scheduler at disk 0. And in the next scheduling interval, v_seg <1,1> will be accessed by its specific r_scheduler at
disk 1 (since all disks have moved to zone 1 at this time). This maintains the balance between zone accesses, while
allowing every request to access all areas of disks and sequentially disk-by-disk. Within each r_scheduler, the read
requests for a disk are ordered sequentially. At any given scheduling interval, only one r_scheduler will read data from
a given disk. Each disk is assigned to one r_scheduler in every scheduling interval. For example, Y=4 disks, and X=5
zones, the operations are shown in Figure 3. The figure shows two streams and their corresponding service zone
periods which are placed according the examples in Section 3.1.
When a new request arrives, the admission policy attempts to place it in the r_scheduler that will next be assigned the
disk containing the first block of the stream. If that r_scheduler is full, the admission policy scans backwards for a r
scheduler that will soon have access to the proper disk and zone and which has sufficient bandwidth for the new
request.
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Figure 3. 3 r_schedulers operate over 3 disks with each disk having 4 zones, T i denotes the zone period required for
retrieving a group of stream requests..
<-- 3 The Proposed Scheme
<-- Table of Contents

4 Performance Analysis
We analyze and compare our VSP RAID with a regular RAID. A regular RAID refers to a RAID system which
simply strips the data into multiple parallel access disks, probably with redundant error checking, i.e., RAID 3 or RAID
5 [2]. The stripped data in each single disk is assumed to be placed in a regular manner as shown in Figure 4. There is
no special retrieval scheduler over these multiple disks and stripped data. Thus the access on eachsingle disk will
perform like a randomly access file system. We continue our analysis first on regular RAID in the next subsection.

Figure 4. Regular placement scheme.

Figure 5. A single server single queuing system.

4.1 Regular RAID
The performance of the data retrieval scheme under multiple streams is observed in each individual stream and its is
modeled by a single queuing system with a single server, as shown in Figure 5. The data in each requested stream are
retrieved from the storage and enter the queue in a block-by-block basis, i.e.,
,etc. Let denote the mean
block arrival rate and denote the mean block service rate in the system. To obtain a state of equilibrium, i.e., blocks
will not be queued infinitely, it is required that
. For a stream to be played smoothly, it is also required that the
queue will never be empty whenever the server has finished served the previous block.
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It has been shown that a larger block size will introduce a better disk access performance [3]. The size of a block is
usually large compared with the packet size transmitted in the network. When a block is served, it will be further
divided into smaller segments and sent via the network to the subscribers. The transmission rate usually depends on
several dynamic parameters such as network access delay, stream consumption speed at the subscriber, and stream
service quality. Therefore, without the loss of generality, we assume that the service time of each block is a random
variable which is exponentially distributed. That is, the service process is a Poisson process. In this sense, we have a
G/M/1 queuing model. For any type of block arrival process, we are able to obtain the probability
no queued element at any instantaneous time [12]. That is
=1where

of seeing there is

(3)
is the utilization factor

. For letting

, we have a very intuitive result,

.

The block arrival process depends on the mixed behavior of disk access under multiple requested streams. The time
period required to retrieve one block includes two major elements, namely the block transfer time and the disk head
seeking time. Assume that each block has equal size and all the disks has the same data transfer speed. The disk head
seeking time randomly depends on the relative position of current disk head to the reqested file location. However,
there is a maximum seek time equal to the time spent in seeking from the very first sector to the last sector on the disk.
Thus, the inter-arrival time between two consecutive blocks can be bounded within the total time required to retrieve
one block for each stream. This implies that the system process all the requested streams in a round robin basis.
The following parameters are required in our analysis.
n : total number of simultaneously requested streams,
b : block size (Bytes),
a : mean service rate required by each stream (bits/sec),
: disk data transfer rate (Bytes/sec),
: maximum disk seeking delay (sec),
: mean block arrival rate of each stream (blocks/sec),
: mean block service rate of each stream (blocks/sec).
We assume that all the multimedia files in each disk will be requested with the same probability under the multistream environment. Thus the disk head will move randomly back and forth among the sectors and for simplicity, the
seeking delay is assumed to be uniformly distributed between 0 and , where the average seeking delay would be
. From the above we know the time required to retrieve a block will be

(4)
For any individual active stream, and after a block was retrieved, assume that the disk scheduler will retrieve a block
for each of all other requested streams before it proceeds to retrieve the next block belonging to this stream (round
robin). Then the average inter-arrival time between two consecutive blocks in any stream is

(5)
Then, we have the average block arrival rate

as
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(6)
And the average block service rate

is

(7)
As described in the above G/M/1 queuing system, we need

and

. From Equation (3), this is

and

.
. This means that the given storage system is capable enough of
Given a set of above parameters, if we found
serving the given number of simultaneously requested streams. Thus, given a storage system with parameters b, , and
, and given the required stream service rate a, we are able to find a maximal number of n such that
small, and denote this number as n*. And the total disk bandwidth is therefore
.

remains very

<-- 4 Performance Analysis

4.2 The Proposed VSP RAID
Unlike the regular RAID system, the proposed VSP RAID will not suffer from the disk seeking delay. According to
the previously described queuing system, a block is said to have entered the queue only after it has been completely
retrieved from the storage. This means that we assumed that the queuing system pre-loads the data into buffer by at
least one block size. Given a VSP RAID with Y disks and each disk being partitioned into X zones, we note that the
disk head in each disk will need the following two types of seeking delay,
1. Seeking delay between zone i and zone i + 1.
2. Roll back from the last zone to the first zone after finishing reading X zones.
However, each single stream are only affected by the above delay constantly and is independent to other streams
currently in the system (this is different to the case for a regular RAID !!). Therefore, this constant seeking delay can
be compensated by preloading an amount of data before playing or delivering the streams. To analyze the performance,
we begin by modeling the inter-arrival time between retrieving two corsective locks for any individual streams. In
Figure 6, we explain the block retrieval within the period between each disk head's rolling back. The total seeking
delay within the above mentioned period is less then
(since some portion of the disk head movement are used for
transferring data). And in the same time period, X blocks will be retrieved. Then we have the average inter-block
arrival time as follows.

(8)
Then, we have the average block arrival rate

as

(9)
And the average block service rate

remains

file:///C|/Users/Bear/Desktop/new/MM97/135.htm[3/15/2010 6:34:14 PM]

Efficient Real-time Data Retrieval Through Scalable Multimedia Storage

(10)
To have

, we still need

and

. Thus, we need

(11)
Rewrite the above expression

(12)
can be found to be a small number since is in the order of 10^6, is in the order of 10^-3
The term
streams, block size, and disk seeking delay when X is sufficiently large. The results also indicates that if the disk data
transfer rate is greater than the single stream service rate, then

will approach zero. Therefore, the total disk

bandwidth is
as there are Y disks all together. Under a multi-stream environment, the proposed scheme
performs almost the same as a single-stream system does.

Figure 7. Disk head roll-back in the proposed VSP scheme.
<-- 4 Performance Analysis
<-- Table of Contents

5 Numerical Results
From Equations (6) and (7), we are able to derive the total disk bandwidth

for a regular RAID system. That is

(13)
and this result shows that the total disk bandwidth of a regular RAID system depends only on the seeking delay and
the disk data transfer rate . As indicated in Section 3, a typical seeking delay ranges from 8:5ms to 18ms. And from
our experiment, the disk data transfer rate ranges from 4Mbytes/sec to 8Mbytes/sec. Thus, we plot the comparison in
Figure 7, where is 6Mbytes/sec, 8Mbytes/sec and is 10ms, 15ms respectively. The proposed VSP scheme has a
steady performance improvement over the regular RAID system. The regular RAID only performs better with large
block size (i.e., 64KBytes) and small seeking delay. However, the best performance of a regular RAID is still less than
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the proposed VSP scheme by around 40%.

Figure 7. Total disk bandwidth performance (a) g = 6MBytes, e = 10ms, (b) g = 6MBytes, e = 15ms, (c) r = 8MBytes,
e = 10ms, (d) g = 8MBytes, e = 15ms.
<-- 5 Numerical Results
<-- Table of Contents

6 Implementation
We have implement a experimental system for both the regular RAID and the VSP scheme. The operating system is
Windows NT 4.0 (TM) and the storage interface is ASPI (Adaptec SCSI Programming Interface ) (TM) Fast-and-Wide
SCSI. The selected disk is a Seagate ST32550 (TM) with capacity of 2 GBytes. For regular RAID system, we place 12
large files over the disk as explained in Figure 4 and each file has identical size of 150 MBytes. We let multiple
processes concurrently read data from these files under the assumption that the read process is by block and in a best
effort approach. In Figure 8, we show the total disk bandwidth read by various number of concurrent process under the
assumption that each process randomly selects a file from these 10 given files. When there is only one process, the
system behaves like a sequential read process without seeking delay and thus a highest performance is obtained.
However, when there are multiple concurrent processes, the performance will drop suddenly since there is seeking
delay. In Figure 9, we show the similar result while we set that all the concurrent processes will read the same file. The
performance is improved slightly since the disk seeking range is now limited in only one file.
Another experiment is the VSP scheme. We have implemented a simple prototype using our VSP scheme. We use two
disks (Y=2) and let each disk is partitioned into 3 zones (X=3). We place the same 10 files into the VSP RAID and
begin the retrieval experiment under multiple concurrent read processes. In Figure 10, we show the result for randomly
selecting files and for reading the same file. The obtained total disk bandwidth is now up to 62Mbps for two disks. The
performance reamins steady as the number of concurrent processes is increased. The performance can be improved
further since we are now using Windows NT (TM) which is not a real time operating system and also the disk number
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can be increased.

Figure 8. Total disk bandwidth performance of a regular placement method (reading different files).

Figure 9. Total disk bandwidth performance of a regular placement method (reading the same file).

Figure 10. Total disk bandwidth performance of the VSP placement method (Y=2, X=3).
<-- 6 Implementation
<-- Table of Contents
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7 Conclusions
The design of a multimedia server requires a storage which is both scalable in capacity and QoS (Quality of Services)
guaranteed in retrieval. The proposed VSP scheme is now used in our video-on-demand server which is able to deliver
MPEG-1 and MPEG-2 movies. Our method combines both a novel placement scheme and a well-scheduled retrieval
scheduler and therefore a highly parallelized retrieval performance can be achieved. Another advantage of using our
scheme is that the buffer requirement for each single stream is very small.
<-- 7 Conclusions
<-- Table of Contents
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Abstract
With the advances in multimedia databases and the popularization of the Internet, it is now possible to access large
image and video repositories distributed throughout the world. One of the challenging problems in such an access is
how the information in the respective databases can be summarized to enable an intelligent selection of relevant
database sites based on visual queries. This paper presents an approach to this problem that is based on image contentbased indexing of a metadatabase at a query distribution server. The metadatabase records a summary of the visual
content of the images per database through image templates and statistical features characterizing the similarity value
distributions of images. The selection of databases is done by searching the metadatabase using a histogram-based
ranking algorithm that use query similarity to a template and the features of databases associated with the icon. The
database selection mechanism have been implemented as a metaserver and extensive experiments have been done to
demonstrate the effectiveness of the database ranking algorithm.
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Introduction
With the popularization of the Internet, it has now become possible to access large image and video repositories (visual
databases) distributed throughout the world. Such access is becoming increasingly important in a number of
applications, such as medical diagnostics, manufacturing, education, surveillance, and distributed publishing. In such
applications, information from visual databases distributed at remote locations must be made available at other
locations for purposes ranging from diagnostics, distance learning, to electronic commerce. Accessing these
repositories in a distributed setting over either a proprietary or a public network poses a number of challenges.
In a typical use scenario, a query generated by a client needs to be distributed to relevant visual databases. This is
usually done through a metaserver that selects the target multimedia database site(s) and poses the query to the
respective databases in an acceptable form. The searching mechanism of the database searches its repository for
possible answers to the posed query. The answer is then fed back to the metaserver for eventual relaying to the client.
This general framework of database selection is illustrated in Figure 1 through a metaserver which includes a
metadatabase and metasearch agent.

Figure 1. Global integration of a distributed visual information system.
Intelligent site selection has been attempted based on text information [16, 20 ]. Most work can be categorized based
on the Information Retrieval (IR) model it uses. For example, GLOSS from Standford [9, 8] uses Boolean and vectorspace retrieval models of document retrieval to estimate the number of potentially relevant documents in a database
for a given query. Vector-space retrieval model is also used in [25] to produce a list of potentially relevant WorldWide Web sites. Probabilistic retrieval models are used in [3, 19, 7]. In the case of [3], document collections are
summarized using collection frequency information for each keyword term together with the inverse collection
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frequency of different terms. An inference network then uses this information to rank the collections for a given query.
In [7], a decision-theoretic approach was proposed which uses expected recall-precision curve, expected number of
relevant documents and cost factors for query processing and document delivery to make selection decision. Some
systems use artificial intelligence techniques to locate relevant resources. Examples of such systems include [4, 15].
Finally, many systems [13, 17, 12, 6] use a simple ``directory of services'' for preliminary site selection. The
``directory of services'' maintains descriptions of all participating databases. The contents of databases are generally
modeled as a set of attributes. Queries, usually consisting of Boolean combinations of the desired attribute-value pairs,
are first submitted to the ``directory of services'', which then provides users with hints on databases to search.
Although commercial systems are being developed that allow multiple text databases to be accessed over the Internet
via SQL, ODBC or Perl gateways [23], new technical issues arise due to the nature of the visual data, including
images and video data. With the advent of content-based querying of visual databases [14, 11, 1, 22], it is apparent that
traditional methods of designing such databases using proprietary methods of query specification and search based on
traditional indexing approaches may not be suitable in these settings where the remote user's queries may be
unanticipated and referring to image content that is as yet unextracted. In addition, the time-consuming nature of
content-based queries requires an intelligent selection of target databases to ensure acceptable response time.
We observed that the selection of databases can be done by content-based indexing of a metadatabase. The
metadatabase records a summary of the visual content of the images per database in a suitably abstracted form.
Searching the metadatabase involves determining the visual similarity of the query with the abstracted visual
information recorded about the databases in the metadatabase. A similarity measure captures the visual similarities of
images in databases to image templates. Image database organization based on templates has been studied in [24, 26].
Next, a distribution of the similarity values of images of a database to a template is derived. From the distribution,
statistical features are computed that capture the likelihood of a database containing images that are relevant to a
template. The features describing the links between databases and templates are pre-computed and stored in the
metadatabase. On posing a query, its visual similarity to templates is computed. The query similarity values are then
used against the information in the metadatabase to derive a ranking of databases with respect to the posed query.
We recently outlined an approach, termed mean-based approach, to the problem of database selection that is geared
towards handling visual content-based queries [5]. The statistical features used to determine the likelihood of a
database containing a given visual query include number of samples, mean and variance of similarity distribution, etc.
In this paper, we propose a new ranking approach, termed histogram-based approach, which is based on not only the
statistics of the similarity distribution (represented as a histogram) but also the locations of the database images within
the image cluster. Comparing with the previous proposed mean-based approach, the histogram-based approach
provides more accurate selection of relevant databases for given visual queries.
The rest of the paper is organized as follows. In Section 2, we present the rationale of database selection through image
template indexing of a metadatabase. In Section 3 we present the histogram-based algorithm for ranking databases
based on template similarity to visual queries. Details of experiments that compare the histogram-based and meanbased ranking algorithms are reported in Section 4. Concluding remarks are offered in Section 5.
<-- Table of Contents

Database Selection through Indexing of a Metadatabase
To support efficient visual queries, relevant databases must be selected for visual queries without detailed examination
of all images of database for possible matches. Clearly, it is not desirable to move the complete machinery of image
content-based search used in the database engine to the metaserver to determine database relevance. Also, it is not
possible to create off-line, an indexed set of database sites containing relevant images to queries, as that requires an
anticipation of all possible visual queries. To address these problems, we propose an intermediate approach wherein the
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information in the images of the database is summarized and represented in a suitably abstracted form in a
metadatabase. The relevant databases for a particular query are determined by an image content-based indexing of the
metadatabase. This involves determining the visual similarity of the query with the abstracted visual information
recorded about the databases.

Visual Queries
We assume various feature classes in visual databases can be represented by a set of image templates collected from
local databases. An image database can belong to one or more templates. Under each template, statistical information
for each database is stored in the metadatabase. A query q may consist of subqueries
,(
), with each
subquery representing a feature class (i.e., texture pattern, color pattern, shape pattern, text, etc.) to be retrieved in the
database images. Each subquery may then match with one or more templates , (
). The subquery similarity
to templates and related statistical information of databases

(

) are then used to derive a ranking of the

databases with respect to the subquery. The rankings of the databases for the subqueries are then merged to yield a
final set of the databases for the given query. Figure 2 shows the relationships between a query, templates, and
databases.

Figure 2. Query, templates, and databases.

Selecting Databases
We will now formulate the database selection strategy for visual queries. We focus on using image templates as the
abstraction of databases. Image templates are prototypical regions that are representative of the feature in an
underlying scene. For example, a geographical image database may be summarized through a set of templates
representing textures corresponding to residential areas, grass, water, and agricultural areas. Our previous work on
iconic representations had demonstrated their usefulness in clustering of images within a database, as well as querying
to texture content within images [26, 21]. Our similarity measure is based on the distance between feature vectors of
images in the feature space, with 1.0 representing the highest similarity and 0.0 representing no similarity. The
measurement is determined by computing statistics of texture features such as contrast and directionality. The
effectiveness of this measure in capturing directionality. The effectiveness of this measure in capturing visual
similarity to templates had been demonstrated by showing the existence of different similarity ranges for distinct
clusters. For example, given an image template shown in Figure 3, images in cluster (4), with similarity measures in
the range of [0.07,0.15], are the least similar ones to the image template. Images in cluster (1), with similarity
measures in the range of [0.71,0.85], are the most similar ones to the image template. Clearly, images belonging to
cluster (1) are considered to have similar texture features to that of the image template used in the figure. Since we use
distance-based similarity measure, images with the same distances to an image template will have the same degree of
similarity with respect to that template.
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Figure 3. Template and database images from Brodatz Album.
Our use of image templates for visual abstraction is based on the above observation. That is, if a query and an image
are both visually similar, then it is likely that they have close degree of similarity to the same template. Figure 4 shows
the situation in the two dimensional feature space. Given a template T, which is generally located near the center of an
image cluster, images with similar features to T are usually located near T, with small distances to T. Images without
similar features to T are normally located far away from T, with large distances to T. In addition, for image q, with a
distance to template T, images similar to q will normally have small distances to q (i.e., located within the shaded area
Q) and thus have similar distances to template T. This property can be observed in Figure 3. For example, all three
images in cluster (1) have small distances to each other and they all have similar distances to the given template.
Note that one cannot say that if two images both have the same degree of similarity (or distances) to a template, then
they are definitely similar to each other. As it is shown in Figure 4, both images q and m have similar distances to
template T, but the distance between q and m is large. It is thus possible that q and m are not similar.

Figure 4. The relationship between images and template.
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We will now describe how to determine the most relevant region for any image query q. We first uniformly divide
each image cluster represented by a template T into small partitions. The division is centered at template T, and is
based on the image features. Given a feature space consisting of n features, we can select the k most important
features. The feature space can then be represented as a k-dimensional rectangular coordinate system with each
important feature as a dimension. Let
be the axes of the coordinate system, we define
as the cut that is
parallel to the axis

,

, and passes through template T. We then divide each image cluster along each

, to yield
and

partitions. A cut along any

portions, respectively. Each partition

will divide an image cluster into two portions, denoted

can then be represented by a vector

. For example, a partition with a vector representation in the domain of
of the

portion of the

and

portion of the

. Let

of template T, if

dimensional feature space. Image q with coordinates
and vector of partition

is also

, where
indicates the intersection

be the coordinate for template T, and

be the coordinate of an image q, we compute a vector

The image q is grouped into partition

,

, where

. Figure 5 illustrates the partitioning in a twois grouped into , because the corresponding vector U is

. Note that although we only use k important features for the

partitioning, in retrieving images, we will use the original feature vector with all the n features.

Figure 5.Image cluster divided with two important features.
Let query image q has similarity sim to template T. The relevance region of q with respect to T is defined as the part of
a partition that has similarity
to T, where is an offset value. should be determined by
experiments. Figure 6 shows the definition of the relevance region
two-dimensional feature space.
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Figure 6. A relevance region that is within partition.
Our database selection approach is developed based on the relevance region. For a query image q, the relevance region
provides a good estimation of the area where exactly matched or highly relevant images to image q will fall within.
Database sites with more images in the relevance region are considered more likely to contain relevant images to
image q, therefore are ranked higher.

Metadatabase
We design a metadatabase and a metasearch agent to support the database selection. Given a set of databases at
various sites, an initial metadatabase is constructed using image templates as mediums of visual abstractions. At the
time that a database registers with the metaserver, the metadata about the database is supplied. These metadata include
the type of media data housed, expected query form, and specialized algorithms supported. In addition, the
distributions of the similarity and relative positions of database images with respect to image templates are collected.
Each database image is grouped into a partition associated with an image template. For each partition, a histogram
which represents the similarity distribution of the images within the partition is derived and stored in the metadatabase.
The similarities and locations of database images to templates are precomputed using image feature extraction
algorithms.
The metadatabase is organized into a hierarchical structure. At the lowest level, database sites are grouped under each
template, the groupings are based on the similarity of database images to the template. We define an image is similar
to a template if the similarity measurement between the two images is greater than a threshold. A database site can be
grouped under one or more templates. At the higher level, templates are grouped according to feature classes,
including keywords, texture pattern, color pattern, and shape pattern, with top-level nodes representing the most
general categories of text, texture, color and shape. The hierarchical organization of the templates is similar to the
image clustering organization presented within an individual multimedia database [26]. The templates presenting at the
metadatabase are generally a super set of the templates presenting within an individual multimedia database. Figure 7
presents a conceptual view of the metadatabase.
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Figure 7.A conceptual view of the metadatabase.
The role of the metaserver is to accept user queries and transforms the information in the query for suitable searching
of the metadatabase. It also distributes the queries to the selected database sites and relays their responses back to the
user.
The templates, distributions of similarity and relative position values can be either computed as a background process
by the metaserver or can be collected directly from a database when it registering with the server. Thus, although the
metadata collecting process could be time-consuming, it can always be done off-line. Therefore, the metadata
collecting process will not affect the efficiency of query retrieval. On the other hand, such an organization of the
metadata will support efficient on-line retrieval of image queries.
<-- Table of Contents

Database Relevance by Iconic Matching and Ranking
In this section, we present a histogram-based algorithm for ranking databases based on computing visual similarity of
queries and images of databases to templates. The discussion will follow the general database selection principle
outlined in Section 2 and defines the detailed ranking algorithm based on the collected histogram metadata.

Terminology
The following terminology is needed for the ensuing discussion.
DB: the set of all databases.
sim(i,t): the similarity between image i and template t, where

.

num(db,t,C,s ,s : number of images within database db with a similarity in the range of
template t and a set of C partitions.
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Query Matching to Icons and Partitions
Given a query image q, which may be represented as a set of subqueries
to the templates

, the visual similarity of subquery

of the metadatabase is computed. A set of matching templates are selected based

on the following criterion:

where is defaulted to 0.05.
Let the feature space be represented as a k-dimensional rectangular coordinate system, the coordinates of each
subquery and templates are also computed. For each matched template with a coordinate of
, given a set of
partitions

, we compute the corresponding partition

for the subquery , with a coordinate of

using Formula (1). In addition to the partition that the subquery falling within, the adjacent partition may
also be selected if the subquery is located near the boundary of the two partitions.

where X' is the cut dividing partitions

and

, and

is the distance between subquery

and X'. The

threshold varies for each dimension, and is defaulted to 3% of the maximum distance of the feature that represents the
dimension.
If the initial selection does not sufficiently prune the databases, the metaserver can perform another selection based on
user feedback before submitting the query to relevant databases. Also, if no template can be found for the subquery,
the metaserver has the option of creating new templates. For each new template created, all databases will be polled to
obtain statistical information pertaining to the new template.

Histogram-based Approach
The histogram-based ranking approach computes the ranks of relevant databases according to the number of images
falling within the ``relevance region'' of a given query.
We define a relevance interval [a,b] of the query q as:

where is a predefined offset value.
Let
where

represents the similarity histogram of images in a database db to template t in partition c,
is the number of images within partition c that have a similarity x. For a given query image q, which

contains a single subquery and matches with a single template t and a set of partitions
are selected by the following criterion:
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where

, with

,

The selected

databases are then ranked based on the value of num(db,t,C,a,b). This scenario is illustrated in Figure 6, with Q
representing the set of relevant images to the query, and
representing the set of images that are used for the ranking.
, with a set of partitions

If a query contains a single subquery matching with multiple independent templates
corresponding to each template , Formula 5 is revised as follows:

where

, with

,

The selected databases are then ranked based on the value of

. When a subquery is

matched with multiple independent templates, the subquery will have similar feature distances to all matched
templates. Figure 8 illustrates the above scenario in the two dimensional feature space, where the query q has similar
feature distances to both templates and . Here, the shaded area (N) represents the images that are used for the
ranking, which is the sum of the two relevance regions located within

of

and

of

.

Figure 8. Histogram-based approach for queries matched with multiple templates.
If q contains a set of subqueries

and each

matches with multiple independent templates

corresponding partitions sets

Formula 5 is then revised as follows:

, and

In such a case, the selected databases are not ranked.
<-- Table of Contents

Testing and Validation
In this section, we will explain our experiments to demonstrate the effectiveness of the histogram-based ranking
algorithm. The experimental results are also compared to the mean-based ranking approach proposed in [5].
We have implemented a metaserver in a distributed visual information retrieval environment. The design approach to
access the environment involves a Java-enabled browser accepting a query issued by a user. The user interface is a
Java applet and the user query is in the form of an image. This image query is forwarded to the metaserver. The
selected database sites are displayed to the user. The user may choose the sites to search. The names of retrieved
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images are then displayed to the user after the query is sent to the chosen databases. The images desired by the user
can be directly retrieved from the specific databases.
A set of images based on the Brodatz collection [2] have been constructed as the testbed. We randomly constructed 11
databases. Figure 9 shows the database sizes.
We use a hierarchical approach to select the image templates. Initially, we assume there are n image templates
corresponding to the n samples. We group together the two closest image templates, resulting in n-1 image templates.
The process of grouping the two closest ones is repeated until having only one template. This hierarchically nested set
of image templates can be represented by a tree-diagram, or a dendrogram [10]. We can cut the dendrogram at a level
which yields enough number of image templates. Image templates with few children are discarded. Figure 10 shows
the templates used in our experiments. The similarities between images and templates are calculated using the waveletbased similarity comparison technique developed in [18, 21].

Figure 9. Database sizes.

Figure 10. Image templates used in experiments.
Two metrics are used to quantify the effectiveness of the approaches:
Ranking order error: we use mean-squared error metric [3] to compare the ranks returned by the ranking
algorithm against the ideal ranks. The ideal ranks are determined by the user based on the number of relevant
images each database contains for the given query. Thus, given a query, let
be the set of top h ideal
ranked databases,
for database

be the ideal rank for database

, and

be the rank determined by the ranking algorithm

. The mean-squared error of the ranking order is calculated as:
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Precision of selection: we use precision to measure the accuracy of database selection against ideally relevant
databases. Given a query, let
to be the set of top n database sites selected in response to the
query, and
be the set of top n database sites that have been judged to contain images that are
most relevant to the query, the precision of the selection is calculated as:

Note that the traditional recall measure is not used, since in our context, the recall measure is equivalent to the
precision measure.

Performance of Queries
We randomly performed 73 queries, all of them contain a single subquery with uniform texture features. Experimental
analysis on queries containing multiple subqueries can be similarly conducted.
The threshold used to select multiple templates is set at 0.05. The similarity values between all queries and templates
ranged from 0.65 to 0.95. The number of queries with respect to the number of matched templates and different ranges
of similarity are summarized in Table 1. For example, there are 15 queries that match with a single template with
similarities ranging from 0.75 to 0.84. For a query matched with multiple templates, its corresponding similarity range
is determined by the average of all similarities between the query and matched templates.

Table 1. Distribution of number of queries based on the number of matched templates and similarity ranges.
The offset used to determine the ``relevance interval'' is defaulted to 0.06. Later, experiments will be performed to
evaluate the effect of different interval offset values on the performance of the ranking algorithm. We calculated the
average P and S values of all queries by comparing the top 4 ideally ranked databases with the top 4 databases ranked
by the ranking algorithms. The ideal rank of each database site was determined by measuring the similarity between
each given query to all database images. Databases with at least 5 images that have a high similarity (i.e.,
)
with respect to the given query are considered to be relevant to the query. All relevant databases are then further
ranked based on the number of highly similar images. The top 4 ranked databases were used for the experiments as the
top 4 ideal ranked databases. For the selection precision, the performance for each experiment is measured at 3 levels:
0.75, 0.50, and 0.25 (representing high precision, medium precision, and low precision, respectively). For the ranking
order error, the performance for each experiment is also measured at 3 levels: 5.0 (i.e., the maximum possible meansquared error with a selection precision of 1.0), 10.0, and 15.0 (representing low ranking order error, medium ranking
order error, and high ranking order error, respectively).
For the histogram-based approach, we selected the two most important texture features as the features for partitioning.
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Each image cluster is divided into 4 partitions. Each database image is grouped into a partition using Formula (1). For
each database and template pair, four histograms were generated with each representing the similarity distribution of
the images within a partition. For each query, the threshold used to select multiple partitions is set at 20.0 for the first
feature and 6.0 for the second feature. The experiment results for the histogram-based approach are reported in Table
2, which show the average P and S values as a function of the number of matched templates and similarity ranges.
Results for the mean-based approach are reported in Table 3. The th threshold, introduced in [5] to determine the
number of similar images in the mean-based approach is set at 0.60.

Table 2. Histogram-based approach results as the function of number of matched templates and similarity ranges: (a)
Precision, (b) Ranking Order Error.

Table 3. Mean-based approach results as the function of number of matched templates and similarity ranges: (a)
Precision, (b) Ranking Order Error.
The histogram-based approach offers better performance in both selection precision (0.79 vs. 0.72) and ranking order
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error (4.88 vs. 6.37). The relatively high P value (0.72) of the mean-based approach also demonstrates that the mean
estimation method on ranking the databases is quite effective.
For queries based on a single template, both histogram-based and mean-based approaches yield high selection
precision (0.87 and 0.77, respectively). We notice a decrease of the precision for both histogram-based and meanbased approaches (0.71 and 0.67, respectively) while the queries match from single template to multiple templates.
This can be explained by comparing Figures 6 and 7, as more irrelevant images are generally included in the ranking
when the query is matched with multiple templates, thus increase the degree of error. The lowest ranking order error
results are also from queries matched with a single template (2.87 and 5.03, respectively). We also noticed a
deterioration of the precision of both approaches when the degree of the similarity between query and template is low.
When the degree of similarity is high (i.e.,
), both approaches offer high selection precision and low ranking
order error. The results are mixed when the similarity ranges from 0.75 to 0.84. The mean-based approach reaches its
best performance in precision (0.73), whereas the histogram-based approach yields its highest ranking order error
(5.55). When the similarity is below 0.75, the performance of mean-based approach is poor. However, the histogrambased approach continues to offer good performance. We believe the good performance of the histogram-based
approach within this similarity range is due to the partitioning, which eliminates more irrelevant images. We also
observed that when the similarity between the query and the template becomes low (generally below 0.6), the
templates no longer provide a sound basis for the estimation.

Adjusting Interval Offset
We now analyze the impact of relevance interval offset on the performance of the histogram-based ranking algorithm.
Figures 11 and 12 show the test results with various offsets. We notice the selection precision reaches the highest at
0.10, whereas ranking order error is the lowest at 0.06.
We believe that an ideal offset should be as small as possible, while still includes the majority of relevant images.
Different methods used in calculating the similarity rates and different image types may result in different offset
values. We have found that, for our test images, an offset value of 0.06 seems to be appropriate.

Figure 11. P value for the different interval offsets.
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Figure 12. S value for the different interval offsets.

Discussion
Based on the above analysis, the histogram-based approach offers better performance than the mean-based approach.
The normal distribution requirement of the mean-based approach limits its use on databases with a large number of
images similar to the template. The histogram-based approach is suitable for all databases.
Both ranking approaches perform best when the query is matched with a single template and when the similarity
between the query and template is high. The histogram-based approach performs significantly better than the meanbased approach for queries matched with a single template. The histogram-based approach also outperforms meanbased approach for queries matched with multiple templates.
We also recommend a threshold of 0.6 to be used by the metaserver for creating a new template. Comparing to the
given query, if none of the existing templates have a similarity greater than 0.6, than the metaserver will have the
option to create a new template for the query.
Note that the histogram-based approach requires higher storage in the metaserver than the mean-based approach. The
mean-based approach only requires a few statistics data (i.e., number of samples, mean and variance) for each
database and template pair. The histogram-based approach requires the storage of the histograms for all partitions that
are associated with each database and template pair. However, the storage requirement of the histogram-based
approach can be cut down by only storing the portion of the histogram that covers the similarity rates of interest. In
our test system, we store the portion of the histogram that covers similarity rates ranging from 1.0 to 0.50, since we are
only interested in the similarity ranging from 0.95 to 0.65.
<-- Table of Contents

Conclusions
We have introduced a histogram-based ranking algorithm that, in addition to our previous proposed mean-based
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ranking approach, addresses the problem of determining the relevance of database sites to visual queries based on
visual content. This is achieved by abstracting the visual information in images of databases through templates in a
metadatabase and capturing the statistical features of the similarity value distributions of images as indices to database
references. The selection of relevant databases is achieved by indexing of the metadatabase and a metaserver that uses
the visual similarity of the query to the stored templates to rank the databases associated with the templates. The
database selection mechanism has been implemented as a metaserver. The effectiveness of the two approaches have
been demonstrated through extensive experiments.
<-- Table of Contents
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Abstract
This paper presents contrasting metaphors and paradigms for designing interactive media interfaces. Multimedia
interface designers and researchers with diverse backgrounds discuss their own design approaches and important
design issues. Discussion of these issues is continued beyond this paper through a web site.

Introduction
Multimedia applications are finding their way into ever expanding corners of our lives: in business, education, public
spaces, and private entertainment. Rapidly improving technology and tools enable multimedia developers to create
complex information spaces and varied forms of interaction that were only dreamed of before. Yet our interface design
methodologies do not appear to have kept pace with these improvements. Books providing guidance to multimedia
designers tend to either reiterate two-dimensional graphic design principles [7] or promote one of a few metaphors: the
hyper-linked textbook [4], the desktop [10], the stage[5]. The trouble with these approaches is that they do not consider
the rich, multi-dimensional information space that multimedia is capable of representing. Studies increasingly show
that time and space incorporated in the interface add interest and depth, and even enhance navigation [6]. Others point
out the need to tailor interface techniques to the intended audience [1]. Unfortunately, many applications fall short of
their potential because of poor design.
As multimedia developers from diverse backgrounds, we have gathered to compare and contrast our approaches to
designing interactive multimedia. We also intend to raise, and possibly answer, some critical questions. Can we
establish clear guidelines or methodologies for design, or must we resign ourselves to relying on intuition only? What
methodologies are most effective, and for what applications? Are current metaphors adequate, or do we need new
ones? How does the background of the designer influence the outcome of the interface design? We hope to stimulate a
sorely needed intellectual discourse that we hope will continue beyond these pages.
To facilitate the continuing discussion, we have developed a web site that presents these issues and contrasting points
of view. The web pages include the panelists' presentation slides. We have also included a form enabling others with
experience in multimedia development to present their own methodologies, paradigms, and metaphors, thereby
providing a richer set of opinions to visitors of the site. We invite interested parties to visit this site at
http://www.brooklyn.cuny.edu/bc/ahp/LScarlatos.html.
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Lori Scarlatos: The Art of Multimedia Design
Many designers of multimedia systems rightfully think of themselves as artists. A work of art communicates ideas to
an intended audience by emphasizing important relationships and diminishing irrelevant information. Art defines a
space that is rich in micro and macro information, inviting exploration. Art is meant to be viewed many times from
many different angles, always leading to new discoveries: the more a viewer engages the art, the more that the viewer
gets out of it. These are characteristics that we would like our interactive multimedia systems to have.
Although artists may appear to rely purely on intuition, they actually draw from a rich tradition of well established
processes and techniques that have been developed over the centuries. Beyond their original inspirations, which are
truly creative, artists (consciously or unconsciously) develop their work through a series of overlapping processes.
These processes include:
1. Filtering the information being presented, so as not to clutter the piece with irrelevant details;
2. Selecting representational elements and styles that best convey the artist's ideas;
3. Creating layers of information/detail/meaning that will reward the attentive viewer with ever more new
discoveries as the viewer's vantage point or focus changes; and
4. Composing the elements of the piece in such a way as to establish relationships and guide the viewer through the
piece, so that even the quickest study reveals the essence of the work.
These processes, which correlate well to the multimedia designer's tasks, form the basis of a multimedia design
methodology. In fact, I propose that this design methodology suggests a set of multimedia authoring tools. Although
outside inspiration will still be required, these tools could provide a way to systematically create innovative
multimedia applications, and help many developers to realize their creative potential.

Rudy Darken: Designing for Wayfinding in Virtual Environments
The field of psychology has endeavored over the past 100 years to describe how man relates to his environment. What
we find are deep analytical discussions concerning the physical environment and man's place in it; how we extract
information from the environment, how we process that information and eventually act on it. Now along comes the
notion of a "virtual" environment - and all the rules changed. All the assumptions psychologists have made concerning
the characteristics and features of the environment are now invalid, or at least demand reevaluation. Much of what we
are doing here is reevaluating a body of research within the context of a new medium. How are virtual environments
different from real environments and what behavioral repercussions does this difference have on human activity and
the ability to do real tasks?
My work involves one small piece of this puzzle: the ability to form a mental representation of an environment virtual (VE) or real (RE). While my earlier work was concerned only with wayfinding performance enhancement
within the VE, it has lately been extended to include the transfer of spatial knowledge acquired in the VE back to the
RE that it represents. Note that my primary interest here is in the cognitive elements of navigation rather than the
actual activity of movement (locomotion or maneuvering) from one point to another. While they are certainly interrelated, at this early stage of research it seems appropriate to investigate them separately.
The problem of disorientation in VE's usually becomes apparent when a person is placed in any large space (i.e. an
environment that is too large to be viewed from a single vantage point). However, this same level of disorientation is
not apparent (at least to the same degree) in similar RE's. Accepting the fact that we can't support the same level of
stimulus fidelity in the VE that would be present in the RE, we need to understand what stimuli are most useful for the
presentation of spatial information. This will provide a priority scheme for the rendering of the environment (both
visual, aural, and other) enabling the removal, when necessary, of non-essential stimuli. Furthermore, since all aspects
of the VE are under our control, we can augment spatial information (e.g. dynamic maps, markers, etc.) in ways not
possible in the RE.
It seems obvious that we can acquire spatial knowledge about a specific space from navigating a virtual representation
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of it. However, what we don't understand is exactly what knowledge is acquired and how it differs from that acquired
from the actual environment. One thing we can always count on (at least in my lifetime) is that VE's will always be
lesser representations of RE's, especially in terms of stimulus fidelity. That being the case, we now want to know what
effect degraded stimuli have on spatial knowledge acquisition.

Komei Harada: Scenario Design Independent from Media Contents
What characterizes the design of an interactive multimedia application is that it is divided into creating the media
contents and developing the scenario. While the media contents usually determine the formats of images, video, audio
and text that are common to the platform, the format of the scenario depends on the authoring system used, and
therefore may be represented by various metaphors. The quality of the interactive media relies upon the organization of
the scenario as well as the quality of media contents.
With currently available authoring systems, multimedia developers cannot begin to design screens and user interaction
until the media contents are created. Therefore, the scenario editing process highly depends on the creation of media
contents. The scenario structure of interactive media is basically independent from the media contents. By separating
the scenario design process from the media contents creation, authors can take advantage of these strategies:
1. Top-down design: creating the scenario of a large-scale application starting from the global design;
2. Collaboration: sharing the authoring processes among different designers; and
3. Reuse: using the same scenario structure in different application.
I propose a design methodology in which the scenario design and the media contents creation are independent from
each other. In order to keep the consistency between the scenario and media contents when they are being edited
separately, the concept of "surrogate media" is introduced. Surrogate media serves as the identifier of each media
element while designing the scenario. It also specifies the actual media contents to be created.
In order to realize this scenario design methodology, we at NEC have developed the Anecdote Multimedia
Storyboarding System. The user interface of Anecdote is based on the storyboarding technique where the "sketch" is
mainly used as surrogate media. A sketch can be created much more easily than the actual media contents, and it
visually represents the media contents to be created in the scenario.

Carrie Heeter: Creativity-Driven Software Design
At the Michigan State University Comm Tech Lab, we place creativity, intuition, and flexibility at the center of every
phase of software design. No model can create exciting interface design with dull participants. Intuition and designer
background are very important and can not be dismissed.
1) Defining the Problem Statement - 1 to 3 weeks
We start with a general content domain or problem space and begin a process of clarifying intended users and
emotional and informational goals. We immerse ourselves in the topic, reading, seeking media examples, observing
and interviewing people involved with the content, getting to know users, and brainstorming with content experts.
From this base, the project director and other relevant stakeholders reach agreement on a problem statement that
defines the intended users and goals of the software.
2) Finding a Vehicle - 1 to 3 weeks
Next is a period of brainstorming core defining elements of the software. Examples include a metaphor (i.e., a microbe
zoo), or a function (i.e., combining text, digital video of ASL signs and speech synthesis for a communication device),
or a point of view (focusing on personal stories of breast cancer survivors), or a style (rendered 3D models). The intent
is to find a powerful mix of the potential of technology, art, and function. The whole project should not be mapped out
too early because each stage should be allowed to introduce changes.
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3) Prototyping - 1 to 2 months
Initially we develop one small chunk of the project, to test drive and revise the vehicle. At this stage we also
experiment with artistic and technical methodologies before engaging in large scale implementation.
4) Implementation - 6 to 12 months
At this stage, we more specifically define the scope of the content and then replicate and expand upon the successful
prototype, maintaining harmony and balance as it grows. Stages 1 through 3 are repeated on a much smaller scale
during the implementation phase each time we encounter undefined elements of the design or find reason to redefine
elements.
5) Questioning Assumptions and Finishing - 2 to 3 months
Implementation tends to be a long process of mostly doing more of what was planned. Toward the end, it is helpful to
stop and question the entire interface. Significant changes in form and function are often made in the final two months
of a multiyear project. The designers' and programmers' perspectives have changed. We have observed users with the
software. The GUI interface is getting filled up and brittle. Methods of programming that made sense at the beginning
can be much more elegant and flexible. We at least stop and consider changing the look and feel and function of the
software, though usually not the content, in the final phase.

Richard Muller: Ownership of the Development Process
Interactive media development is an inherently multi-disciplinary process, involving graphic designers, programmers,
human factors specialists, and content experts, among others. "Ownership" of such a project is often an ambiguous
matter: members of the development group may have different individual and professional needs as well as widely
divergent notions of what success or failure might mean in the design process. And in many situations, budgetary and
deadline concerns overwhelm other factors which influence design and implementation decisions.
Nowhere is this situation more evident and potentially problematic than in the design of the visual interface. I intend to
explore different models of communication and responsibility among the members of the design group, in an attempt
to discover patterns of organization which satisfy the needs of creative, technical and content specialists.

Ben Shneiderman: Information Visualization with Dynamic Queries,
Starfield Displays, and LifeLines
The future of user interfaces is in the direction of larger, higher resolution screens, that present perceptually-rich and
information-abundant displays. With such designs, the worrisome flood of information can be turned into a productive
river of knowledge. My experience during the past five years has been that visual query formulation and visual display
of results can be combined with the successful strategies of direct manipulation. Human perceptual skills are quite
remarkable and largely underutilized in current information and computing systems. Based on this insight, I have
developed dynamic queries, starfield displays, treemaps, treebrowsers, and a variety of widgets to present, search,
browse, filter, and compare rich information spaces.
Dynamic queries are animated user-controlled displays that show information in response to movements of sliders,
buttons, maps, or other widgets. For example, in the HomeFinder the users see points of light on a map representing
homes for sale. As they shift sliders for the price, number of bedrooms, etc. the points of light come and go within 100
milliseconds, offering a quick understanding of how many and where suitable homes are being sold. Clicking on a
point of light produces a full description and, potentially, a picture of the house.
A starfield display was created for the FilmFinder, which provided visual access to a database of films. The films were
arranged as color coded rectangles along the x-axis by the production year and along the y-axis by popularity. Recent
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popular films were in the upper right hand corner. Zoombars (a variant of scroll bars) enabled users to zoom-in in
milliseconds on the desired region. When less than 25 films were on the screen, the film titles appeared and when the
users clicked on a film's rectangle, a dialog box would appear giving full information and an image from the film. The
commercial version of starfield displays became available late in 1996 from IVEE Development under the name Spot
Fire.
In the LifeLines prototype, we applied multiple timeline representations to personal histories such as medical records.
Horizontal and vertical zooming, focusing, and filtering enabled us to represent complex histories and support
exploration by clicking on timelines to get detailed information.
There are many visual alternatives but the basic principle for browsing and searching might be summarized as the
Visual Information Seeking Mantra:
Overview first, zoom and filter, then details-on-demand
In several projects I found myself rediscovering this principle and therefore wrote it down and highlighted it as a
continuing reminder. If we can design systems with effective visual displays, direct manipulation interfaces, and
dynamic queries then users will be able to responsibly and confidently take on even more ambitious tasks.
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Abstract
An approach is presented for storing video data in large disk arrays. Video data is stored by assigning a number of
copies of each data block to different, randomly chosen disks, where the number of copies may depend on the
popularity of the corresponding video data. The approach offers an interesting alternative to the well-known striping
techniques. Its use results in smaller response times and lower disk and RAM costs if many continuous variable-rate
data streams have to be sustained simultaneously. It also offers some practical advantages relating to reliability and
extendability.
Based on this storage approach, three retrieval algorithms are presented that determine, for a given batch of data
blocks, from which disk each of the data blocks should be retrieved. The performance of these algorithms is evaluated
from an average-case as well as a worst-case perspective.
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Introduction
A video server offers continuous data streams to multiple users, possibly in an interactive setting. To realize small
access times at a reasonable cost, the video data is usually stored on an array of magnetic disks, using RAID
technology [Patterson, Gibson & Katz, 1988]. A continuous data stream is offered to each user by repeatedly fetching
a data block from disk and storing it in a corresponding buffer. The buffers are implemented in random access memory
(RAM) and are part of the server. A user consumes from his buffer via a communication network. The disk accesses
for the different users should be scheduled in such a way that buffers neither under- nor overflow.
In this paper we assume that a user consumes from his buffer at a variable rate. This variability may be caused by the
fact that the video data is variable-bit-rate-encoded MPEG-2 data, by stop/continue or slow-motion requests issued by
the user, or by the interactive nature of an on-demand service, where user input influences when and at what rate data
is consumed. For disk scheduling algorithms that specifically handle variable-rate data streams we refer to Dengler,
Bernhardt & Biersack [1996] and Korst, Pronk & Coumans [1997].
The hardware cost of a video server is dominated by the disk and RAM costs. The available RAM must be large
enough to implement the buffers for a given maximum number n of users. The number m of disks must be large
enough (i) to store a given collection of video data and (ii) to offer a guaranteed total transfer rate that is required for
servicing n users simultaneously. The transfer of data between the disks and the buffers is realized by one or more
busses. The total transfer rate of the busses is assumed to exceed the total transfer rate offered by the disks. To avoid
an excessively large seek overhead, i.e., an ineffective use of the disks, data blocks are retrieved in batches from the
disks, so that a disk can fetch a number of data blocks in a single sweep of its reading head; see e.g. Gemmell [1993].
The time interval in which a batch of data blocks is retrieved is called a cycle. The effectiveness of disk usage, i.e., the
fraction of time that is actually spent on reading data, is to a large extent determined by the size of the data blocks that
are repeatedly fetched from disk.
In this paper we assume that many data streams have to be serviced simultaneously, i.e., that n is large. Given this
assumption, it is reasonable to assume that the required number of disks is completely determined by the required
transfer rate. In other words, we assume that the available disk storage space is much larger than is required for storing
the given collection of video data. As an example, suppose that we want to offer an on-demand service to a maximum
of 1,000 users. The service offers a choice from, say, 25 interactive videos, each with a duration of 90 minutes and
encoded at 4 Mbit/s. Suppose that we use Seagate Barracuda 4LP disks, having a guaranteed sustained data rate of 60
Mbit/s and a storage capacity of 4,350 MBytes. For the 25 videos we require a total of 64,373 MBytes of storage.
Hence, 15 disks suffice to store the 25 videos. However, to obtain a total transfer rate that is sufficient for servicing the
1,000 users simultaneously, we require at least 67 disks. Consequently, there is room enough to store each video at
least 4 times. Even if we use disks with the same sustained data rate but with a storage capacity of only 2,150 MBytes,
we still have room enough to store each video at least twice.
In this paper we show that, under the above assumptions, the existing striping techniques are less suitable for storing
video data cost-effectively. We propose an alternative storage technique, called Random Duplicated Assignment
(RDA). The underlying idea is simply to assign c i copies of each data block i to different, randomly chosen disks,
instead of striping a single copy across all or part of the disks in the disk array. In this way, data block i can be
retrieved from c i different disks. As we will see, this offers enough freedom to obtain, with high probability, an
extremely good balance of the disk loads, even if c i = 2 for each data block i. Furthermore, the resulting response times
will improve considerably.
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The organization of this paper is as follows. In Section 2, we discuss the striping techniques that are usually applied in
video servers, and indicate why they work less well for video servers with a large number of users. In Section 3, we
introduce the alternative storage technique. In addition, we present three retrieval algorithms that determine, for a
given batch of data blocks, from which disk each of the data blocks should be retrieved. A comparison of the averagecase and worst-case performance of the retrieval algorithms is given in Section 4. Section 5 gives an example of how
RDA can reduce the disk and RAM costs of a video server as well as the worst-case response times. In Section 6 we
consider the advantages of RDA in terms of reliability and extendability. We end with some additional remarks in
Section 7.
<-- Table of Contents

Striping techniques
We consider two striping alternatives: in the first one, data is striped across all disks, in the second one, data is striped
across a subset of the disks. For a more elaborate discussion on striping alternatives we refer to Chua et al. [1996].

Striping across all disks in the disk array
Most papers on video servers assume that video data is striped across all disks in the disk array, i.e., each data block is
partitioned into m sub-blocks, where the jth sub-block is stored on disk j. In this way, the video server guarantees a
transfer rate that is m times the guaranteed transfer rate of a single disk. By striping across all disks, one avoids the
possible occurrence of load imbalance: if a batch of n data blocks has to be retrieved, then each disk has to fetch
exactly n sub-blocks.
However, for a large number of users, this approach results in an unacceptably high hardware cost. This can be seen as
follows. Let us consider how the disk and RAM costs grow with n. As already mentioned, the effectiveness of disk
usage is largely determined by the size of the sub-blocks that are repeatedly fetched from disk. We assume, for the
moment, that the size of a sub-block is fixed. Consequently, the number m of disks that is required to service n users
will grow linearly with n. Clearly, the number of buffers will also grow linearly with n. Since sub-blocks are of a fixed
size and m grows linearly with n, the size of the data blocks will also grow linearly with n . Since a buffer must be able
to store a fixed number of data blocks, the total buffer requirements will thus grow quadratically with n. Consequently,
for large n, this leads to an unacceptably high hardware cost.
The above argumentation is valid under the assumption that sub-blocks are of fixed size. This, however, need not be
an optimal approach. By choosing, for each number of users, the number of disks that minimizes the sum of the disk
and RAM costs, the total hardware cost will grow less fast. However, in that case, we still observe a quadratic term in
the hardware cost function. Figure 1 shows the minimum disk and RAM costs per user as a function of the maximum
number of users for the on-demand service example discussed in the introduction, assuming that the video data is
striped across all disks.
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Figure 1. The disk and RAM costs per user as a function of n, the maximum number of users, when video data is striped across all disks. The cost
of a possible extra parity disk is not taken into account. Users are assumed to consume at a rate that varies between 0 and 4 Mbits/s. For the disk
and RAM costs, we assume a price of 0.14 and 6.00 US dollars per MByte, respectively. We used the disk characteristics of the Seagate Barracuda
4LP with 4,350 MByte storage capacity. To schedule the disk accesses we used the triple buffering algorithm presented by Korst, Pronk &
Coumans [1997].

For n up to 132, the cost per user is dominated by the cost of the 15 disks that are required for storing the 25 videos.
Here, the cost per user decreases rapidly with n, since the cost of the 15 disks is divided over more and more users. For
132 users, the disk and RAM costs per user are approximately 112 US dollars. For larger n, we observe that the
required number of disks is determined by the required transfer rate, resulting in an almost linear growth of the disk
and RAM costs per user. For 1,000 users, the disk and RAM costs per user are 282 US dollars. We further elaborate on
the on-demand service example in Section 5.
Consequently, striping the video data across all disks either results in a quadratic growth of the total RAM cost (if the
size of the sub-blocks are fixed) or in a decreasing effectiveness of disk usage (if the size of the sub-blocks are
allowed to decrease with n), which also results in a super-linear growth of the total hardware cost.
<-- Striping Techniques

Striping across a subset of the disks
To circumvent these problems, Oyang et al. [1995], amongst others, have proposed to stripe data across a fixed number
of disks, as follows. The set of all disks is partitioned into k so-called parity groups, numbered g0 ,...,gk-1 . A data block
is then only striped across the disks of one parity group. The successive data blocks of a video are assigned in a roundrobin fashion to the different parity groups, i.e., the ith data block is assigned to parity group gi mod k. The total set of
users is then partitioned into k user groups, where in the ith cycle each user in user group j reads a data block from
parity group g(i+j) mod k. The problem with this approach is that it assumes the consumption of the users to be
synchronized. This assumption is invalid if users consume at variable rates. In that case, users cycle around the parity
groups at variable speeds. Consequently, clustering will inevitably occur in such a way that many users require to read
from the same parity group in the same cycle. Furthermore, the worst-case response time will be as large as k + 1
cycles. Hence, for sustaining variable-rate data streams, this does not work well.
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In an interesting alternative, proposed by Berson, Muntz & Wong [1996], data blocks are striped across k randomly
chosen disks. For a given batch of data blocks, this will generally result in a certain imbalance of the loads of the
different disks. However, if one of the sub-blocks contains parity data, as may be required for improving the reliability
of the disk array, then only k-1 of the total k sub-blocks need to be retrieved to reconstruct the complete data block.
This gives additional freedom to improve the possible load imbalance. The authors propose a heuristic algorithm to
determine which sub-blocks should be retrieved, stating that to their knowledge no efficient algorithm exists. It can be
shown, however, that along the same lines as the max-flow selection algorithm presented in Section 3, an optimization
algorithm can be constructed for this application. Striping across a small number of disks, i.e., choosing k small, leads
to a high storage overhead required for parity data. For the graphics application considered by Berson, Muntz &
Wong, storage capacity is generally an issue, so that k cannot be chosen very small.
<-- Striping Techniques
<-- Table of Contents

Random duplicated assignment
As stated in the introduction, the idea of RDA is simply to store c i copies of a data block i on different, randomly
chosen disks.
Let the n variable-rate data streams be sustained by repeatedly fetching a batch of at most n data blocks, i.e., during
each cycle at most one data block is fetched for each user. In this way, one can guarantee that buffers neither undernor overflow; see e.g. Korst, Pronk & Coumans [1997].
Consequently, in each cycle we have to determine for each data block of a given set of data blocks the disk from
which it must be retrieved. We want to do this in such a way that the maximum load is minimized. This combinatorial
optimization problem can be formally stated as follows.
Retrieval Selection Problem (RSP)
Let S be a set of at most n data blocks that must be retrieved in a given cycle. Let D be a set of m disks and let for
each i in S the subset of disks on which i is stored be denoted by D(i) Then the problem is to find an assignment a: S > D such that a(i) in D(i), for each i in S, and l max is minimal, where l max = maxj in D l(j) and l(j) = |{i in S | a(i) = j}|.
We now present three algorithms for handling RSP: two linear-time heuristic algorithms and one optimization
algorithm. For reasons of convenience, we assume in the rest of this paper that |S| = n, that c i = 2 for each i in S, and
that the two disks on which i is stored are denoted by d1 (i) and d1 (i). We also assume that n << m. Furthermore, let D
= {1,...,m} and let S = {1,...,n}.
Linear Selection (LS)
LS assigns the data blocks one by one to the disk that has the smallest current load. A precise formulation of LS is
given in Figure 2. Clearly, LS runs in O(n) time.
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Figure 2. LS in speudo-code.

Linear Reselection (LR)
LR starts by creating an initial selection using LS. Next, the data blocks are again considered one by one in the same
order as in LS. If the current load of the disk to which a data block is assigned is larger than the current load of the
alternative disk, then the data block is reassigned to the latter. A precise formulation of LR is given in Figure 3 .
Clearly, LR also runs in O(n) time.

Figure 3. LR in speudo-code.

Max-Flow Selection (MFS)
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Finally, we present a retrieval algorithm that results in an optimal selection, i.e., an assignment a for which l max is
minimal. The algorithm iteratively improves a given assignment until optimality is established.
Given an assignment a, the question whether l max can be lowered by k units can be reformulated as a max-flow
problem, as follows. With a given assignment a of n data blocks to m disks , we associate a directed network (V,E).
For each disk i we define a vertex v i in V, labeled with l(i), the load of the associated disk in assignment a. For each
ordered pair v i,v j in V, we define a directed edge (v i,v j) in E, labeled with a capacity c(v i,v j), giving the number of
data blocks that a assigns to disk i but can be reassigned to disk j. The capacity of an edge (v i,v j) gives an upper bound
on the flow that may run from v i to v j. This resulting network is now extended by two additional vertices called source
s and drain d. For each v i in V, an edge (s,v i) is added with capacity c(s,v i) = max(k + l(i) - l max , 0), and an edge
(v i,d) is added with capacity c(v i,d) = max(l max - k - l(i), 0). Now, it can be shown that the maximum load in a given
assignment a can be lowered by k units if and only if a flow of size sumi = 1,...,m max(k + l(i) - l max , 0) can be realized
from s to d, i.e., if and only if all outgoing edges from source s have a flow equal to their capacity. Indeed, the
maximum load l max can be lowered by k units if and only if for each disk i with l(i) > l max - k, its load can be lowered
by at least l(i) - l max + k units (by appropriate reassignment of data blocks to other disks), and for each disk j with l(j)
< l max - k, its load is increased by at most l max - k - l(j) units.
Since a given assignment that is obtained by using LS or LR has a maximum load of at most ceiling(n/2) and the
maximum load of an optimal assignment is at least ceiling(n/m), we derive that the maximum load can be lowered by
at most ceiling(n/2) - ceiling(n/m) units. If a binary search strategy is used, we derive that O(log n) iterations are
required to obtain an optimal assignment. In each iteration, a max-flow problem is solved, which takes O(m 3 ) time;
see e.g. Van Leeuwen [1990] . Hence, MFS runs in O(m3 log n) time. Taking into account the time required for
constructing an initial solution, we obtain the following result.
Theorem 1. RSP can be solved in O(n + m3 log n) time.
Since n >> m, this is polynomial in n. This time complexity also holds if c i > 2 for some data blocks i.
<-- Table of Contents

Performance of retrieval algorithms
Let us first consider the relative performances of the three algorithms. Let for an instance I of the retrieval selection
problem, the maximum load in an LS, LR, and MFS assignment be denoted by LS(I), LR(I), and MFS(I), respectively.
Then we can prove the following theorem.
Theorem 2. For each instance I of RSP
ceiling(n/m) <= MFS(I) <= LR(I) <= LS(I) <= ceiling(n/2).
Proof. Evidently, ceiling(n/m) gives a lower bound on the maximum load of any assignment, which proves the first
relation. Since MFS produces an optimal assignment, the second relation must hold. The third relation follows from the
fact that the maximum load of a given LS assignment cannot increase by the reassignment postprocessing step in LR.
Finally, the last relation follows from the fact that ceiling(n/2) gives an upper bound on any LS assignment.
>From Theorem 2 and n >> m, one can easily derive an upper bound on the worst-case performance ratio for LS by
LS(I)/OPT(I) = LS(I)/MFS(I) <= ceiling(n/2)/ ceiling(n/m) <= (m + 1)/2,
where OPT(I) denotes the maximum load that can be obtained by an optimal assignment for instance I. Evidently, the
upper bound on the performance ratio, as given above, also holds for LR. It is important to realize that instances I exist
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for which MFS(I) = ceiling(n/2), i.e., for which all n data blocks are stored on the same two disks, but these instances
occur at an extremely low probability.
To evaluate the average-case performance of the three algorithms we have carried out simulations for different values
of m and n. The results are presented in Tables 1 and 2.

Table 1. Maximum observed maximum load for different values of m and n/m, for - from top to bottom - algorithms LS, LR, and MFS, where m
denotes the number of disks and n the number of users. The maximum is based on 1,000,000 batches, each of size n. The number of times that this
maximum load is observed is given between parentheses.

Each entry in Table 1 gives for a given choice of m and n/m the maximum load that is observed for 1,000,000 instances
for each of the three algorithms. For each instance, d1 (i) is uniformly drawn from D and d2 (i) is uniformly drawn from
D\d1 (i) for each data block i in S. Table 2 gives the corresponding average of the maximum loads observed for these
instances.
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Table 2. Average maximum observed load for different values of m and n/m, for algorithms LS, LR, and MFS. The maximum is based on
1,000,000 batches.

For LS, we observe that for only 2 of the 36,000,000 instances the algorithm obtains a maximum load of ceiling(n/m)
+ 4. For all other instances the maximum load is at most ceiling(n/m) + 3. For LR, we observe that for 910 of the
instances the algorithm obtains a maximum load of ceiling(n/m) + 2. For all other instances the maximum load is at
most ceiling(n/m) + 1. For MFS, we observe that for 64 of the instances the algorithm obtains a maximum load of
ceiling(n/m) + 2. For all other instances the maximum load is at most ceiling(n/m) + 1.
We conclude that, on average, all three retrieval algorithms obtain a very good load balance.
For LS we also determined the exact probability distribution of the maximum load, for relatively small values of m and
n. This can be determined by induction on n. Let (d0 , d1 , d2 ,...,dk) denote a load distribution for n data blocks on m
disks, where k = ceiling(n/2) and di gives the number of disks with load i. For such an (n,m) load distribution it must
hold that sumi = 0,...,k di = m and that sumi = 0,...,k i.di = n. Given that we know the probability of each (n-1,m) load
distribution, we can determine the probability of each (n,m) load distribution, assuming that the extra data block can be
retrieved from two random disks and that it is assigned to the disk with the smallest current load. Clearly, when LS is
used, the only possible (1,m) and (2,m) load distributions are (m-1,1,0,...,0) and (m-2,2,0,...,0), respectively. The two
possible (3,m) load distributions are (m-3,3,0,...,0) and (m-2,1,1,0,...,0), occurring with probabilities 1 - 2/(m(m-1))
and 2/(m(m-1)), respectively. From these, we can derive the probabilities of all (4,m) load distributions, etc. As an
example, the resulting probability distribution of l max for m = 10 and n = 100 is given in Table 3. For the asymptotic
behavior of LS, i.e., for m to infinity, we refer to Azar, Broder, Karlin & Upfal [1994]. These authors examined the
algorithm in an on-line processor scheduling context.
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Table 3. Probability distribution of lmax for LS, when m = 10 and n = 100.

Despite their simplicity, LS and especially LR obtain very good load balances at a high probability. It is now tempting
to try to derive an upper bound on the worst-case performance ratio that is much tighter than the one given above.
However, instances I can be constructed for which LS(I)/OPT(I) = LR(I)/OPT(I) = 2. An example is given in
Figure 4.

Figure 4. An example of an RSP instance, where each column corresponds to a disk, and each halter corresponds to a data block, which is stored
on two disks: (a) gives an optimal assignment, (b) gives a possible LS assignment where the data blocks are assigned from top to bottom, and (c)
gives the assignment that is obtained by applying the post-processing step of LR to (b). So, both LS and LR can obtain a maximum load that is
twice the optimal maximum load.

Actually, from a worst-case perspective, the situation is even worse. Without proof we state the following result.
Theorem 3 For each positive integer c, instances I exist for which LR(I)/OPT(I) > c.
Fortunately, these instances occur at a very low probability and do not occur in situations with few disks.
<-- Table of Contents

Disk and RAM costs, response times
Let us now examine how RDA can be used in practice, and how it may influence the disk and RAM costs of a server.
Given the small probability of LR obtaining a maximum load that exceeds ceiling(n/m) + 2, especially when m > 10
and n/m > 5, we could choose the size B of a data block such that it is large enough to survive a worst-case cycle
where some disk fetches a batch of ceiling(n/m) + 2 data blocks of size B, assuming that a user consumes at his
maximum rate.
If we would have striped the video data across all disks, then the size B of a data block should be chosen such that it is
large enough to survive a worst-case cycle where each disk fetches a batch of n sub-blocks of size B/m.
Hence, by using RDA, the disks read fewer blocks but they have a larger size, leading to a more effective use of the
disks. As an example, let us again consider the on-demand service example presented in the introduction. For this
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example, the disk and RAM costs per user, as a function of the maximum number of users, are given in Figure 5.

Figure 5. The disk and RAM costs per user as a function of n, the maximum number of users, when RDA is used. For the assumptions that are
made to construct this figure, we refer to Figure 1.

As in Figure 1, we observe that for small n, the hardware cost is dominated by the cost of the disks required for storing
the 25 videos. For duplicated storage we require 30 disks. For n larger than 300, we observe constant total disk and
RAM costs of approximately 78 US dollars per user. Hence, by using RDA, the total disk and RAM costs grow
linearly with n, for larger values of n. The corresponding worst-case response times for RDA and striping are shown in
Figure 6.
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Figure 6. The worst-case response times as a function of n, the maximum number of users.

Let us now readdress the results for striping as illustrated in Figure 1. We observe that the cost per user is minimal if n
= 132. Hence, if we want to service substantially more users, then for striping it is more profitable to operate a number
of smaller independent video servers in parallel, each with approximately 132 users. For example, having a total of
1,000 users we can operate 8 servers in parallel, each with 125 users. This lowers the disk and RAM costs per user to
113 US dollars (with additional parity overhead not yet taken into account), which is still approximately 30% more
expensive than the RDA alternative. Furthermore, note that each video must, in that case, be stored 8 times, leaving
little or no room for storing additional videos. When RDA is used, then for 1,000 users 91 disks are used, which leaves
enough disk storage space to increase the number of videos to 76, without additional costs. Also, the worst-case
response time for RDA is still considerably better. For 1,000 users, RDA obtains a worst-case response time that is
more than 50% better than for the parallel server alternative that uses striping. In addition, the replacement of videos
requires more effort if we have 8 copies instead of 2.
Hence, by using RDA, one can reduce the disk and RAM costs substantially, provided of course that the required
number of disks needed to service the n users, i.e., to obtain the required guaranteed transfer rate, is large enough to
store the video data in duplicated form. At the same time, the worst-case response times are also reduced considerably.
<-- Table of Contents

Relialibity and extendability
An important property of striping techniques in RAID systems is that a very reliable system can be realized by adding
redundant data on an extra so-called parity disk. In this way, if one disk fails, its data can still be reconstructed from
the remaining disks, and the system can maintain the same service level.
Let us consider the reliability of RDA when each data block is stored on two disks. If one disk fails, then at least one
copy of each data block is still available. The remaining single copies will be uniformly distributed over the remaining
disks. The average load on the remaining disks will increase by a factor of m/(m-1). The lower bound on the maximum
load of ceiling(n/m) increases to ceiling(n/(m-1)). If m is not too small, then the probability that the load of each disk
will not exceed ceiling(n/m) + 2 is still very high when LR is used. Tables 4 and 5 give simulation results for the
situation where one disk fails. At the top of each entry in these tables the lower bound ceiling(n/(m-1)) is given in
italics. The results are based on 10,000 batches.
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Table 4. Maximum observed maximum load for different values of m and n/m, for algorithms LS, LR, and MFS, if one disk fails.
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Table 5. Average maximum observed load for different values of m and n/m, for algorithms LS, LR, and MFS, if one disk fails.

The total amount of data that must be read from the remaining disks to rebuild a new disk that replaces the failing disk
equals the storage capacity of a single disk. If data is striped across all disks, then (m-1) times as much data must be
read to rebuild a new disk. Hence, when RDA is used, rebuilding can be completed much more quickly.
Another important practical advantage of RDA is that extending a video server with one or more disks is considerably
simpler. When data is striped across all disks, then adding disks requires all data to be reassigned to the disks. This also
holds if data is assigned to parity groups in a round-robin fashion. When RDA is used, randomly chosen data blocks
can be reassigned to the new disk(s). This can be implemented as a background process, which completes when the
used storage space on all disks has been balanced again. During this process, the maximum number of users that can be
serviced simultaneously can be increased gradually.
<-- Table of Contents

Additional remarks
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If variable-period disk scheduling algorithms are used, such as the triple buffering and dual sweep algorithms
presented by Korst, Pronk & Coumans [1997], then the number of data blocks that has to be retrieved per cycle is, on
average, considerably smaller than the maximum number n that was worst-case accounted for. As a consequence, the
probability that the load of a disk will ever exceed the bound ceiling(n/m) + 2 is even smaller than quantified in this
paper. Furthermore, even if the load for some disk in some cycle is ceiling(n/m) + 3, then it will probably finish within
the worst-case cycle, which is based on worst-case transfer rates, seek times and rotational latencies.
The running times that MFS requires in practice are substantially better than suggested by the O(m3 log n) time
complexity. If LR is used to generate an initial assignment, then very often LR obtains a maximum load equal to the
lower bound ceiling(n/m), which is clearly optimal. In all other observed cases, LR obtains a maximum load that
deviates only one or two from this lower bound. In that case, MFS requires only one or two iterations, with k = 1.
In this paper we assumed that c i for each data block i. Simulations indicate that if only, say, 75% of the data blocks is
stored in duplicated form, we still obtain a good load balance with a high probability. Furthermore, we can base the
value of c i on the popularity of the corresponding video data. Less popular video data is stored only once, popular
video data is stored twice or more times.
The retrieval algorithms presented in this paper assume that the disks are synchronized in the sense that repeatedly a
batch of disk access requests is distributed among the disks. The next batch is distributed when the previous one is
completely finished. The retrieval algorithms can be adjusted such that the disks are less synchronized.
Finally, we remark that future developments are expected to make RDA even more interesting. Disk prices are
assumed to decrease at a steeper rate than RAM prices. Also, disk storage spaces are assumed to increase at a steeper
rate than disk transfer rates. Both assumptions can be shown to be advantageous for RDA.
<-- Table of Contents
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Abstract
A number of recent technological trends have made data intensive applications such as continuous media (audio and
video) servers a reality. These servers store and retrieve a large volume of data using magnetic disks. Servers consisting of
heterogeneous disk drives have become a fact of life for several reasons. First, disks are mechanical devices that might fail.
The failed disks are almost always replaced with new models. Second, the current technological trend for these devices is
one of annual increase in both performance and storage capacity. Older disk models are discontinued because they cannot
compete with the newer ones in the commercial arena. With a heterogeneous disk subsystem, the system should support
continuous display while managing resources intelligently in order to maximize their utilization.
This study describes a taxonomy of techniques that ensure a continuous display of objects using a heterogeneous disk
subsystem. This taxonomy consists of: (a) strategies that partition resources into homogeneous groups of disks and manage
each independently, and (b) techniques that treat all disks uniformly, termed non-partitioning techniques. We introduce
three non-partitioning techniques: disk merging, disk grouping, and staggered grouping. We investigate these techniques
using analytical models. Our results demonstrate that disk merging is the most flexible scheme while providing among the
lowest cost per simultaneous display. Finally, using an open simulation model, we compare disk merging with a
partitioning technique. The obtained results demonstrate the superiority of disk merging.
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Heterogeneous disk subsystems; disk arrays; continuous media servers; continuous media storage systems.
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Introduction
Magnetic disks have established themselves as the mass storage device of choice for data intensive applications such as
video-on-demand servers and multimedia applications in general. The current technological trend for disks is an annual
increase in performance and storage capacity at a reduced cost, see Figure 1.

Figure 1a: (Media) data rate improvement [Gro97b]
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Figure 1b: Capacity improvement [Pat93]

Figure 1c: Cost per megabyte decline [Gro97a]
Figure 1: Technological trends for magnetic disk drives
The performance improvements include a lower seek time, a reduced rotational delay, and a higher transfer rate. With this
trend, for large servers consisting of many disks, a homogeneous disk subsystem might evolve over time to consist of a
collection of heterogeneous disks. There are several reasons for this. First, existing disks might fail, forcing the operator to
replace them with newer disk models. Although a single disk can be fairly reliable, with a large number of disks in a
server, the aggregate rate of disk failures can be too high. At the time of this writing, the mean time to failure (MTTF) of a
single disk is in the order of 600,000 hours (approximately 70 years). With a system consisting of 1000 such disks, the
MTTF of some disk is on the order of 600 hours (approximately 25 days). Every time a disk fails, the operator might
replace it with a newer disk model because either (1) this disk model costs less and provides a higher performance, or (2)
the model of the failed disk has been discontinued and is no longer available.
Second, with a scalable server (e.g., Mitra [GZS+97]), a service provider might want to expand the server to meet its
increased demand for both storage and bandwidth. If several years have passed since the original installation of the system,
the service provider might be forced to purchase newer disk models, yielding a heterogeneous disk subsystem. Obviously,
a technique that harnesses the full potential of new disks with no impact on system behavior is desirable.
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Figure 2: Taxonomy of techniques
With multimedia applications, display of continuous media (e.g., audio and video clips) is an important system
characteristic. The main attribute of continuous media is their sustained bit rate requirement. If a system delivers a clip at a
rate lower than its pre-specified rate without special precautions (e.g., pre-fetching) then the user might observe frequent
disruptions and delays with video and random noises with audio. These artifacts are collectively termed hiccups. A number
of studies have addressed hiccup-free display of audio and video clips assuming a homogeneous disk
subsystem [BGMJ94]. In this paper, we investigate techniques that ensure continuous display of audio and video clips
with heterogeneous disk drives. Figure 2 shows a taxonomy of the possible approaches. With the partitioning schemes,
disks are grouped based on their model. To illustrate, assume a system that has evolved to consist of three types of disks:
Quantum PD425S, Seagate ST31200W, Seagate ST32171W; see Table 1. With this approach, the system constructs three
disk groups. Each group is managed independently. A frequently accessed (hot) clip might be replicated on different
groups in order to avoid formation of hot spots and bottlenecks [DS95][GS93][WYS95]. With the non-partitioning
schemes, the system constructs a logical representation of the physical disks. This logical abstraction provides the illusion
of a homogeneous disk subsystem to those software layers that ensure a continuous display.
Series
Model
Manufacturer
Capacity C
Avg. transfer rate RD

ProDrive Hawk 1LP Barracuda 4LP
PD425S ST31200W ST32171W
Quantum Seagate
Seagate
0.406 GB 1.006 GB
2.061 GB
1.64 MB/s 3.47 MB/s

7.96 MB/s

Spindle speed
Avg. rot. latency
Max. seek time

3600 rpm 5400 rpm
8.34 msec 5.56 msec
27 msec
21 msec

7200 rpm
4.17 msec
19 msec

Table 1: Parameters for three commercial disk drives
In general, the non-partitioning schemes are superior because the resources (i.e., bandwidth and storage space) are
combined into a unified pool and no local bottlenecks that involve only part of the resources (i.e., hot spots) can form.
Hence, they are sensitive to neither the frequency of access to objects nor the distribution of requests as a function of time.
The partitioning schemes, on the other hand, are detective because they must recognize hot objects and replicate them. The
period spent recognizing hot objects might result in formation of bottlenecks that degrade the overall system performance.
Moreover, scheduling of resources is simple with non-partitioning schemes. With the partitioning techniques, the system
must monitor the load on each disk partition when activating a request in order to balance the load across partitions evenly.
This becomes a difficult task when all partitions are almost completely utilized. The disadvantage of non-partitioning
techniques is as follows. First, the design and implementation of availability techniques that guarantee a continuous
display in the presence of disk failures becomes somewhat complicated. Second, deciding on the configuration parameters
of a system with a non-partitioning technique is not a trivial task. The contribution of this study is the design and analysis
of non-partitioning techniques.
Two studies have investigated non-partitioning techniques in support of single-user environments that retrieve the data at a
high bit rate [TJH+94][CRS95]. Their target application is an image server that contains aerial photographs of an area of
interest for the purpose of terrain visualization by a single user (approximate bit rate requirement is 300-400 megabits per
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second). These pioneering studies are orthogonal to our study. We start by describing the differences between this study
and [TJH+94][CRS95]. Next, we describe how these studies are orthogonal to each other.
The main differences between this study and [TJH+94][CRS95] are as follows. First, our study focuses on multiple users
displaying different audio and video clips at the same time where the bandwidth requirement of each clip can differ (and
might be in the order of hundreds of megabits per second). Our techniques guarantee a continuous display on behalf of
each display. Second, in our target application, a display typically retrieves the blocks of a clip sequentially, facilitating
design of intelligent techniques based on a deterministic schedule of data retrieval. With the terrain visualization, a display
might navigate different areas arbitrarily and the system has no advance knowledge of which block might be retrieved in
the future.
These studies are orthogonal to each other due to our focus on multimedia applications. The techniques proposed
by [CRS95] can be easily extended to maximize the performance of a heterogeneous disk subsystem in support of multiple
users retrieving traditional data types that have no real-time constraints, e.g., text, records, objects, etc. To maximize
system performance, a multimedia server can employ our techniques for continuous media and the techniques proposed
by [CRS95] for traditional data types.
The rest of this paper is organized as follows. Section Three Non-partitioning Techniques describes three different nonpartitioning techniques. An analytical analysis of these techniques demonstrates that one of them, namely disk merging, is
the most flexible while at the same time providing among the lowest cost per stream. Section An Experimental
Comparison compares disk merging with a non-partitioning technique to quantify the superiority of disk merging.
<-- Table of Contents

Three Non-partitioning Techniques
This section describes three non-partitioning techniques that guarantee a hiccup-free display of audio and video clips.
These techniques differ on how they place data and schedule disk bandwidth. These decisions impact how much of the
available disk bandwidth and storage is wasted, and how much memory is required to support a fixed number of
simultaneous displays.
To illustrate the alternative techniques, we assume a system that consists of six disks, two of each disk type listed in Table
1. We assume a constant average transfer rate for each disk even though they are multi-zone disks with each zone
providing a different transfer rate. We made this simplifying assumption in order to describe the non-partitioning
techniques. It is eliminated in Section Multi-Zone Disk Drives. We focus on constant bit rate media data types whose
bandwidth requirement (RC)(1) remains fixed as a function of time for the entire display time of a clip. To guarantee a
hiccup-free display, a clip must be produced at a rate of RC. This is accomplished using the concept of time period (Tp )
and logical blocks (Bl) [TPBG93][RV93][AOG91]. Both, data placement and retrieval are performed in a round-robin
manner. Once a request arrives referencing object X, the system produces a logical block of X per time period starting with
X0 . The display time of a block is equivalent to the duration of a time period. A client initiates the display of the first
block of X (X0 ) at the end of the time period that retrieved this block. This enables the server to retrieve the blocks of the
next time period using an elevator algorithm to minimize the impact of seeks [YCK93]. A detailed description of our
target architecture is contained in [GZS+97].
Term
RD i

Definition

RC

Display bandwidth requirement (consumption rate)

X

Continuous media object

Xi

Logical block i of object X

Transfer rate of physical disk i
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Xi.j

Fragment j of logical block i (of object X)

di

Physical disk drive i

ld i

Logical disk drive i

m

Number of logical disks

K
N

Number of physical disks that constitute a logical disk
Maximum number of simultaneous displays supported by a single logical disk

NTot

Maximum number of simultaneous displays supported by the system (throughput)

Bi

Size of a fragment assigned to physical disk i

Bl

Size of a logical block assigned to a logical disk

M

Total amount of memory needed to support NTot streams

Lmax

Maximum latency (without queuing)

Tp

Duration of a time period (also round or interval)

Sp

Duration of a sub-period

TSeeky(x)

Seek time to traverse x cylinders (0 < x <=#cyl y) with seek model of disk type y
(#cyly denotes the total number of cylinders of disk type y); e.g., Table 4b

Table 2: List of parameters used repeatedly in this paper and their respective definitions
Below, we describe the organization of logical blocks and the concept of time period with each technique. The objective of
this section is to identify the system parameters. To provide a focused presentation (and due to lack of space), we describe
neither optimization techniques nor a configuration planner for computing optimal values for the different system
parameters. The first two techniques are neither flexible nor as efficient as disk merging. By flexibility we imply that they
cannot support an arbitrary number of disks with different physical characteristics. They are described due to their
simplicity. In addition, they serve as a foundation for disk merging.
<-- Three Non-partitioning Techniques

Disk Grouping

Figure 3: Disk Grouping
As implied by its name, this technique groups physical disks into logical ones and assumes a uniform characteristic for all
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logical disks. To illustrate, the six physical disks of Figure 3 are grouped to construct two homogeneous logical disks. In
this figure, a larger physical disk denotes a newer disk model that provides both a higher storage capacity and a higher
performance(2). The blocks of a movie X are assigned to the logical disks in a round-robin manner to distribute the load of
a display evenly across the available resources [SGM86][BGMJ94][ORS96][FT96]. A logical block is declustered [GR93]
across the participating physical disks. Each piece is termed a fragment (e.g., X0.0 in Figure 3). The size of each fragment
is determined such that the service time (TService ) of all physical disks is identical. The disk service time is composed of
the transfer time (desirable) and the seek time (undesirable):
(1)
The transfer time (TTransfer) is a function of the amount of data retrieved and the data transfer rate of the disk: TTransfer =
B/R D . The seek time (TSeek) is a non-linear function of the number of cylinders traversed by the disk heads to locate the
proper data sectors. One approach (see [RW94][GSZ95]) to model such a seek profile is to approximate it with a
combination of a square-root and linear function as follows:
(2)
where d is the seek distance in cylinders. In addition, the disk heads need to wait on average half a platter rotation--once
they have reached the correct cylinder--for the data to move underneath the heads. This time is termed rotational latency
and we include it in our model of TSeek (see c 1 and c 3 in Table 4b). Every disk type has its own distinct seek profile.
Figure 4a illustrates the measured and modeled seek profile for a Seagate ST31200W disk drive (shown without the
rotational latency) and Table 4b lists the corresponding constants used in Equation 2. Figure 5 illustrates how the fragment
size can be adjusted to account for the difference in seek time and data transfer rate to obtain identical service times for
three disk models. Throughout this paper we will use subscripts (e.g., RD i , TSeeki ) to denote the parameters of a specific
disk type (e.g., Quantum PD425S).

ST31200W Seek Parameters
Seek constant c 1
3.5 + 5.56a msec
Seek constant c 2

0.303068 msec

Seek constant c 3
Seek constant c 4

7.2535 + 5.56a msec

Switch-over point z
Total size #cyl
a

0.004986 msec
300 cylinders
2697 cylinders

Average rotational latency

Figure 4a: Measured and modeled seek profile
Table 4b: Modeling parameters
Figure 4: Seek profile of a Seagate ST31200W disk drive
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Figure 5: Seek and rotational delay overhead when retrieving blocks from different disk models
To guarantee a hiccup-free continuous display, the worst case seek time must be assumed for each disk type, i.e., the seek
distance must equal the total number of cylinders, d = #cyl. However, if multiple displays (N) are supported
simultaneously, then N fragments need to be retrieved from each disk during a time period. In the worst case scenario, the
N requests might be evenly scattered across the disk surface. By ordering the fragments according to their location on the
disk surface (i.e., employing the elevator or SCAN algorithm), an optimized seek distance of d = (#cyl)/(N) can be
obtained, reducing both the seek and the service time. We subsequently employ this optimization for all techniques
described in this study.
Fragment Fragment display Number of % Space for
Size [KByte]
Time [sec]
Fragments Traditional Data
2.830
3,883
0%
Seagate ST32171W B2 = 543.4
Disk Model

Seagate ST31200W B1 = 230.4
Quantum PD425S B0 = 101.4

1.200

4,471

13.2%

0.528

4,101

5.3%

Table 3: NTot =120 displays of MPEG-1 (RC=1.5 Mb/s) with grouping, logical block size is 875.2 KByte
With a fixed storage capacity and fix-sized fragments for each physical disk, one can compute the number of fragments
that can be assigned to a physical disk. The storage capacity of a logical disk (number of logical blocks it can store) is
constrained by the physical disk that can store the fewest fragments. For example, to support 120 simultaneous displays of
MPEG-1 streams (RC=1.5 Mb/s), the fragment sizes(3) of Table 3 enable each logical disk to store only 3,883 blocks. The
remaining space of the other two physical disks (ST31200W and PD425S) can be used to store traditional data types, e.g.,
text, records, etc. During off-peak times, the idle bandwidth of these disks can be employed to service requests that
reference this data type.
When the system retrieves a logical block into memory on behalf of a client, all physical disks are activated
simultaneously to stage their fragments into memory. This block is then transmitted to the client. We now derive equations
that specify the size of a block, the size of a fragment, the duration of a time period, the amount of memory required by
this technique, and the maximum startup latency a client observes with this technique.
To guarantee a hiccup-free display, the display time of a logical block must be equivalent to the duration of a time period:
(3)
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Moreover, if a logical disk services N simultaneous displays then the duration of each time period must be greater or equal
to the service time to read N fragments from every physical disk i that is part of the logical disk. Thus, the following
constraint must be satisfied:
(4)
By using Equation 3 to substitute Tp in Equation 4 plus the additional constraint that the time period must be equal for all
physical disk drives (K) that constitute a logical disk, we obtain the following equation system (note: we use TSeeki as an
abbreviated notation for TSeeki ((#cyl i) / (N))):
(5)

(6)
Solving Equations 5 and 6 yields the individual fragment sizes Bi for each physical disk type i:
(7)
with

To support N displays with one logical disk, the system requires 2 ×N memory frames. This is because each display
requires two buffers: One buffer contains the block whose data is being displayed (it was staged in memory during the
previous time period), while a second is employed by the read command that is retrieving the subsequent logical block
into memory(4). The system toggles between these two frames as a function of time until a display completes. As one
increases the number of logical disks (m), the total number of displays supported by the system (NTot = m × N) increases,
resulting in a higher amount of required memory by the system:
(8)
In the presence of NTot -1 active displays, we can compute the maximum latency that a new request might observe. In the
worst case scenario, a new request might arrive referencing a clip X whose first fragment resides on logical disk 0 (ld 0 )
and miss the opportunity to utilize the time period with sufficient bandwidth to service this request. Due to a round-robin
placement of data and activation of logical disks, this request must wait for m time periods before it can retrieve X0 . Thus,
the maximum latency Lmax is:
(9)
These equations quantify the resource requirement of a system with this technique. They can be employed to conduct an
analytical comparison with the other techniques.
<-- Three Non-partitioning Techniques
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Staggered Grouping

Figure 6: Staggered Grouping
Staggered grouping is an extension of the grouping technique of Section Disk Grouping. It minimizes the amount of
memory required to support N simultaneous displays based on the following observation: Not all fragments of a logical
block are needed at the same time. Assuming that each fragment is a contiguous chunk of a logical block, fragment X0.0 is
required first, followed by X0.1 and X0.2 during a single time period. Staggered grouping orders the physical disks that
constitute a logical disk based on their transfer rate and assumes that the first portion of a block is assigned to the fastest
disk, second portion to the second fastest disk, etc. (The explanation for this constrained placement is detailed in the next
paragraph.) Next, it staggers the retrieval of each fragment as a function of time. Once a physical disk is activated, it
retrieves N fragments of blocks referenced by the N active displays that require these fragments, see Figure 6. The duration
of this time is termed a sub-period (Sp i ) and is identical in length for all physical disks. Due to the staggered retrieval of
the fragments, the display of an object X can start at the end of the first sub-period (as opposed to the end of a time period
as is the case for disk grouping).
The ordered assignment and activation of the fastest disk first is to guarantee a hiccup-free display. In particular, for
slower disks, the duration of a sub-period might exceed the display time of the fragment retrieved from those disks. This is
because more data is assigned to the fastest disks of a logical disk to compensate for the slower participating disks. As an
example, with the parameters of Table 3, each sub-period is 1.519 seconds long with each disk retrieving 20 fragments (a
time period is 4.558 seconds long). The third column of this table shows the display time of each fragment. More data is
retrieved from the Seagate ST32171W (with display time of 2.830 seconds) to compensate for the bandwidth of the slower
Quantum disk (display time of 0.528 seconds). If the first portion of block X (X0.0 ) is assigned to the Quantum then the
client referencing X might suffer from a hiccup after 0.528 seconds of display because the second fragment is not available
until 1.519 seconds (one sub-period) later. By assigning the first portion to the fastest disk (Seagate ST32171W), the
system prevents the possibility of hiccups. It is important to note that an amount of data equal to a logical block is
consumed during a time period.
Procedure PeakMem (Sp , RC , B0 , ..., BK-1 , K);
/* Consumed: the amount of data displayed during a sub-period Sp . */
/* K: the number of physical disks that form a logical disk. */
Consumed = Sp × RC;
Memory = Peak = B0 + Consumed;
For i = 1 to K-1 do
Memory = Memory + Bi - Consumed;
If (Memory > Peak) then Peak = Memory;
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If ((B 0 + B1 ) > Peak) then Peak = B0 + B1 ;
Return(Peak);
end PeakMem;
Figure 7: Dynamic computation for peak memory requirement
The amount of memory required by the system is a linear function of the peak memory (P) required by a display during a
time period, N and m, i.e., M = N × m × P. For a display, the peak memory can be determined using the simple dynamic
computation of Figure 7. This figure computes the maximum of two possible peaks: one that is reached while a display is
in progress and a second that corresponds to when a display is first started. Consider each in turn. For an in-progress
display, during each time period that consists of K sub-periods, the display is one sub-period behind the retrieval. Thus, at
the end of each time period, one sub-period worth of data remains in memory (the variable termed Consumed in Figure 7).
At the beginning of a time period, this memory requirement increases by fragment size B0 because this much memory
must be allocated to activate the disk. Next, from this value, it subtracts the amount of data displayed during a sub-period
and adds the size of the next fragment, i.e., the amount of memory required to read this fragment. This is repeated for all
sub-periods that constitute a time period. In the example of Figure 6 (and with the fragment sizes of Table 3), the peak
amount of required memory is 835.2 KBytes which is reached at the beginning of each time period. This compares
favorably with the two logical blocks (1.75 MBytes) per display required by disk grouping.
When a retrieval is first initiated, its memory requirement is the sum of the first and second fragment of a block. This is
because this technique starts the display of the first fragment at the end of the first sub-period (and the block for the next
fragment must be allocated in order to issue the disk read for B1 ). The maximum of this value and the peak for a display in
progress specifies the memory requirement of a display.
<-- Three Non-partitioning Techniques

Disk Merging

Figure 8: Disk Merging
This technique separates the concept of logical disk from the physical disks all together. Moreover, it forms logical disks
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from fractions of the available bandwidth and storage capacity of the physical disks, see Figure 8. These two concepts are
powerful abstractions that enable this technique to utilize an arbitrary mix of physical disk models. The design of this
technique is as follows. First, it chooses how many logical disks should be mapped to each of the slowest physical disks
and denotes this factor with p0 . For example, in Figure 8, the two slowest disks d2 and d5 each represent 1.5 logical disks,
i.e., p0 = 1.5. There are tradeoffs associated with choosing p0 which will be detailed later in this section.
Next, the time period Tp and the block size necessary to support p0 logical disks on a physical disk can be established by
extending Equation 4 and solve for the block size Bl as follows:
(10)

(11)
All the logical disks in the system must be identical. Therefore, Tp and Bl obtained from Equations 10 and 11 determine
how many logical disks map to the other, faster disk types i in the system. Each factor pi, i >=1, must satisfy the following
constraint:
(12)
Because of the ceiling-function there is no closed formula solution for pi from the above equation. However, numerical
solutions can easily be found. An initial estimate for pi may be obtained from the bandwidth ratio of the two different disk
types involved. When iteratively refined, this value converges rapidly towards the correct ratio. In the example
configuration of Figure 8, the physical disks d1 and d4 realize 2.5 logical disks each (p1 = 2.5) and the disks d0 and d3
support 3.5 logical disks (p2 = 3.5). Note that fractions of logical disks (e.g., 0.5 of d0 and 0.5 of d3 ) are combined to form
additional logical disks (e.g., ld 7 , which contains block X7 in Figure 8). The total number of logical disks (KlTot ) is defined
as(5):
(13)
Once a homogeneous collection of logical disks is formed, the block size Bl of a logical disk determines the total amount
of required memory (M), the maximum startup latency (Lmax), and the total number of simultaneous displays (NTot ). The
equations for these are an extension of those described in Section Disk Grouping and are as follows.
(14)
(15)
(16)
The overall number of logical disks constructed heavily depends on the initial choice of p0 . Figure 9 shows possible
configurations for a system based on ten disks of type PD425S, ST31200W, and ST32171W each. In Figure 9a, system
throughputs are marked in the configuration space for various sample values of p0 . A lower value of p0 results in fewer,
higher performing logical disks. For example, if p0 = 1.0 then each logical disk can support up to 8 displays
simultaneously (N<=8). Figure 9a shows the total throughput for each N= 1, 2, ..., 8. As p0 is increased, more logical
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disks are mapped to a physical disk and the number of concurrent streams supported by each logical disk decreases. A
value of p0 = 8.0 results in logical disks that can support just one stream (N= 1). However, the overall number of logical
disks also roughly increases eight-fold. The maximum value of the product p0 × N is approximately constant(6) and
limited by the upper bound of (R D 0 ) / (R C). In Figure 9 this limit is (R D 0 = 13.04 Mb/s) / (R C = 1.5 Mb/s) = 8.69. Pairs of
<p0 ,N> that approach this maximum will yield the highest possible throughput (e.g., <1.7,5> or <8.5,1>). However, the
amount of memory required to support such a high number of streams increases exponentially (see Figure 9b). The most
economical configurations (i.e., between 500 and 650 streams, see Figure 9c) can be achieved with a number of different,
but functionally equivalent, <p0 ,N> combinations. Because the worst case startup latency is a linear function of the
number of logical disks (see Equation 16), configurations with small values of p0 are preferable. We are currently
designing a configuration planner that will find a minimum cost system based on the performance objectives for a given
application.

Figure 9a: Configuration space

Figure 9b: Memory
Figure 9c: Cost
Figure 9: Sample system configurations with different choices for p0 (i.e., the number of logical disks that are mapped to
the slowest physical disk type), with 10 disks each of PD425S, ST31200W, and ST32171W
Disk Model

pi

Logical block Logical disk % Space for
size [MBytes] size [MBytes] traditional data

Seagate ST32171W p2 = 8.05
Seagate ST31200W p1 = 3.58

1.386

256.0

7.2%

1.386

281.0

17.7%

p0 = 1.7

1.386

238.8

0%

Quantum PD425S
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Table 4: NTot =130 displays of MPEG-1 (RC=1.5 Mb/s) with disk merging (p0 = 1.7, KlTot = 26)
Note that the storage space associated with each logical disk may vary depending onto which physical disk it is mapped.
Table 4 shows a sample configuration. Because the round-robin block assignment results in a uniform space allocation of
data, the system will be limited by the size of the smallest logical disk. The extra space on the larger logical disks can be
used to store traditional data, such as text and records, that can be accessed during off-peak hours. Alternatively, the
number of logical disks can manually be decreased on some of the physical disks to equalize the disk space. The latter
approach will waste some fraction of the disk bandwidth.
<-- Three Non-partitioning Techniques

Multi-Zone Disk Drives
Modern magnetic disk drives feature variable transfer rates due to a technique called zone-bit recording (ZBR) which
increases the amount of data being stored on a track as a function of its distance from the disk spindle. Several techniques
have been proposed to harness the average transfer rate of the zones [HMM93][Bir95][GKSZ96][GIKZ96][TKKD96].
These techniques are orthogonal to disk grouping, staggered grouping, and disk merging. Due to lack of space we will
describe only one approach and why its design is orthogonal. Assuming that the number of tracks in every zone is a
multiple of some fixed number, [HMM93] constructs Logical Tracks (LT) from the same numbered physical track of the
different zones. The order of tracks in a LT is by zone number. When displaying a clip, the system reads a LT on its behalf
per time period. This forces the disk to retrieve data from the constituting physical tracks in immediate succession by zone
order. An application observes a constant disk transfer rate for each LT retrieval. LTs are employed in disk grouping and
staggered grouping as follows. With these techniques, each logical block is declustered across the participating physical
disks into fragments. These fragments are then assigned to one or more LTs on each of the physical disks according to the
size of the fragments. Similarly, for disk merging the logical blocks are assigned to LTs.
<-- Three Non-partitioning Techniques

An Analytical Comparison
We compared the three non-partitioning techniques with each other using three different disk subsystem configurations
consisting of a different number of disks:
1. 15 Quantum PD425S, 10 Seagate ST31200W, and 5 Seagate ST32171W disk drives, termed 15-10-5 configuration
2. 10 disks of each type, term ed 10-10-10 configuration
3. 5 PD425S, 10 ST31200W, and 15 ST32171W disks, termed 5-10-15 configuration
We used the analytical models of Sections Disk Grouping, Staggered Grouping, and Disk Merging to compute the
memory requirement (M), the average-minimum startup latency (Lavg-min = (T p ) / (2))(7), the maximum startup latency
(Lmax), and the maximum number of streams supported (NTot ) with each technique. The transfer rate RD used for a each
disk drive type is listed in Table 1 and the consumption rate RC per stream was set to 1.5 Mb/s (e.g., MPEG-1).
For a service provider of a video-on-demand system, the cost per stream of a configuration might be an important
consideration. For each technique, we compute the cost per stream assuming $8 per MByte of memory and a fixed cost of
$800 per disk drive. The obtained results and the final observations remain unchanged if a lower disk price is assumed.
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Figure 10a: Cost per stream (15-10-5)

Figure 10b: Startup latency range (15-10-5)

Figure 10c: Cost per stream (10-10-10)
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Figure 10d: Startup latency range (10-10-10)

Figure 10e: Cost per stream (5-10-15)

Figure 10f: Startup latency range (5-10-15)
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Figure 10: Cost per stream, average-minimum and maximum startup latency for three different disk subsystem
configurations (MPEG-1 streams with RC = 1.5 Mb/s)
Figure 10 shows the cost per stream and the range of startup latency incurred with each, the 15-10-5, the 10-10-10, and
the 5-10-15 configuration for disk grouping, staggered grouping, and disk merging. Note that the maximum number of
streams that each technique can support with a given platform is approximately the same because the limiting factor is the
aggregate bandwidth of the disk subsystem. However, in general, both disk grouping and staggered grouping can support a
slightly higher number of displays (at a very high cost per stream).

Figure 11: Example cost breakdown into memory and disk components (10-10-10)
In Figures 10a, 10c, and 10e, the cost per stream decreases as a function of N at first because: (1) the fixed disk cost is
divided across a larger number of streams, and (2) the block sizes are small, reducing the total memory requirement of the
system by wasting a significant percentage of the disk bandwidth. To illustrate, Figure 11 shows the memory and disk cost
per stream as a function of N. As the number of streams is increased, the block size becomes larger, reducing the impact of
disk seek time and rotational latency delays. Beyond a certain value of N (e.g., 560 in Figure 11), the disk bandwidth
becomes a scarce resource. In order to support more displays, the system must assume very large blocks to further reduce
the overhead associated with disk seeks and rotational delays. However, increased block sizes directly translate into a
higher memory requirement. This renders the memory cost significant, increasing the cost per stream.
The disk merging technique results in a higher variance for the startup latency of a stream. In Figures 10b, 10d, and 10f
the time period Tp is between two to three times shorter for disk merging than for the two other techniques. This is
reflected in the reduced average minimum startup latency Lavg-min (note the logarithmic scale). At the same time, the
maximum latency is also longer by a factor of 2 to 30. The variability of the Lmax curve stems from the fact that
configurations providing almost identical throughput may be based on a different number of logical disks. An increased
number of logical disks directly translates into a longer worst case latency. A configuration planner could easily select the
configurations that result in a lower Lmax. In general, simulations suggest that a reduced time period Tp is desirable
because the expected startup latency is typically a small multiple of Tp for most of a server's operating range (e.g., <=
90% of full capacity, see [GKSZ97]). The startup latency only approaches Lmax when a server reaches 100% utilization,
i.e., when the system is close to being overloaded.
Overall, disk merging is the most promising technique among the three non-partitioning strategies.
<-- Three Non-partitioning Techniques
<-- Table of Contents
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An Experimental Comparison
We compared disk merging with a simple partitioning strategy to quantify their tradeoffs. We utilized a simulation model
because it is difficult to develop analytical models for the partitioning scheme. The simulator was configured with a total
of 30 disks in a 10-10-10 configuration (Quantum PD425S, Seagate ST31200W, Seagate ST32171W). To simulate the
partitioned system, each group of 10 homogeneous disk drives was treated as an individual server (termed Subserver 0,
Subserver 1, and Subserver 2). For each subserver the block size B and the time period Tp were calculated to yield the
lowest cost per stream. Table 5a summarizes the resulting parameters.
Partitioning
Block size B
Time period Tp

Subserver 0 Subserver 1 Subserver 2
Total
(PD425S) (ST31200W) (ST32171W)

Disk Merging

86 Log. Disks
(p0 = 1.1)

350 KByte

296 KByte

452 KByte

1.824 sec

1.542 sec

2.354 sec

Throughput NSub

80

160

360

600

Throughput NTot

602

No. of stored clips

6

14

27

47

No. of stored clips

47

Memory
Cost per stream

Block size B
Time period Tp

465 MB Memory
$46.2 Cost per stream

444 KByte
2.315 sec

523 MB
$46.8

Table 5: Parameters for a partitioned and a non-partitioned system
Disk merging assumes a logical to physical disk ratio for the slowest disks (Quantum PD425S) of p0 = 1.1. The 10 Seagate
ST31200W disks realize 24 logical disks and the 10 Seagate ST32171W support 51 logical drives for a total of 86 logical
disks. The maximum number of streams supported by an individual logical disk was N = 7 with a block size of 444 KByte.
This resulted in a maximum throughput of NTot = 602 streams. This configuration was chosen because its maximum
throughput was comparable to the partitioned scheme. The slightly higher memory requirement (523 MBytes vs. 465
MBytes) resulted in a cost per stream that was marginally increased (1.3%) over the partitioned system (see Table 5b).
Since the cost per stream is almost identical for the two systems, we will focus on the average startup latency to compare
the two techniques.
The simulated database consisted of video clips whose display was one hour long and required a constant bit rate of 1.5
Mb/s (e.g., MPEG-1). This resulted in a uniform storage requirement of 675 MByte per clip. For disk merging, the
Quantum PD425S disks limits the storage capacity for continuous media, rendering only 31.74 GByte (out of 34 GByte)
available that can store 47 video clips. The partitioned system can take advantage of all the storage space in the system and
store 50 clips. However, to have a system comparable to disk merging we chose to store the same 47 clips. The additional
space for three clips can be used to replicate some of the objects to reduce the sensitivity of the system to access pattern
fluctuations.
The frequency of access to different media clips is usually quite skewed for a video-on-demand system, i.e., a few newly
released movies are very popular while most of the rest are accessed infrequently. Furthermore, the set of popular movies
may change over the course of a day. For example, movies that appeal to children may register their peak access during
the afternoon while other movies may be popular with adults in the evening. The long term (i.e., weekly) distribution
pattern can be modeled using Zipf's law [Zip49], which defines the access frequency of movie i to be F (i) = (c)/(i1-d ),
where c is a normalization constant and d controls how quickly the access frequency drops off. In our simulations, d is set
to equal 0.271. This value has been shown to approximate empirical data for rental movies [DSS94]. In our experiments
we focus on the the short term (i.e., daily) changes because we consider them the most critical(8). Table 6 shows how the
shifting workload is modeled with a simple increase (+5%) of the total number of requests directed towards Subservers 0
and 1 and a proportional (-10%) decrease for Subserver 2 at half time of a 24 hour experiment. The resulting Zipf
distributions for the 47 movies in the database are detailed in Figure 12. The left- and right-most graphs show the two
identical access frequency assignments at the beginning and at the end of the 24 hour experiment. After 12 hours (the
middle graph) the accesses are still Zipf distributed; however, the popularity of eight movies has either increased or
decreased. Intermediate points were linearly interpolated between these three distributions.
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Figure 12: Access frequency distribution to the 47 clips that constitute the experimental database over a time span of 24
hours according to Zipf's law: F (i) = (c) / (i1-d ) with with d = 0.271
Percentage of Accesses
At 0h
After 12h After 24h
Subserver 0 13.3% 18.3% (+5%) 13.3%
Subserver 1 26.7% 31.7% (+5%) 26.7%
Subserver 2 60.0% 50.0% (-10%) 60.0%
Table 6: Access distribution among subservers for partitioning (10-10-10 configuration)
For the partitioned system, the clips were initially assigned to the individual subservers with a simple greedy algorithm as
follows. Each subserver j is initialized with a fraction of the total streaming capacity of the system, denoted SCj. For
example, Subserver 1 (SC1 ) provides for 26.7% (160 / (80+160+360) = 0.267) of the system capacity. In the first step, the
most popular clip is assigned to subserver j with the highest value SCj. Next, SCj is decreased by the access frequency of
the clip, F(i). This process is repeated for the second most popular clip, which is assigned to the subserver i with the
highest SCi value remaining. This is repeated until all clips are placed. When a subserver runs out of space, it is removed
from a list of the candidate servers for the remaining objects. The above algorithm assigns 6 clips to Subserver 0, 14 to
Subserver 1, and 27 to Subserver 2. This simple strategy resulted in a slightly non-optimal placement of the clips (e.g.,
Subserver 1 was assigned 0.263, not 0.267, of the streaming capacity). Therefore, the clip placement was manually
adjusted to produce the optimal layout listed in Table 6 with Subservers 0, 1, and 2 servicing 13.3%, 26.7%, and 60.0% of
the requests, respectively. The second column of Table 6 shows how the redistribution of the clip popularity affected the
workload for each subserver after 12 hours. The fraction of the requests serviced for both, Subserver 0 and 1, temporarily
increased by 5% whereas it declined by 10% for Subserver 2.
For each experiment, the server had to service requests that arrived based on a Poisson distribution over a time period of
24 hours. The request arrival rates of 420, 480, and 540 requests per hour represented system loads of approximately 70%,
80%, and 90%. If requests arrived when the server was completely utilized, then they were queued and serviced using a
FCFS policy.
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Figure 13a: Average startup latency (partitioning)

Figure 13b: Average startup latency (disk merging)
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Figure 13c: Subserver utilization (partitioning)
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Figure 13d: Server utilization (disk merging)
Figure 13: Average startup latency and system utilization for a partitioning and a disk merging system configuration
Figure 13 shows the results of the simulations with partitioning in the left and disk merging in the right column of graphs.
Figures 13a and 13b depict the impact of an increased workload on the average startup latency that a request experienced
(note the logarithmic y-axis). For arrival rate of 420 requests per hour, the partitioned system still services the requests
with a low latency most of the time, except for the time between 13 and 16 hours. At an increased rate of 480 requests per
hour, the service degradation starts earlier and is more pronounced. The reason is shown in Figure 13c: Subserver 0
becomes a bottleneck (i.e., the utilization reaches 100%) for an extended period of time due to the shifting workload. Still,
with this load the system can recover towards the end of the 24 hour experiment. At an arrival rate of 540 requests per
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hour the average latency becomes extremely long and--more critical--extended queues are now forming for Subserver 0
and 1, preventing the system from recovering, even after the workload shifts back to its optimum. At the same time,
Subserver 2 has idle capacity. The performance of the system that utilizes disk merging is shown in Figures 13b and 13d
for the same workloads. Because of the inherent load-balancing property of striping, the system is affected very little by
the shifting workload. The latency increases moderately to 10-20 seconds maximum for very high utilization (i.e., 90%).
When compared with partitioning, the primary advantage of the non-partitioning scheme becomes evident: disk merging is
not sensitive to the distribution of accesses or placement of data. In particular, with the partitioning scheme, the system
risks the possibility of the slowest server becoming the bottleneck for the entire system, if even a modest workload
imbalance occurs.
Some of these problems might be alleviated for a partitioned system by integrating data replication and dynamic loadbalancing. However, algorithms that automatically respond to changing workloads have the disadvantage of (a) being
detective instead of preventive, i.e., the system must detect undesirable situations and then try to remedy them, and (b)
adding to the complexity of the server software. Such an approach will most likely result in additional resource
requirements and less than optimal performance at least some of the time (see [GIZ94]).
<-- Table of Contents

Conclusion and Future Research Directions
This paper described three different non-partitioning techniques that guarantee a continuous display with a heterogeneous
disk subsystem. These techniques are disk grouping, staggered grouping, and disk merging. Disk merging is more flexible
than the other two because it can support an arbitrary mix of physical disks. In our experiments, it resulted in a
competitively low cost per stream. When compared with a partitioning scheme, disk merging is sensitive to neither the
frequency of access to clips nor their assignment. Thus, it prevents the possibility of a group of disks becoming a
bottleneck and determining the overall performance of a server.
We intend to extend disk merging in two ways. First, we are designing a configuration planner that determines system
parameters (the logical disk specifications, block size, amount of required memory) to meet the performance objectives of
an application while minimizing system cost. Second, we are investigating availability techniques and how the system can
continue operation in the presence of physical disk failures. Consider each topic in turn. First, parity based techniques have
been investigated to ensure availability to data [BGM95][ORSS96]. With these techniques, two or more logical disks that
map onto a single physical disk cannot be part of a single parity group. Otherwise, a single disk failure might render the
data unavailable. In essence, the mapping from the logical to physical disks imposes constraints on the formation of parity
groups and the id chosen for a logical disk. Second, in the presence of disk failure, we intend to quantify how many
displays might observe a hiccup and whether the system might be forced to abort some active display all together.

End Notes
(1) The definitions of the parameters used to describe the different techniques are summarized in Table 2.
(2) While this conceptualization might appear reasonable at first glance, it is in contradiction with the current trend in the
physical dimensions of disks that calls for an annual reduction, e.g., the PD425S is bulkier in appearance when compared
with the ST31200W.
(3) Fragment sizes are approximately proportional to the disk transfer rates, i.e., the smallest fragment is assigned to the
disk with the slowest transfer rate. However, different seek overheads may result in significant variations (see Figure 5).
(4) With off-the-shelf disk drives and device drivers, a disk read command requires the address of a memory frame to
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store the referenced block. The amount of required memory can be reduced by employing specialized device drives that
allocate and free memory on-demand [NY94].
(5) #types denotes the number of different disk types employed.
(6) It is interesting to note that, because of this property, the perceived improvement of the average seek distance d from d
= (#cyl) / (N) (Equation 4) to d = (#cyl) / (p i × N) (Equation 12) does not lower the seek overhead.
(7) On a very lightly loaded system a request can be started at the beginning of the next time period. Depending on the
request's arrival time within the current time period, its wait time is 0 < Lmin <=T p , or on average (T p ) / (2).
(8) Load-balancing algorithms should be quite effective in countering the effects of long term changes to the popularity of
movies and their overhead may be amortized over an extended time.
<-- Table of Contents
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Abstract
We describe the design of an object-oriented multimedia database management system that can store and manage
SGML/HyTime compliant multimedia documents. The system is capable of storing, within one database, different
types of documents by accommodating multiple document type definitions (DTDs). This is accomplished by
dynamically creating object types according to element definitions in each DTD. The system also has tools to
automatically insert marked-up documents into the database. We discuss the system architecture, design issues and the
system features.
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Introduction
Traditionally, multimedia applications have not fully exploited database management system (DBMS) technology.
Mostly they have used DBMSs to store meta-information and have stored multimedia objects in flat files. The
connection between the DBMSs and the object files is usually non-existent (or very loose), requiring the application
programs and users to access both of the repositories independently. This is not a preferable course of action for three
major reasons. First, file systems leave to the user the responsibility of formatting the file for multimedia objects as
well as the management of a large amount of data. The development of multimedia computing systems can benefit
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from traditional DBMS services such as data independence (data abstraction), high-level access through query
languages, application neutrality (openness), controlled multi-user access (concurrency control), and fault tolerance
(transactions, recovery). Second, multimedia objects have temporal and spatial relationships that must be taken into
account for synchronization and display of information (e.g., synchronization of an image with its audio annotation).
These relationships should be modeled explicitly as part of the stored data. Thus, even if the multimedia data is stored
in files, their relationships need to be stored as part of the meta-information in some DBMS. Finally, the size and
complexity of multimedia objects require special treatment in storage, retrieval, and transmission. DBMS technology,
especially the technology of object DBMSs, is particularly well suited for the representation and storage of this type of
data.
Recently, a number of multimedia projects that have used DBMSs have been reported in the literature (see [PS97] for
a survey). However, there are a number of common deficiencies in many of these attempts. Some of them use the
DBMS technology only to store and manage meta-data, while the actual multimedia objects are stored in ordinary files
with very little integration between the DBMS and these files. This restricts the role of DBMSs and makes it difficult
(if not impossible) to apply regular database access methods to multimedia data. Others store some of the multimedia
objects (e.g., text and still images) as binary large objects ("BLOB"s) in relational DBMSs. Even though this puts
some of the multimedia objects in a database, it is usually not possible to provide database functionality over these
objects. For example, content-based querying of BLOBs is not possible since the DBMS treats them as byte strings
whose interpretation is left to the application. Still others develop and implement their own one-of-a-kind models for
multimedia data. Unfortunately, this requires everything to be developed from scratch since various tools based on
international standards cannot be used together with these one-of-a-kind systems.
In this paper, we report our work in developing an object DBMS to store and manage SGML/HyTime [Gold90,
DD94] compliant multimedia documents. Three points are important about our work. First, even though we heavily
use DBMS technology to manage multimedia data, we are not arguing for the storage of all multimedia data in a
database. In fact, most of the multimedia data currently reside in traditional files which will need to be incorporated
into multimedia information systems in an interoperable environment. The argument put forth here is that the users'
access to this data should be managed by a DBMS. We propose to accomplish this by storing and managing the
structure of all multimedia objects, as well as some of the objects themselves in an object database, and providing
strong links from this DBMS to the particular servers (e.g., image file systems or video-on-demand systems) that store
the remainder of the data. Thus, interoperability, the second important point, is a central aspect of our work. In this
paper our emphasis is on the database models and associated tools to store and manage multimedia data;
interoperability issues will be reported elsewhere. Finally, we chose to base our work on the SGML/HyTime standard
for representing multimedia documents. This allows us to build an entire system by using commonly available tools
that work with these standards, most importantly, SGML parsers, authoring tools and browsers. Moreover, adopting
the widely used document standard of SGML allows pre-existing document collections to be readily incorporated into
our system. Users of SGML can effectively use the system without a steep learning curve.
Our research task of modeling multimedia SGML documents and implementing an object database management
system for them which can support a rich query interface has been a non-trivial endeavor. We hope our experience and
accomplishments benefit other research in this area.
The system described in this paper is part of the larger Broadband Services Project that is being conducted by five
institutions in Canada with support from the Canadian Institute for Telecommunications Research. The objective of the
larger project is to develop a software infrastructure and to define an API that is suitable for a wide range of
broadband distributed multimedia applications [WLE+97]. The multimedia DBMS component of this project covers a
broad spectrum of activities from the design and implementation of an appropriate database type system (schema) to
the development of application-specific query models and languages that support content-based access to multimedia
objects. This paper focuses on a couple of components of the multimedia DBMS; issues such as video and image
modeling are reported elsewhere [LÖS96a-b, LÖS97] and other components including multimedia query languages,
image and video indexing will be reported in the future.
We assume that the reader is familiar with SGML/HyTime and we do not repeat the basic characteristics of these
standards. Readers can refer to the standards themselves [ISO86, ISO92] or to the various books that describe them
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(e.g., [Gold90, DD94]). Even just a familiarity with HTML, the most ubiquitous SGML document type, will help in
understanding the level of SGML detail presented here.
The organization of the rest of the paper is as follows. In the next section, System Overview, we present the
architecture of the system that we have developed. The section Multimedia Type System focuses on the type system
that we have implemented; the section Support for Multiple Document Structures, the management of multiple
document structures; and the section Automatic Document Insertion, the automatic insertion of documents into the
database. Related works contains a review of some of the related work and compares our system with others.
Conclusion discusses the current status of the system and reviews some of the improvements that are underway.

<-- Table of Contents

Figure 1. Complete Processing Environment

System Overview
One of the strengths of DBMSs is their ability to manage data on behalf of multiple applications and enable data
sharing among them. DBMSs provide this service in a transparent manner, shielding the applications from the
particulars of physical data organization, distribution and performance considerations (query optimization). If DBMSs
are to support multimedia applications, the same services need to be extended to multimedia data. Within the context
of an SGML/HyTime compliant system, this means the following:
1. The system has to be able to model all types of multimedia data (video, audio, text, images), not only simple data
such as character strings and numeric values.
2. The system needs to be open and extensible, both in terms of the types of data it can manage and in terms of its
architecture so that it can accommodate different servers and applications.
3. The system has to be able to store and manage different types of documents in one database. In SGML parlance,
it should be able to deal with multiple DTDs and be able to store documents whose markup conforms to these
DTDs.
4. The system should facilitate the automatic insertion of multimedia documents into the database and provide
facilities for querying these documents both with respect to their contents and with respect to their structure.
The system described here satisfies these constraints. It is a distributed (client-server), object-oriented system that
allows coupling with other servers (in particular continuous media servers) and handles dynamic creation of object
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types based on DTD elements.
The system is built as an extension layer on top of a generic[1] object DBMS, ObjectStore [LLOW91]. The extensions
provided by the multimedia DBMS include specific support for multimedia information systems. The development of a
type system that supports common multimedia types is at the heart of the multimedia extensions. This paper focuses on
the extensible kernel type system as well as the supporting tools to facilitate automatic type creation from a given DTD
and the automatic insertion of conforming documents into the database.
This architecture is open so that it can accommodate various multimedia servers. Many of these are file system servers
without full database management functionality (e.g., querying). If file system servers are used, but the applications
require database functionality, then a multimedia DBMS layer can be placed on top of the file system servers and the
underlying storage system can be modified accordingly. Alternatively, links can be provided from the multimedia
DBMS to the various servers which may be located at different sites of a distributed system. In our prototype
configuration, for example, the audio and video objects are stored in a separate continuous media server [MNH96]
while meta-data about these objects are stored in our multimedia DBMS.
Another aspect of our system is its integration of tools associated with the management of SGML/HyTime databases.
These include a DTD parser and manager, and a SGML parser and instance generator. These are discussed in detail in
Support for Multiple Document Structures and Automatic Document Insertion. Overall, the system deals with both
database processing and SGML/HyTime processing issues (Figure 1).

<-- Table of Contents

Multimedia Type System
In designing a type system for an SGML/HyTime compliant DBMS, four issues need to be addressed [ÖSEV95]:
The different media components of the document (i.e., text, image, audio, video, and synchronized text) need to
be modeled and stored in the database. These are called monomedia objects. The design of their storage
structures in the database is critical for good performance. These fundamentally physical objects are modeled in
our atomic type system.
A representation is needed for the document's logical structure. Not every multimedia information system
represents the document structure explicitly. For example, a multimedia system using postscript files for
documents ignores the hierarchical structure of the document. Explicit representation of the structure facilitates
querying and presentation. This logical, structural dimension of documents is modeled by our element type
system.
In multimedia documents, one has to deal with the representation of the spatial and temporal relationships
between monomedia objects. These relationships are important for presentation purposes - spatial relationships
are used to model the placement of the various components on the screen while temporal relationships are
essential for the synchronization of monomedia objects during presentation (e.g., audio synchronization with
video or captioned text with video). These synchronization requirements, as well as hyperlinking, are modeled
by the HyTime component of the element type system..
Meta information about the DTD elements and instance creation functionality are necessary for document
insertion and queries about document structure. A meta-type system can satisfy these requirements.
We discuss below how our system handles each of these issues within the framework of an object DBMS. In this
context, "modeling" refers to the design of a type system that supports the representation of various system
components.
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Atomic Type System
Our atomic type system consists of the types that are defined to model monomedia objects. This part of the type system
establishes the basic types that are used in multimedia applications.
One of the important considerations in the design of the type system is quality-of-service (QoS) requirements.
Monomedia objects are associated with specific QoS parameters that are needed for presentation purposes. For
example, the QoS parameters of an image can be the format (e.g., JPEG, GIF, TIF), size, resolution, and color depth.
For one logical monomedia object, there can be a number of concrete objects that can be distinguished only in their
QoS parameters. These concrete objects are called variants of a logical monomedia object. During QoS negotiation,
depending on the available hardware and the desired quality and cost, different variants of the same monomedia object
can be retrieved and displayed. Moreover, continuous media objects, such as audio and video, may consist of a
number of data streams. Some video and image compression technologies, for example, utilize a base stream that can
be merged with enhancement streams to obtain higher quality of service levels. Similarly, an audio variant might
provide quadraphonic sound with four data streams, one for each channel. It is important to be able to model these
relationships between monomedia objects, their variants and the data streams that make up each variant, because
multimedia applications need to access each of these objects coherently.
Figure 2 shows a monomedia object with different QoS levels represented by different variants. Variant 1 consists of
Data Stream 1; Variant 2 shares Data Stream 1 with Variant 1, but also contains Data Stream 2. In general, the
presentation quality is higher if more data streams are used. Therefore, the QoS level of Variant 2 is higher than of
Variant 1. In this example, Variant 3 and Variant n consist of the same streams but may differ in other QoS
parameters, such as maximum jitter, frame loss or delay.

Figure 2. Variants of Monomedia Objects
The type system for atomic types is depicted in Figure 3 [2]. All atomic types are subtypes of the abstract supertype
Atomic, which is the root type in the Atomic type system. Atomic has one data member, the logical identifier id,
which stores an SGML ID. Each element utilizing an atomic type requires an SGML ID attribute. SGML requires that
this ID be unique throughout the document. The details of the type definitions are omitted here due to space
limitations-they are provided in [Sch96]; in the remainder of this sub-section, we provide an overview of the
semantics of the atomic types.

Figure 3. Atomic Type System
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DataStream is an atomic type for streams. A stream identifies a particular file on the continuous media file server. It
has data members for meta data related to the data streams, namely size and a universal object identifier.
Instances of Variant subtypes hold the monomedia representation and the variant's QoS information. Type Variant
contains functions to access QoS parameters that are common to all variants. There are two abstract subtypes of
Variant, NCMType for non-continuous media such as text and images, and CMType for continuous media such as
audio and video. This distinction is made since non-continuous and continuous media are handled differently in the
system. The difference between the two types is that instances of types derived from NCMType store the raw media in
their objects, whereas instances of types derived from CMType have only meta-information stored about the
continuous media streams, which themselves reside on the continuous media server. NCMType and CMType have
subtypes for the types of monomedia objects that they model (AtomicSText corresponds to synchronized text). A
composite type, AtomicCompoundText, contains a collection of AtomicText to represent the textual component of
documents whose DTD specifies segmentation of text storage, as described in the following subsection.
The concept of monomedia types has been introduced to group variants that are logically equivalent. An instance of a
subtype of type Monomedia (say aVideoObject which is an instance of VideoMedia) may have a number of
variants, as discussed previously. Instances of monomedia types store references to all of their variants. Thus,
aVideoObject has references to its variants which are instances of AtomicVideo. A monomedia object can have only
variants of the same type associated with it; for example, VideoMedia can only contain AtomicVideo objects.
In this paper, we do not discuss the details of how we model and represent the contents of monomedia objects. Our
approach to representing the textual part of multimedia documents is described in [ÖSEV95]; the video modeling
approach is discussed in [LÖS96b] and the image model is presented in [LÖS96a]. We have not yet done extensive
work on audio representation, though the types are implemented and used in our demonstration applications.
<-- Multimedia Type System

Element Type System
The element type system is a uniform representation of elements in a DTD and their hierarchical relationships. Each
logical element in a DTD is represented by a concrete type in the element type system.
An important design decision relates to the "shape" of the element type system. SGML, as a grammar, is fairly flat but
allows free composition of elements. This, coupled with the requirement to handle multiple DTDs within the same
database, suggests that the type system also be flat, consisting of collections of types (one collection for each DTD)
unrelated by inheritance. This simplifies the dynamic type creation when a new DTD is inserted (to be discussed in
Support for Multiple Document Structures). However, this approach does not take full advantage of object-oriented
modeling facilities, most importantly behavioral reuse. Instead of a flat type system, we implement a structured type
system where some of the higher-level types are reused through inheritance. This has the advantage of directly
mapping the logical document structure to the type system in an effective way. Furthermore, some of the common data
definitions and behaviors for similar types can be reused. The disadvantage is that type creation (as discussed in
Support for Multiple Document Structures) is more difficult. Information such as the characteristics of elements have
to be obtained from the DTD to generate the new types as part of the type hierarchy.
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Figure 4. Element Type System
As a result of this design decision, the system provides a set of built-in types that constitute the kernal of the element
type system. These types model characteristics that are common to all or some DTD elements. Figure 4 depicts an
abstracted view of the element type system. The entire system is rooted upon the abstract supertype Element. One
group of element types contains the HyTime elements, elements conforming to the HyTime architectural forms. A
second group contains what we call MM (MonoMedia) elements, elements conforming to our own MM architectural
forms. The MM elements constitute a bridge between the element type system and the atomic type system, between
the logical and physical dimensions of documents. Each of the MM elements holds a pointer to an atomic type object.
A third group contains all the "standard" SGML elements. Within each of these groups is a core set of built-in abstract
element types. All other element types that may be defined, i.e., concrete element types corresponding to DTD
elements, are derived from one of these abstract built-in types. Figure 5 shows some of the standard core element
types.

Figure 5. Standard Element Type System
Type Element, the supertype of all element types, contains the data members document and parent, together with
member functions to access them. Data member document, of type Document, points to the multimedia document
that contains the element. The introduction of this attribute enables each element to know its document. Since SGML
documents have a tree structure, each element, except the root element, has a parent. The data member parent models
this structure by pointing to the element's parent element. The type of parent is Structured since all parent elements
must be structured elements with child nodes (this is further discussed below).
Type Structured is a supertype for all elements in the DTD that are potentially non-leaf nodes in the document tree.
Such elements have a complex content model, meaning that the content model is not EMPTY or #PCDATA. Elements
with a complex content model may have child elements. That is why structured elements must maintain references to
their child elements. Type Structured has data members that keep track of these references and member functions that
access them.
For efficiency reasons, all textual components of a document are, by default, stored together as one text string
[ÖSEV95]. Each textual component (e.g., paragraph, emphasis, etc.) has an annotation associated with it that indicates
the start and end index of the object's text in the text string. Annotations are not only useful for elements that contain
textual data (#PCDATA) but also for other elements that have to be located within the text string to display them
file:///C|/Users/Bear/Desktop/new/MM97/ACMMM97.html[3/15/2010 6:34:27 PM]

AN OBJECT-ORIENTED SGML/HYTIME COMPLIANT DATABASE SYSTEM*

properly (e.g., figure, link). Type AnnotatedElement is the abstract type that has the data members that maintain these
annotations. For elements that are both structured and annotated, a type StructuredAnnotated is multiply derived
from Structured and AnnotatedElement to serve as their supertype.
While this default text storage model avoids fragmentation of the document text into numerous objects and facilitates
text retrieval and text searching, it leads to expensive document updating and may not be suitable for lengthy
documents. Under this model, the modification of text in a document requires modification of all annotations that
follow or span (i.e., as a parent element) the changed text. Thus, a small change near the front of a long document
requires annotation updates for nearly all the elements as well as (potentially) a string copy of the entire document text.
To address this problem, the text storage model has been augmented by means of a type, AtomicCompoundText, and
a text segmentation facility that responds to the use of a "text-seg" [3] attribute for elements in the DTD. This allows
the DTD writer to specify which elements are to be maintained as separate text segments. The attribute can be given a
default token value that can be over-ridden by the document author. Thus, while the DTD writer bears the initial
responsibility for determining the desired granularity of text segmentation, the document author can over-ride the
default specified in the DTD by specifying an alternative value for the "text-seg" attribute in the particular element's
tag. With user-specified text segmentation, annotations are relative, consisting of a start-key and end-key. These keys
are associated in a dictionary with a reference to an AtomicText (a text segment) object and an offset into the string in
that object. The hash table implementation of the dictionary insures rapid lookup. User-specified text segments nested
within other user-specified text segments are handled appropriately as a simple sequence of segments. Text that
intervenes between user-specified text segments is treated as a separate segment.
Current work involves developing a simple interface for updating documents based on insertion and deletion using
HyTime's tree location address (treeloc) for specification of elements in the document tree. Both insertion and deletion
will involve validation by the SGML parser.
In order to provide a consistent way of handling DTD elements that refer to atomic objects, we have introduced
another special attribute named MM (MonoMedia) for such elements. The value of the MM attribute is fixed in the
DTD to a value that identifies the appropriate atomic type. The mechanism of the MM attribute closely parallels that of
the HyTime attribute, described in the following sub-section, which identifies a pre-defined architectural form to
which the element must conform. Essentially, this constitutes a set of MM architectural forms for our system which
supplement the standard HyTime architectural forms. [4] In fact, some elements can be defined so as to conform to
both a HyTime architectural form and an MM architectural form. Some of the kernal MM element types are shown in
Figure 6.

Figure 6. MM Element Types
For each concrete atomic type there is a pre-defined element type which contains a pointer to an object of the
corresponding atomic type. If, for example, the DTD defines an element MyImage with an MM attribute fixed to the
value imageVariant, a new type will be generated that is subtyped from the pre-defined class ImageVariant, which
contains a data member that points to an AtomicImage. In this case, the element MyImage must have attributes,
namely QoS data, and a content model that conform to the MM architectural form for imageVariant. The image and its
required QoS data are all stored directly in the atomic object.
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This way, we can exploit our atomic type system and maintain a one-to-one correspondence between concrete element
types and elements defined in the DTD. The advantages are two-fold. First, there is a clear distinction and interface
between atomic types and element types. Atomic types model the primitive monomedia objects whereas element types
model elements in a DTD. Second, this clear separation simplifies the interaction of other system components with the
database. For example, the QoS negotiator module, developed by a partner research group, deals exclusively with the
atomic types, completely ignoring the element type system.
For type checking, it is very useful for an object to know its type. To achieve this, the data member type has been
introduced as a static member of each concrete element class. It is initialized to point to a meta-type object that
specifies the type of the element. Each element type has a meta-type associated with it (e.g., type Article has the metatype ArticleType). The meta-type object contains the name of the element as it appears in the DTD and other useful
information that can be queried. Meta-types are discussed fully in Meta-Types.
<-- Multimedia Type System

Presentation Type System
Presentation of multimedia documents may involve complicated scenarios which require synchronization of various
media, the placement of various objects on the screen, and QoS considerations. The algorithms to meet these
requirements are outside the scope of the multimedia DBMS. However, it should be possible to store in the database
presentation related data for a document that is then used by the presentation tools. In general, the presentation data
involves the spatio-temporal relationships between the various objects.
The design challenge is how to model these relationships within the framework of the SGML/HyTime standard. In our
system, we make use of several architectural forms that are defined within HyTime. Our system is not a full HyTime
engine. As a background, the HyTime standard is divided into modules, each of which describes a group of concepts
that are represented by architectural forms (AFs). The modules include the base module, the measurement module, the
location address module, the hyperlinks module, the scheduling module, and the rendition module. Each module may
use certain features of other modules lower down in the hierarchy; thus the location address module defines AF's
which are used in the rendition module. Each HyTime DTD must declare the names of the modules it requires.
To represent relatively simple spatial and temporal constraints between document elements, we use the finite
coordinate space (FCS) architectural form defined in the scheduling module. This, in turn, requires features of the
measurement and location modules.
HyTime models space and time using axes of finite dimensions. A finite coordinate space is a set of such axes. All
measurements are associated with axes. The units of measurement along axes are called quanta. An extent is a set of
ranges along the various axes defining the FCS. An event corresponds to an extent in the FCS. An event schedule
consists of one or more events. Extents are specified using the extlist AF, events using the event AF, and event
schedules using the evsched AF. The document instance associates a data object with the event. The semantics and
the manner in which the events are rendered are defined by the application.
To represent spatio-temporal relationships, we define a FCS consisting of three axes: the x and y axes for spatial
relationships of objects on screen, and the time axis for temporal relationships (Figure 7).
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Figure 7. Finite Coordinate Space
The representation of this idea in the database requires the definition of a number of HyTime architectural forms. Of
the 69 architectural forms defined as part of the HyTime standard, we have implemented hydoc, dimspec, axis, event,
link, fcs, exlist, and evsched. HyElement is the supertype of all HyTime types in the element type system. Its
immediate subtypes correspond to the AFs we have implemented (Figure 8). Following the HyTime standard, all
HyTime elements in the DTD must have ID and HyTime attributes. The ID is used as a unique identifier to make
element references possible. The HyTime attribute specifies the architectural form to which the element belongs.
Types Video, Stext, and Audio are directly derived from the HyTime type Event_AF. They use HyTime events for
synchronization purposes.

Figure 8. HyTime Element Types

<-- Multimedia Type System

Meta-Types
The meta-type system roughly parallels the element type system. Like the built-in element types, which function as
abstract supertypes for the concrete DTD-specific element types, a directed acyclic graph of built-in meta-types
provides the supertypes for the concrete meta-types that are generated by the Type Generator.
For each concrete element type that is generated from a DTD, a corresponding meta-type is generated. These metatypes perform two important tasks:
1. They store meta information about the elements in the DTD, such as the element names, their attributes, and the
supertypes from which the corresponding element types are derived. This information is necessary for
instantiating the appropriate element instances and setting their attributes.
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2. They define virtual create functions to instantiate persistent objects representing document element instances.
These are referred to as instantiation methods.
Single instances of these meta-types are created as persistent objects in a database destined for document instances
conforming to a particular DTD. The instantiation methods that are implemented in the generated code can create the
corresponding element objects, parameterized according to the data extracted by an SGML document parser during the
automated document insertion process. Virtual function resolution ensures that any meta-type object will create the
appropriate object(s) when its instantiation method is invoked.
The meta-type system is rooted in the base type ElementType. This base type contains all the meta information:
name, attributes, and supertypes. It also declares and defines member functions that fall into the following categories:
1. The instantiation methods. These are virtual functions, mentioned previously, which get redefined in the
generated meta-type. There are separate functions for structured elements (with a complex content model) and
unstructured elements (with a simple content model).
2. Functions for setting attributes. There are non-virtual functions that loop through attribute lists or provide
general attribute setting functionalities. A virtual function for setting specific attributes is redefined in the
generated element types.
3. Functions for determining special attributes. These functions take care of special attributes that are used by
the HyTime and MM architectural forms.
The top levels of the built-in meta-type system are shown in Figure 9. In all, there are five levels in this kernal type
hierarchy, which utilizes multiple inheritance in parts of the lower levels. This meta-type system is described in detail
in [EM96].

Figure 9. Partial Meta-type System

<-- Multimedia Type System

<-- Table of Contents

Support for Multiple Document Structures
One fundamental requirement of a multimedia DBMS for SGML/HyTime documents is that it should be able to
support multiple DTDs by creating types that are induced by these DTDs. This is essential if the multimedia DBMS is
to support a variety of applications. The system must be able to analyze new DTDs and automatically generate the
types that correspond to the elements they define. In addition, the DTD must be an object in the database so that users
can run queries like "Find all DTDs in which a 'paragraph' element is defined."
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The components that have been implemented to support multiple DTDs are depicted in Figure 1. A DTD Parser
parses each DTD according to the SGML grammar defined for DTDs. While parsing the DTD, a data structure is built
consisting of nodes representing each valid SGML element defined in the DTD. Each DTD element node contains
information about the element, such as its name, attribute list and content model. If the DTD is valid, a Type
Generator is used to automatically generate C++ code that defines a new ObjectStore type [5] for each element in the
DTD. Additionally, code is generated to define a meta-type for each new element type. Moreover, initialization code is
generated and executed to instantiate extents for the new element objects and to create single instances of each metatype in the specified database. A Dtd object is also created in the database. This object contains the DTD name, a
string representation of the DTD, and a list of the meta-type objects that can be used to create actual element instances
when documents are inserted into the database.
There are two important problems that need to be addressed in this process. Both of these are abstraction problems that
can reduce the complexity of the multimedia type system and therefore reduce maintenance time and errors. First, if
two or more DTD elements in the same DTD definition share common features, then this feature should, ideally, be
automatically extracted and promoted to an abstract superclass. For example, in a prototype news-on-demand type
system, the two types, Video and Audio both shared a common duration attribute, so the abstract supertype Temporal
was created to promote this feature. If the feature is a common content model, this factoring is straightforward.
Otherwise, the problem is harder to solve. Even if attributes of different elements have the same name and
specification, they may be semantically unrelated.
Second, common element definitions across different DTDs should be represented by a common type in the type
system. However, there is no easy solution to this problem since it leads to the well-known semantic heterogeneity
problem, studied extensively within the multidatabase community. Briefly, the problem is one of being able to
determine whether two elements are semantically equivalent. This problem has also been studied in the programming
languages field, where there are many different definitions for type equivalence. For example, two types are name
equivalent if they have the same name. However, this would not be a good definition of type equivalence in our model
since two different DTDs might use the same name to describe semantically different elements, for example, a
Signature in a Thesis DTD and a Signature in a Symphony DTD. Similarly, programming languages define two
types to be structurally equivalent if the components recursively have the same names and types. This may also lead to
faulty equivalencies. For example, Caption and Title could be structurally equivalent, each having a content model
that is #PCDATA. However, they are semantically different, a difference that may only become clear in the context of
what composite objects can contain them. Since this is not a trivial problem, we have chosen to give up some
abstraction in favor of a semantically "safe" type system.
This does not mean, however, that we have completely abandoned type re-use across DTDs. We re-use the atomic
types such as AtomicAudio, AtomicImage and AtomicText, as well as the high-level abstract supertypes such as
Structured and the HyTime and MM kernal types in the element type system. These types are safe to re-use because
they have well defined semantics that appear across many document types. For the specific elements in a given DTD,
we create new types derived from the abstract supertypes. Name conflicts between elements in different (uniquely
named) DTDs are resolved automatically by using the DTD name as a prefix during type creation (e.g. ArticleSection,
BookSection).
In addition to re-use through atomic types and abstract element supertypes, we have provided a mechanism for the
DTD writer to specify which elements in a DTD are to be treated as reusable across all the DTDs in the system. This
is specified by explicitly using a "reusable" [6] attribute in an element's definition. Then, if a reusable type of that
name does not exist in the system at the time the DTD is instantiated, it gets created along with reusable types for all
its implicitly reusable descendants.
If such a reusable type (or any of its descendants) already exists in the system, the incoming element definition (and
its descendants) is validated to ensure that the old and the new type definitions are compatible. If compatible, no new
class is created. If not, an error report is generated containing valid definitions for the invalid elements which can later
be pasted into the DTD in place of the invalid definitions. A dedicated database maintains information about reusable
element definitions, as well as a record of which DTDs utilize a particular reusable element.
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Metatype classes are also generated for each reusable element. An instance of a metatype class is capable of creating
an object of its associated type during document instantiation. However, for annotated elements (generally elements
with textual content) a single reusable metatype instance is not sufficient since the annotation of an object must also be
recorded in a DocumentRoot [7] object particular to the DTD (e.g. BookRoot). In these cases, metatype classes
derived from the reusable metatype classes must also be generated in the DTD specific code. An instance of the
specific metatype is needed for each DTD in the database using the reusable annotated element. For non-annotated
elements, a single instance of a reusable metatype is sufficient for creating objects of reusable types for any DTD.
This facility for reusable types can significantly reduce the amount of generated code in a system that contains
multiple DTDs sharing commonly defined elements. Such reusable elements can later be uniformly queried across
multiple document types.
The DTD Manager in Figure 1 stores the DTD in the database as an enhanced object that can be used for parsing
documents and for other purposes. This is done after type creation. As soon as a DTD object is stored in the database,
SGML documents of that type can be inserted. If a DTD is internal to a document, i.e., the DTD is in the DOCTYPE
declaration subset, it must first be removed and processed by the DTD parser and manager before the document can be
inserted in a database.

<-- Table of Contents

Automatic Document Insertion
One of the serious shortcomings of many multimedia DBMS projects is the unavailability of tools for the insertion of
documents into the database. Many systems have facilities for querying the database once the documents are inserted
in it, but no tools exist to automatically insert documents. This is generally considered to be outside the scope of
database work. One of our sub-projects has concentrated on coupling the multimedia database with a retrofitted SGML
parser, so that SGML documents can be created, using existing authoring tools, and automatically inserted into the
database.

Figure 10. Automatic Document Insertion
The general architecture for this coupling is depicted in Figure 10. The SGML Parser accepts an SGML document
instance from an Authoring Tool, validates it, and forms a parse tree. The Instance Generator traverses the parse tree
and instantiates the appropriate objects in the database corresponding to the elements in the document. These are
persistent objects stored in the database that can be accessed using the query interface.
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The parser is based on a freeware application called nsgmls [8]. It was modified to incorporate the following changes:
1. The DTD used for parsing the document instance is fetched from the multimedia database.
2. The output is passed to the Instance Generator as a parse tree instead of producing parsed text output. This output
includes a text string for the document that is stripped of markup, together with a linked list of nodes containing
annotations into the string, an attribute list, and pointers to parent and next nodes.
3. The parser does not produce any output for the Instance Generator unless the document is error-free. In the event
of errors, error messages are generated.
While the parser component is independent of any particular DTD, the Instance Generator is DTD specific. The
specific library linked to the parser is the one built from code generated for the specific DTD.
Much of the instance generating code in the system was discussed in Meta-Types. Object instances of all the metatypes required by a DTD are persistently stored in the DTD object. For each node in the parse tree, the appropriate
meta-type object is found by querying the DTD's meta-type list. The appropriate CreateObject method is invoked on
this object, which in turn invokes a method for setting attributes according to the data in the parse tree node.
Though most of the instance creating behavior is implemented in the meta-types, some behavior is implemented
directly in the element types. Once element type objects are created by a meta-type object, they themselves can
perform some of the instantiation work. The element types may implement three specific instantiation behaviors:
SetChild, SetSpecificAttribute, and ResolveRef.
The SetChild behavior sets pointers in the parent of a newly created object. Each structured object maintains a list of
all its child objects as well as lists for each differing child type. The SetAttribute method in ElementType loops
through all the attributes and invokes SetSpecificAttribute methods specific to each element type. The ResolveRef
method implements the behavior of resolving an element's references. If the attribute's declared value type is IDREF,
the resolution of the attribute is deferred until the end of the document instantiation process. This reference resolving
approach is similar to a pass-and-a-half compiler.

<-- Table of Contents

Related Work
Among the numerous multimedia DBMS described in the literature, there are three object-oriented systems supporting
SGML/HyTime documents which warrant comparison with our own.

HyperStorM
HyperStorM (Hypermedia Document Storage and Modeling) project currently undertaken at GMD-IPSI (Germany)
has similar goals to ours but is built upon the object-oriented DBMS VODAK [9]. The Structured Document Database
component [BA96] of HyperStorM, which investigates various object-oriented technologies for structured documents,
is the research effort that most closely resembles our system.
In the first version of HyperStorM's Structured Document Database, DSTREAT [ABH94], every element in the DTD
corresponded to a class in the database, and every element in a document corresponded to a database object. Textual
content was fragmented across these objects, rather than being stored as a continuous text string, like in our default
approach. Although this design was efficient in declarative queries and document component updates, there was a high
performance overhead in access operations involving entire documents, document insertions, and text-based searches.
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The current version [Böh95] provides a hybrid approach for physical document representation that is configurable by
the DTD designer. In this version, the DTD designer can use special attributes to specify which elements should be
flat. In each flat element, the textual content of all nested elements is stored as one continuous string, including
markup. Indexing mechanisms are similarly configurable.
The Structured Document Database handles a new DTD by first parsing it with a parser generator, which is an
extension of the Amsterdam Parser (ASP), that generates an SGML document instance of a super-DTD. As well, the
parser generator generates a document parser for that DTD. The resulting super-DTD instance then gets parsed by an
ASP extension for the super-DTD. This parser validates the document and generates a script, which in turn creates
database objects to represent the DTD and generates a configuration file for optimization of document insertion and
querying. For each element in the DTD, new classes of the metaclass ELEMENT_TYPE are created using the
VODAK metaclass feature. Moreover, special FLAT_TYPE classes are created to model flat elements. To support
HyTime, a metaclass is defined for each architectural form.
Whereas the Structured Document Database uses VODAK's metaclass feature to dynamically add classes to the
database schema, our system dynamically generates C++ code that gets linked into ObjectStore applications.
Moreover, we do not rely on external data files, such as configuration files, outside the control of the database for
document insertion or querying.
<-- Related Work

HyOctane
A distributed multimedia information system being developed at the University of Massachusetts [KRRK93, BRRK94]
consists of an SGML parser, an ObjectStore database for storing HyTime documents, and the HyTime engine
HyOctane for accessing and presenting the document instances. The database schema is based on one specific DTD,
the HDTD (a HyTime conforming DTD for interactive multimedia presentations).
The system is designed in three layers: an SGML layer, a HyTime layer, and an application layer. The layers are
instantiated consecutively. A document is first instantiated in the SGML layer as instances of document, element, and
attribute. The HyOctane engine then queries the SGML layer for data to instantiate the HyTime layer. Finally the
application process is invoked to instantiate the application layer by querying the SGML and HyTime layers. The
application layer contains a type for each element in the DTD.
In contrast to our system, the HyOctane system as described in [BRRK94] does not support the automatic addition of
new DTDs to the system. However, the authors claim their system can be easily extended to support other DTDs. The
design of a newer version of HyOctane [RBP96], in fact, involves an open-DTD approach.
<-- Related Work

VERSO
VERSO [CACS94], developed at INRIA in France, is an object-oriented database system for SGML documents. It is
built on top of O2 to exploit its sophisticated type system and extensible query language O 2 SQL.
Using an extended version of the Euroclid SGML parser, VERSO maps DTDs into O 2 schema, and document
instances into corresponding objects. There is no native support for HyTime; however, the authors claim that their
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query language extensions are particularly well suited for multimedia and hypermedia documents.
While VERSO models SGML constraints in the data model, our system enforces those constraints through the SGML
parser. We also have HyTime support explicitly built into the system. Our textual storage model is also inherently
more efficient for document retrieval than the fragmented model in VERSO.
<-- Related Work

<-- Table of Contents

Conclusions
In this paper we have described an object-oriented multimedia DBMS that is compliant with SGML/HyTime. The
system, as described here, is operational and has been integrated with the other components (continuous media file
system, QoS negotiation, synchronization and client modules) of the Broadband Services Project to provide a
demonstration prototype. Our base implementation platform is IBM RS6000 workstations running AIX 4.1.4. The
implementation language (for the multimedia DBMS component) is C Set++, which is the IBM's implementation of
ANSI C++ for the AIX platform.
The primary contributions of this research, as reflected in the capabilities of the system, are the following:
1. It is an object database that can store not only meta-data about multimedia objects, but also multimedia objects
themselves. This facilitates querying over multimedia data. A rich set of operations can be performed on
database objects to select documents or their components. Multimedia objects and meta-data can be queried as
first-class objects. For example, we could pose a query to find "all news documents from the CBC between the
years 1993 to 1995 containing video of Prime Minister Jean Chretien with a minimum framerate of 10 frames
per second."
2. It is implemented as an open and extensible system with facilities to incorporate outside repositories. The current
version supports linkages to a continuous media server; in the future, we intend to incorporate more general
external repositories.
3. The document model is compliant with SGML/HyTime standards, enabling the use of tools developed for these
standards. Pre-existing SGML document collections can be readily inserted into a database.
4. The system can automatically support multiple DTDs through code generation and thereby store objects from
different document types in one logical database.
5. It provides facilities for the automatic parsing of multimedia documents and their insertion into the database.
We are currently involved in extending the system in a number of directions. First, we are improving the modeling
capabilities of the system. In this regard, we are working on the design of a document versioning mechanism [10] and
the automatic generation of indexes and queries. To date, our query engines and interfaces have been customized to
specific DTDs and applications. These interfaces have been written in Smalltalk and AIXwindows.
The second direction is the expansion of system capabilities by introducing more of the features that are common in
traditional DBMSs. In particular, we are building multimedia-specific query models and languages that are easier to
use and more efficient than general query models and languages. We have defined, and are in the process of
implementing, a text-based query language, called MOQL [LÖSO97], based on the standard OQL query language
defined by ODMG [Cat95]. We are also building a visual interface on top of this language that will support dynamic
and incremental querying. In order to optimize the execution of multimedia queries, we are developing content-based
indexing techniques to facilitate access to images based on the spatial relationships among objects. For example, the
user should be able to ask for "all images that show Bill Clinton in front of the White House and next to Jean
Chretien". Our current approach involves extensions to 2D strings [CSY87] in order to improve the search time
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[NÖL97].
Finally, we are studying architectural improvements to our system. Along these lines, we are investigating appropriate
distribution architectures whereby the multimedia data that is stored on multiple servers can be transparently accessed
by users. In this regard, system interoperability becomes an important issue since multimedia data is likely to be stored
in varying repositories in different formats. The results of this work will be reported in future papers.
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ENDNOTES
*

This research is supported by Canadian Institute for Telecommunications Research (CITR), one of the Networks of
Centres of Excellence funded by the Government of Canada.
**

Maiden name: Manuela Schöne.

[1]ObjectStore is a generic ODBMS in the sense that it doesn't have native multimedia support in its base product. The
latest version (Version 5) of ObjectStore incorporates object managers as add-on products providing limited support
for multimedia data types. These class libraries provide some partial solutions to multimedia issues, which may benefit
our implementation in future releases.
[2]Abstract supertypes are displayed in bold font, whereas concrete types are displayed in a normal font.
[3]The decision to use such system-specific attributes as "text-seg" and "reusable" (Support for Multiple Document
Structures) does not violate the SGML principal of document portability, even though these attributes may be
semantically meaningless in the context of another document processing system. Their contribution to our system is
essentially to add customizable efficiencies.
[4]This work was based upon the First Edition of the HyTime standard. The Second Edition contains standardizations
for new architectural forms which could have benefited our design of the MM architectural forms.
[5]By ObjectStore type, we mean a C++ class defined to be used persistently by ObjectStore. This includes creating a
persistent class extent for instances of the class.
[6]See Endnote 3.
[7]DocumentRoot is one of several auxilliary classes that lie outside the atomic, element, or meta-type type systems.
[8]This parser was developed by James Clark and is available on the Internet.
[9]VODAK is itself built upon ObjectStore. It utilizes ObjectStore's persistent storage management, but implements its
own modeling language (VML) and query language (VQL). The application programmer codes in these languages,
instead of using C++. The VML code is converted by the VODAK compiler into C++ code that is linked to the
VODAK and ObjectStore libraries.
[10]ObjectStore's versioning facility was architecturally flawed and consequently removed from its latest release, 5.0.
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Abstract
The multimedia rapture has held out hopes for advancements in user- centric computing. At the same time, however,
there is a move towards autonomous software (cf. intelligent filters, mobile and distributed agents, etc.), leaving users
with an uncomfortable lack of knowledge about and control over 'what these components are doing behind their
backs'. Visualization of both autonomous agent action and user-agent interaction becomes a crucial issue if these
conflicting trends are to be harmonized. We present a system service for comic actor animation, which can be used as
a representation of agents of all kinds. A second use case is for rapid authoring of animations which augment
multimedia presentations or off-the-shelf software. Our focus is on the reuse of the necessary artwork, using a modular
and flexible building-block approach.
As a preliminary step, this approach requires a set of elementary animation sequences to be created by a professional
graphic artist, once per character. These sequences can be repeatedly combined in custom animated cartoons by easyto-use commands at runtime. Our Comic Actor Editor Engine CAeditEngine uses a sophisticated approach for
combining the elementary building blocks to form complete animations.
Our Comic Actor Playing Engine CAplayEngine uses a digital chroma keying technique in combination with layering
to display the animations on top of any graphical user interface and any interactive software.
The system runs under MS Windows NT; a first version was used in a public interactive exhibit of multimedia and
animation techniques and showed excellent performance.
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1 Introduction
Using multimedia components in graphical user interfaces requires many experts to cooperate. Not only the application
programmers are needed, but also graphic artists (for the creation of images and animations), and subject matter
experts (contributing further their knowledge about end-users needs).
We put the focus of our work on the use of animations as an addition to state-of-the-art graphical user interfaces
(typically, an addition to window-based UIs). Animations can be used to greatly improve the user's understanding of
application and system operations, adding substantial benefit to graphical user interfaces. For instance, system
operations like file copying or remote access to databases are often visualized already today via simple animations.
Animated characters represent a logical next step since they can, e.g., communicate with the user in order to exploit
service improvements, give advice, etc.
We present a system service, which provides such animated characters that are displayed directly on top of the
graphical user interface. This system service can be used in any application that runs in the system. We call our
animated characters "comic actors". They are not only able to "walk over" any application windows but also to trigger
system actions by sending events. E.g., comic actors can push buttons or drag windows over the screen.
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Figure 1: Two-phase concept. Use cases: agent visualization (left branch) and rapid animation authoring (right)
In an attempt to foster wide-spread use of sophisticated visualizations as described, there are two key issues: the effort
required to create animations and the flexibility with which they can reflect system state and action. To this end, we
developed a two-phase concept and implemented it with a focus on animated cartoon characters which overlay other
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presentations (software user interfaces or documents):
1. A graphic artist designs the character and the basic building blocks of the corresponding animations.
2. The basic building blocks of the animations are forwarded to our state transition graph editor CAgraphEditor
which builds a state graph from the given data and creates a corresponding graph file. This graph file is an
abstract representation of the comic actor, emphasizing the possible matches between elementary building blocks
of animations. It can be used repeatedly in two use cases: agent visualization (more generally spoken, for
system-triggered visualization of software) and rapid animation authoring (human-authored animation cartoons,
linked to multimedia presentations and off-the-shelf software of all kinds). For the second use case, the author
has to perform, in essence, just a number of simple point-and-click actions. Note that for didactic reasons, we
will describe the second use case before the emphasized first one below (Sections CAeditor and CAeditEngine
and System Service).
3. The Comic Actor Playing Engine CAplayEngine maps a complete animation sequence onto the screen at
runtime. It synchronizes the animation with sound and provides a comfortable layering mechanism. The
CAplayEngine is based on a digital "chroma keying" approach and is designed to interoperate with arbitrary
software tools and documents. The comic actors can be used to represent autonomous ("intelligent", "mobile",
"adaptive") agents, i.e. programs which actively support the users in using the system or dedicated software.
Thereby, the comic actors do not by themselves provide the "intelligence" - this is left to the system or
application program, context sensitive help system, etc. Instead, comic actors are intended as the mediators
between agents and users.
<-- Table of Contents

1.1 Structure of this Paper
In the following section we will briefly discuss the state of the art. The basic concept of building blocks and matches is
explained in Section Basic Concept. Section CAeditor and CAeditEngine presents the CAeditEngine which provides
the basic functionality for the systems software components. The system services architecture is described in Section
System Service, followed by an explanation of the transparent mapping of animation sequences onto the graphical user
interface in Section Playing Engine. A summary will conclude the article.
<-- Table of Contents

2 Related Work
Magnenat Thalmann and Thalmann made considerable contributions to animation techniques for 'digital actors'. In
[Thal95] they describe the construction and integration of such digital actors - they use facial animation in their
approach. Simulation of clothes with the aim to support virtual actors who can dress and undress is presented in Volino
et al. [VMJT96]. These approaches focus on specialized closed-shop presentations and usually require powerful
graphics tools.
Perlin and Goldberg [Perl95, PeGo96] put their focus on interactive worlds, inhabited by lifelike, responsively
animated characters. They use two engines in their approach, one for the animation and the other one for the behavior
of the characters. Both engines are controlled through scripting mechanisms. Blumberg and Galyean [BlGa97] state
that a director has to be able to control actors in virtual worlds at a number of different levels. They suggest four
levels: the motor skill level, the behavioral level, the motivational level, and the environmental level. A behavior
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system and a motor controller are described there.
Both approaches just mentioned aim at providing characters with a characteristic behavior or personality and natural
movements. Emphasizing very detailed models of movement/action and devoting considerable efforts to the artwork,
these approaches reach an incredible level of sophistication as to the appearance and performance. Many of these
stunning results are however bound to the full control given over a 'closed-shop' application through rather heavyweight interfaces which need programming (of scripts, rules, etc.) and, in particular, to the non-deterministic behavior
which one expects from human-like agents. We did not intend to compete with these efforts, but tried to find concepts
for deterministic characters that could reliably visualize software action and interaction rather than mimic human-like
action. We also emphasized easy-to-use interfaces for agents and authors, supporting rapid authoring and even on-thefly animation construction based on API calls by agents. Given this difference in focus, we restricted ourselves to 2D
characters for the time being. We trust and experience that they find much better acceptance than non-sophisticated 3D
characters which tend to raise expectations which they do not fulfil. Despite the different foci, it appears to be tempting
for future work to integrate the flexibility, ease-of-integration and deterministic behavior of our approach with the
sophistication in artwork and movement/action modeling which the approaches mentioned here provide.
To our knowledge, the use of video widgets in the form of video actors was first discussed by Gibbs and Breiteneder
[BrGi94, GBMP93]. They used a hybrid analog/digital system and a layering technique which would be very
expensive to implement in digital-only form. Their straightforward approach was provided as a C++ class
"VideoActor". We preferred an affordable digital-only technique since we target MS Windows PCs as a standard
deployment platform; we rather concentrated on a more sophisticated automated building block approach.
As to help systems, the Apple Guide [Appl95] is a system for onscreen instructions. In addition to the textual help,
four styles of "coachmarks" can be used to mark portions of the graphical user interface: circle, underline, X, and
arrow. All types of marks are static and cannot be animated at all. Yet the representation of help agents as cartoon
characters becomes more and more popular (cf. MS Office 97 and Lotus Notes). Such characters, however, are custom
designed today in a huge effort and nevertheless usually "sit in a corner of the screen" instead of, e.g., explaining user
interface objects by walking up to them and talking while pointing at them.
<-- Table of Contents

3 Basic Concept
The section below will partly resume some core concepts of our system which have been presented elsewhere with
different focus [MaMu97]. The brief description given here is essential for understanding the remainder of this article.
We will now emphasize phase one within the two-phase process depicted in Figure 1. One of the first tasks of this
phase (although not the first one, see below) is the design of basic pieces of animation by a designer (artist). These
pieces are used as building blocks and composed into larger so-called (animation) sequences.
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Figure 2: Building block "walk" (six of approx. 30 frames) [1].
In order to stick together different or several identical building blocks, both ends have to meet of course: the end of
one sequence has to meet the beginning of the following one in order to provide smooth transition (regarding several
aspects, see below). Figure 3 shows building blocks and matches as depicted in this paper for didactic reasons. Note
that building blocks can usually be multiplied and joined, transformed (e.g., mirrored) and parametrized (e.g.,
regarding the gradient of the walking path) in the context of the construction of sequences.

Figure 3: Building blocks with matches.
In order to illustrate part of the process, let us consider an agent or an application programmer (cf. our two use cases)
who requests the generation of, e.g., a walking sequence and provides the corresponding starting and end points on a
window. In this example, the system takes the following parameters into account: i) the absolute and horizontal
distance (i.e. angle) between starting point and end point; ii) the minimal and maximal distance and height by which
the actor can advance within one building block (considering maybe several alternative building blocks associated with
walking); iii) the direction of motion: The building blocks to be used and the number of necessary repetitions can
obviously be calculated based on these considerations.

Figure 4:Example animation from building blocks.
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Given this example, we can now describe in more detail the steps that must be performed for each animated character
to be enabled for and controlled by the system.
With a (possibly very large) application domain in mind, the design team has to determine the actions, which the
character should be able to perform. This also applies to 'partial actions' such as face mimics, which may correspond to
expressions and feelings assigned to the character. Such partial actions lead to building blocks, which have to be
matched in the spatial domain (e.g., feet, body, head etc.), an aspect that we will not elaborate further at this point. For
each of the actions planned, one or more building blocks must be designed and registered with the system. By
associating graphical operations like mirroring to a building block, reverse, opposite or otherwise complementary
building blocks can be generated automatically.
The simple comic actor used here as an example was designed to walk, to stand, and to point somewhere. It can talk to
the user while standing or pointing, using either balloon text or recorded voice output.
Once a set of building blocks is entered into the system for a new character, their computer-aided composition has to
be prepared. Therefore, the building blocks and matches are mapped onto transitions and states in a transition state
graph to describe their correlation.
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Figure 5: State transition graph, example.
Transitions, i.e. edges in the graph, represent the building blocks. Each state represents a match-type, with outbound
transitions representing building blocks that start with the state-related match- type and inbound ones representing
building blocks that end with the corresponding match-type. At this point, the system provides a first important
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validation by checking if a strongly connected directed graph [Manb89] is given. If this is the case, any feasible
animation can be represented as a path in this graph (cf. numbers in Figure 4 and Figure 5 to see how the seven
matching building blocks from Figure 4 form a path through the graph).
Each comic actor is characterized by its particular state transition graph and corresponding animation sequences. For
example, the comic actor "bird" shown in Figure 6 can grab objects, an action that the "dumpling" cannot perform.

Figure 6: Another character: "bird".
<-- Table of Contents

4 CAeditor and CAeditEngine
4.1 System Overview
Two engines are used to provide the basic functionality of the architecture:
1. The Comic Actor Editor Engine CAeditEngine. This engine provides the basic functionality of the system and
implements the state transition diagram mechanisms mentioned above, cf. Section Basic Concept. It produces
commands for the playing engine CAplayEngine. CAeditEngine is used by
the state transition diagram editor CAgraphEditor,
the sequence editor CAeditor, and
the system service CAservice.
2. The Comic Actor Playing Engine CAplayEngine. This part maps the animations created by the CAeditEngine
directly onto the graphical user interface. The CAplayEngine is used by
the system service for displaying animation sequences created by the CAeditEngine at runtime.
the comic actor player CAplayer that can be invoked interactively to play the animation scripts created by
the sequence editor.
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Figure 7: Architecture: comic actor related engines.
In addition, there are three basic tools related to the CAeditEngine:
1. The CAconverter, which is used to specify the transparent portions of the animation sequences and to convert
sequences into a custom-designed file format.
2. The state transition diagram editor CAgraphEditor, used to introduce the building blocks into the system and to
edit the additional data stored for every building block. The CAeditEngine is used to create the data files
representing the comic actors. The CAservice uses these files to operate with the comic actors.
3. The sequence editor CAeditor, an animation authoring tool based on the CAeditEngine. It is used to build
complete animations from basic building blocks interactively and to store these animations in files.
These three tools are described in more detail in the remainder of this section.
<-- Table of Contents

4.2 Transparent Sequences
The CAconverter, a tool that leverages off Apple's QuickTime technology [Appl94] is used to specify the transparent
portions of the sequences, cf. Figure 8. Rectangular regions in any frame of the sequence can be marked as
representatives of the keying colors. Every color found inside these regions will be transparent for the whole frame, in
every frame in the sequence. The sequences are saved in a custom-designed compressed internal file format for
performance reasons.
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Figure 8: CAconverter: specification of keying colors.
The sequences are cropped to the size of the largest bounding box of the opaque frame content for storage and
performance reasons. Also, some of the sequence properties are stored within these files: the length of the sequence
(frame rate and tolerance), the original position in the sequence (before cropping), and the position of the hot spot
(e.g., for pointing) if applicable.
<-- Table of Contents

4.3 State Transition Graph Editor (CAgraphEditor)
The CAgraphEditor is used to define new comic actors by associating a set of building blocks with a state transition
graph, cf. Section Basic Concept. The states represent matches between building blocks, the transitions represent the
animation sequences. Figure 9 depicts the specification process for the simple "dumpling" actor used in this paper.
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Figure 9:State transition graph editor.
The actual version of the editor supports the following properties for each building block: a unique name; a standard
name (cf. Section System Service); the directory path for the animation data files; the attribute movable (if true, the
center of gravity of the movie can be moved as the animation sequence is played); the default distance which the
sequence was designed for (for "movable" sequences) and the angular range in which it can be moved (e.g., walk
right [-60°, 60°]). In addition, two optional flags can be set: reverse and mirrored. These flags can be used to play an
animation sequence in reverse order or horizontally mirrored, as mentioned earlier (e.g., allowing an automatic
transformation of "walk left" into "walk right"). Additional layers of building blocks in the spatial domain (e.g.,
additional equipment for the actor like a hat or suitcase or for special facial animations like grinning) and designated
sounds or effects for the sequences can be specified.
Using the state transition graph approach, graph algorithms [Manb89] can be used for validation and automation: the
above-mentioned validation of strong connectivity is a first important "syntax check". In addition, the CAeditEngine
uses graph algorithms to insert missing animation sequences between two selected actions for the comic actor. This can
be done by searching the shortest path from the state at the end of the first sequence to the state at the beginning of the
second one, cf. Section Sequence Editor.
The state graph is stored in a state transition graph file together with related properties. In addition, the state transition
diagram editor provides support for packing up all data related to a given comic actor, creating a single archive for
transport or transmission purposes. This feature is useful, e.g., if an agent roams through the network and wants to use
the actor for communicating to different users on different network nodes.
<-- Table of Contents
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4.4 Sequence Editor (CAeditor)
This section is devoted to the second use case of our system: rapid animation authoring. It is included for better
understanding and for comprehensiveness, the emphasis is put on the first use case (cf. Section System Service). Rapid
authoring is based on the CAeditor; this tool in turn uses the two engines subsequently: the CAeditEngine and the
CAplayEngine.
When an animation is authored, the author has to select a comic actor from the given set first. In a few steps, (s)he can
then create a complete animation interactively, by carrying out the following steps (once or, more likely, a number of
times): i) selection of action (composite, like "walk", "explain"); ii) parameter specification (positions, selection of
audio files, layering information, etc.).

Figure 10: Onscreen editor, the animation follows cross marks.
Positions are selected by pointing and clicking directly on the graphical user interface. During this onscreen selection
phase, the editor window is kept small and simple such as to provide maximum accessibility of the underlying (target)
user interface. Popup windows are used when parameter entries have to be made. The mouse events are "caught" by the
editor. This way, the author can specify the positions for the actor actions in direct-manipulation mode, referring
directly to his or her application or document, cf. Figure 10.
The direction of the motion over the screen is calculated from the given coordinates. The applicable building blocks are
selected, e.g., based on their valid angular range. Using hot spot information that is stored as part of a sequences, actor
positions can be calculated in relation to action foci.
After entering parameters and related information for one action, the next action can be selected. Using graph
algorithms as described in Section State Transition Graph Editor, smooth and logically sequences between consecutive
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actions are inserted automatically. As an example, the comic actor may be walking, and the user may select "stand and
talk" as the follow-on action. The CAeditEngine can then detect that the sequence "stop walk" is missing and insert it
into the animation.
The use case described here can be efficiently applied even if animation authors do not have access to the code of offthe shelf tools but want to combine tool action or output with animations.
Buttons to be "pressed" by the comic actor can be selected interactively, even mouse messages can be sent by the
comic actor. This feature is however restricted in systems which assign positions and IDs of buttons at runtime,
inhibiting a fixed such relationship to be determined from outside the application. For such cases, the involvement of
the application or system is required as described in the next section.
The sequence editor creates an animation script file. This animation can be played by the standalone application
CAplayer, which can be used to integrate the comic actors with standard applications, cf. Section Playing Engine.
<-- Table of Contents

5 System Service with Open Architecture (CAservice)
In this section, we want to further elaborate on use case one: visualization of agents. As mentioned above, the
animations created with the sequence editor (cf. Section Sequence Editor) are compiled into rather fixed "movies". The
building blocks can be used repeatedly, but after combining them into a complete animation, every replay has to
conform to the user-defined course of action. In contrast to this easy-to-use, user-determined alternative, the
CAservice was designed to provide highly flexible comic actor functionality at runtime. Provided that an application
has sufficient knowledge about the location of the user interface objects (which is usually not an obstacle), animations
can be created as needed with respect to the state of the application or screen.
<-- Table of Contents

5.1 System Service Architecture
The CAservice coordinates the comic actors that run in a system and guarantees a proper mapping on the screen.
Designed for MS Windows NT, the CAservice provides comic actor functionality to any application running in the
system, cf. Figure 11.
Applications using the CAservice do not have to provide comic actors of their own; rather, they are free to use the
comic actors registered to the system service - this approach provides for the option to have user-specific, applicationindependent actors. On the other hand, an application can introduce its own comic actors into the system.
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Figure 11: System architecture, CAservice.
The CAservice uses both the CAeditEngine and the CAplayEngine to provide its functionality. In a simplistic view,
the CAservice can be regarded as a replacement of the CAeditor, which in turn is a kind of graphical front end of the
CAeditEngine. Instead of a human editor, agents post requests for comic actor functionality, this time even at runtime.
Thereby, the user interface commands and interactive selection of positions is replaced by elements of a command
interface.
<-- Table of Contents

5.2 Standard Vocabulary
In order to facilitate the second use case, a feature list is introduced. For every comic actor, this list shows its type
(human- like, animal, etc.), character (serious, funny, etc.), and abilities (can walk, talk, point, jump, talk while
walking, etc.).
Type
male (human)
female (human)
child (human)
animal
extraterrestic

Character
serious
funny
cool
userdef
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other
userdef
Table 1: Standard vocabulary for characteristics.
We use a standard vocabulary for the specification of these features. The feature list of each comic actor has to include
some essential information and for each entry in the feature list, the standard vocabulary has to be used, cf. Table 1
and Table 2.
For every animation sequence inserted into the state transition diagram (cf. Section State Transition Graph Editor), a
standard name created from the standard vocabulary has to be given in the following way (we use EBNF, for the nonterminals cf. Table 2):
standard name = {additional ["<"direction">"] "_"} basic ["<"direction">"].

If two or more sequences have the same standard name (e.g., more than one kind of walking, laughing, etc.),
consecutive numbers are used as postfix; one sequence has to be marked with a "default" flag.
Example: For a sequence that contains a standing video actor which points left and explains something, the standard
entry is
point<left>_talk_stand.

Layers cannot be selected by standard names because of their huge variety (think of hats, accompanying dogs, all
kinds of objects to handle etc.). Rather, the layers can be selected by a unique name. In the current implementation,
application programmers have to know about the existence and name of layers. The same applies to designated sounds.
basic movements
stand
walk
fly
run
climb
slide
lay
crawl
userdef

additional actions
turnto
appear
disappear
jump
start
stop
talk
whisper
shout
sing
whistle
laugh
point
pointto
look
turnhead
nod
shakehead
welcome
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wave
take
put
push
pull
throw
catch
userdef
Table 2: Standard vocabulary for sequences.
<-- Table of Contents

5.3 System Service Command Interface
For interaction with the CAservice, we use a scripting mechanism. There are two types of requests: CA_REQUESTs
and ANIM_REQUESTs. A CA_REQUEST is used to introduce new comic actors, to query information about comic
actors, and to receive IDs of actors for further reference. More than one ID may exist for one comic actor character.
Several actors based on the same character can be displayed on the screen concurrently. IDs are unique and are stored
along with request information until the service is terminated, normally at system shutdown. To avoid synchronization
problems in current versions of the operating system used, the active use of comic actors is currently restricted to the
activated foreground application.
Example: One application wants a male human video actor with serious mood to appear somewhere on the screen,
walk to a button, point there, explain its functionality and disappear. The application first has to send a
CA_REQUEST to the CAservice with a specification of the character and the minimal set of features needed:
CA_REQUEST
CHARACTER male_serious
MIN_FEATURES
appear_stand
walk
point_talk_stand
disappear_stand
END;

The request yields an actor ID in case of a positive result. If the application receives such a positive reply to its request
the system also assumes the responsibility for carrying out the intermediate building-blocks that are needed for smooth
matches - this feature is realised based on the state transition graph as described earlier. Next, the application can start
the animation by sending the following sequence of commands to the CAservice:
ANIM_REQUEST
ACTOR <ID>
ANIMATION
ACTION("appear_stand", <position>);
ACTION("walk", POS_NEXT_ACTION);
REPEAT
ACTION("talk_pointto_stand", <position>)
WITH
LAYER(<layer-filename>, <rel_pos>);
END;
UNTIL(<wav_filename>);
ACTION("disappear_stand", ACT_POS);
END;

The "pointto" action lets the comic actor point to a specific position on the graphical user interface while the simpler
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"point" action can be used to point at a certain direction. The "REPEAT-UNTIL" construct repeats the content of its
body until, e.g., the sound in its condition ends (both the sound and the animation in the body are started
synchronously in this example). The directive POS_NEXT_ACTION indicates that the position has to be calculated
backwards by evaluating the next action. In this case, the coordinates of the "pointto" action are used for the
calculation of the end-position of the walk-cycle. "ACT_POS" is a placeholder for the current comic actor position.
A construct not used in the example above, "DO-WHILE", loops a sound until the animation in its body ends. For
example this can be used for looped background music or sound effects.
After the processing of one ANIM_REQUEST, a message is sent to the requesting application for synchronization.
Potential error messages (e.g., non-existing action, application not foreground application, etc.) are sent to the
requesting application as system messages.
The CAservice uses the CAeditEngine to extract the feature lists and to trigger the animations. The CAeditEngine
inserts the fill-in sequences (cf. Interactive use by human author via editor) and produces commands for the playing
engine to display the animation onscreen.
<-- Table of Contents

6 Playing Engine (CAplayEngine)
6.1 Onscreen Chroma Keying
Our comic actor playing engine CAplayEngine maps the animations directly onto the graphical user interface. The
transparent images are displayed in windows without any decoration, handles, or borders. The content of the desktop
"below" the window is used as background for the animation. The animation movie window is shifted over the screen
according to the animation contents. The result is the impression that the comic actor moves directly over the desktop,
cf. Figure 12.
Note that in the beginning, we experimented with direct mapping onto the graphics context of the desktop. This
resulting sometimes in improper coordination with the underlying applications when the latter carried out screen
updates while the comic actor would walk over their window. In the meantime, a somewhat expensive (still very wellperforming) yet much more stable approach is used as described above.
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Figure 12: Comic actors on the screen.
In addition to a former version of the playing engine (cf. [MaMu97]), the current version is able to display layered
animations. It is even possible to use layers of different sizes, cf. Figure 13. Therefore the relative position of the
layers to one another has to be determined in the definition step of the sequence preprocessing. It is possible to use
animation layers (e.g., hats, facial animation, accompanying dog) or static bitmap layers (e.g., for balloons).

Figure 13: Animation layering.
The CAplayEngine is used in both use cases, i.e. by the CAeditEngine and the CAservice. A standalone player
application CAplayer exists, based on the CAplayEngine, for use case two. Animation scripts as created using the
CAeditor can be played interactively. The CAplayer can be used to integrate the comic actor functionality with
standard applications and standard multimedia authoring tools, e.g., MS Windows, MS Excel, Macromedia Director,
etc.
<-- Table of Contents

6.2 Synchronization and Performance
The playing engine controls all visible comic actors on the screen; several threads are used to manage the
synchronization. However, this does not completely relieve the burden of multi-actor synchronization within a
graphical user interface from the application: if, e.g., two actors trigger actions with the underlying graphical user
interface which both modify the state of the desktop or switch to different foreground applications, then the
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synchronization can only be carried out in a useful way by the (actor-aware) application software.
As to the video performance, we obtain 20 frames per second using sequences of size 320x240 on a standard Pentium
PC (133 MHz).
<-- Table of Contents

6.3 Audio Sequences
Audio sequences cannot be adjusted in speed or length. The corresponding animation sequence can be adjusted in
length or frame rate, since there is some tolerance in the playing time of an animation sequence, cf. Figure 14.

Figure 14: Tolerance in frame rate: adjustable length of sequence.
The following considerations hold: for a relatively long audio part, the mapping onto an animation sequence is simpler
and more accurate because many (of the short) building blocks can and must be used. Given n repetitions and a
tolerance t for each building block, the sequence can be adjusted by n*t. If this adjustment is not possible, the
animation sequence has to be cut off or may be displayed without audio for a short period of time.

Figure 15: Audio and video building blocks.
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<-- Table of Contents

7 Applications of Comic Actors
Originally, the CAeditor has been designed with a focus of application on the integration of comic actors with
instructional material, i.e. emphasizing computer aided learning (CAL). Furthermore, comic actors have also been used
by explanatory systems.
In the meantime, the focus has shifted to the first use case mentioned in this paper. The more recently developed
CAservice allows for the creation of animations at runtime. The comic actors can interact with the user at any position
of the screen, right in the context of the interaction. As described in the beginning, this extensions broaden the
spectrum of application beyond CAL material and desktop help systems: agents become the primary target, where the
term denotes a range from desktop autonomous assistants to highly distributed, nomadic components in the net. Such
mobile agents can use agents both for interaction with the users "encountered" and for interaction with their "creator".
In the context of computer supported cooperative work (CSCW), we intend to use comic actors to visualize remote
human collaborators; as a replacement for or complement to videoconferencing, actors may often visualize partners
and/or their actions more effectively than video pictures (this may relate to bandwidth needs, common visualization of
a large number of conference participants, "getting across" important action, etc.). All in one, comic actors may serve
as a common representation of both human and artificial (agent) participants in a distributed computer-assisted
cooperative task; the notion of an "avatar" has often been used in this context.
Finally, it must be noted that the system described above has emphasized comic actors but is not by design restricted
to these. Any kind of animation could be envisioned based on the framework presented, in an attempt to further exploit
the reuse approach taken.
<-- Table of Contents

8 Summary and Future Work
The Ars Electronica Center in Linz, Austria, is a mix between media lab and "technology museum of the future". One
floor in this center is called 'knowledge net' and was entirely conceived and coordinated and largely implemented by
the second author's department and group, including the first author. A version of the sequence editor is shown there as
an exhibit. In addition, comic actors are used in the center's "Conference/Classroom of the Future" (CCF) [MBFM96],
as a tool for courseware authoring. Many users were pleased by the intuitive handling of the editor. The playing engine
performs the onscreen chroma keying with imperceptible cuts and with excellent performance.
Speech generation could be useful for interaction with the user. The current version relies on pre-recorded speech and
sound.
We are currently augmenting the comic actors base model in order to better accommodate relevant agent actions.
Actions to be visualized with the next version include the ability of actors to: carry visualizations of documents over
the desktop; pull windows over the screen (e.g., in order to visualize the existence of new windows with further
information); and many others.
In addition, we are working on an extension of the model to represent interaction between actors, such as shake-hands,
document passing, mutual guidance, etc.
A further (higher) level in the command interface is currently subject to investigation. A first step is made with the
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replacement of absolute positions by graphical user interface object identifications (e.g., window ID). The possibility
of passing commands like "go to window " or "fetch document " renders the actor-application interface much easier. In
addition to relative positioning, an actor should be able to perform the requested action even if graphical object
positions change dynamically.
We are currently implementing a set of example applications for the CAservice. We are planning field tests with users
in order to study the acceptance and the emotional, qualitative, and quantitative effects that comic actors have on the
interaction between humans and computers.
<-- Table of Contents

End Notes
[1] This comic actor represents an Upper-Austrian dumpling.
<-- Table of Contents
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Abstract
The advantages of digital media such as the Internet and CD-ROMs lie in the fact that their contents are easy to
duplicate, edit, and distribute. These advantages, however, are double-edged swords, because they also facilitate
unauthorized use of such contents. Data embedding, which places information into the contents themselves, is an
approach to address this issue. Embedded information can be used, for example, for copyright protection, theft
deterrence, and inventory.
This paper discusses our work on embedding data into three-dimensional (3D) polygonal models of geometry. Given
objects consisting of points, lines, polygons, or curved surfaces, the data embedding algorithms described in this paper
produce polygonal models with data embedded. Data are placed into 3D polygonal models by modifying either their
vertex coordinates, their vertex topology (connectivity), or both.
A brief review of related work and a description of the requirements of data embedding is followed by a discussion of
where, and by what fundamental methods, data can be embedded into 3D polygonal models. The paper then presents
data-embedding algorithms, with examples, based on these fundamental methods.

Keywords
Three-Dimensional Geometric Modeling, Three-Dimensional Graphics, Data Hiding, Digital Watermarking,
Steganography, Copyright Protection, Digital Fingerprinting.
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1. Introduction
The advantages of digital media, such as the Internet and CD-ROMs lies in the fact that the duplication, distribution,
and modification of contents are much easier than the older media, e.g., printed media. These advantages, however, are
double-edged swords. Digital media made unauthorized duplication, distribution, and modification of their valuable
contents easier.
One way of addressing this problem is to add watermarks to the objects in which contents are stored. Watermarks are
structures containing information that are embedded in a data object (e.g., an image) in such a way that they do not
interfere with its intended use (e.g., viewing). Watermarks can be used, for example, to deter theft, to notify users of
how to contact the copyright owner for payment of licensing fees, to discourage unauthorized copying, or to take
inventory. The technology associated with watermarks in this sense is called steganography, data hiding, (digital)
watermarking, data embedding, or fingerprinting [ Tanaka90, Walton95, Cox95, Braudway96, O'Ruanaidh96, Smith96,
Zhao96, Hartung97]. The technology has been studied for still images, movie images, audio data, and texts in the past,
but not for 3D model of geometry.
This paper presents fundamental techniques and algorithms for embedding data into 3D models of geometry. Realistic
applications of data embedding would require more sophisticated features, for example, security provided by using
encryption. However, a set of basic data embedding techniques can serve as a foundation for more specialized methods
adapted for specific applications.
Figure 1 shows an example of embedding data into polygonal models of dinosaurs using an algorithm described in
Section 3.2. Each dinosaur models are marked with a distinct message. The message embedded in the triceratops model,
Copyright (C) DINOSAURS INC. <CR> Model #triceratops003 <CR> Contact http://www.dinosaurs.org/., can be
extracted and displayed by clicking on the model while using a 3D model browser enhanced with the extracting
capability. Such messages can be used, for example, to automatically connect the browser to a license server on the
Internet to collect license fees.
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Figure
1.Three-dimensional
models
of
dinosaurs in this scene are embedded with
copyright notices and contact addresses, which
can be extracted and displayed on demand.
Throughout the paper, the act of adding watermark is called embedding (or watermarking), and retrieving the
information encoded in the watermark for perusal is called extraction, as illustrated in Figure 2 . The object in which
the information is embedded is called cover-<datatype>, the object with watermark is called stego-<datatype>, and
the information embedded is called embedded-<datatype>, following recommendations in [Pfitzmann96] . Suffix
<datatype> varies with data types such as image, text, or 3D model. For example, an embedded-text is embedded in a
cover-3D-model to produce a stego-3D-model with embedded-text.
Figure 2 illustrates the flow of data in a most basic of the data embedding scenarios, the subject of this paper, with
solid arrows. In addition, three possible variations of the basic embedding schemes are illustrated with dotted arrows. In
the first example, a stego-key is used to encrypt embedded data so that the embedded data are secure from the third
party. The encryption scheme used can be either public-key or private key [Shneier96] , although the illustration
indicates a private-key scheme. In the second example, escrowing the original cover-3D-model makes extraction much
easier and robust. However, the need for escrow makes the scheme unsuitable for many application scenarios. In the
third example, the original cover-3D-model is recoverable by extraction, by using a reversible data embedding
algorithm.
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Figure 2. Data embedding into 3D polygonal models. Solid arrows indicate data flow in a basic embedding scheme.
Dotted arrows indicate additional paths of information used in variations of the basic data embedding scheme: (a)
stego-key, (b) cover-3D-model escrow, and (c) reversible embedding.
The remaining part of this paper is organized as follows. In next section, we present a brief review of related work and
a discussion on requirements for data embedding into 3D models. We then details fundamental methods for data
embedding into 3D models, namely, basic units of embedding and method to arrange a collection of one of these units
to embed a meaningful amount of data. These fundamental methods are combined to create several embedding
algorithms described in Section 3. We conclude in with a summary and some remarks on possible directions for future
work.
<-- Table of Contents

2. Fundamentals of watermarking 3D models
2.1. Related work
In case of 3D model of geometry, the comment and annotation capabilities of scene description formats, such as the
Virtual Reality Modeling Language (VRML) [ISO96] , have been the primary means of adding information. However,
these comments and annotations can be easily removed, either intentionally or unintentionally. For example, programs
for converting between 3D model formats often remove comments and annotations. Consequently, comments and
annotations cannot meet most of the requirements of watermarks.
<-- Fundamentals of watermarking 3D models

2.2. Embedding requirements
While each application of data embedding into 3D models has its own set of requirements, the following three
requirements are common to a majority of application scenarios.
Unobtrusive: The embedding must not interfere with the intended use of a model, such as viewing. One published
example of image watermarking [Braudway96] used the visibility of the watermarks to its advantage, but in most
applications, the watermarks must be unnoticeable in terms of the models intended use.
Robust: Robustness is crucial to the success of data embedding. Making the watermark indestructible is not a trivial
problem. Note that this is different from making message in the watermark unreadable.
With complete knowledge of how watermarks are embedded, any watermarks can theoretically be removed. With
partial knowledge (e.g., the knowledge of the basic algorithm), the removal must be difficult enough so that it either
interferes with the intended use of the models, or the cost of removal is greater than the value of the model.
Assuming the kind of use a VRML model has to expect, watermarks in a 3D model have to expect the following kinds
of alterations during day-to-day use. Data format conversion is a common practice, which scrambles orders of points,
polygons and other geometrical primitives. Data format conversion often introduces floating-point-number
representation errors. Models are geometrically transformed to construct a scene. While the geometrical transformations
are often limited to rotation, uniform scaling, and translation, more general transformations, e.g., affine transformations
are common. Local deformations are occasionally applied to reshape a part of a model. Topological alterations, such as
resection of a desired part of a model and polygon simplification, may also be performed.
Watermarks in a model may also be attacked with an intent to destroy or alter them. Possible means of intentional
attack include addition of random (or systematic) values to vertex coordinates and polygonal simplification. It is not
feasible to list every possible means of attacks.
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If the degree of modification is limited so that the utility of the model is not compromised, watermarks in 3D models
should ideally withstand all of these and other possible alterations, regardless of whether they are intentional or
otherwise.
Space efficient: A data-embedding method should be able to embed a non-trivial amount of information into models.
In general, above three requirements are at odds. For example, if one needs more robust embedding, the amount of data
that can be embedded is reduced. The best trade-off depends on each application.
<-- Fundamentals of watermarking 3D models

2.3. Embedding targets
A 3D model may contain diverse range of data objects. For example, a VRML 2.0 file includes geometry of objects
defined by polygons, lines, or predefined shapes (e.g., cylinders, spheres, or cones). These objects have attributes, such
as shininess, per-surface or per-vertex colors, per-surface or per-vertex normal vectors, per-vertex texture coordinates,
texture images, and others. The file may also contain Universal Resource Locator links, pointers to sound data files,
behavioral scripts written in a programming language, and others. In case of non-VRML models, geometry of 3D
objects may be represented by solids bounded by curved surfaces (e.g., Bezier patches), by voxel enumeration, and
many others means.
We argue that geometry is the best candidate for data embedding among the data objects types that could exist in 3D
scene descriptions, since it is by definition the least likely to be removed.
Among the many possible representations of 3D geometry, we chose, for the study reported in this paper, polygonal
models as the target (output) of embedding (see Figure 2 ). A polygonal model in this paper may include one or more
of the following geometrical primitives: points, lines, polygons, connected polygons, polyhedrons, and connected
polyhedrons. While some data embedding algorithms require topology (connectivity) among points, topology can be
added, for example, by Delaunay triangulation [O'Rourke94] .
Inputs to the embedding algorithm may either be polygonal models or curved surface models. An embedding may be
performed either during or after a tessellation of the curved surfaces. For example, the algorithm that will be described
in Section 3.5 accepts curved surfaces as input and embed patterns as it tessellates the surfaces. Embedding watermarks
during a tessellation can be advantageous to data embedding. This is because the embedding algorithm could exploit a
large degree of freedom it has in choosing the number, position, and topology of vertices produced by the tessellation.
Other components of 3D scene descriptions can also be used for data embedding. Images for texture mapping and
sounds are obvious targets of embedding. Per-vertex normal vectors, per-vertex texture coordinates, per-vertex colors,
or even face colors can also become targets of data embedding. These non-geometrical components, however, are less
crucial to 3D scenes and have higher chances of alteration or removal than geometry.
<-- Fundamentals of watermarking 3D models

2.4. Embedding primitives
There are two attributes in a polygonal model of geometry that can be modified in order to add watermarks. One is the
geometry of the geometrical primitives (e.g., points or triangles) and the other is the topology among these primitives.
Units of alteration, either geometrical or topological, are called embedding primitives in this paper.
2.4.1. Geometrical embedding primitives
Geometrical values - specifically, the coordinates of points and vertices - can be modified to embed data. Notice,
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however, that information encoded directly in coordinate values is vulnerable to almost any geometrical
transformations. It is thus advantageous to employ geometrical embedding primitives that are invariant to certain
classes of geometrical transformations. The following lists examples of embedding primitives derived from vertex
coordinates that are invariant to increasingly larger class of geometrical transformations.
1. Altered by all the transformations listed below
a. Coordinates of a point.
2. Invariant to translation and rotation
a. Length of a line.
b. Area of a polygon.
c. Volume of a polyhedron.
3. Invariant to rotation, uniform-scaling, and translation
a. Two quantities that define a set of similar triangles (e.g., two angles).
b. Ratio of the areas of two polygons.
4. Invariant to affine transformation
a. Ratio of the lengths of two segments of a straight line.
b. Ratio of the volumes of two polyhedrons.
5. Invariant to projection transformation.
a. Cross-ratio of four points on a straight line [Farin96] .
Upon embedding, the quantity of the primitive is modified, typically by very small amount, so that subsequent
displacements of vertices do not affect the intended uses of the model.
The algorithms that will be described in Section 3.1 and Section 3.2 uses the primitive 3a and 4b, respectively.
<-- Embedding primitives

2.4.2. Topological embedding primitives
Watermarks can be embedded by changing the topology of a model. The change may also involve change in geometry
as a side effect (e.g., inserting or displacing vertices), but information is embedded mainly in the topology.
An example of topological embedding primitive is the connectivity of triangles in a triangle strip. A geometry
compression algorithm described in [Taubin96] encoded the topology of a triangle strip in a bit string. (To be more
precise, the algorithm described in [Taubin96] is more general, for it encoded a topology of a triangle strip with
branches, i.e., tree of triangles.) This technique can be used in reverse, by letting a bit string control growth of a
triangle strip. This approach is used in the algorithm that will be described in Section 3.3.
Another example of topological embedding primitives simply cuts out holes in an input mesh to encode a pair of
symbols. This approach is used in the algorithm that will be described in Section 3.4. Yet another example of
topological embedding primitives encodes a pair of symbols by using two different mesh sizes, and . This method
is used in the algorithm that will be described in Section 3.5.
<-- Embedding primitives
<-- Fundamentals of watermarking 3D models

2.5. Embedding primitive arrangements
For a practical data embedding, multiple embedding primitives must be arranged so that a collection of embedding
primitives functions as a watermark to store a substantial amount of information.
Data objects such as image and audio data already have regular implicit ordering of embedding primitives. For
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example, an image has rectangular 2D array of pixels. In case of 3D geometrical models, arrangement of embedding
primitives is somewhat more involved.
An example of arrangements of embedding primitives for 3D geometrical models is a 1D arrangement generated by
sorting triangles according to their areas. Another example is a 2D arrangement of triangles based on the connectivity
of triangles in an irregularly-tessellated triangular mesh.
Arrangements of embedding primitives can be established for 3D polygonal models by the following two methods.
a. Topological arrangement employs topological adjacency, such as the adjacency of vertices, to arrange
embedding primitives. Topological arrangement is applicable to both topological and geometrical embeddingprimitives. It can survive a geometrical transformation, but is not resistant to a topological modification.
b. Quantitative arrangement employs inequality relations among the quantities, such as volumes of
polyhedrons, associated with embedding primitives to sort those primitives.
In both arrangement methods, it is often necessary to find an initial condition - for example, the first primitive of a onedimensional arrangement - in order to initiate an arrangement. Obviously, both arrangement and initial condition must
be robust against expected disturbances, such as geometrical transformations, or the watermarks will be lost.
In this paper, arrangements of embedding primitives are classified by their locality into global, local, and subscript
arrangements. Figure 3 shows illustrations of examples of these three types of arrangements based on topological
adjacency.
a. Global arrangement arranges a set of all the embedding primitives in an embedding target.
b. Local arrangement arranges each one of multiple disjoint subsets of every embedding primitive in an
embedding target.
c. Subscript arrangement is similar to local arrangement, but with a very small (e.g., a few primitives) subset,
which is called a Macro-Embedding-Primitive (MEP). Each MEP is associated with a special kind of data, a
unique subscript. Subscripts map a set of embedding primitives into a sequence.

Figure 3. Illustrations of examples of global, local, and subscript arrangements defined on a geometrical object.
A global arrangement tends to have higher information density than the other two methods. However, by repeatedly
embedding a message, local and subscript arrangements can be more robust against partial disruption of arrangements
due, for example, to resection of model .
Arrangements of embedding primitives are used to embed data in two alternative ways, by means of what we call
symbol-sequence-embedding and pattern-embedding.
a. Symbol-sequence-embedding method embeds an ordered sequence of symbols, such as a character string.
Symbol-sequence-embedding typically employs a 1D arrangement of embedding primitives.
b. Pattern-embedding method embeds patterns that are visually recognizable if presented to human beings. For
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example, shapes of letters can be cut into a triangular mesh as a visible watermark which are visible if displayed
by using a wire-frame rendering. Not all watermarks produced by pattern-embedding are visible, however.
The mapping from embedded data (either a symbol sequence or a pattern) and an arrangement of embedding primitives
does not have to be straightforward. Scrambling the mapping, for example by using a pseudo random number sequence
generated from a stego-key, could increase security of the embedded data. In this paper, however, we will not discuss
this and other methods of scrambling watermark any further.
<-- Fundamentals of watermarking 3D models
<-- Table of Contents

3. Embedding algorithms
This section describes, along with execution examples, algorithms that are created by combining fundamental methods
discussed in the previous section. In developing the following algorithms, we assumed viewing of models by 3D model
browsers (e.g., a VRML browser) as the intended use of models.
All the algorithms are implemented by using a kernel for a non-manifold modeler [Masuda96] . The system employs
radial edge structure [Weiler86] to represent the topological relationship among vertices, edges, faces, and regions.

3.1. Triangle similarity quadruple embedding
A pair of dimensionless quantities, for example, {b/a, h/c} or {q 1 ,q 2 } in Figure 4 , defines a set of similar triangles. The
algorithm described in this section, which is called Triangle Similarity Quadruple (TSQ) algorithm, uses such
dimensionless quantity pair as the geometrical embedding primitive to watermark triangular meshes. In order to realize
subscript ordering, the algorithm uses a quadruple of adjacent triangles that share edges in the configuration depicted in
Figure 5 as a Macro-Embedding-Primitive (MEP). Each MEP stores a quadruple of values {Marker, Subscript, Data1,
Data2}. A marker is a special value (in this case a pair of values) that identifies MEPs. In Figure 5 , the triangle marked
M stores a marker, S stores a subscript, and D1 and D2 stores data values. While each MEP is formed by topology, a
set of MEPs are arranged by quantity of subscript.

Figure 4. Examples of dimension-less quantities that defines a set of similar triangles.
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Figure 5. A macro-embedding-primitive. In the figure, v I are vertices, e ij are lengths of the edges,
and hI are heights of the triangles.
The TSQ extraction algorithm does not require escrowed original cover-3D-model for extraction. However, it does
require a pair of values that identifies marker triangles. Watermarks produced by the TSQ algorithm withstand
translation, rotation, and uniform-scaling transformations of the stego-3D-models. The watermarks are resistant to
resection and local deformation since subscript arrangement and repeated embedding are employed. The watermarks
are destroyed, among other disturbances, by a randomization of coordinates, by a more general class of geometrical
transformation, or by an extensive topological alteration such as re-meshing.
The TSQ algorithm embeds a message according to the following steps.
1. Traverse the input triangular mesh to find a set of four triangles to be used as a MEP. In doing so, avoid vertices
that have already been used for the watermark, or triangles that are unfit for stable embedding, e.g., triangles
whose dimension-less quantities are too small.
2. Embed the marker value in the center triangle of the MEP by changing its dimensionless quantity pair {e 14/e 24,
h4 /e 12}, hence coordinates of its vertices v 1 , v 2 , and v 4 , by small amounts (See Figure 5 ).
3. Embed a subscript and two data symbols in the remaining three triangles of the MEP by displacing vertices v 0 ,
v 3 , and v 5 that are not shared with marker triangle in the center. Subscript is embedded in the pair {e 02/e 01,
h0 /e 12}, and two data symbols are embedded in the pairs {e 13/e 34, h3 /e 14} and {e 45/e 25, h5 /e 24}. For each the
three triangles, the algorithm first modifies the ratio hi/e ij by changing hi only. Then the algorithm modifies the
ratio e ij /e kl while keeping the height hi constant.
4. Repeat (1) to (3) above until all the data symbols of the message are embedded.
In order to embed multiple copies of the message, steps (1) to (4) are repeated many times. Figure 7 shows triangles
that formed MEPs in darker gray. Due to the mutual exclusion rule described in the step (1) above, MEPs do not share
vertices.
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Figure 7. Macro embedding primitives, each of which consists of four adjacent triangles,
are shown in dark gray.
In the steps (2) and (3) above, the magnitude of modification of the quantities must be larger than the expected noise.
At the same time, it must be small enough so that the watermarks are not noticeable by human beings when displayed
by using a model browser. These minimum and maximum magnitudes of modifications are chosen as a result of a
trade-off between robustness, space efficiency and noticeability.
Given a watermarked mesh and two numbers that identify marker triangles, extraction proceeds according to the
following steps.
1. Traverse a given triangular mesh and find a triangle with the marker, thereby locating a MEP.
2. Extract a subscript and two data symbols from the triangles in the MEP.
3. Repeat (1) to (2) above for all the marker triangles on a given triangular mesh.
4. Sort the extracted symbols according to their subscripts.
The TSQ algorithm performs a simple error correction by majority voting if multiple copies of a message are
embedded.
Figure 6a shows a model of Beethovens bust (4889 triangles, 2655 vertices) in which six identical copies of a message,
each message consisting of 132 bytes, have been embedded by using the TSQ algorithm. The message was gradually
lost when the model was resected by arbitrary planes ( Figure 6b-c ). As shown in Table 1, cutting the model in half left
the entire message intact, and quartering the model left 102 out of 132 bytes intact. Since a subscript arrangement was
used, intact characters still tended to be in the correct positions within the message string.
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(a)

(b)

(c)

(d)

Figure 6. A model of a Beethovens bust (4889 triangles) resected repeatedly by arbitrary planes.
Number of
triangles

Data

(a)

4889

6 copies, 132 bytes each

(b)

2443

132 / 132 bytes

(c)

1192

102 / 132 bytes

(d)

399

85 / 132 bytes

Table 1. Data loss due to resection in the example shown in Figure 6.
Table 2 shows, for various models, their data capacities and execution timings for embedding in the case of the TSQ
algorithm. Timings for extraction were not listed since they are about the same as those of embedding. The timings
were measured by using IBM AIX TM 4.1.4 operating system and a xlC c++ compiler on a 100 MHz PowerPC 604
processor.
Model

Number of
triangles

Data
capacity
per model
[bytes]

Embedding
execution
timing [sec]

Cow

5804

1062

19.8

Triceratops

5604

966

9.9

Beethoven

4889

873

9.7

IBM mesh

2996

486

9.8

Face

1406

210

2.3

Stegosaur

1023

180

2.5

Sphere

959

132

1.4

Table 2. Model size, embedding data capacity, and execution timings for embedding operation for the Triangular
Similarity Quadruple (TSQ) embedding algorithm.
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Space efficiency seen in these examples is adequate for many practical applications. It should be noted, however, that
these examples pushed space efficiency by somewhat sacrificing robustness. Increasing robustness, for example by
increasing number of repetition of a message and by using an error-correcting code would reduce effective data
capacity.
Execution timings are roughly proportional to the number of triangles in the models. The embedding algorithm was
prototyped on a full-fledged non-manifold modeler kernel, which has many more features than necessary for the
embedding algorithm Timings will improve significantly if the code is designed for the embedding algorithm.
<-- Embedding algorithms

3.2. Tetrahedral volume ratio embedding
A ratio of volumes of a pair of tetrahedrons is the embedding primitive for the Tetrahedral Volume Ratio (TVR)
embedding algorithm described in this section. The algorithm is designed to accept triangular meshes as its input. It
arranges the embedding primitives topologically into either global or local one-dimensional arrangement for symbol
sequence embedding.
The TVR algorithm does not require cover-3D-model for extraction. The watermarks produced by the TVR algorithm
survive affine transformation. The watermarks are destroyed, among other disturbances, by topological modifications
such as re-meshing, randomization of vertex coordinates, and geometrical transformations more general than affine
transformation (e.g., a projection transformation). A variation of the TVR algorithm discussed at the end of this section
is resistant to resection and local deformation through the use of local arrangement and repeated embedding.
The TVR algorithm embeds data in accordance with the following steps. The crux of the algorithm is establishing
global one-dimensional ordering of embedding primitives. Details of step (1) below will be explained later.
1. Find a spanning tree of vertices Vt, called vertex tree, on the input triangular mesh M, given an initial condition
Ivt for Vt. Convert Vt into a sequence of triangles Tris, called a triangle sequence.
2. Convert Tris into a sequence of tetrahedrons Tets, called a tetrahedron sequence. To do this, compute a common
apex as the centroid of the coordinates of a few triangles selected from the triangle sequence (e.g., first three).
The selected triangles are removed from the triangle sequence so that their coordinates are not modified by
embedding of symbols.
3. Convert Tets into a sequence of ratios of volumes Vrs. To do this, a volume of a tetrahedron (e.g., the first one)
in Tets is selected as a common denominator of all the ratios, and volumes of the remaining tetrahedrons are used
for numerators.
4. Embed a symbol into each ratio by displacing vertices of numerator-tetrahedrons. The vertex displacements for
the current symbol must not interfere with modifications of the previously embedded symbols. (In Figure 8 ,
triangles that are used for embedding, which are colored dark gray, do not share edges because of this constraint.)
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Figure 8. Triangles used for embedding by the
TVR algorithm are shown in dark gray.
We now explain details of the first step, starting with the method to create a triangle sequence, and later come back to
explain how to find an initial condition Ivt.
Generating vertex tree Vt from an input triangular mesh requires that the input mesh is an orientable manifold. To
generate Vt, traverse vertices from a given initial condition Ivt, that is, {initial vertex, initial traverse direction} pair,
starting with the Vt initialized to empty. At each vertex, by scanning the edges in counter-clockwise order, find an edge
that is not a member of Vt and does not loop back to any of the vertices covered by Vt. If such an edge is found, add it
to Vt.
In the example shown in Figure 9 , the vertex tree has a root (and a branching point) at the vertex numbered 1. After
passing through vertices 1 through to 10, the traverse backtracks to vertex 1 and adds two vertices, 11 and 12.

1: Initial
vertex.
1 to 2: Initial
traverse
direction.
: Triangle
sequence
entries.
: Triangle
bounding edge
(TBE) list
entries.
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Figure 9. An example showing a vertex tree, a triangle bounding edge list, and a triangle sequence.
The vertex tree Vt is converted into the triangle sequence Tris as a set of edges Tbe, called a Triangle Bounding Edge
(TBE) set is constructed. The Tbe is initialized to a set of edges that connect vertices in the Vt. To add an edge to the
Tbe, vertices are traversed according to the Vt, starting from the root. At each vertex, all the edges adjacent to the vertex
are scanned clockwise, and the scanned edge is added to the Tbe if it is not a member of the Tbe. A new triangle is
added to the Tris, which started as an empty sequence, if all three edges of the triangle are in the Tbe for the first time,
and the triangle is not already in the Tris. In the example shown in Figure 9 , edges (except the initial entries of the
Tbe) are marked by alphabets in the order of addition to the Tbe using alphabetical ordering. In the figure, members of
the Tris are marked by the numbers in the circles according to the sequence each triangle is added to the Tris.
As the initial condition, the TVR algorithm selects an initial edge, instead of an {initial vertex, initial traverse
direction} pair mentioned before. To select the initial edge, the algorithm computes, for every edge in the model, the
volume of the tetrahedron subtended by the two triangles that are adjacent to the edge ( Figure 10 ). The algorithm
selects, as the initial edge, the edge for which tetrahedrons volume is the largest. This method works since affine
transformation preserves inequality among volumes of tetrahedrons. (Note that these tetrahedrons are different set of
tetrahedrons from the ones used to embed symbols.)

Figure 10. The volume of the tetrahedron a-b-c-d, subtended by two triangles a-d-c and b-c-d that are adjacent to the
edge c-d, is computed. The arrows show two possible initial traverse ordersfrom the edge c-d.
The TVR extraction algorithm employs the trial-and-error method to find a correct initial edge. The algorithm tries
multiple candidate edges until it extracts a correct predetermined lead-in symbol sequence. This is because the edge
found to have the largest volume may be incorrect due to noise and other reasons.
Using an edge as initial condition leaves two equally possible alternatives in starting a traversal to construct a vertex
tree. This ambiguity is resolved, again, by using the trial-and-error method. The TVR extraction algorithm extracts two
sequences of symbols by using both alternatives. It then choose the direction that yielded correct predetermined lead-in
symbol sequence.
Table 3 shows, for various models, data capacity per model and execution time for embedding operation. Conditions
for timing measurements are the same as for Table 2. As with the TSQ algorithm, the amount of data that can be
embedded by using the TVR algorithm appears to be adequate for many applications. Execution timings in the same
table show similar tendency as the TSQ algorithm; they are roughly proportional to the size of the model. These
timings also leave room for a significant improvement by designing an optimized code.
Model

Number
of
triangles

Data
capacity per
model [byte]

Embedding
execution
timing [sec]

Cow

5804

1027

20.2

Triceratops

5604

650

7.2

Beethoven

4889

324

9.6
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IBM mesh

2996

652

9.9

Face

1406

116

2.2

Stegosaur

1023

225

2.4

Sphere

959

216

1.5

Table 3. Model size, data capacity, and execution timings for embedding operation for the Tetrahedral Volume Ratio
(TVR) embedding algorithm.
As mentioned before, the watermarks by TVR algorithm can be made resistant to resection and local deformation by
using a local or subscript arrangement method combined with repeated embedding. The TVR algorithm strengthened by
a local arrangement method, called TVR Cluster (TVRC) embedding algorithm, was used in the examples shown in
Figure 11. In order to create sub-domains for local arrangement, this algorithm simply split the model into subsets (i.e.,
multiple disconnected meshes). Boundaries of subsets have duplicate vertices and edges so that the crack will not
become visible. In this example, the message embedded in a model of a cow survived affine transformations. It also
survived, to some extent, resections of a part of the model.

(a) The original model.

(b) Message embedded.

(d) Affine-transformed.

(c) Cut in half.

Figure 11. (a) Three-dimensional model of a cow (5804 triangles). (b) A message is embedded by using the TVR
algorithm enhanced with local arrangement and repeated embedding.. The message survives (c) resection or (d) affine
transformation.
<-- Embedding algorithms
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3.3. Triangle strip peeling symbol-sequence-embedding
The embedding algorithm presented in this section, called Triangle Strip Peeling Symbol sequence (TSPS) embedding
algorithm, peels off triangle strips from a given triangle mesh in order to embed symbol sequences. The embedding
primitive is an adjacency of a pair of triangles in a triangle strip, each of which encodes a bit of information. The
adjacency also induces 1D arrangement of embedding primitives in the triangle strip. Since the algorithm employs a
topological embedding primitive and topological arrangement, the watermarks produced by the algorithm are robust
against practically every geometrical transformation. By repeating the embedding, the watermark as can be made
resistant to resection. The algorithm does not require cover-3D-model escrow for extraction.
A disadvantage of this algorithm is its relatively low space efficiency. The embedding can be destroyed, for example,
by polygon simplification algorithms that employ edge swapping operations.
Inputs to this embedding algorithm are an orientable triangular mesh and a sequence of binary digits. The basic TSPS
embedding algorithm embeds data according to the following steps. (See Figure 12 .)

Figure 12. Triangle strip peeling symbol sequence embedding algorithm. Given a mesh M, a bit string is embedded
into connectivity of triangles in a triangle strip S. S is then peeled off from the mesh M, except for edge e. (Cracks
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around the strip in the bottom figure are for illustration purpose only.)
1. Starting from an edge e selected from the input mesh M, grow a triangular strip S on M by using the message bitstring to determine the connectivity of triangles on the strip.
Observe that a triangle at the end of (current) strip has two free edge, i.e., edges that are not adjacent to triangles
of the triangle strip. Since M is orientable, these two edges can be ordered on the triangle by traversing the edges
in counterclockwise (or clockwise) order. Label the first free edge 0 and the second (i.e., last) free edge 1. Then,
depending on the bit to be embedded, choose one of the free edges to add the next triangle of the triangle strip.
(See Figure 13 .)
2. Peel off the triangle strip S from M by splitting all the edges on the boundary of S except the initial edge e. (The
strip S is connected to the rest of the mesh only by the edge e.) Since the peeled strip caps the hole completely,
presence of the watermark is visually unnoticeable.
The mesh with watermark is called M +, and the mesh M + minus the triangle strip S is called a stencil mesh R.
The edge e serves as the initial condition for finding the triangle strip. Ordering of primitives is induced naturally
by the connectivity of embedding primitives in the triangle strip. Termination condition of the arrangement is the
open end of the strip.
Figure 13 shows an example of a triangle strip that starts at edge e and embeds a message bit string 10101101011 in a
sequence of 12 triangles. Each bit of the bit string steers the direction of the growth of the triangle strip.

Figure 13. Connectivity of 12 triangles in a triangle strip encodes the bit string 10101101011 (11 bits).
Note that such steering may produce strips whose shape may not fit in a given mesh, depending on the lengths and
arrangement of 0s and 1s of message bit strings. For example, if a sequence of 1 continue in a bit string, the strip will
keep steering to the left. This strip will either hit a boundary of the mesh M or circle back to itself, most likely before it
is long enough to have embedded all the message bits. To avoid such problems, shapes of triangles strips must be
manipulated, and locations and orientations of the strips in the mesh M must be chosen carefully.
The shape of a triangle stripe can be manipulated by introducing steering symbols. A steering symbol is a bit that do not
carry information but simply steer direction of growth of a triangle strip. Steering symbols are interleaved with data
symbols (i.e., symbols that encodes embedded data) in order to actively steer the triangle strip into a desired shape. A
drawback of using steering symbols is that the triangle strip becomes less space efficient. To pick locations and
orientations of triangle strips on a mesh, our algorithm currently employs a simple-minded trial-and-error approach.
Extraction of message can be carried out according to the following steps.
1. Traverse the given mesh M + and find an edge with topological features that starts a triangle strip of known length
that is attached to the stencil mesh by an edge.
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2. Traverse the triangle strip to the open end as embedded bits are extracted.
Although rare, it is conceivable for the meshes M to have topological structures identical to that of peeled off triangle
strip. Data extracted from such triangle strips are meaningless. These erroneous extraction results can be rejected, for
example, by using a signature bit sequence.
Figure 14 shows a simple example of TSPS embedding, in which a triangle strip of length 27 is peeled off of a mesh
that consisted of 214 triangles. The triangle strip encodes 13 data bits and 13 steering bits. Selection of steering bits in
this case was done manually.

Figure 14. A triangle strip consisting of 27 triangles was cut out a triangle mesh (214 triangles). The triangle strip,
displayed in darker gray, encodes 13 data bits interleaved with 13 steering bits.
<-- Embedding algorithms

3.4. Polygon stencil pattern-embedding
Given a mesh M, a pattern can be embedded by simply cutting out a polygonal strip S in a desired pattern, as illustrated
in Figure 15 . S is attached to the embedded-mesh mesh by an edge, for example; It is easier to find and remove S if it is
totally disconnected from the rest of the mesh. Since the strip completely caps the hole, watermarks are visually
unnoticeable.
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Figure 15. Pattern is embedded by peeling off a polygonal strip S in a desired pattern out of a given mesh M.
Watermarks produced by this algorithm, called Polygon Stencil Pattern (PSP) embedding, are robust against most of
the polygonal simplification algorithms, since vertices on the boundary of polygonal strips and stencil meshes are
preserved by these algorithms. (Unlike the TSP algorithm, connectivity of vertices on the strip does not matter.) If
vertices on the boundary are removed or displaced forcefully, cracks will most likely appear in the model, diminishing
the value of the model.
Figure 16 shows a stenciled polygonal mesh, a cut out triangle strip, and effects of polygon simplification algorithm on
them. The vertices on the boundary of the stencil mesh are preserved despite a polygon simplification, which reduced
the number of triangles from 1815 down to 459. Number and coordinates of vertices on the boundary of the triangle
strip did not change after simplification. Topology of the edges did change after simplification, however, due to edge
swapping employed by one of the simplification algorithms we have tried. (One of the polygonal simplification
algorithm that employed edge-swapping actually increased the number of triangles from 207 triangles to 213 triangles
while it kept the number of vertices unchanged.)
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(a) The stencil mesh (1815 triangles) left after peeling (b) The triangle strips cut in patterns of three letters (207
off the strip (right) from the original mesh.
triangles total).

(c) The stencil mesh after polygonal simplification (d) Triangle strips after polygonal simplification (213
(459 triangles).
triangles).
Figure 16. A mesh generated from a curved surface has been stenciled with three letters (a). Letters are cut off as
triangular strips (b). Boundary vertices and edges are preserved in the stenciled mesh and in the polygonal strips after
polygonal simplification.
<-- Embedding algorithms

3.5. Mesh density pattern embedding
Another simple pattern embedding algorithm, named Mesh Density Pattern (MDP) embedding, generates polygonal
mesh models given curved surface models as inputs. As the algorithm tessellates given curved surfaces, it embeds
visible pattern by modulating the sizes of triangles in the output mesh ( Figure 17a ). This pattern is hardly visible if
displayed with a smooth shading (e.g., Gouraud shading) using proper vertex normal vectors calculated form the
original curved surfaces. The pattern becomes visible when the data is displayed by using wire mesh rendering.

(a) Pattern is embedded by reducing mesh size by (b) The mesh after polygonal simplification
1/4 (2996 triangles).
(1374 triangles).
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Figure 17. Pattern embedding and effect of a mesh simplification algorithm on the embedded pattern.
This watermark withstands practically every geometrical transformations. The algorithm is resistant but not immune to
polygonal simplification and other topology manipulations. Figure 17b shows an example of effects of polygonal
simplification in which the number of triangles in the original mesh has been less than halved by a polygonal
simplification algorithm. The pattern will be destroyed eventually due to the simplification. However, a visible
watermark may be just enough to deter unauthorized use of the data.
Note that many topological embedding methods can be combined with geometrical embedding methods. In fact, the
IBM mesh model used in the examples of Table 2 and Table 3 is the mesh shown in Figure 17a . Combining multiple
embedding methods, each with its own strength and weakness, is a possible approach to increase utility of the data
embedding.
<-- Embedding algorithms
<-- Table of Contents

4. Summary and future Work
In this paper we presented fundamental techniques and example of algorithms for embedding information into 3D
polygonal models. A review of related work and a discussion on requirements and on selection of target objects for
embedding data into 3D models of geometry were given. Next, we presented fundamental methods for embedding data
into a polygonal model, namely, geometrical and topological embedding primitives, and methods for introducing order
into a set of embedding primitives. Finally, we described some simple data embedding algorithms and results from their
implementations to demonstrate that a data embedding into 3D polygonal model of geometry is a practicable technique.
Some of the algorithms described in this paper may be useful for inventory of 3D models or for notification of
copyrights to cooperative users. However, these algorithms lack many qualities desired for realistic applications.
Probably the most important deficiency of the algorithms presented in this paper is the lack of robustness.
Development of more robust data embedding algorithms will be a major focus of our future work. We would also like
to broaden the class of target objects for watermarking, for example, to include parameters defining curved surfaces or
vertex normal vectors. Adaptation of embedding algorithms to realistic application models, for example, by adding
security through stego-keys, is another area to be examined. Data embedding for 3D models whose intended purpose is
not simple viewing is another interesting topic for investigation.
<-- Table of Contents
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Abstract
We present a new technique for morphing two video sequences. Our approach extends still image metamorphosis
techniques to video by performing motion tracking on the objects. Besides reducing the amount of user input required
to morph two sequences by an order of magnitude, the additional motion information helps us to segment the image
into foreground and background parts. By morphing these parts independently and overlaying the results, output
quality is improved. We compare our approach to conventional motion image morphing techniques in terms of the
quality of the output image and the human input required.
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Introduction
Video morphing, the process of creating a smooth, fluid transition between two objects in an image sequence, is a
useful technique in cinematography. This technique was used extensively in the creation of the Michael Jackson video
Black or White [PDI97], where video clips of the faces of 13 people singing were morphed from one person to the
next. While the transitions looked realistic, several factors made them reasonably easy to create. Animators at Pacific
Data Images used a plain, featureless background that was consistent among the sequences. Also, great care was taken
to align the features of the faces in the source footage. Even with such careful camera work and editing, significant
human effort was necessary to achieve smooth transitions. In this paper, we show how to use techniques from
computer vision to reduce this effort.

Conventional techniques
Beier and Neely [Beier92] developed the algorithm used in Black or White. We review their algorithm in section The
Beier and Neely algorithm . Their approach is primarily designed for still image morphing and requires the user to
input a number of feature lines that define the correspondence between source and destination images. In practice, a
large number of feature lines (10-100) are required to achieve a visually pleasing morph, leading to significant work
for the animator. For example, if 25 feature-line pairs (50 lines, 100 points) must be specified for each frame of output,
4,800 points must be specified by the animator to create 2 seconds of morphed video at 24 frames per second.
Beier and Neely recognized this problem, and proposed linearly interpolating the feature lines between key frames
when morphing video sequences. This technique only works well if the motion of the feature lines between key frames
is linear. In practice, it is often non-linear, so that key frames must be defined every 2-6 frames (requiring 800 - 2,400
points for the above example).
In addition to specifying the feature set, image segmentation is often used to create visually pleasing morphs. That is,
the foreground image is separated from the background image in each video frame. The parts are morphed
independently, and the results combined using matting techniques [Porter84] to produce the output image. Beier and
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Neely used a painting program and segmented the video by hand [Beier92].
All together, the current process of creating high quality morphed video is labor intensive. Beier and Neely reported
that a typical morphed sequence at Pacific Data Images requires about 3 weeks of animator design time, 75% of which
is spent creating and tweaking the feature-line set [Beier92].
<-- Introduction

Our approach
Our goal is to reduce the amount of user input required for video morphing, while improving the quality of the output.
In this paper, we show how to use computer vision techniques to accomplish both objectives. In particular, we show
how to:
Apply motion estimation techniques to track feature lines, reducing the number of key frames that the user must
specify by an order of magnitude.
Automatically segment the image into pieces, each of which is morphed individually and combined.
Feature-line tracking reduces the number of frames that require the user to input feature lines. For short (1-2 second)
sequences, the user must typically provide feature lines for only one frame of each sequence. We also require the user
to divide these feature lines into groups, such that the motion of each group can be modeled with an affine
transformation.
Once the feature lines are specified in a few key frames, our system computes the position of the feature lines in the
intermediate frames as follows: we compute a dense motion field for the video sequence. The motion field is used to
compute the best (in the least-squares sense) affine transformation for each feature-line group. We then apply the
transformation to each group. We describe this algorithm in detail in section Feature line tracking .
In addition to automatically interpolating the position of the feature lines, we also automatically segment the video into
foreground and background parts. While image segmentation is difficult (if not impossible) to perform on static
images, segmenting an image sequence is possible [Smith92], [Smith95]. Our motion segmentation algorithm, given an
image segmentation for frame I t, automatically segments the next frame (I t+1) by tracking the motion of the segments
in I t. The segmentation for one of the frames has to be provided by the user. The segmentation information is used to
divide the image into component parts, each of which is morphed independently. We then composite the results to
produce the output image. We sketch the major features of our segmentation algorithm in section Image
Segmentation. A full description of the segmentation algorithm is available elsewhere [Ferencz].
<-- Introduction
<-- Table of Contents

The Beier and Neely algorithm
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Figure 1. Beier and Neely morpher.
The Beier and Neely morphing algorithm [Beier92] is primarily concerned with morphing still images. Still image
morphing requires user input to position line segments over corresponding features in the source and destination
images. It outputs a sequence of frames depicting a smooth transition from the source into the destination image. Their
algorithm works as follows (see figure 1):
1. The user specifies pairs of lines on the source image S and the destination image D. These lines typically
correspond to features (e.g., the eyebrows, mouth, and facial outline) on S and D, and are called feature lines.
2. The position of each feature-line is interpolated from its position in the source image S toward its position in the
destination image D.
3. Each feature-line carries a field of influence around it. The strength of the field is proportional to the length of
the line, and decreases with distance. The algorithm warps S into S’ and D into D’, moving each pixel in S and D
according to the influence fields.
4. The images S’ and D’ are cross-dissolved to produce the output frame.
To morph video sequences, Beier and Neely propose a simple extension to their algorithm. The user is required to
enter the feature lines only in key frames. The feature lines for the intermediate frames are computed by linearly
interpolating their position from the surrounding key frames. Thus, the motion of the objects in the intermediate frames
must conform to a rather strict assumption: it cannot deviate from linear. In practice, this restriction translates into
requiring key frames every 2-6 frames for most video sequences.
Thus, the animator must draw feature lines in a high number of key frames to produce a smooth video morph, a
tedious and time-consuming task. In order to reduce human input, we use techniques from computer vision to more
accurately estimate the position of the feature lines in intermediate frames, reducing the number of key frames that
must be entered by an order of magnitude. Using our system we were able to produce 1- to 2-second-long sequences
of video morphing using feature lines from a single key frame.
Since the original feature-based morphing algorithm, some research has addressed the problem of reducing amount of
user input in morphing. Lee et al. [Lee95] describe a technique for automating precise feature line placement by using
energy minimizing contours (snakes). They assume that the feature lines are placed near image features (intensity
edges). The animator is required to place only approximate feature lines. Those lines are then interpreted as the initial
position of a snake. As the snake minimizes its energy, it gets closer to the intended feature line. Although the work
does not explicitly state it, this approach could be used in video morphing, provided that the difference between
consecutive frames is very small, so that the snake from one frame could be used as an input snake in the next frame.
<-- Table of Contents
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Feature line tracking
Briefly, our algorithm for interpolating feature lines works as follows:
1. The user creates corresponding feature lines in both videos using one or more key frames, and divides the lines
into groups. The criterion for selecting key frames and forming groups is described in section Forming feature
line groups below
2. The algorithm computes a dense motion field (i.e., a motion vector for each pixel) on both image sequences.
3. This field is then used to calculate the best affine transform for each group of feature lines.
4. The algorithm interpolates the position of each group of feature lines using the affine transform calculated in
step 3.
We describe these steps in the following sub-sections.

Forming feature line groups and selecting key frames
Grouping feature lines captures the idea that related lines move in a related manner. Modeling this motion with affine
transformations allows us to describe any combination of translation, rotation, scale, and shear to a group of lines. The
equations of affine transformations are:

We argue that this model allows us to describe arbitrary motion. When non-rigid objects are present and more
complicated transformations are needed, we can form smaller groups which move independently. For example,
consider a person standing still and waving an arm. While the motion of the entire person cannot be described with an
affine transform, we can break up the motion into affine components, like the motion of the body, head, upper arm,
and forearm. Each of those parts can be assigned a group of feature lines. In the limit, there will be only one line per
group, and clearly an affine transformation can specify all the possible transformations of a line (two endpoints of the
line will produce a system of 4 equations with 6 unknowns). But there is a price to pay for this freedom: nothing
guarantees that lines in different groups will maintain any relation to each other. In our previous example, there is
nothing to prevent the upper arm feature lines from drifting away from the forearm feature lines (resulting in a very
long elbow in the output).
As objects move and rotate, parts of an object may appear or disappear during the sequence. When a region
disappears, the feature lines associated with that region also shrink and disappear. When new areas appear, however,
no feature lines are assigned to them. It is often possible to choose a frame in the sequence where most of the features
of all the objects are visible. Therefore, it is often useful to allow the user to pick the frame to which features-lines are
added (the key frame). For some sequences, such as one with a rotating object, however, the user may need to supply
additional feature lines in other frames of the sequence, whenever new features appear.
Once the user has selected the key-frame(s) and added the feature lines, the tracking process will compute the location
of these lines throughout the sequence. The tracking algorithm can be broken down into two parts: computing a dense
motion field and using that motion field to fit a transform.
<-- Feature line tracking
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Dense motion field computation
In order to estimate the affine transform for each group of feature lines, we need to compute the motion of the
individual points in the image. This computation can be performed on every point or just on the points of interest (e.g.,
the endpoints of the feature lines). We decided to compute the motion field for the entire image (a dense motion field)
to make the computation independent of the feature lines. This allows us to compute the motion once per sequence,
and to use those results for many different morphs. By computing a dense motion field, morphing the sequence with a
different group of feature lines will not require us to repeat the expensive motion computation, making
experimentation with different placement of features relatively cheap.

Figure 2. 9 pixels from an image and the results of comparison against P.
To compute the motion vector for each pixel, we use a census transform [Woodfill94]. The n-bit census transform
C(P) maps the pixel P into a set of n bits based on the intensity of nearby pixels. If the intensity of a nearby pixel is
less than P, the bit is set to 1; otherwise it is set to 0. For example, for the image shown in figure 2, an 8-bit census
transform would map pixel P to the bit string 010010011 .
Let I t be the t th image in the sequence I. We first compute a 32-bit census transform for each image in I. We then
assign a motion vector to each pixel in image I t. This motion vector is chosen by finding the closest 9x9 block of
pixels in I t+1 that minimizes the Hamming distance 2 to the 9x9 block of pixels centered at P. To increase the
efficiency of this process, we only search within a small window of pixels in I t+1. We generally used a 20 by 20 search
window (where each point in I t can move up to 10 pixels in each direction in I t+1) for most sequences. However, in
sequences with rapid motion from frame to frame, we found that a larger window (32x32) is necessary.
<-- Feature line tracking

Affine transform fitting
The motion field computed above gives us a motion vector for each pixel in the image. This vector gives an estimate
of how the point moves from frame to frame. Due to image noise and the inherent limitations of motion estimation,
this data is not very reliable. In order to obtain a more reliable transform estimation, we find a transform which best
describes (in the least-squares sense) the motions of related reference points.
To compute the transformation for the group of feature lines, we need to specify which motion vectors will be
considered in the fitting. One extreme is to use just the vectors corresponding to the end-points of the feature lines.
The other extreme is to base our estimates on the vectors from the area enclosed by the group of lines. The first
approach will provide too few data points. The second approach is problematic, since a group of lines does not
necessarily correspond to any a priori definable area (e.g., if a group consisted of two perpendicular lines, what area
would they define?). Thus, we settled on an intermediate approach: we base our estimates on the motion of the pixels
that fall on line segments in a given group.
Let I be a sequence of images and I t be the t th image in that sequence. We represent each line segment as the set of
points P falling on that segment. Given the backward motion field
mappings Z for the points in P:
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[Eq. 1]
The set Z tells us, for all the points in P, the corresponding points in I t+1. In other words, it gives us the motion of the
feature-line from I t to I t+1. If the set Z is smaller than THRESH points, we say that the feature-line disappeared. In
that case, we remove that feature-line from the group. Otherwise, the line exists.
Set Z might still be rather small (because of errors in motion estimation, round-off errors, or an actual shortening of
the line), making it unsuitable for least-squares fitting. To enlarge the sample, we compute the forward motion field
and augment Z with a set Z’:
[Eq. 2]
Mappings from Z determine the existence of the line, while mappings from Z’ generate more data for the line
estimation. We repeat that process for all the lines in a group, and take the union all of the resulting sets Z and Z’ to
produce set U:
[Eq. 3]
The set U contains the mapping from points in the feature lines in the image I t to the points (presumably) in the
feature lines in the image I t+1 . Since we assumed that points in I t+1 can be computed from the points in I t by
application of some affine transform, for every mapping
, we create an equation d=sA, where A is the affine
transformation matrix. Those equations must be satisfied simultaneously. Expanding matrices, we get

We solve this system using the normal equations of the least-squares problem. The solution becomes

Since our motion field contains unreliable data, which can fool the least-squares fit, we compute the trimmed least
squares. We compute the LS fit once to get an estimate of the transform, and again after the largest (worst 20%) of the
outliers are eliminated. We transform the feature lines using the second fit.
After completing this processing for both the source and destination image sequences, we have computed feature lines
for each frame in both sequences. We can use these feature lines to morph one sequence into the other frame by frame.
However, we can make the output more visually pleasing if we segment the frames into foreground and background
image, morph those images independently, and overlay the results. We describe our method for image segmentation in
the next section.
<-- Feature line tracking
<-- Table of Contents

Image Segmentation
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In morphing, the animator wants to draw attention to the metamorphosis of one or more foreground object. If the
background changes are too prominent, the visual impact of the morph is diluted. The same dilution occurs if there are
too many foreground objects. Thus, image sequences that lend themselves to morphing usually feature a few dominant
foreground objects and relatively similar backgrounds.
This consideration affects the distribution of the feature lines: their placement is concentrated on the foreground object.
Although the influence of the feature lines drops off with distance, the foreground lines have a significant effect on the
background, causing distortions in the otherwise static background. One way to compensate for this effect is to draw a
number of "stabilizing" lines in the background. This, however, does not have the full desired effect because it simply
introduces competing influence fields, rather than limiting the range of the foreground feature lines to the foreground
object.
A better approach is to segment the image into foreground and background objects, morph the foreground objects,
combine the backgrounds, and overlay the results. This idea is somewhat similar to the representing a video sequence
with layers presented in [Wang94]. Segmenting the image can be accomplished manually (using a painting program)
or automatically, using techniques from computer vision. In this section, we describe our approach to automatic image
segmentation.

Segmentation Algorithm
Although segmenting a static image is difficult, if not impossible, segmenting an image sequence is tractable because
sequences provide motion information. Previous work has addressed foreground-background segmentation of image
sequences. Smith [Smith92], [Smith95] provides an overview of current techniques. Available algorithms have proven
effective for relatively simple scenes, such as those typically used in video morphing.
We make two assumptions about the sequences. First, we assume that the background is static throughout the
sequence. This restriction can be relaxed by finding the mode of all motion vectors from one frame to the next, and
translating the images to align them. For more complicated scenes, one could attempt to fit an affine transformation to
the frames in order to align them [9].
Second, we assume that the user has identified the initial foreground-background segmentation on a key-frame of the
sequence. This is necessary, as some parts of the foreground may be stationary throughout the sequence.
We use a segmentation algorithm based on RubberSheets [Ferencz]. While this method is not robust for complex
scenes, it works well given the assumptions above, and has the advantage of often tracking the boundaries of the
foreground object exactly.
A RubberSheet is a two-dimensional patch that represents the region of the image occupied by the foreground. The
RubberSheet is moved from frame to frame based on internal and external energy functions. The internal energy
function is a property of the sheet that defines the preferred shape, size, and edge smoothness of the sheet. For
segmenting video sequences, the internal energy function is chosen to conserve sheet area and edge smoothness. The
external energy function is a property of the image sequence that provides an energy value for each pixel of an image.
Low values of this function attract the sheet; high values repel it. The RubberSheet moves to minimize the sum of the
internal and the external energy under the sheet.
The external energy map is a two dimensional array that has the same dimensions as I t. Let P be the set of pixels that
are part of the sheet in frame I t-1 . We calculate the set U of motion vectors originating from the pixels in P (i.e., we
calculate U using equation 3). We then calculate each element m in the energy map as follows:
We assign an initial value (we used 100) to the energy of m.
For each motion vector (s,d) in U, if d = m we decrease the energy of m by a constant (we used 80).
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If the image difference (ABS(I t-1 - I t) + ABS(I t - I t+1)) exceeds a threshold (10) again decrease the energy of m
by a constant (also 80).
The intuition behind this energy function is to assign low values to the energy function for points where the
RubberSheet moves according to the motion field. We further decrease the energy of pixels where the image
difference exceeds a threshold to further pull the sheet towards parts of the image that are in motion.
The internal energy of the sheet is calculated using three factors:
The internal energy function increases when the area of the sheet in frame I t-1 is different than the area in frame
I t. The increase is proportional to the square of the difference of the two areas. The minimum energy is achieved
when the two areas are equal. In general, the function is set so that no more then a 5 % change in size is likely
between one frame and the next.
The internal energy function decreases as the ratio of the internal area to edge length increases. The intuition
behind this constraint is that round, smooth shapes are preferred over skinny, irregular shapes.
The internal energy function increases when the curvature of the edge is high. This constraint optimizes for
smooth edges over sharp corners.
With these constraints, the RubberSheet uses a simulated annealing algorithm to calculate the position of the sheet in I t
that minimizes the total of the internal and external energy functions. The sheet that results defines the segmentation
for frame I t+1, which, in turn, is used as the input for the segmentation of frame I t+2.
The product of the segmentation algorithm is a map (a binary image) for each frame indicating which pixels are in the
foreground and which are in the background. We run this algorithm on the source and destination image sequences I
and J (T frames each) to produce 2*T maps (IF and JF).
<-- Image Segmentation

Use of Segmentation

Figure 3. The first frame from the source sequence and the reconstructed background.
We use the binary maps IF and JF to partition each image in the image sequences into
foreground and background components. We morph each part using the Beier and Neely
algorithm and overlay the results. With this scheme, step 1 in figure 1 is expanded into 3
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warps and one overlay, as shown in figure 4.
To construct a composite background, we paste together areas of the images that the
segmentation algorithm found to be the background. While this method tries to find each
pixel of the background in the sequence, it is possible that some regions were never exposed
during the sequence (i.e., the foreground always covered them). Due to the warping effects of
morphing, some small portions of these hidden areas may become exposed. As we have no
direct information about these regions, we must extrapolate from the surrounding known
areas. An example of such a reconstructed background is shown in figure 3. From such
backgrounds (one for I and one for J), we generate a still morph sequence BG of length T that
morphs one background into the other.

Figure 4. Use of mask and segmentation.
To compute the foreground, we use the Beier and Neely algorithm to morph the original
images I t and Jt and the binary maps IF t and JF t using only those lines attached to the
foreground. This computation produces image F from I t and Jt and a mask MF from IF t and
JF t. In order to produce the final image, we overlay the morphed foreground F on top of the
morphed background BG t using the mask MF.
<-- Image Segmentation
<-- Table of Contents

Summary of the algorithm
To summarize, our algorithm is given as input two sequences I and J of length T, a group of background feature lines
D, and n groups of foreground feature lines F0 …Fn (defined in a key frame). It outputs a sequence M that is a
morphed transition between the first frame of I and the last frame of J. Our algorithm proceeds as follows:
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1. Compute the forward and backward motion fields
Dense motion field computation)

and

using the census transform (section

2. Use the motion fields to compute foreground-background segmentation on sequences I and J, resulting in the
binary image maps IF and JF (section Segmentation algorithm).
3. Use the sequences I, IF, J, JF to create two still representations of the background I BG and J BG (section Use of
segmentation).
4. Create a still image sequence BG that morphs I BG into J BG using feature lines D.
5. For each frame t=1 to T
1. Compute the current position of the feature lines for each group Fi using a least-squares fit of the dense
motion field ( section Affine transform fitting)
2. Compute the morph of I t into J t using the current feature lines to obtain the morphed foreground F (Beier
and Neely)
3. Compute the morph of IF t into JFt using the current feature lines to obtain the morphed foreground mask
MF (Beier and Neely)
4. Overlay F onto BG t using the mask MF. The result of this operation produces M t.
<-- Table of Contents

Results
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Figure 5. Feature lines tracked by the algorithm. Frames 4, 8, 12 and 16.
We compared the effectiveness of our approach to the Beier and Neely morpher. Figure 5 shows frames from two 17
frame sequences with Rob (left column) and Henry (right column). Feature lines were drawn on the initial image in
each sequence, and the rest of the feature lines shown were generated automatically by the tracker. Note that feature
lines stay attached to their features for the duration of the sequence.
Figures 6 through 9 show the output of our morpher (figure 7) and the output of the Beier and Neely morpher (figure
8). The static morphs were generated by manually drawing the feature lines for each frame in the sequence.
Comparison of the background of the middle frames of each sequence shows that the foreground-background
segmentation significantly improves the quality of the resulting morph.
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Figure 6. I 0 : Rob. The initial picture in the sequence.
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Figure 7. Frames 4, 8, and 12 generated automatically by
our algorithm. Full video available here

Figure 8. Frames 4, 8, and 12 generated manually by
Beier/Neely still morphing algorithm.

Figure 9. J 16: Henry. The final frame of the sequence.
Figure 10. Another video morphing sequence.
On a Pentium-150 machine with 48 MB of memory, the computation of the motion field on a 320 by 240 pixel image
with a 20x20 search window requires about 30 seconds per frame, and the segmentation of the image requires about 10
seconds per frame. Compared to these costs, the cost of morphing the frames and computing the optimal affine
transforms is minimal. Since these calculations can be performed in the background while the user is defining the
feature lines and since they only need to be performed once per sequence, these costs may not seriously affect the time
required to create a smooth morphing sequence.
<-- Table of Contents

Conclusions
We have presented an algorithm for morphing two video sequences. Our algorithm improves on previous work by
using techniques from computer vision to automate the production of feature lines and the segmentation of the images.
This automation reduces the amount of human effort required to produce high quality morphs by an order of
magnitude: our tests show that morphing 2 second sequences is possible with a single key frame, whereas the method
of linear interpolation would use about 8 key frames.
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The assumption that the two sequences are the same length could be relaxed. In order to make the sequences the same
length, we could either throw out frames from the longer sequence or generate more frames for the shorter sequence.
Morphing adjacent frames of that sequence together can produce these missing frames.
This observation also suggests that this technique could be used for video frame rate conversion, similar to 3:2 pulldown [Jack96] but without interlacing artifacts.
It should be noted that both the morphing and the segmentation algorithm could be replaced with other variants. Since
our algorithm depends on the underlying image morpher, almost any improvements to still morphing techniques will
benefit the quality of the images. Since our algorithm makes very few assumptions about the underlying morpher, it
can be viewed as a framework that can be used with any still morphing algorithm.
<-- Table of Contents

End Notes
[ 1] In this example, the order of comparison is left to right, top to bottom. The order is arbitrary, but a consistent
order must be used.
[ 2] The Hamming distance is the number of bits that differ in two bit sequences.
<-- Table of Contents
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Abstract
Multimedia streams are difficult to transmit in full quality and real-time due to their size and constraints imposed by
their timely presentation. Especially in slow channels with variable throughput - such as typical Internet connections media streaming is extremely hard. We introduce a new iterative method for the transmission of media streams. The
idea is to match each iteration of the transmission process exactly to the play-out time of the respective media stream,
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thus allowing synchronous presentation of the stream's contents during the transmission. The quality of the playback
improves with the number of completed iterations, from rough during the first pass to full quality at the end. The
WebMovie system implements this iterative streaming scheme for video data. After the introduction of the system,
performance measurements are discussed and compared to conventional methods of movie transmission.
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Iterative transmission; real time transmission; full quality transmission; layered media encoding; Internet; WWW;
multimedia; media streams; scaleable media streams; refineable media streams; data segmentation; WebMovie.
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1 Introduction
The World Wide Web (WWW) has evolved from a static document-oriented Internet service to a feature-rich
multimedia system. Audio and video have become part of many Web pages; however, their integration has not been
completed yet: many issues in the area of timely delivery to the client remain unsolved.

1.1 The file transmission paradigm
The main problem for the transmission of multimedia streams via the Web is the severe limitation in bandwidth.
Although the available data rate may be exploited efficiently with sophisticated compression techniques, even short
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media clips with a playback duration of seconds (e.g. short audio- or video-clips) are typically of considerable size (»
106 Bytes). Hence, their transmission time is typically much longer than the presentation of the data to the user.
Consequently, it is impossible to present the data in real-time during a transfer according to the commonly used file
transmission paradigm. Typical systems transfer the clip before they start the playback.
<-- Introduction

1.2 Scaleable media streams
In order to make real-time transmissions of multimedia data possible despite its volume and despite low-bandwidth
connections, recent software systems like WebAudio/WebVideo (see [19]), WaveVideo (see [4]) and many others
avoid transmitting media streams (i.e. video) in full quality. Instead, they adjust the media quality - and with it the
amount of the transferred data - to the available bandwidth. In other words, the lower the bandwidth, the poorer the
quality of the transmitted data's playback in terms of temporal and/or spatial resolution. Furthermore, error correction is
not performed - retransmission due to packet losses would impair the presentation.
Media streams suitable for these schemes are called scaleable media streams because the amount of data to be
transmitted is scaled according to the currently available bandwidth. The recent MPEG-2 standard (see [8]) supports
the transmission of scaleable video streams by a layered encoding of the data. Scaleable media streams are considered
well-suited for many applications demanding live transmission of video and audio streams. For other applications with
clients requesting media data in full quality (e.g. video on demand), scaleable media streams are not sufficient due to
the inevitable scaling-loss.
<-- Introduction

1.3 Refineable media streams
In a sense, our approach is an extension of scaleable media streams: based on the idea of adjusting the stream to the
available throughput, the streams are filtered to achieve real-time presentation during the transmission. However, the
data filtered out is not discarded, but transferred later to ensure complete delivery (see listing 1).
...
Open (dataChannel, UDP);
Open (cntlChannel, TCP);
ResetAcks ();
while (unsent frame available) do
nextFrame := SelectNextFrame (bandwidth);
Transmit (dataChannel, nextFrame);
if (Receive (cntlChannel, ack, frame))
UpdateAcks (frame);
bandwidth := EstimateBandwidth ();
fi
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od
Close ();
...
listing 1: code fragment of a server for iterative transmission of movies (using vertical segmentation only; see chapter
3);
Transmission in full quality even through low-bandwidth connections is achieved by folding the transfer time into the
presentation time: if a prerecorded media stream is too large to be streamed in real-time due to limited bandwidth, it is
broken up into several layers. The layers have similar sizes, but differ in their significance for the presentation. Each of
them represents a partial stream and needs less bandwidth for timely transmission than the original stream (see figure
1).

figure 1: principle of iterative streaming
In the first iteration we deliver as many layers as possible according to the available bandwidth - similar to scaleable
media streams (see [4], [5]). But in contrast to scaleable media streams, the transmission does not stop here: in
subsequent iterations, the layers neglected in the first iteration are delivered.
The most significant layer with the basic information is transmitted first, followed by the others with descending
significance for the presentation. The first layer's data allows the presentation of the original stream's contents - even
though in rather limited quality. The subsequent layers' information refines the basic information, improving the
quality of the playback step by step. Finally, the arrival of the last layer completes the data for the client and allows a
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presentation and even subsequent processing in full quality. Hence, a stream that allows an iterative transmission is
called a refineable media stream; an exact definition is given in 2.1.
Although the subsequently introduced methods for iterative streaming were initially developed to design a transmission
technique for media data via low-bandwidth channels, it has turned out that they are quite useful in other fields of
application, too: if not the complete data of a stream is required, but only a characteristic fingerprint is needed, storage
capacity and time may be saved by storing only a limited number of layers instead of the complete stream. Moreover,
the reduced data volume of these fingerprints, e.g. in (movie-) databases, may improve search times and therefore the
access speed.
<-- Introduction

1.4 Overview
The rest of the paper is organized in four groups: section 2 introduces new techniques for iterative streaming of time
critical media data. Chapter 3 describes the recently developed WebMovie system to illustrate the streaming of video
data using vertical segmentation and presents the experience with the implementation and operation of this system.
Subsequently, we present measurements of the performance of the WebMovie system. Section 4 first summarizes the
most important issues presented and then draws conclusions. Further work is then outlined in chapter 5.
<-- Introduction
<-- Table of Contents

2 Refining Media Streams
The algorithms introduced in this paper may be applied to almost all prerecorded real-time media streams. The most
common cases are probably video and audio streams. Again: the idea is not to transmit the respective stream byte by
byte, but folded in time. Since we do deliver prerecorded data, it is possible to transmit all data excluded in the first
iteration of the transmission in further phases. The stream is presented several times during the transmission in steadily
improving quality: the stream is refined iteratively. This allows the users to follow as many iterations of the
presentation as they like to. Users may interrupt the transmission at any time - even if the transmission has not been
completed. Towards the completion of the transmission, during the last iteration, the presentation reaches full quality.
Transmitting media streams this way creates the idea of the play-out time of the streams' contents unfolding into the
transmission time (see figure 1).
After a short definition of refineable media streams several approaches to the iterative transmission of these streams are
presented.

2.1 Definition
A media stream is called refineable if and only if it fulfills the following conditions:
All stream data is well-known. In other words, the data to be transmitted must not be discarded right after the
transmission of the first iteration.
This condition is fulfilled in the case of prerecorded video and audio data (i.e. movies). Live transmissions do
not satisfy this constraint because data is created dynamically. Hence, the stream is not finite and the end of the
stream is unknown. However, all data might be recorded to refine the stream in later iterations in order to apply
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iterative streaming to live streams, too.
Information atoms are postulated, representing the smallest units of information in the respective stream. These
information atoms either may be given by the nature of the respective stream, e.g. the single frames of a video
stream, or they may be artificially defined, e.g. groups of sound samples in an audio stream.1
This condition is easy to be fulfilled by media streams, because (common) computers cannot work with
continuous signals: typically, signals are digitized before being processed.
<-- Refining Media Streams

2.2 Vertical segmentation
Probably the easiest way to split the information of a refineable media stream into several layers lies in the time
domain: a subsampling of the respective stream yields the first layer. The resulting stream resembles a scaleable media
stream. All further layers are built in the same way as the first layer.2 Each layer contains only samples the other layers
do not contain, of course (see figure 2). For the sake of an efficient error correction, exceptions from this rule may be
made (see 3.4). This subsampling method is referred to as vertical segmentation.

figure 2: vertical segmentation of a refineable generic media stream
There are two ways to disassemble a media stream into layers according to the vertical segmentation:
The whole layer generation process may be performed statically in advance of the transmission. Number and
size of the single layers have to be fixed before the beginning of the transmission and cannot be adjusted
afterwards.
For well-known transmission channels, heuristics may be employed in order to determine the size of the single
layers. A minimal quality-of-service might be presumed, for instance.
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The alternative to generating the layers statically is their dynamic calculation: The available bandwidth is
continually measured and the subsampling rate is adapted to it. In other words, each layer is composed
dynamically, on-the-fly, while it is being transmitted (see [5]). The single information atoms are delivered justin-time.
With the static approach there is no way to adapt the transmission parameters (i.e. the subsampling rate) to the actually
available bandwidth during the transmission. If the bandwidth significantly decreases - e.g. due to common fluctuations
of bandwidth somewhere in the Internet - concurrent real-time playback and transmission may not be achieved
anymore. On the other hand, if the bandwidth increases above the estimate, it cannot be exploited and will be wasted.
The more sophisticated and flexible approach to vertical segmentation, the dynamic scheme, offers significantly more
potential. Due to the continual observation of several network parameters (e.g. bandwidth), the dynamic variant is
more complicated. Depending on the type of media and the implementation, some problems may arise as discussed for
video streams in chapter 3.
Using vertical segmentation, the transmission of a media stream may be performed concurrently with the presentation
of its contents, which comes at the price of jerky presentation during the first iterations. After the completion of the
transmission, the stream's playback equals to the original.
<-- Refining Media Streams

2.3 Horizontal segmentation
Another method that may be used in order to disassemble refineable media streams is to break up the information
atoms themselves. As postulated in 2.1, an atom itself will not be broken up any further, but its representation may. In
other words, the total amount of information stored in an atom is not sent in one single step, but is distributed over
several layers. Virtually, what is refined are not the media streams themselves, but the single information atoms. First,
a rough approximation of each atom is transmitted and then refined in subsequent iterations of the transmission. This
procedure can be applied to each atom and is referred to as horizontal segmentation (see figure 3).
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figure 3: horizontal segmentation of a refineable generic media stream
Compared to the vertical segmentation, the advantage of this method is improved scaleability: not only may whole
atoms be omitted in a layer, but the size of the atoms themselves may be scaled. This allows an almost perfect
adaptation of the data rate to the available bandwidth.
However, with most easy-to-implement approaches to horizontal segmentation (e.g. defining the color components of
video frames as layers), the limits of adapting the transmission to the bandwidth will be reached rather soon. Hence,
the information atoms should be defined carefully.
Again, iterative transmission of a media stream and its concurrent presentation can be achieved with horizontal
segmentation. Since the resolution of the single information atoms is rather low in the beginning of the transmission,
the playback of the stream's contents will be rather poor during the first iterations - depending on the available
bandwidth. Consequently, the first replays may look as if a low-pass filter had been applied to the atoms. As with the
vertical segmentation, the quality of the presentation rapidly improves - up to that of the original stream after the
transmission has been completed.
<-- Refining Media Streams

2.4 Hybrid segmentation
A third approach to segmentation, the hybrid segmentation, combines the two techniques presented above and is
naturally the most flexible. Again, there are two possibilities to perform the merging:
The approach easier to implement is to apply the vertical segmentation to the original stream first. Then the
horizontal segmentation is applied to the layers generated in the first step, yielding sublayers of each layer (see
figure 4) 3 . This method is referred to as VF4 -hybrid segmentation.
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figure 4: VF-hybrid segmentation of a refineable generic media stream
The alternative is to apply the horizontal segmentation first and then the vertical segmentation to the low-quality
atoms afterwards (HF 5 -hybrid segmentation, see figure 5) 6 .
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figure 5: HF-hybrid segmentation of a refineable generic media stream
Combining both, vertical and horizontal segmentation, the hybrid segmentation provides a flexible and efficient
strategy for disassembling media streams. Allaying the drawbacks of both techniques the advantages of both of them
may be exploited: the effect is minimizing the gaps between the single information atoms transmitted in the first
iteration (due to the subsampling of the vertical segmentation), and maximizing the initial quality (i.e. resolution) of
these atoms (which would be rather poor if only horizontal segmentation was used). The segmentation is said to have a
finer granularity, which allows reacting carefully to fluctuations of the available bandwidth. Furthermore, the hybrid
segmentation allows real-time transmission of media streams in full quality via connections with very low bandwidths,
which would otherwise cause vertical and horizontal segmentation alone to fail.
These advantages come at the price of significant overhead and a complex implementation: sophisticated book-keeping
is needed to track which data has been sent and which has been acknowledged already. If the implementation uses an
unreliable transport protocol like UDP - as strongly recommended to avoid retransmission delays - and performs the
necessary error correction on its own,7 even the error correction gets complicated.
<-- Refining Media Streams

2.5 Summary
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The hybrid segmentation is the most sophisticated, flexible, and elegant way to perform the disassembly of media
streams. On the other hand the implementation, especially regarding the necessary error correction, is not trivial at all.
The retransmission overhead grows dramatically and the algorithm becomes inefficient. Moreover, it has turned out
that for practical use such as the transmission of common video data (e.g. using the Common Interchange Format)
through low-bandwidth channels (with current V.34 modems (33.6 kbps)), the employment of either vertical or
horizontal segmentation suffices.
Recently, considerable effort has been invested in the field of real-time transmission of bulky media streams via lowbandwidth networks - namely the Internet. Basically, they use techniques such as bandwidth negotiation (with and
without renegotiating), or layered respective scaleable media streams (see [4], [10]). All of them sacrifice full-quality
delivery of the data if the available bandwidth drops below a certain limit. Instead, as much data is delivered as the
available bandwidth allows for. This comes at the price of a reduced quality of the presentation.
We introduced a new class of algorithms for transmitting time critical media data in both full quality and real-time via
low bandwidth connections. Three subclasses of these methods were outlined.
<-- Refining Media Streams
<-- Table of Contents

3 The WebMovie System
Having introduced refineable media streams in chapter 2, we will give an overview over the WebMovie system (see
[12], [13]) in this chapter. WebMovie implements refineable media streams with vertical segmentation. It focuses on
the full-quality delivery of video data. The information atoms (see 2.1) are defined as the single frames within a video
stream.

3.1 The architecture
The WebMovie system consists of three components:
the preprocessor prepares the movie data prior to the transmission. The preprocessor computes relevant
information off-line and stores it in a database for future use.
the server transmits a video stream's contents in consecutive iterations (see figure 1).
the client receives the successive iterations of the transmission, recombines them into one video stream (i.e. MJPEG) and presents the movie in real-time concurrently with the reception.
The server and the client communicate via two communication channels: the data channel is used for the transmission
of the movie data, the control channel for the transmission of acknowledgement and control information. The control
channel uses the TCP protocol, which ensures the correct in-order delivery of all data transmitted. This is very
important for the sensitive control data. The data channel uses unreliable UDP in order to implement a sophisticated
error-correction scheme in the WebMovie system (see 3.4). Moreover, the data rate may be chosen by the server.
<-- The WebMovie System

3.2 Data compression
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Several data compression standards are available to encode the image data. The most important ones are methods for
compressing single frames like GIF (see [3]), JPEG (see [7]) on the one hand, and moving picture compression
techniques like H.261 (see [9]), or MPEG (see [6]) on the other hand.
To transmit time-critical media streams, the reduction of the data volume in advance of its transmission is considered
the most important issue. Standards like H.261 and particularly MPEG seem to present the best solution: eliminating
the temporal redundancy between the single frames of a video stream almost completely, compression ratios from 50:1
(H.261, see [16]) up to 200:1 (MPEG, see [16]) may be achieved. The shortcomings of these compression algorithms
are that they produce strong dependencies between the single frames. In other words, decompressing one (differentially
coded) frame typically requests the decompression of other (intra-coded) frames, too. The better the compression ratio,
the stronger these dependencies. Real random access to the single frames of a video stream is not possible. 8
We decided to use JPEG - a compression standard for single frames. The compression ratio may reach from 8:1
(almost original quality) up to 50:1 (poor quality). JPEG does not produce any dependencies between the single
frames, allowing the transmission of the frames in a random order - as needed for vertical segmentation.
In order not to forego the drastically improved compression ratio of temporal redundancy reduction, we use an action
block algorithm in combination with JPEG 9 : each of the 8x8-blocks of a JPEG-coded frame is compared to the
corresponding block of the frame next to this frame, which has been acknowledged already by the client. If no
significant changes can be detected, the respective block will not be transmitted, but reused from the already
transmitted frame.
This additional method allows a significant reduction of the data volume, although we do not achieve compression
ratios in the range of MPEG, which uses motion vectors in addition to differential encoding.
The big difference to H.261 and MPEG is the on-the-fly removal of the temporal redundancy. Moreover, the reference
frame for each frame to be encoded differentially may be chosen on-the-fly considering the frames that have already
been transmitted and the available bandwidth. The latter is an important difference to the schemes found in the
literature: our compression algorithm refers to the last frame transmitted, which is not necessarily the predecessor in
the movie.
<-- The WebMovie System

3.3 Dynamic vertical segmentation
It has turned out that some problems arise if vertical segmentation is used in combination with a dynamic layer
generation: With the dynamic layer generation, the frame to be transmitted next has to be calculated carefully in order
to make its just-in-time delivery possible (as required for real-time transmissions). This calculation crucially depends
on the estimated bandwidth and on the estimated size of the frame to be transmitted next:
The bandwidth is estimated with probe-echo based methods measuring the round-trip-delay as proposed in many
publications (see e.g. [18]).
Estimating the size of the frame to be delivered next is significantly more complicated: the size of a frame depends on
the reference frame used for its differential encoding (see 3.2). It is necessary to encode all frames that are candidates
for being sent next - just to get their sizes. Moreover, this information is not useful anymore as soon as the chosen
frame has been sent because the frame sizes change if they are encoded differentially using another frame as reference.
Hence, the single frames cannot really be delivered exactly just-in-time, only approximately. Obviously, the approach
to encode all candidates for transmission differentially is highly inefficient. Our straight-forward approach is to
estimate the frame size based on the sizes of its predecessors; this linear predictor has proven to be an adequate
heuristic to estimate a differential frame's size.
This method does not work well with scene changes in movies. The reason is that the difference between a picture
before a cut and a picture afterwards is typically drastic. Nearly the entire frame will change and almost no block will
be the same. There are two ways to handle the cut-problem:
file:///C|/Users/Bear/Desktop/new/MM97/text-1.htm[3/15/2010 6:34:36 PM]

Iterative Transmission of Media Streams

It can simply be ignored. This is the way the current prototypical WebMovie system treats the problem.
WebMovie just softens the real-time condition for the presentation resulting in a snap-to-grid approach: if the
frame that is to be presented next according to the real-time paradigm has not arrived yet, the closest
predecessor in the movie is presented instead. Hence, frames that arrive too late for their immediate presentation
according to the common real-time paradigm may be presented anyway. This allows a rapid improvement of the
presentation's quality - especially for long movies - despite the fact that there is no way to deliver frames really
just-in-time.
The alternative and strongly recommended way is to employ an efficient cut-detection algorithm, as e.g.
introduced in [2]. The cuts might be detected in the preprocessing step, similar to the calculation of the data
needed for the action-block method. The first iteration of the transmission might contain key frames, i.e. the first
frames of the single scenes of the respective movie. In further iterations of the transmission, all other frames
might then be encoded very efficiently according to the action-block method because the changes from one
frame to another will typically be minor.
<-- The WebMovie System

3.4 Delayed data retransmission
As mentioned above, using a transport protocol like TCP would foil all perspectives opened up by refineable media
streams: the immediate, automatic error correction with data retransmission and mechanisms like "slow start",
significantly slowing down the data rate after an error occurred, is not suitable for the transmission of time-critical
media streams such as video streams.
However, we have to employ data retransmission eventually because we want to deliver all data in full quality. The
characteristics of iterative transmissions suggest special error-correction algorithms, such as the delayed data
retransmission:
Packets lost due to the unreliable nature of UDP are not retransmitted immediately. Instead, we continue with
transmitting the current iteration as if no data had been lost. Hence, it is possible to maintain the real-time presentation
despite data losses. All data that has not been acknowledged for a certain span of time is considered "unsent". Since
WebMovie composes the layers of the respective stream dynamically, lost data is automatically retransmitted in a later
iteration of the transmission (see figure 6).
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figure 6: principle of delayed data retransmission
After the transmission has been completed, all the data has been delivered. This elegant integration of error correction
into the iterative movie transmission comes at no extra cost to the implementation. It actually reduces the algorithmic
overhead compared to other schemes.
<-- The WebMovie System

3.5 Experimental results
3.5.1 The testbed
Our testbed consists of the WebMovie server running on a PC with an Intel-Pentium-200 CPU and the client running
on a PC with an Intel 80486-66 CPU. The connection is established using a V.34 modem, which allows data rates up
to 33,600 bps. In our experiments we limited the bandwidth to 28,800 bps in order to get results valid for the majority
of Internet users.
<-- Experimental results

3.5.2 The video-clips
To measure the performance of our WebMovie system, we chose three different, short video-clips, all recorded from
television:
The Al Bundy-clip shows Al talking to Kelly. Then Bud and a girl are discovered in a closet. The camera often
pans around in the room and the video contains several cuts. Therefore this frame-sequence is well suited to test
the WebMovie system under worst-case conditions: from one frame to another almost all image-parts can
change. There are hardly any stationary image-parts allowing the action-block algorithm to reduce the data
volume to be transmitted.
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In the Wallace & Gromit cartoon, a penguin-burglar is stealing valuables when he is surprised by the owner.
Since this clip consists of artificially generated scenes, parts of the image are exactly constant - they do not
change at all from one frame to the next. These rather small constant parts of the image have to be transmitted
only once according to the action-block algorithm, so the data volume is reduced significantly. Several cuts in
this clip keep the action-block method from working optimally.
The third clip, a Music Video, shows an excerpt from the music video of Michael Jackson's song "Black or
White". It mainly shows faces of "black and white" women and men morphing from one into another. The
background, a blue wall, is (almost) constant. This clip was chosen because the changes between frames directly
following each other are not too big. There is no cut in the whole movie. This is why the action-block algorithm
can work properly - much better than in Al Bundy and better than in Wallace & Gromit, too.
The characteristics of the three movies are summarized in table 1.
table 1: characteristics of the test movies
Al Bundy

Wallace & Gromit

Music Video

Number of Frames

304

162

608

Frame Dimensions

192x136

240x168

160x120

MPEG (KBytes)

1,057

unknown

76610

JPEG/M (KBytes)

1,632

931

1,427

10

10

10

Frame Rate (fps)
<-- Experimental results

3.5.3 Performance measurements
The parameters measured using the test movies introduced above are listed in table 2: the time from the start of the
transmission until the presentation of the first frame and the time it takes to complete one whole iteration of the
transmission (both measured in seconds). The next two lines contain the average number of frames transmitted during
the first iteration and the total number of iterations of the transmission. Finally, the total transmission time for all
movies was measured. This parameter is given relative to the time needed to transmit the MPEG-compressed movie
sequentially with ftp. In the first approximation, the total transmission time is directly proportional to the amount of
data actually transmitted. Since this parameter is given relatively only, it may be understood as the relative volume of
the transmitted data compared to ftp/MPEG as well.
table 2: results of video transmissions with WebMovie (at 28.8 kbps)
Al Bundy Wallace & Gromit Music Video
Presentation of 1st Frame

< 3 sec

< 5 sec

< 2 sec

Duration of 1st Iteration

30.4 sec

16.2 sec

60.8 sec

Number of Frames in 1st Iteration (average)

10

5

30

Number of Iterations

16

22

20
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Transmission Time relative to MPEG/ftp

125%

< 400 sec 10

135%

According to these results, the first frames of the movies are presented very quickly, only a few seconds after the
beginning of the transmission. During the first iterations of the transmission, frames of all scenes of the respective
movie are presented - not only frames of the movie's beginning. The transmission of every iteration of a movie takes
exactly the same time as the movie's playback in real-time. Hence, the users may watch as many presentations in
improving quality as iterations needed for the transmission. They may observe the progress of the transmission and
abort it at any time.
These advantages concerning presentation-oriented transmitting of the movies are at the expense of the total
transmission time, which increases about 30% compared to the transmission of the movies with standard methods
(plain TCP, e.g. ftp) using the highly efficient MPEG-compression standard. Although not the focus of this research,
the latter result is quite surprising: MPEG's advantage compared to our simple action block scheme is much smaller
than anticipated.
<-- Experimental results
<-- The WebMovie System
<-- Table of Contents

4 Summary and Conclusions
We have introduced the completely new iterative transmission paradigm, which is based on the ideas of scaleable
media streams and combines the advantages of the two conventional paradigms: it makes real-time transmissions of
media streams possible in combination with the delivery of the data in full quality - even via the Internet with its
severely limited bandwidth.
We have shown several approaches to possible implementations of this new transmission paradigm and discussed the
advantages and disadvantages of each of them.
Then we briefly introduced the WebMovie system as a showcase implementation of iterative streaming - focusing on
the transmission of prerecorded video data. A new error-correction mechanism - the delayed retransmission - has been
introduced, which supports the iterative nature of the employed transmission paradigm. Some measurements prove the
potential of iterative streaming: only seconds after the beginning of the transmission first frames are presented - in realtime and not only frames from the beginning of the movie, but from all scenes of the movie. Due to an action-block
algorithm, the data volume is reduced in comparison with the volume of the motion JPEG encoded movie.
It has also been shown that if the data is to be transmitted in full quality the transmission takes up about 130% of the
time needed by using the conventional file transmission paradigm (e.g. FTP) - in combination with MPEG
compression. However, the file transmission paradigm does not allow real-time presentation of the movie concurrently
with the transmission, thus straining the patience of the user.
The client software - a Netscape plug-in currently available for Windows95 only - can be downloaded at [13]. The
reader is invited to test it with our WebMovie server (see [13]) in order to get a demonstration of iterative streaming.
Iterative streaming is well-suited for any field of application where the data is eventually needed in full quality, for
instance for video on demand. Moreover, users may save a lot of time and storage capacity: they may choose the
quality in which they want to have the data. The transmission may be gracefully aborted at any point of time during
the transmission. The data is not stored in full quality if the transmission is interrupted.
<-- Table of Contents
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5 Future Work
The WebMovie system is currently implemented as a prototype only. Although all basic functionality is available in
this prototype, there are many items to be improved and optimized. The following three paragraphs may give an idea
of what needs to be done next to make the WebMovie system even more attractive:
One of our future goals is to alleviate the main drawback of our compression scheme: the data volume to be
transmitted is still higher than it could be using MPEG-compression. A further reduction of the data volume may
be performed by adapting the encoding of the video data to be transmitted even more to the standards proposed
in [6], [8], or [9], e.g. dynamically creating motion vectors.
Another really interesting field of research is the improvement of the scalability of the iterative movie
transmission. The current version of WebMovie only performs a segmentation of the movie information by
sending the single pictures out-of-order. Actually, there are many other methods to break up this information:
instead of using the vertical decomposition of the movies' information into levels of frame rates, a horizontal
decomposition into levels of image quality might be performed as well (see [12]). Improved JPEG-standard
algorithms like successive approximation or spectral selection might be used (see [7]).
The iterative strategy for data transmission shown in this paper has been applied to the WebMovie system,
which has been designed to transmit video data via low bandwidth communication channels. As mentioned
above, the strategy itself may be applied to almost any type of media - not only video.
In order to provide a full movie transmission system, the current WebMovie system might be extended by
facilities for the iterative transmission of high-quality audio streams. Audio may be delivered in telephony
quality during the first iteration of the transmission - to be improved to high-fidelity in further iterations.
<-- Table of Contents

6 Bibliography
[1]
Amir, E., McCanne, S., Zhang, H. "An Application-level Video Gateway". Proceedings of the 3rd ACM
International Conference on Multimedia. San Francisco, CA, November 1995.
[2]
Arman, F., Hsu, A., Chiu, M. "Image Processing on Compressed Data for Large Video Databases". Proceedings
of the 1st ACM International Conference on Multimedia. August 1993.
[3]
CompuServe Incorporated. on-line.GIF89a Specification. Online document available at URL
http://www.w3.org/pub/WWW/Graphics/GIF/spec-gif89a.txt, 1990.
[4]
Dasen, M., Fankhauser, G., Plattner, B. An Error Tolerant, Scalable Video Stream Encoding and Compression
for Mobile Computing. ACTS Mobile Summit 96. Granada, Spain, November 1996.
[5]
Hoffman, D., Speer, M., Fernando, G. "Network Support for Dynamically Scaled Multimedia Data Streams".
Proceedings of 4th International Workshop on Network and Operating System Support for Digital Audio and
Video: pp. 251-262. Lancaster, UK, 1993.
[6]
ISO 11172. Information technology - Coding of moving pictures and associated audio for digital storage media
file:///C|/Users/Bear/Desktop/new/MM97/text-1.htm[3/15/2010 6:34:36 PM]

Iterative Transmission of Media Streams

at up to about 1,5 Mbit/s. International Organization for Standardization, Geneva, 1993.
[7]
ISO 10918, ITU-T Rec. T.81. Information Technology - Digital compression and coding of continuous-tone still
images. International Organization for Standardization, Geneva, 1992.
[8]
ISO 13818. Information technology - Generic coding of moving pictures and associated audio information.
International Organization for Standardization, Geneva, 1996.
[9]
ITU-T Rec. H.261. Video Codec for Audiovisual Services at px64 kbit/s. International Telecommunication
Union, Geneva, 1990.
[10]
Krishnamurthy, A., Little, T.D.C. "Connection-Oriented Service Renegotiation for Scalable Video Delivery".
Proceedings of the 1st IEEE International Conference on Multimedia Computing and Systems: pp. 502-507.
Boston, MA, May 1994.
[11]
McCanne, S., Jacobson, V. "vic: A Flexible Framework For Packet Video". Proceedings of the 3rd ACM
International Conference on Multimedia. San Francisco, CA, November 1995.
[12]
Merz, M. Iterative Refinement of Video Streams. MSc thesis, University of Ulm, Germany, 1996.
[13]
Merz, M. The WebMovie Homepage. Online document available at URL http://www-vs.informatik.uniulm.de/Mitarbeiter/Merz/webmovie/index.html, 1996.
[14]
Rowe, L. A., Smith, B. C. "A Continuous Media Player". Proceedings of the 3rd International Workshop on
Network and OS Support for Digital Audio and Video. San Diego, CA, 1992.
[15]
Rowe, L. A., Patel, K. D., Smith, B. C., Liu, K. "MPEG Video in Software: Representation, Transmission, and
Playback". Proceedings of the IS&T/SPIE High Speed Networking and Multimedia Computing. San Jose, CA,
February 1994.
[16]
Smith, B. C. A Survey of Compressed Domain Processing Techniques. Online document available at URL
http://www.uky.edu/~kiernan/DL/bsmith.html.
[17]
Smith, B. C. Implementation Techniques for Continuous Media Systems and Applications. PhD thesis, University
of California, Berkeley, CA, 1993.
[18]
Tanenbaum, A. S. Modern Operating Systems. Prentice-Hall, 1992.
[19]
Wolf, K. H., Froitzheim, K., Weber, M. "Interactive Video and Remote Control via the World Wide Web".
Interactive Distributed Multimedia Systems and Services: pp. 91-104. Springer, Berlin, 1996.
<-- Table of Contents

Endnotes
1

However, the internal representation of these atoms can possibly be broken up further (see 2.3).

2

This subsampling is always possible due to the postulation of information atoms (see 2.1). It may be performed at
least based on the respective stream's atoms.
3
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An already existing vertical segmentation may be subsequently extended very easily by horizontal methods.
4

vertical first

5

horizontal first

6

It has turned out that this procedure requires much more bookkeeping than the VF-hybrid, since the information
atoms have been broken up in the first step already.

7

Since the complete stream information needs to be transmitted without omitting a single byte, data retransmission
mechanisms must be provided - in contrast to scaleable media streams.

8

We considered several publications (e.g. [14], [15], [17]) on software providing full VCR functionality for MPEGencoded data. All of them have to decode several frames in order to get a B-frame, for instance because the
information atoms of an MPEG stream are the "groups-of-pictures" (see [6]), which, however, are too large for our
purposes.

9

Our action block approach is very similar to the "Intra-H.261" as proposed in [11].

10

This movie has been converted with the ImageMagick-public domain software (available at ftp://sunsite.cnlabswitch.ch/mirror/MachTen/applications/68k/X11/graphics) from the MPEG format into the motion JPEG format.
11

This movie was initially motion JPEG coded.

<-- Table of Contents
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Abstract
Multimedia functionality has become an established component of core computer workloads. MPEG-2 video decoding
represents a particularly important and computationally demanding application example. Instruction set extensions like
Intel's MMX significantly reduce the computational challenges of this and other multimedia algorithms. However,
memory subsystem deficiencies have now become the major barrier to increased performance, partly as a consequence
of this improved CPU performance. Decoding MPEG-2 video data in software makes significant bandwidth demands
on memory subsystems, which is seriously aggravated by cache inefficiencies. Conventional data caches generate
many times more cache-memory traffic than required, at best double the minimum necessary to support decoding.
Improving efficiency requires understanding the behavior of the decoder and composition of its data set. We provide
an analysis of the memory and cache behavior of software MPEG-2 video decoding, and lay out a set of cacheoriented architectural enhancements which offer relief for the problem of excess cache-memory bandwidth. Our results
show that cache-sensitive handling of different data types can reduce traffic by 50 percent or more.
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1 Introduction
Multimedia computing has become a practical reality, and computer architectures are changing in response. Extensions
for continuous media processing are a current or planned part of every market-leading instruction set architecture, as
shown in Table 1. The primary feature of these extensions is SIMD-style processing of small data types. While
contemporary microprocessor datapaths are 32 or 64 bits wide, multimedia data usually consists of 16-bit or 8-bit
integers. Furthermore, multimedia algorithms commonly feature an abundance of data parallelism. Therefore,
modifying wide datapaths to process multiple small data types in a single instruction promises significant performance
improvements.
Architecture
ISA Extension
x86
MMX (MultiMedia eXtensions)
SPARC
VIS (Visual Instruction Set)
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PA-RISC
Alpha
MIPS
PowerPC

MAX-2 (Multimedia Acceleration eXtensions)
MVI (Motion Video Instruction)
MDMX (MIPS Digital Media eXtensions)
VMX (Video and Multimedia eXtensions)*

Table 1. ISA multimedia extensions for popular architectures (* = proposed)
All of these extensions are targeted, at least partially, at MPEG-2 video decoding. Collectively, they mount a
formidable assault on its computational complexity. Unfortunately they largely fail to address the significant challenge
of MPEG processing for memory subsystems, which have become the primary performance bottleneck. The high data
rate, large set sizes, and distinctive memory access patterns of MPEG exert a particular strain on caches. Manipulating
standard parameters (cache size, associativity, and line size) fails to cost-effectively reduce excess memory traffic.
While miss rate levels are acceptable, standard caches, even very large and highly associative ones, generate
significant excess cache-memory traffic. Multimedia instruction extensions actually exacerbate this problem by
enabling the CPU to consume and produce more data in fewer cycles.
This cache inefficiency is seriously limiting for desktop multitasking systems. A foregrounded video process can
potentially cripple communications, print spooling, system management, network agent, and other background tasks.
The video playback may also suffer from dropped frames, jitter, blocking, or other annoying artifacts. For lowpower/cost systems and information appliances, cache inefficiency can have a direct cost impact, requiring the use of
faster or higher capacity components than strictly necessary to achieve specified functionality at the required quality
level. This can drive up system cost, increase power consumption, or even prevent implementation.
To explore the cache efficiency problem and its solutions, we examine the traffic and data cache behavior of an
MPEG-2 decoder running Main Level streams on a general-purpose microprocessor. Trace-driven cache simulations of
typical sequences reveal the memory behavior of the decoder. We show that, contrary to some predictions, there is a
benefit to even relatively small, simple caches. However, even very large and complex caches generate significant
excess traffic. An analysis of the data types utilized by the decoder and their patterns of access provides the basis for
proposed architectural enhancements. We also show that even relatively simple measures, such as selective caching of
specific data types, can dramatically improve efficiency, reducing cache-memory traffic by 50% or more for a wide
range of cache sizes.
<-- Table of Contents

2 Background
Consider the problem of decoding MPEG-2 in software on a general-purpose computing platform. The machine type
of primary interest is a typical desktop PC or workstation, as envisioned in Figure 1. The diagram also illustrates the
typical flow of video data in the system. Imagine the user is viewing, for example, an entry in a multimedia
encyclopedia. Compressed data is transferred from the file system (e.g. CD-ROM or hard disk) by direct memory
access (DMA) and buffered in the main memory. The CPU reads the data through its cache hierarchy and writes the
decoded, dithered RGB video, one frame at a time, to main memory where it is stored in an image of the displayed
video window. Finally, another DMA transfer brings the video data to the frame buffer where it eventually appears on
the display.
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Figure 1. Typical desktop machine with software MPEG-2 decoding traffic
It is clear that there is a large amount of data, much of it time-sensitive, being transferred through the system. Most of
this is concentrated on the main system bus. At the very least, there are two streams each of encoded and decoded
video being concurrently transferred in and out of main memory, amounting to a minimum sustained load of 63
Mbytes/s. This ignores the bandwidth required by other applications running on the system and sharing interconnect,
main memory, and peripherals. Any excess memory traffic generated by cache inefficiency will further exacerbate this
situation. Unfortunately, our simulations indicate that standard caches generate at least twice the minimum required
level of cache-memory traffic, typically many times more, amounting to a significant strain on system capacity. The
result is some combination of dropped frames, reduced frame rate, and degradation of overall system performance.
<-- Table of Contents

3 MPEG Overview
Appreciating the challenges of supporting video decoding requires some understanding of the MPEG standard [4].
MPEG attacks both the spatial and temporal redundancy of video signals to achieve compression. Video data is broken
down into 8 by 8 pixel Blocks and passed through a discrete cosine transform (DCT). The resulting spatial frequency
coefficients are quantized, run-length encoded, and then further compressed with an entropy coding algorithm. To
exploit temporal redundancy, MPEG encoding uses motion compensation with three different types of frames. I (intra)
frames contain a complete image, compressed for spatial redundancy only. P (predicted) MPEG frames are built from
16 by 16 fragments known as macroblocks. These consist primarily of pixels from the closest previous I or P frame
(the reference frame), translated as a group from their location in the source. This information is stored as a vector
representing the translation, and a DCT-encoded difference term, requiring far fewer bits then the original image
fragment. B (bidirectional) frames can use the closest two I or P pictures - one before and one after in temporal order as reference frames. Information not present in reference frames is encoded spatially on a block-by-block basis. All of
data in P and B frames is also subject to run-length and entropy coding.
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Figure 2. Typical sequence of MPEG frames, showing interframe dependencies
Figure 2 shows the interframe dependencies of the different frame types, superimposed on the displayed frame order.
For decoding, these frames must be processed in the non-temporal order [1,4,2,3,7,5,6,10,8,9], which is a result of
these dependencies. Interframe dependencies and the properties and sequence of frame types determine in critical ways
the flow pattern of MPEG data and the nature of the hardware support required.

Figure 3. MPEG bitstream structure
The decoder reads the MPEG data as a stream of bits. Unique bit patterns, known as startcodes mark the division
between different sections of the data. The bitstream has a hierarchical structure, shown in simplified form in Figure 3.
A Sequence (video clip) consists of groups of pictures (GOP's). A GOP contains at least one I frame and typically a
number of dependent P and B frames; Figure 2 shows a possible GOP of 9 frames (pictures) followed by the I frame
of the subsequent GOP. Pictures consist of collections of macroblocks called slices. The ``headers'' shown at each
level contain parameters relevant to each bitstream type but no actual image data.
<-- Table of Contents

4 Related Work
Deficiencies in the MPEG-2 decoding performance of systems are being actively addressed. This section discusses
several significant methods for performance enhancement under investigation by researchers both in industry and
academia. Some of these are merely proposals, while others have already been implemented in hardware or are
forthcoming. We explore the benefits and disadvantages of each approach, and assess its impact on the problem of
excess cache-memory bandwidth.
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4.1 Media Processors
A new breed of microprocessor, the so-called ``media processor'' has emerged in just the past few years. These chips
combine programmability with specialized hardware to support multiple concurrent multimedia operations, including
MPEG-2 decoding, and usually reside on peripheral cards in desktop systems. Their manufacturers, which include
Chromatic Research, Fujitsu, Mitsubishi, Philips, and Samsung, claim that media processors are the best present and
long-term solution for providing multimedia functionality in computer systems, not the host CPU.
To their advantage, media processors yield reduced memory bandwidth requirements, since they deal in compressed
data, and take a significant computational load off the host. They are also good at handling the real-time constraints of
multimedia, while present-day operating systems and memory hierarchies are not. Finally, present-day multimedia
functions consist of a limited set of operations, tied to international standards, an efficient target for highly specialized
solutions.
However, performing multimedia functionality with the host processor is inherently less expensive than using extra
specialized hardware. Memory systems are also improving to meet the needs of multimedia, as illustrated by Intel's
AGP and Direct RDRAM initiatives. Operating systems are also likely to become more real-time oriented as they
evolve. More fundamentally, multimedia data are a new first-order data type, on the same order as floating-point.
These functions are becoming central to what computers do, not ``peripheral'' like mass-storage or printing. As
applications evolve, media and other operations will become more and more interleaved - someday viewing a video
clip will be as seamless as reading e-mail or editing a spreadsheet. Host multimedia processing best supports the
construction of highly integrated, fully featured, yet portable applications. Hardware integration trends and the
powerful vested interest of CPU manufacturers also favor this outcome.
Nevertheless, parts of video processing are likely to remain in specialized hardware for quite some time, such as color
space conversion, scaling, and dithering. These are straightforward to implement in hardware, and to a large extent not
data-dependent and therefore not subject to pipeline hazards and other impediments. These are more akin to truly
``peripheral'' operations.
<-- Related Work

4.2 SIMD Instruction Extensions
Multimedia instruction extensions such as MMX, VIS, MAX-2, and the others in Table 1, achieve speedup primarily
through performing SIMD-style operations on multimedia data types. These ISA enhancements are an essential step to
improving microprocessor performance on multimedia applications - as well as insuring the continued viability of host
processing. However, these operations tend to increase rather than relieve the strain on memory bandwidth. By
consuming more operands per unit time, multimedia instructions expose the underlying weakness of the cache, system
bus, and main memory. The caches in the MMX-enhanced Pentium are double the size of those in the earlier Pentium
for this very reason. Intel researchers even blame the below expected speedup on MPEG with MMX on memory and
I/O system deficiencies [9].
<-- Related Work

4.3 Video/Graphics Data Buses
There have been proposals for implementing special interconnect to transfer image data from the host processor to the
frame buffer, bypassing slower general-purpose I/O buses. The Intel Advanced Graphics Port (AGP) is the most
prominent such effort, intended to provide a proposed direct link between main memory and the graphics subsystem.
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While primarily meant to support the high bandwidth of 3D graphics rendering on the host processor, it is a definite
boon to video as well. This method provides another significant way to boost the capabilities of host multimedia
processing relative to custom hardware solutions. However, it does nothing in and of itself to alleviate cache-memory
traffic waste or reduce overall memory-system bandwidth needs. The undiminished requirement for extremely highbandwidth memory is reflected in Intel's support of the Rambus architecture for future PC memory systems.
<-- Related Work

4.4 Prefetching
Hardware prefetching has been suggested as a remedy for inadequate MPEG performance [11]. Yet it is primarily
promoted as a means to reduce miss rates and without much consideration of cache-memory traffic, which tends to
increase with prefetching, especially the more aggressive schemes. Prefetching is essentially a form of latency hiding;
for memory-bound problems, it merely exposes underlying bandwidth problems, and tends to generate excess memory
traffic of its own. Selectively applied, prefetching may provide a boost to compute-intensive phases of MPEG and
other multimedia algorithms. However, the emphasis of our research is not so much on getting values into the cache
early, but keeping them around for as long as they are needed.
<-- Related Work

4.5 Our Approach: Cache-Oriented Enhancements
The methods discussed above largely bypass the issue of excess cache-memory traffic, while some of them even
exacerbate the problem. None of them directly target the issue of cache inefficiency. Even prefetching focuses on
reducing miss rates at the possible expense of memory traffic. We suggest a different type of solution, driven by the
internal dynamics of the decoder itself. Exploiting knowledge of individual data types - their sizes, access types, and
access patterns - can lead to effective architectural solutions to cache inefficiency.
<-- Related Work
<-- Table of Contents

5 Experimental Setup
Solving the problem of excess cache-memory traffic requires first establishing its extent, and how critical system
parameters affect this behavior. Our results come from trace-driven cache simulations of video stream decoding. The
clips themselves are progressive MPEG-2 Main Level sequences, with a resolution of 704 by 480 pixels at 30 frames/s,
and a compressed bitrate of 6 Mbits/s. These are comparable in perceptual quality to conventional analog broadcast
(e.g. NTSC, PAL). Sequences are chosen as representative of different types of programming.

5.1 Machine and Software Environment
For experimental purposes we use a simplified machine model, limiting the microprocessor to a single level of
caching. We further assume that MPEG-2 decoding is the only active process. The decoder is a version of
mpeg2decode from the MPEG Software Simulation Group [1], running on a SuperSPARC processor under Solaris.
This decoder has the advantage of portability and relative system independence, with the disadvantage that
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performance is suboptimal for any given architecture. Since it originates with the body responsible for MPEG, it is
closely written to comply with that standard. Finally, it has the essential feature for research purposes of being
available in source code form.
We have chosen to treat the decoder implementation as a given, implementing minimal modification to support
integration with our simulation tools. Trace generation is performed by QPT2 (the Quick Profiler and Tracer) [6], a
component of the Wisconsin Architectural Research Toolkit (WARTS). We have implemented the cache simulator,
Pacino, to support the unique qualities of continuous media applications. These are considerably different from
conventional benchmarks of the SPEC variety in their consumption and production of data, and interaction with the
operating system.
<-- Experimental Setup

5.2 Steady-State Simulation
To limit the considerable storage and CPU cycle requirements of trace-driven simulation, we restrict each run to one
GOP, the largest logical bitstream unit below a sequence. Simulations run as if at steady state - i.e. preceded and
followed by a large number of other GOP's, as if plucked from the middle of the sequence. This eliminates the side
effects of program startup and termination. To achieve this the results of running initialization code are not logged, the
cache is primed with data to avoid the effects of cold start, and dirty lines are not flushed at the end of the GOP.
<-- Experimental Setup

5.3 Color Space and Bandwidth
The simulation framework implements one significant performance optimization beyond the generic hardware model.
Decoded video is sent to the frame buffer in 4:2:0 YCrCb form, the native representation of MPEG, rather than 4:4:4
RGB. YCrCb is a color representation with one luminance (grayscale) and two chrominance components per pixel,
rather than one each of red, green, and blue. In 4:2:0 YCrCb, the chrominance components are subsampled in both
dimensions. We assume that upsampling, color space conversion, and any dithering are done on the fly by the video
display subsystem. These features are becoming common in workstations and budget PC video accelerators alike.
According to prior work on MPEG-1 decoders, this processing can account for almost 25% of total execution time if
performed in software [8]. In addition, the 4:2:0 representation of an image is only half the size of the 4:4:4 version,
reducing the minimum sustained system bus load to 31.5 Mbytes/s. Finally, these conversion operations account for so
many memory and instruction references that they make trace-driven simulation prohibitive - a sufficiently compelling
reason to avoid them.
<-- Experimental Setup
<-- Table of Contents

6 Cache Simulation Results
Trace-driven cache simulations clarify how data requests from the MPEG-2 decoder translate into what traffic is seen
by the memory. First of all, there is a distinct benefit to caching video decoder data, even using naive, generic
schemes. It has occasionally been suggested that caches are critically inefficient for video data. Accordingly, several
media processors dispense with data caches altogether in favor of SRAM banks - essentially large register files -
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managed by software [5,3,2]. Yet we have found that despite the large set sizes and the magnitude of data consumed
and discarded, there is sufficient re-use of values for caching to significantly reduce the required memory bandwidth.
For example, decoding one Group Of Pictures from a typical MPEG-2 stream generates 2.1*10exp(8) memory
requests. A 16 Kbyte, direct-mapped cache generates 3.9*10exp(7) words of memory traffic. If we estimate
conservatively that each word of cache data represents a memory request, then even a relatively small, simple cache
keeps almost 85% of traffic off of the memory bus. In fact, caches typically load several words at a time, while many
CPU memory requests are for data types smaller than a word. Therefore, data caches can make far more efficient use
of available memory bandwidth than registers alone. Even very clever register management would have trouble
competing with anything but the smallest caches, so even information appliance-type platforms might benefit from
implementing an actual cache.
The remainder of this section examines in more detail how the basic parameters of a simple cache (cache size, set
associativity, and line size) affect memory traffic as well as misses. All of the caches in our simulations implement a
write-back policy on replacement. Not only is this the most popular write policy in actual implementations, but it
typically generates far less memory traffic than write-through, the best alternative. Write-allocate, where a write miss
causes the loading of the associated line, is also a common feature of all simulated caches.
If we assume a ``perfect'' cache, the traffic required to support decoding is equal to the size of encoded stream, which
is read in from memory, plus the decoded video data, which is written back. This absolute minimum cache-memory
traffic is used as a yardstick to compare the performance of different configurations in our simulations.

6.1 Cache Size
The size of a cache is its most significant design parameter, certainly from a cost standpoint. Because cache size
usually increases or decreases by factors of two, the decision of how large a cache to implement in a system is pivotal.
For Main Level MPEG-2 decoding, the cache-memory traffic as a function of cache size and associativity shows little
variation between video sequences. Figure 4 shows a representative plot, assuming a standard line size of 32 bytes.
This is superimposed on a surface showing the minimum possible cache-memory traffic for the sequence, consisting of
the encoded and decoded video streams combined.

Figure 4. Typical cache-memory traffic for MPEG-2 Main Level decoding, over minimum possible traffic level
The most prominent feature of the traffic function is a large plateau, at a level of 6.3 times the minimum value. Except
for direct-mapped caches, which produce a peak of 16 times the minimum, cache-memory traffic changes little with
increasing cache size for most of the range. Traffic starts to roll off at 1 Mbyte, and plummets at 2 Mbytes. This
reflects the 2 Mbyte size of the decoder data set. Larger caches show negligible improvement, with the additional space
providing no extra benefit. However, the smallest measured value is still almost 2 times higher than the minimum
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possible value.
These data imply that a 32 Kbyte cache is just as good - or bad - for MPEG-2 Main Level decoding as a 64 Kbyte or
128 Kbyte one, for example. Improving on cache-memory traffic requires a 1 Mbyte cache or higher, but a 2 Mbytes
or larger cache only brings traffic down to double the absolute minimum, leaving plenty of room for improvement.
<-- Cache Simulation Results

6.2 Associativity
Increasing set associativity is a popular method for getting higher performance out of smaller caches. The memory
traffic effects of varying set associativity are also visible in Figure 4. Going from a direct-mapped cache to a 2-way
set-associative one can reduce memory traffic by as much as 50% for small caches. Increasing associativity to 4 can
squeeze out almost another 10% improvement over the direct-mapped case. Set sizes of greater than 4, however, show
minimal benefit across all cache sizes. Since increasingly higher levels of associativity add considerably to cache cost,
complexity and access time, such enhancements are not justified.
While memory traffic is the primary focus, we would prefer to not adversely affect miss rates. As a function of cache
size and set associativity, miss rates show the same behavioral pattern as memory traffic. However, unlike for cachememory traffic, the performance is more than satisfactory, with an average value below 0.5%.
<-- Cache Simulation Results

6.3 Line Size
Line size, another fundamental parameter, is less costly to experiment with than cache size. Subblock placement can
help decouple the size of cache lines and that of the memory bus. Unfortunately, there is contention between miss rate
and memory traffic minimization. Low miss rates call for larger lines than the typical 32 bytes, as illustrated in
Figure 5. Larger lines tend to provide superior spatial locality, but require more data to be read and possibly written
back on a miss. For this reason, minimal memory traffic occurs with the smaller lines. This relationship is readily
apparent in Figure 6, where for the smallest caches, the largest line sizes lead to cache-memory traffic almost 200
times the absolute minimum.

Figure 5. Typical miss rates for MPEG-2 Main Level decoding over different cache sizes
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Figure 6. Typical cache-memory traffic for MPEG-2 Main Level decoding over different cache sizes
Balancing the demands of miss rates and memory traffic requires further investigation. For the time being, maintaining
the ubiquitous 32 byte line size seems sensible. The interests of memory traffic reduction argue against a switch to
larger values.
<-- Cache Simulation Results

6.4 Summary
It is clear that conventional cache techniques provide limited relief from excess cache-memory traffic. The simplest
way to improve memory traffic and miss rates is to have a very large cache - but a large cache is not always feasible,
and simulations show that improving MPEG-2 decoding performance requires very big caches. In any case, one would
prefer to extract better performance from smaller, lower-cost resources, improving performance through increased
efficiency rather than brute force.
<-- Cache Simulation Results
<-- Table of Contents

7 Decoder Internal Analysis
This section explores the internal functioning of a software-based MPEG-2 video decoder, as a first step to explaining
and rectifying its suboptimal use of cache resources. First, we dissect the different kinds of data used by the decoder,
including compressed input data, image output data, and all of the intermediate types. Second, we examine how these
data objects are used in the process of decoding, and how this affects the performance of the cache.

7.1 Data Set Composition
The data set of an MPEG-2 decoder - the information that must be available to the program in the course of its
execution - consists of several different data types which serve distinct purposes. As a result, they are quite
heterogeneous with respect to the types and patterns of access utilized by the decoder, as well as the amount of
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memory space required. The following classes account for the global and static local values in user space.
Input. The compressed MPEG-2 sequence; data are read in series from a fixed-size buffer and refreshed by
system calls.
Output. Uncompressed picture data in YCrCb format, stored in a video window image buffer. This data type is
write only -- written but never read by the CPU. System calls transfer each completed picture into the frame
buffer.
Tabular. Static, read only information used in the MPEG decoding process, such as various lookup tables.
Reference. The current frame and the previously decoded frames used to reconstruct it (up to two for a B frame),
in YCrCb form.
Block. The DCT coefficient and pixel values for a single macroblock.
State. Values incidental to the settings and operation of the decoder, yet not part of the image data per se.
This partitioning of data types may not be explicit within the decoder source, but represents an abstraction at a higher
level of the data needed for decoder operation. Most of these data types are both read and written. The exceptions are
the tabular data, which are read only, and the the output data which is write only. Within a memory hierarchy, reading
and writing are not symmetric operations. Read misses and write misses in caches have very different latencies. The
fact that some MPEG decoder data types are only read or written can be exploited for performance optimization.
The essential properties of the different data types are summarized in Table 2. Note how in terms of size, the reference
and output types completely dominate the others. With respect to caching, this means that their presence will tend to
repeatedly expel the other types from the cache, except for very large data caches. It doesn't matter how many times the
other values are re-used. Capacity limitations alone will insure that reference and output data, when updated, will
throw the other data types out.
Fraction of
Data Type Access Type Size References
Input
read/write
2 KB
2.7%
Output
write only
500 KB
3.9%
Tabular
read only
5 KB
5.5%
Reference read/write 1500 KB
23.7%
Block
read/write
1.5 KB
31.4%
State
read/write
0.5 KB
25.6%
Table 2. Summary of decoder data types, sizes, access types, and proportion of memory references accounted for
Ranking the data types in terms of the number of references rather than by size gives a very different picture. Block
and state data account for by far the most memory requests. Reference data is next, but output data is in next to last
place, accounting for 8 times fewer memory requests than block data. Note that the percentages don't add up to 100%;
approximately 7.2% of data references are due to temporary variables and library functions.
<-- Decoder Internal Analysis

7.2 Decoder Program Flow
The hierarchical composition of the MPEG bitstream, and its intrinsic sequentiality constrain the structure of the
decoder program. Figure 7 shows the phases of operation for a single GOP from the perspective of data accesses. As
the diagram makes evident, execution proceeds as a set of nested loops corresponding to different data levels in the
bitstream as shown in Figure 3. The ``initialization'' and ``termination'' blocks represent the operations excluded by
steady-state simulation.
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Figure 7. Model of MPEG-2 software decoder showing phases of operation for a GOP
Table 3 shows which data types are accessed in the different phases of operation. Parsing header information and
reading in block data involves operating on relatively small data types, and results in a small active cache set.
However, during reconstruction, the decoder accesses portions of the reference frames and copies them into the frame
currently under construction. The Inverse DCT (IDCT) phase focuses on smaller data types, but merging the decoded
pixels back into the new picture requires once again accessing large data types. Writing the completed frame requires
traversing significant portions of reference and output data. Notice that the decoder accesses state data on a fairly
continuous basis.
Phases of
Operation
read headers
read block
reconstruct MB
IDCT
merge MB data
write frame

Data Types
input output tabular reference block state
X
X
X
X

X

X
X

X
X

X
X

X
X

X
X
X
X
X

Table 3. Data types accessed in each phase of decoder operation
Each iteration through the macroblock loop accesses a new portion of one or two reference frames. Each new P or B
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frame repeats this traversal through its reference frame(s), recalling significant fractions ofeach frame back into the
cache. During the ``write frame'' phase, the decoder spends most of its time copying the current frame from the
reference space to the output space. For all but the largest caches, this has the effect of flushing out almost everything
except video data for the next displayed picture. The other data types will have to be reloaded for each new picture, or
possibly several times a picture for small caches, resulting in wasted cache-memory traffic.
<-- Decoder Internal Analysis

7.3 System and Audio Interaction
Our simulations assume that MPEG video decoding is the only active process. In reality, video is usually viewed in
conjunction with audio data, which requires the concurrent execution of an MPEG audio codec and an MPEG system
parser to de-multiplex and synchronize the two media. We expect that running these other processes will not
dramatically affect our results, since the amount of data they operate on at any given time is relatively small. The net
effect is that of having a slightly smaller cache, and our simulations show that memory traffic levels are fairly
insensitive to small changes in cache size. Nevertheless, the presence of these other programs is a good argument for
keeping the cache footprint of the video data as small as possible.
<-- Decoder Internal Analysis
<-- Table of Contents

8 Cache-Oriented Enhancements
Our analysis of decoder behavior and data composition motivates a specific approach to performance optimization,
where the goal is to improve cache efficiency for video decoding without adversely impacting other performance
metrics or other applications. In particular, there are great potential benefits in treating different data types distinctly,
guided by their different sizes, access types, and access patterns.
For example, write-only values, like video output data, are clearly a waste of cache space. Likewise, while block and
state data account for most of the memory requests, their relatively small size means that larger data types, like
reference data, systematically crowd them out of the cache. Preventing blatant cache pollution and the predation of
small data types with high re-use can yield considerable cache-memory traffic savings. To this end, we are evaluating
the following traffic-reduction techniques.
Selective Caching. Exclude specific data from the cache.
Cache Locking. Reserve selected cache lines for particular data objects; lines are untouched by cache
replacement while locked.
Scratch Memory. Implement a small portion of addressable system memory on the processor - not as cache - for
storage of small, frequently-used data.
Data Reordering. Perform cache-conscious modifications of decoder memory accesses.
Cache Partitioning. Allocate different sections of the cache to different data types.
Many of these methods are relatively simple to implement, and most have precedents in other architectures since they
have performance benefits beyond video decoding. Perhaps their efficacy for MPEG-2 processing might encourage
their broader adoption in architectures. In any case, the main challenge is to successfully apply these various
techniques in a manner that enhances decoder performance while avoiding excessive cost and complexity. The
remainder of this section considers each method on its own.
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8.1 Selective Caching
Data objects with no possibility of re-use steal cache space from other data, which leads to excess memory traffic
when the excluded data are loaded in once again. Video output data is a perfect example, since it is written but never
read by the CPU, and occupies a fairly large amount of space. Bypassing the cache entirely in favor of direct storage to
main memory promises more efficient use.
In our simulations, we have found that excluding video output data alone from the cache reduces cache-memory traffic
by up to 50%. Across the configurations considered, not caching video output yields a 25% reduction on average.
Improvements in cache-memory traffic are global, yet the shape of the curve is not substantially modified. The plateau
out to 512 Kbytes persists, as does the swift drop down at 2 Mbytes. Excluding output data is even more helpful for
miss rates, which drop by a maximum of 85% from earlier levels, and 60% on average.
There are several distinct ways of implementing this feature. In the PA-RISC architecture, the load and store
instructions can contain ``locality hints'' which signal that the data referred to is unlikely to be used. If supported by
the particular implementation, the processor can elect to bypass the cache with the data [7]. The UltraSPARC has
block load and store instructions, which move groups of data directly between registers and main memory at high
speed [10]. This approach allows for potentially more efficient use of processor bandwidth. Finally, the PowerPC
architecture provides for marking areas of memory as non-cacheable. Once marked, data is transparently and
automatically transferred between registers and memory buffers. The cache hint and block load/store approaches
require more explicit programming effort.
<-- Cache-Oriented Enhancements

8.2 Cache Locking
One way to protect small but frequently reused data types, like input, state, and tabular values, from victimization by
raw video data is to lock the parts of the cache which contain the vulnerable data. While locked, these cache lines are
invisible to the replacement algorithm, and the contents will not be thrown out only to be re-loaded when needed
again.
This is accomplished by special machine instructions which execute the locking and unlocking. There are two basic
variations on this technique. Static locking simply freezes the tag and contents of the affected line, allowing for the
writing of values but not replacement; the line is associated with the same portion of main memory until unlocked.
Dynamic locking is somewhat more flexible, treating locked lines as an extension of the register set, with special
instructions to copy contents directly to and from main memory. This scheme is used in the Cyrix MediaGX processor
to speed the software emulation of legacy PC hardware standards.
<-- Cache-Oriented Enhancements

8.3 Scratch Memory
Another means of providing a safe haven for vulnerable data is to put them in a separate memory. Many processors
today consist to a large extent not of logic but SRAM, in the form of caches. It is easy to imagine implementing a
portion of the memory space itself on the die - not as a cache but addressable memory. Data which are subject to being
prematurely ejected from the cache could then be kept in this space. The components of the MPEG-2 data which
would most benefit from this are relatively small, so only a few KBytes would be required. This ``scratch memory''
would be relatively inexpensive to implement in hardware, smaller than most caches, and far simpler than any of them
due to the lack of tags and logic for lookup, replacement, etc. Similar memories have actually been a featured in Intel
microcontrollers for quite some time, for storing Page 0 of the address space.
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A scratch memory provides potentially very fast access to important data, since there is no possibility of a read or
write miss, and the delay of searching tags can be eliminated. Intel microcontrollers even use special addressing modes
to access Page 0 memory which are more concise and faster than those used for off-chip addresses. Unlike with cache
locking, cache performance and capacity are not compromised since the scratch memory is off to the side. Of course,
getting a hardware feature used in embedded systems, where operating systems and even compilers are optional, to
work effectively in an interactive, multitasking environment will take careful consideration, but the potential benefits
are considerable.
<-- Cache-Oriented Enhancements

8.4 Data Reordering
This category of enhancement is a departure from our standard procedure of not tampering with the decoder itself. Our
goal is not to improve computational efficiency, a task which we leave to the many others working on that problem.
However, we suggest that modifications of specifically how the decoder software manages and addresses memory can
provide significant improvements in cache efficiency - some of which may require hardware support to properly
implement.
For example, there is strictly speaking no essential need for the output data type. B frame data, considered separately,
is never used by the decoder to construct other frames. The only time it is read is for copying to the output buffer
space. I and P pictures need to remain available to serve as reference frames. Yet it turns out that in the natural flow of
decoder data, by the time these frames are copied to the output space they are no longer needed. If pictures could be
transferred directly by DMA from the reference frame space where they are stored, rather than routed through the
output data, this would result in greater efficiency. It would eliminate all of the cycle-consuming copying of output
data, and transform the B frame data into write-only values which could be efficiently excluded from the cache.
<-- Cache-Oriented Enhancements

8.5 Cache Partitioning
It is possible to take the basic idea of cache locking in a slightly different direction. With cache partitioning, particular
data types are relegated to specific sections of the cache, which continue to behave like cache. However, rather than
locking in the physical address associated with a line, or treating cache lines as extensions of the register set, it is as if
each data type has its own separate, smaller cache space for storing its values.
This method provides very precise control over cache behavior, and an extremely powerful tool for the optimal
management of cache resources. However, it requires a level of hardware complexity not demanded by the methods
discussed previously. Also, the task of efficiently exploiting the available capabilities in software is considerably more
challenging.
<-- Cache-Oriented Enhancements

8.6 Summary
None of the methods proposed are mutually exclusive, although some of them, like cache locking and scratch memory,
are arguably redundant if used in conjunction. Whether one of these techniques or some combination of them provides
the most efficient solution remains to be seen. Also, each one raises issues of implementation cost and complexity,
interaction with the operating system and other processes, and software interfacing and portability which need to be
more thoroughly addressed. We will investigate these issues and perform a more detailed evaluation of these
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architectural enhancements in future work.
<-- Cache-Oriented Enhancements
<-- Table of Contents

9 Conclusions
The effectiveness of computer memory subsystems, including caches, is currently a significant barrier to improved
performance on multimedia applications. We have documented the memory traffic and data cache behavior of MPEG2 video decoding on a general-purpose computer, and demonstrated that standard caches produce a significant excess
of cache-memory traffic. While almost any cache is superior to none - even simple caches can reduce required
memory bandwidth considerably - experimenting with basic cache parameters like cache size, associativity, and line
size has a limited ability to reduce cache-memory traffic. The best value than can be achieved is double the absolute
minimum traffic required. However, cache-oriented architectural enhancements, driven by an understanding of decoder
behavior, can dramatically improve cache efficiency. These enhancements include selective caching, scratch memory,
data reordering, and cache partitioning. All have in common an emphasis on treating different elements of the data
distinctly, accommodating their unique properties - size, usage patterns, temporal locality, etc. This approach provides
for optimal management of available cache resources. We expect that further refinement of these techniques will
enable improved video decoding performance of general purpose microprocessors, and encourage the broader
proliferation of digital video platforms and applications.
<-- Table of Contents
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Abstract
We propose a novel delivery mechanism called 2-Phase Service Model to deliver video data to home users connected
to the Internet through a low-bandwidth device such as a modem. In our scheme, non-adjacent fragments of the
requested video file are first downloaded to the client during Initialization Phase. The missing fragments are
transmitted to the client as the video is being played out, using a novel pipelining technique. This scheme offers
several benefits as follows. First, it allows the user to perform a quick preview through the video with minimal delay.
Second, it naturally supports VCR functionality with almost no delay as demonstrated by the simulation results shown
in the paper. Finally, our mathematical analysis shows that despite the desirable features it offers, 2-Phase Service
Model does not incur any more initialization delay than that of the conventional pipelining technique.
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1. Introduction
World-Wide-Web has become extremely popular during the recent years. It enables a wide variety of information to
be disseminated to a wide range of users including home users who typically access the Web from home via modems.
Though modem technology has advanced to operate at a higher speed (e.g, 57600 bps), its bandwidth is still
significantly low compared to that obtained in Local Area Networks (LANs) or Wide Area Networks (WANs).
The modem bandwidth is barely enough to support the retrieval of texts and graphics which are the primitive media
types offered on the Web. As the Web progresses to provide continuous media (e.g., audios and videos), the narrow
bandwidth of the modem implicitly limits the access to these media to those home users who can tolerate either long
wait time or highly jittering pictures.
Figure 1 depicts a simplified on-demand video streaming over the Web. A home user visits the Web site which
provides meta information about video clips (i.e., video titles, descriptions, and playback rates). Once the user selects a
video, the web server returns a video script corresponding to the selected video to the user's web browser (Label 1 in
Figure 1). The web browser then invokes a local video player, which interprets the script, and makes a connection to
the video server specified in the script (Label 2 in Figure 1). After some negotiation between the video server and the
player, the video object is streamed to the player.
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Figure 1: An environment for video service in WWW.
Two approaches are available for streaming a video object to a remote player:
Approach I : This approach encodes the video object such that the playback bit rate requirement is less than the
modem transmission rate. This is achieved today by reducing the video quality. A significant advantage of this
approach is that the users will experience a small delay once the video selection has been made. They can start
watching the video as soon as the first frame arrives. To avoid unacceptable video quality due to network congestion,
the player may buffer some small number of frames before the normal playback is allowed.
Approach II : This approach aims at providing a better video quality (e.g., MPEG encoding). As a result, a longer
service delay is expected since the playback bit rate is essentially higher than what the modem can sustain. Pipelining
technique can be used to reduce the long wait time. That is, at the video server, each video file is divided into a
sequence of slices
such that the playback time of
must eclipse the time to materialize
(i.e., downloading

) where

player proceeds to play

. While the player displays

while receiving

, it continues to receive

. After

is played, the

, and so on. Pipelining technique reduces the wait time since the playback

can begin as soon as the first slice of the object (i.e.,

) has been downloaded.

A drawback of pipelining is that it can only be done in the forward direction making it unsuitable for implementing
VCR-style operations.
Despite the employment of the pipelining technique, a significant delay is still unavoidable in the low bandwidth
environment if decent video quality is insisted. To encourage the home users to wait for the service, we propose a
framework for a novel delivery mechanism called 2-Phase Service Model (2PSM) which offers several desirable
features over the conventional pipelining technique as follows:
2PSM allows users to preview the video while being downloaded with a very small delay. This helps to avoid
the situation where the user is actually waiting for the wrong selection. This feature makes it very desirable for
users of digital libraries and distance learning systems. The users may search through the library, and get a
number of matching videos in returns. Video title and descriptions definitely give the user a general idea about
the video, but a preview would give a better picture of the entire video [Wolf96]. Furthermore, our technique
does not incur any more overhead to download the preview frames since they are used in both the preview and
the normal play. A separate copy of the preview could be provided for each video to facilitate the preview
feature without using our technique [Wolf96]]. Nevertheless, a separate copy requires more space on the video
server. Moreover, once the user decides on the video after watching the preview, he/she needs to later download
the actual video file.
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2PSM is designed to provide true VCR functions as soon as the normal play starts. Existing video players based
on pipelining do not fully support playing in fast-forward or fast-reverse mode. They only allow the user to skip
forward or backward to some random position in the video. In this case, the delay is like another initialization
process. We, on the contrary, adapt a frame skipping approach [Chen94] to implement fast-forward and fastreverse operations. Unlike other techniques investigated for VCR operations [Dan94, Feng96], the frame
skipping approach does not require additional bandwidth, which is suitable for an environment with very limited
bandwidth.
The initialization delay that users will experience is no worse than that of the conventional pipelining approach,
which will be demonstrated mathematically in the paper. However, the users may feel that the wait time is
shorter since they may be busy watching the preview.
The remainder of this paper is organized as follows. In Section 2, we review the conventional pipelining scheme to
make the paper self-contained. In Section 3, we present our proposed technique in details. Implementation effort is
discussed in Section 4. We develop a simulation model and measure the performance of our technique compared to
that of the pipelining approach in Section 5. In Section 6, we analyze the initialization delay for both techniques.
Finally, we give our concluding remarks and discuss our on-going and future research in Section 7.
<-- Table of Contents

2. Pipelining Approach
In this section, we review the concept of the pipelining mechanism, and
summarize some analyses relevant to this paper. Interested readers are
referred to [Ghand94, Wang96, Hua97] for more detail.
,
A video file is logically divided into a sequence of slices
where the playback time of
must eclipse the time required to
materialize ,
. This time is dominated by the transmission time
of for systems whose communication bandwidth is a bottleneck. As soon
as the entire first slice ( ) has been downloaded, the playback can begin.
Figure 2 illustrates the pipelining mechanism.

Figure 2: Pipelining mechanism.
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Let S represent a video file, and |S| be its size (in bits). We define a
Production Consumption Rate (pcr) as a ratio between the average
download rate (m) (i.e., the speed of the modem in bps) and the average
playback rate (p) in bps. Thus, we have
.

pcr =

Since the time to download must eclipse the time to playback
following holds:

where
.
Since

, the

. |X| denotes the size (in bits) of a slice X, where

and

,

Since the time to download the sequence of
playback the sequence of
. We have

is equal to the time to

We choose the size of the last slice
to be that of a minimum retrieval
unit (i.e., a group of frames (GOF)) to reduce the initialization delay (i.e.,
needs to be as small as possible). GOF represents a decodable unit whose
frames in the unit can be decoded independently from other units. For
example, GOF for MPEG [Mpeg92] videos contains a sequence of I-, P-,
and B-frames.
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Since the average size (in bits) of GOF (
can approximate the size of the first slice

) is much smaller than |S|, we
as

<-- Table of Contents

3. 2-Phase Service Model
Pipelining allows one to reduce the initialization latency. However, it is not suitable for search operations such as fastforward or fast-reverse. To provide the preview feature and allow quick search operations, 2PSM logically organizes
video files stored at the server as illustrated in Figure 3.

Figure 3: Logical video file organization for 2PSM.
Each video file is divided into a sequence of playback units (

). Each unit consists of a pair of L-

fragment and R-fragment. Thus, the two types of fragments interleave each other throughout the video file. All Lfragments are first downloaded before the R-fragments are downloaded. The L-fragment and the R-fragment contain l
and r number of GOFs, respectively.
2PSM consists of two phases as follows:
Initialization Phase: The player downloads the L-fragments of all playback units. Then, it downloads the Rfragment of the first playback unit. When arriving, these fragments are stored in a local L-file on the client disk.
Once the R-fragment of the first playback unit is arrived, the player proceeds to Playback Phase.
Playback Phase:
Server side
: The server continues to transmit the remaining of the R-fragments to the client.
Client side
: The client displays
while receiving the R-fragment for
. Once the client finishes the playback of
, it proceeds to play

, while receiving the R-fragment for

, and so forth. This pattern is

repeated until the playback of the whole video is done.
We note that once the playback is initiated, a playback buffer is used to assemble the playback units using the Rfragments from the server and the corresponding L-fragments from the local L-file.
To ensure continuous play, the time required to download the
playback unit
Let

and

, for

R-fragment

must eclipse the time to playback the

.

be the sizes (in bits) of the

R-fragment (
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continuous requirement can now be expressed mathematically as follows:

Unlike the conventional pipelining technique, in which the sizes of the slices vary significantly, the sizes of the Rfragments and the L-fragments are reasonably uniform in 2PSM. Let
,
, and
be the average sizes (in bits) of
an L-fragment, an R-fragment, and a playback unit, respectively. Equation (1) can be estimated in terms of the
average values as follows:

Substitute the Production Consumption Rate (pcr) for

; the following holds:

After some number of GOFs of the L-fragments, say v, are downloaded in the Initialization Phase, the user is allowed
to preview the video. That is, the player plays the already downloaded GOFs, and skips those that have not been
downloaded. v is a tuning parameter, which depends on several factors such as the types of videos and amount of wait
time users are willing to tolerate. For example, if the video is of head-talking type, which has few changes in the
scene, v could be small. However, if the video is of action type, where one frame is much different from neighboring
frames, v could be larger. Nevertheless, v should not incur more wait time than what users can tolerate. As the
Initialization Phase proceeds, the quality of the preview is gradually increased as more L-fragments are downloaded.
We present three different strategies to download the L-fragments: Linear strategy, Spreading strategy, and Binarytree strategy. These strategies show our effort to improve the preview quality defined in this paper as how well the
preview covers the entire video. We note that if the slice is used to allow previewing in the conventional pipelining
technique, the preview quality is very poor because all L-fragments are clustered at the begining of the file. As a result,
the preview covers only the beginning of the video.
Recall that 2PSM divides the video file into a number of playback units, say n. Each unit contains an L-fragment and
an R-fragment consisting of l and r GOFs, respectively. v is the number of GOFs required before a preview is allowed.
Linear strategy: This strategy further refines the Initialization Phase into l steps. Let
fragment
After Step l,

for

. This scheme downloads the

denote the

GOF of the L-

GOF of each L-fragment during Step i for

.

is downloaded to complete the Initialization Phase. This strategy is illustrated in Figure 4. It shows

three steps of downloading. We assume that
, where n is the total number of playback units. Figure 4 indicates
that the user is allowed to preview the video as soon as the start of Step 3. The player plays the first two consecutive
GOFs. It, then, skips 11 GOFs, and plays the next two consecutive GOFs. This pattern is repeated until the player
reaches the end of the file. We note that the preview covers the entire video very well. The user can repeat the preview
many times. The preview quality improves progressively for each subsequent preview as the player has downloaded
more data from the L-fragments.
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Figure 4: 2PSM : Linear strategy.
Spreading strategy: This strategy aims at evenly spreading GOFs of the L-fragments being downloaded in the
Initialization Phase throughout the playback unit (i.e., each GOF downloaded in this step is of k distance away from
the GOF downloaded in the previous step where k is a constant). The Initialization Phase consists of l steps. During
Step i for
, the L-fragment
is downloaded.
denotes the GOF of the L-fragment for
.

where

. After Step l,

is downloaded to complete the Initialization Phase.

Figure 5 shows 3 steps of downloading. Each L-fragment contains 3 non-consecutive GOFs. After Step 2 is completed,
the preview is allowed if v is assumed to be
. The player plays GOFs 0, 4, 13, 17, and so on during the preview.

Figure 5: 2PSM : Spreading strategy.
Binary-tree strategy: To make the quality of the preview more smooth, the GOFs downloaded during the
Initialization Phase can be more spread out in the video. This is achieved in the Binary-tree strategy by choosing the
size of the L-fragment or the size of the R-fragment to be one GOF as follows. If pcr > 0.50, the size of the Lfragment is chosen to be one GOF. Otherwise, we choose the size of the R-fragment to be one GOF. This strategy is
illustrated in Figure 6. Each playback unit is shown vertically. The size of each L-fragment is assumed to be one GOF.
The playback order is from left to right. The downloading of the L-fragments, however, follows a different order. The
Initialization Phase is divided into k steps. After Step k,
is downloaded. Assume that there are n playback units
numbered from 0 to n-1. If

, during Step i where

, the L-fragments , for

downloaded. That is, during Step 1,

is downloaded (e.g., GOF 90 in Figure 6). In Step 2,

downloaded (e.g., GOF 42 and 138 in Figure 6). However, when n is not
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formula to compute which L-fragments should be downloaded. To facilitate the Binary-tree strategy in all cases, we
build a binary tree which has all GOFs of the L-fragments as its nodes. During Step i, the nodes at the tree level i are
downloaded from left to right. In other words, the downloading order is the breadth-first traversal order of the tree. We
note that the root node of the tree is at level 1. With efficient implementation, building the tree and traversing the tree
result in linear time complexity [Horowitz89]. We note that the playback order can be seen as the depth-first traversal
order of the tree.

Figure 6: 2PSM : Binary-tree strategy.
Figure 6 shows 4 steps of downloading. The L-fragments can be seen as forming a binary tree. These fragments are
downloaded in the following order: 90, 42, 138, 18, 66, 114, 162, and so forth. The preview can begin as soon as Step
3 is finished if at least 7 GOFs are enough for previewing. During the preview, the player plays GOFs 18, 42, 66, 90,
114, 138, and 162, respectively.
Since L-fragments are downloaded first and are spread throughout the video file, fast-forward is implemented simply
by playing these L-fragments in a forward direction. Fast-reverse is achieved by playing them in a reverse direction.
When the normal play is resumed, the corresponding R-fragment of the the playback unit at the resumption point needs
to be downloaded if it is not cached locally. The normal play can begin as soon as the R-fragment has been
downloaded.
<-- Table of Contents

4. Implementation Effort
We are currently implementing 2-Phase Service Model using the Continuous Media Toolkit (CMT) [Smith96]. The
system is functioning, but not very stable to perform fruitful experiments. Nevertheless, it gave us more insight on our
technique when adapted to a practical environment.
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CMT provides a flexible and complete programming environment for developing continuous media applications on
several platforms. CMT extends Tcl/Tk and Tcl-DP to support media in continuous domain. It supports several video
file formats such as MPEG, Motion JPEG, and H.261. Transport protocols such as RTP and UDP can be used to
deliver the media to the client.
The current prototype implements the linear downloading strategy for L-fragments on a Linux system. The GOFs are
stored in the server in the same order they are downloaded to facilitate sequential access. To minimize disk seek
overhead, we reorganize the video file at the server in advance according to the transmission order of the GOFs. Once
the re-organization is done, the server could send the media data in the order as described in the previous section, yet
retrieve the data from its disk sequentially.
We modify cmplayer [Patel96] to accept an additional parameter called preview in a CM script file. Cmplayer
interprets the script file for several types of information such as hostnames of the media servers, locations of the media
files, etc. Preview parameter indicates the wait time required (in secs) before a preview is allowed. We note that the
script file can be saved on a local disk and possibly be changed by the user to some unreasonable value. In such cases,
the player must ensure that enough L-fragments are downloaded, and ignore the value of the preview.
At the current stage, we focus on supporting MPEG-1 videos. Figure 7 shows CMT objects related to our prototype. At
the server, MPEGSegment object periodically prepares MPEG frames for PacketSource object. In each cycle,
MPEGSegment object determines the number of frames, the frames to be transmitted, and their transmission order.
MPEGSegment object relies on MPEGDataFile object to retrieve the needed MPEG frames from the server disk.
PacketSource object reorgarnizes these frames into packets and transmits them to PacketDest object residing on the
client. PacketDest object assembles the packets and passes them to MPEGPlay object. PacketSource and PacketDest
objects employ UDP transport protocol and handle all low level communication including packet loss and
retransmission of the lost packets. MPEGPlay object reassembles the frames, and MPEGSoftwareDevice object
renders these frames on to the screen. We modify MPEGDataFile, MPEGSegment, and MPEGPlay objects to function
as described in Section 3.

Figure 7: Flow of media data through CMT objects.

4.1 Handling Frame Loss
Under UDP protocol [Kochan89], media data could arrive at the player in different order. It also could get lost while
traveling through the network. Several protocols have been developed to reduce the lost rate [Jeffay92, Tally94]. When
experiencing frame loss or unexpected out-of-sequence frames, 2PSM adjusts itself as follows:
If the player is in Step i of the Initialization Phase and it receives the frames belonging to the next step, the
player adaptively advances to the next step. If the expected frames for Step i arrive at a later time, the player
processes them normally. This strategy prevents the situation in which the player waits in the same step forever
because the expected GOFs never arrive due to frame loss.
If the player is in the Playback phase, and it does not receive the expected R-fragment in time, the player skips
this R-fragment to display the L-fragment of the next playback unit. Users may experience a small jitter, but
there will be no pausing to refill the player's buffer.
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<-- Implementation Effort

4.2 Handling Fast-Forward and Fast-Reverse operations
The user can perform fast-forward and fast-reverse as soon as the Playback Phase begins. The player plays the Lfragments and skips the R-fragments during the fast-forward and the fast-reverse.
Fast-forward: If the user presses the fast-forward button while the player is playing the frame belonging to some Lfragment, the player plays all subsequent frames of the same L-fragment. It, then, skips the R-fragment of this
playback unit to play the L-fragment of the next playback unit. If the user presses the button while the player is playing
the frame of some R-fragment, the player skips the entire playback unit to play the L-fragment of the next playback
unit. When the user resumes the normal play at some playback unit, a small delay is experienced since the R-fragment
of this unit must be downloaed before the normal play can begin. This is illustrated in Figure 8. A video file can be
seen as a sequence of GOFs. The shaded area of the sequence represents the L-fragments while the non-shaded area
represents the R-fragments. The playback sequence shows the frames that are played and those that are skipped during
the fast-forward. The skipping is represented by the dash lines. The shaded area on the time line represents the time
periods that the movie is being played out. The non-shaded area shows a small delay that may be experienced due to
the downloading of the needed R-fragment.

Figure 8: Fast-forward.
Fast-reverse: If the user performs fast-reverse while the player is showing the frame of some L-fragment, the player
plays all previous frames of the same L-fragment backward. It, then, skips backward to play the L-fragment of the
previous playback unit in the reverse direction. If the user presses the fast-reverse button while the player is showing
the frame of some R-fragment, the player simply skips the current playback unit to play the L-fragment of the previous
playback unit. Before the normal play can be resumed at some playback unit, the R-fragment of the unit must be
downloaded if it is not cached locally. This results in a small delay as illustrated as a white area on the time line in
Figure 9.

Figure 9: Fast-reverse.
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<-- Implementation Effort
<-- Table of Contents

5. Performance Study
In this section, we evaluate the performance of 2PSM by comparing it to the conventional pipelining approach. We
develop a simulation model and measure the performance of the two techniques based on the following metrics.
Average Fast-Forward Resumption Time: The average time taken for a player to resume the normal play after the
user has located the resumption point in the future (i.e., playing in fast-forward mode).
We recall that in 2PSM, the playback phase cannot start until the first R-fragment (

) has been downloaded to

ensure a continuous playback. The same requirement applies when a fast-forward takes the playback to some future
point in the video. The R-fragment of the playback unit, which contains the desired resumption point, must first be
downloaded before the normal play can resume. Fortunately, this delay should be very brief. In the case of
conventional pipelining, however, the delay can be very significant since many of the data slices are large. These
bigger slices must be downloaded before the resumption. Therefore, a longer delay is expected.
Average Fast-Reverse Resumption Time: An average time taken for the player to resume the normal play after the
user has located the resumption point in the previous playback unit (i.e., playing in fast-reverse mode). We assume that
the player caches the downloaded media data on its local disk once they are received.
It first seems that fast-reverse would not incur any communication overhead due to the caching of the downloaded
data. However, a fast-forward can cause the player to skip forward to a future point. Some time later, a fast-reverse
may take the playback to a video frame skipped earlier. In order for the video player to resume the normal play starting
from this frame, one or more missing frames must first be downloaded causing a delay in the resumption.
Preview Delay: The time taken since the player contacts the server until the preview is available. This metric is only
applicable to 2PSM since the preview feature is not available in the conventional pipelining technique.
Since communication bandwidth is the bottleneck in our environment, the metrics mentioned above are measured
based solely on the communication overhead as it dominates other costs.

5.1 Simulation Model
The model focuses on the user's behavior during the playback period. The simulator maintains 2 pointers: display
pointer and download pointer. The display pointer records the retrieval unit being displayed, while the download
pointer keeps track of the retrieval unit being downloaded. The time to display one retrieval unit (GOF) is one second.
That means, at every second, the display pointer is advanced. The download pointer is advanced only when the time to
download the entire retrieval unit has passed (i.e., depending on the modem transmission rate). Initially, the display
pointer and the download pointer are set to the first retrieval unit. The simulator proceeds as follows:
Step 1: It simulates the wait time until the normal play is allowed. That is, it does not increment the playback
pointer, but increments the download pointer once every
has passed.
is the average size (in bits) of
a retrieval unit.
Step 2: The simulator simulates the user behavior based on the parameter (
). A random number
generator generates a random number between 1 and 100. If the number, say x, is within 1 and
,
the user decides to perform a VCR function (i.e., fast-forward, fast-reverse, or pause). The simulator proceeds to
Step 3. If the number x is not in the range, the simulator proceeds to Step 4.
Step 3: The simulator generates another random number to determine the function the user performs. The three
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functions are equally likely to be selected.
If the pause function is selected, a random pause time is generated between 1 and the maximum pause
period set to 5 seconds. The simulator stops incrementing the display pointer for the pause period, but
continues increasing the download pointer. Goto Step 2 after the pause period has ended.
If a fast-forward or fast-reverse is selected, a random destination is generated in the corresponding
direction. That is, if the fast-forward is selected, the destination is random between the next retrieval unit
and the last unit. If the fast-reverse is selected, the destination is between the first retrieval unit and the
unit before the current retrieval unit. The simulator computes the download cost accordingly, sets the
display pointer to the destination, and goes to Step 2.
Step 4: The display pointer is incremented by one. The download pointer is advanced accordingly. The
simulation terminates if the end of the video file is encountered; it proceeds to Step 2 otherwise.
<-- Performance Study

5.2 Simulation Results
We use the following parameters and their values in our study.
m : Modem transmission rate (bps); m is fixed at 57600 bps.
p : Playback rate (bps) represents how much data needs to be displayed on the screen per second. For example, if
12 frames/sec is desired and average frame size is 3000 bytes, p is 288000 bps. The playback rate is varied
between 96000 and 480000 bps.
pcr (0<pcr<1) : Production Consumption Rate represents the ratio of transmission rate and playback rate (i.e.,
). In low bandwidth environment, the transmission rate is much lower than that of the playback rate. Thus, pcr is
closer to zero than one. pcr is varied in the experiments since p is varied.
f : The number of GOFs in a video file; f is varied between 60 and 300.
5.2.1 Effect of VCR Functions
We fixed m and p at 57600 and 288000 bps, respectively, and varied f between 60 and 300. In other words, the video
length was varied between 1 and 5 minutes. The results are shown in Figure 10 and 11.

Figure 10: Average fast-forward resumption time.
Figure 10 demonstrates that 2PSM requires much less time to resume after playing in fast-forward mode than that
required in the pipelining scheme. For example, when the video length is 5 minutes, 2PSM takes under 10 seconds to
resume, while pipelining takes about 43 seconds. Moreover, 2PSM is invulnerable to the increase in the video length,
while the pipelining scheme is severely affected. This is because 2PSM needs to download only the R-fragment of the
desirable playback unit, while the pipelining scheme needs to download a much bigger slice to ensure the continuous
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play after resumption. The fact that the resumption times of 2PSM is insensitive to the video size is a very desirable
property.

Figure 11: Average fast-reverse resumption time.
Figure 11 shows that the pipelining scheme requires less time to resume than that of 2PSM after playing in fast-reverse
mode. However, the difference is under 5 seconds. Fast-reverse mostly jumps back to play already displayed frames,
which are cached locally. These cases result in no communication overhead. Nevertheless, there are cases where fastforward skips some frames, and fast-reverse jumps back to play those frames. This causes 2PSM to download an Rfragment before it resumes while most of the skipped frames are already downloaded before the fast-forward occurs
for the pipelining scheme. As a result, the pipelining scheme incurs a very small resumption time.
When compared Figure 10 to Figure 11, we notice that the average resumption times in either direction (i.e.,
forwarding or reversing) are consistent for 2PSM, while they are so much different in the pipelining scheme. Small
and consistent resumption times is another important property to enhance users' satisfaction for the service.
<-- Simulation Results

5.2.2 Preview Delay
We set up the same parameters as in Section 5.2.1, and measured the preview delay. The results are plotted in
Figure 12.

Figure 12: Preview Delay vs Initialization Delay.
We allow the user to preview as soon as Step 1 of 2PSM has finished. The preview is about 10% of the total retrieval
units. Our preliminary experiments with our video player discussed in Section 4 suggest that a preview of 10% of the
entire video is good enough to provide general ideas about the videos we experimented with.
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Figure 12 demonstrates that the preview delay is much lower than the initialization delay. For example, when the video
length is of 3 minutes, users are able to watch the preview after about 1.5 minutes of waiting, while the normal play
can begin only after about 12 minutes. Thus, the user has the option to cancel the video after 1.5 minutes if it is not the
desirable one, instead of having to waste the next 10.5 minutes for the wrong video. The figure also confirms our
analysis that the initialization delay of both techniques are comparable.
<-- Simulation Results

5.2.3 Effect of Production Consumption Rate
In this experiment, we varied PCR (pcr) by varying the playback rate between 96000 and 480000 bps, and we fixed f
at 180. Varying playback rate has the same effect to PCR as varying the modem transmission rate with fixed playback
rate. Thus, the results of this experiment also explain the behavior of both techniques when the modem rate is lower
than 57600 bps as we typically experience in many situations. The resumption time after fast-forward and fast-reverse
for both techniques are shown in Figure 13.

Figure 13: Effect of PCR.
We observe that the resumption times for 2PSM are under 10 seconds and are in between those of the pipelining
technique. Resumption times after playing in fast-reverse mode of both techniques are small and not affected by the
increases in PCR. However, the resumption time after playing in fast-forward mode is much higher for pipelining
when the PCR is small. That is, in most situations where the modem transmission rate is insufficient, the pipelining
scheme incurs much more wait time than 2PSM.
<-- Simulation Results
<-- Table of Contents

6. Analysis of Initialization Delay
In this section, we demonstrate our mathematical analysis that 2PSM incurs no worse initialization delay than that of
the pipelining technique. We formally define the initialization delay as follows:
Initialization Delay: Period of time measured since a player contacts the video server until the normal play can begin.
Small initialization time without jitters during the playback is desirable.
We recall the following notations:
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m : Modem transmission rate (bps)
p : Playback rate (bps)
pcr (0<pcr<1) : Production Consumption Rate
|S| : Size (bits) of the entire video file
: Size (bits) of the first slice used in Pipelining technique
: Size (bits) of the

slice used in Pipelining technique where

: Size (bits) of the

playback unit used in 2PSM technique

: Average size (bits) of a playback unit used in 2PSM technique
: Size (bits) of the L-fragment of the

playback unit used in 2PSM technique

: Average size (bits) of an L-fragment used in 2PSM technique
: Size (bits) of the R-fragment of the

playback unit used in 2PSM technique

: Average size (bits) of an R-fragment used in 2PSM technique

6.0.4 Pipelining Technique
We recall from Section 2 that

Since the playback can begin as soon as the entire first slice

is downloaded, the initialization delay for this scheme

can be derived as follows:

<-- Analysis of Initialization Delay

6.0.5 2PSM
2PSM can initiate the playback as soon as all L-fragments and the first R-fragment
derive the initialization time, we first estimate the size of all L-fragments as follows:

Since

, we derive

in terms of |S| as shown below:

file:///C|/Users/Bear/Desktop/new/MM97/ACM97-1.html[3/15/2010 6:34:41 PM]

have been downloaded. To

A Framework for Supporting Previewing and VCR operations in a Low Bandwidth Environment

Substitute

for

(from Section 3), we have

The initialization delay of 2PSM

Since,

is then estimated as follows.

is much less than |S|,

We can conclude that 2PSM does not incur any more wait time than that of the conventional pipelining technique.
<-- Analysis of Initialization Delay
<-- Table of Contents

7. Concluding Remarks
Video players playing videos from remote sites have not been popular in the homes due to the following reasons. They
either have to sacrifice the playback quality (conventional data streaming technique), or they require long delay to
initialize the client's buffer with a significant portion of the video (pipelining techniques). Furthermore, during the
playback period, the user is only allowed to skip forward or reverse to some random position in the video instead of
playing in fast-forward or fast-reverse mode.
2-Phase Service Model is designed to address these drawbacks. It offers a major step forward in making playback of
remote videos from home more interesting. In particular, it allows the user to quickly preview a video to avoid waiting
for an unintended one. The novel data fragmentation technique and the unique data streaming strategy provide a
natural environment for implementing VCR-style operations. The efficient search makes it an excellent candidate for
applications such as digital libraries and distance learning systems.
We are currently implementing a video player based on this technique. The system is currently functioning but not
very stable. The preliminary observation of our prototype shows that it supports the features discussed very well. We
are working to incorporate the audio capability and to further reduce the service delay.
<-- Table of Contents
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Abstract
The rapidity with which digital information, particularly video, is being generated, has necessitated the development of
tools for efficient search of these media. Content based visual queries have been primarily focussed on still image
retrieval. In this paper, we propose a novel, real-time, interactive system on the Web, based on the visual paradigm,
with spatio-temporal attributes playing a key role in video retrieval. We have developed algorithms for automated
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video object segmentation and tracking and use real-time video editing techniques while responding to user queries.
The resulting system performs well, with the user being able to retrieve complex video clips such as those of skiers,
baseball players, with ease.

1 Introduction
The ease of capture and encoding of digital images has caused a massive amount of visual information to be produced
and disseminated rapidly. Hence efficient tools and systems for searching and retrieving visual information are needed.
While there are efficient search engines for text documents today, there are no satisfactory systems for retrieving visual
information.
Content-based visual queries (CBVQ) has emerged as a challenging research area in the past few years [Chang 97],
[Gupta 97]. While there has been substantial progress with the presence of systems such as QBIC [Flickner 95],
PhotoBook [Pentland 96], Virage [Hamrapur 97] and VisualSEEk [Smith 96] most systems only support retrieval of
still images. CBVQ research on video databases has not been fully explored yet. We propose an advanced contentbased video search system with the following unique features:
Automatic video object segmentation and tracking.
A rich visual feature library including color, texture, shape, motion.
Query with multiple objects.
Spatio-temporal constraints on the query.
Interactive querying and browsing over the World-Wide Web.
Compressed-domain video manipulation.
Specifically, we propose to develop a novel video search system which allows users to search video based on a rich set
of visual features and spatio-temporal relationships. Our objective is to investigate the full potential of visual cues in
object-oriented content-based video search. While the search on video databases ought to necessarily incorporate the
diversity of the media (video, audio, text captions) our research will complement any such integration.
We will present the the visual search paradigm in section 2, elaborate on the system overview in section 3, describe
video objects and our automatic video analysis techniques in sections 4-5, discuss the matching criteria and query
resolution in sections 7-8 and finally present some preliminary evaluation results in section 9.
[TOC]

2 The Visual Paradigm

Figure 1: The visual interface of
VideoQ. The figure shows an example
query to retrieve video shots of all high
jump sequences in the database. The
retrieved shots which include three (the
second, third and the seventh key-frame)
successful matches, bear out the
importance the motion attribute in video
shot retrieval.
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The fundamental paradigm under which VideoQ operates is the visual one. This implies that the query is formulated
exclusively in terms of elements having visual attributes alone. The features that are stored in the database are
generated from an automatic analysis of the video stream. There is no information present in the query loop that
emanates from the captions, textual annotations or the audio stream. Many retrieval systems such as PhotoBook
[Pentland 96], VisualSEEk [Smith 96] and Virage [Hamrapur 97] share this paradigm, but only support still image
retrieval. While QBIC [Flickner 95] is visual, it is not exclusively so as the images have been manually annotated
allowing for keyword searches on the database.
Video retrieval systems should evolve towards a systematic integration of all available media such as audio, video and
captions. While video engines such as [Hauptmann 95], [Hamrapur 97], [Shahraray 95], [Mohan 96] attempt at such
an integration, much research on the representation and analysis of each of these different media remains to be done.
Those that concentrate on the visual media alone fall into two distinct categories:
Query by example (QBE)
Visual sketches
In the context of image retrieval, examples of QBE systems include QBIC, PhotoBook, VisualSEEk, Virage and
FourEyes [Minka 96]. Examples of sketch based image retrieval systems include QBIC, VisualSEEk, [Jacobs 95],
[Hirata 92] and [Del Bimbo 97]. These two different ways of visually searching image databases may also be
accompanied by learning and user feedback [Minka 96].
Query by example systems work under the realization that since the ``correct'' match must lie within the database, one
can begin the search with a member of the database itself. With the hope that one can guide the user towards the image
that he likes over a succession of query examples. In QBE, one can use space partitioning schemes to precompute
hierarchical groupings, which can speed up the database search [Minka 96]. While the search speeds up, the groupings
are static and need recomputation every time a new video is inserted into the database. QBE in principle, is easily
extensible to video databases as well, but there are some drawbacks. Video shots generally contain a large number of
objects, each of whom are described by a complex multi-dimensional feature vector. The complexity arises partly due
to the problem of describing shape and motion characteristics.
Sketch based query systems such as [Hirata 92] compute the correlation between the sketch and the the edge map of
each of the images in the database, while in [Del Bimbo 97], the authors minimize an energy functional to achieve a
match. In [Jacobs 95], the authors compute a distance between the wavelet signatures of the sketch and each of the
images in the database.
What makes VideoQ powerful is the idea of an animated sketch to formulate the query. In an animated sketch, motion
and temporal duration are the key attributes assigned to each object in the sketch in addition to the usual attributes
such as shape, color and texture. Using the visual pallette, we sketch out a scene by drawing a collection of video
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objects. It is the spatio-temporal ordering (and relationships) of these objects that fully define a scene. This is
illustrated in Figure 1.
While we shall extensively employ this paradigm, some important observations are to be kept in mind. The visual
paradigm works best when there are only a few dominant objects in the video with simply segmented backgrounds .
It will not work well if the user is interested in video sequences that are simple to describe, but are hard to sketch out.
For example, a video shot of a group of soldiers marching, shots of a crowd on the beach etc. It will also not work well
when the user is interested in a particular semantic class of shots: he might be interested in retrieving that news
segment containing the anchor person, when the news anchor is talking about Bosnia.
[TOC]

3 The VideoQ System Overview
VideoQ is a Web based video search system, where the user queries the system using animated sketches. An animated
sketch is defined as a sketch where the user can assign motion to any part of the scene.
VideoQ which resides on the Web, incorporates a client-server architecture. The client (a java applet) is loaded up into
a web browser where the user formulates (sketches) a query scene as a collection of objects with different attributes.
Attributes include motion, spatio-temporal ordering, shape and the the more familiar attributes of color and texture.
The query server contains several feature databases, one for each of the individual features that the system indexes on.
Since we index on motion, shape, as well as color and texture, we have databases for each of these features. The video
shot database is stored as compressed MPEG streams.
Once the user is done formulating the query, the client sends it over the network to the query server. There, the
features of each object specified in the query are matched against the features of the objects in the database. Then, lists
of candidate video shots are generated for each object specified in the query. The candidate lists for each object are
then merged to form a single video shot list. Now, for each of these video shots in the merged list, key-frames are
dynamically extracted from the video shot database and returned to the client over the network. The matched objects
are highlighted in the returned key-frame.

Figure 2: The VideoQ system where the
queries are in the form of animated
sketches. The dashed path shows a QBE
(query by example) loop, which is absent
in the current system, but will be
incorporated into the implementation.

The user can interactively view these matched video shots over the network by simply clicking on the the key-frame.
Then, in the backend, the video shot corresponding to that key frame is extracted in real time from the video database
by ``cutting'' out that video shot from the database. The video shots are extracted from the video database using basic
video editing schemes [Meng 96] in the compressed domain. The user needs an MPEG player in order to view the
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returned video stream.
Since the query as formulated by the user in the VideoQ system comprises of a collection of objects having spatiotemporal attributes, we need to formalize the definition of a video object.
[TOC]

4 What is a Video Object?

Figure 3: The feature classification
tree.

We define a region to be a contiguous set of pixels that is homogeneous in the the features that we are interested in (i.e
texture, color, motion and shape). A video object is defined as a collection of video regions which have been grouped
together under some criteria across several frames. Namely, a video object is a collection of regions exhibiting
consistency across several frames in at least one feature. For example a shot of a person (the person is the ``object''
here) walking would be segmented into a collection of adjoining regions differing in criteria such as shape, color and
texture, but all the regions may exhibit consistency in their motion attribute. As shown in Figure 3, the objects
themselves may be grouped into higher semantic classes.
The grouping problem of regions is an area of ongoing research and for the purposes of this paper, we restrict our
attention to regions only. Regions may be assigned several attributes, such as color, texture, shape and motion.
[TOC]

4.1 Color, Texture, Shape
In the query interface of VideoQ, the set of allowable colors is obtained by uniformly quantizing the HSV color space.
The Brodatz texture set is used for assigning the textural attributes to the various objects. The shape of the video object
can be an arbitrary polygon along with ovals of arbitrary shape and size. The visual palette allows the user to sketch
out an arbitrary polygon with the help of the cursor, other well known shapes such as circles, ellipses and rectangles
are pre-defined and are easily inserted and manipulated.
[TOC]

4.2 Motion, Time
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Motion is the key object attribute in VideoQ. The motion trajectory interface (Figure 4) allows the user to specify an
arbitrary polygonal trajectory for the query object. The temporal attribute which defines the overall duration of the
object, which can either be intuitive (long, medium or short) or absolute (in seconds).
Since VideoQ allows users to frame multiple object queries, the user has the flexibility of specifying the overall scene
temporal order by specifying the ``arrival'' order of the various objects in the scene. The death order (or the order in
which they disappear from the video) depends on the duration of each object).
Another attribute related to time is the scaling factor, or the rate at which the size of the object changes over the
duration of the objects existence. Additional global scene attributes include the specification of the (perceived) camera
motion like panning or zooming. The VideoQ implementation of the temporal attributes is shown in figure 4.

Figure 4: The spatio-temporal
description of an video object. The user
can assign the duration, and an arbitrary
trajectory to the video object. In addition,
the user also specifies the temporal arrival
order of the object in the scene.

4.3 Weighting the Attributes
Prior to the actual query, the various features need to be weighted in order to reflect their relative importance in the
query (refer to Figure 1). The feature weighting is global to the entire animated sketch; for example, the attribute color,
will have the same weight across all objects. The final ranking of the video shots that are returned by the system is
affected by the weights that the user has assigned to various attributes.
[TOC]

5 Automatic Video Shot Analysis
The entire video database is processed off-line. The individual videos are decomposed into separate shots, and then
within each shot, video objects are tracked across frames.
[TOC]
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5.1 Scene Cut Detection
Prior to any video object analysis, the video must be split up into ``chunks'' or video shots. Video shot separation is
achieved by scene change detection. Scene change are either abrupt scene changes or transitional (e.g. dissolve, fade
in/out, wipe). [Meng 95] describes an efficient scene change detection algorithm that operates on compressed MPEG
streams.
It uses the motion vectors and Discrete Cosine Transform coefficients from the MPEG stream to compute statistical
measures. These measurements are then used to verify the heuristic models of abrupt or transitional scene changes. For
example, when a scene change occurs before a B frame in the MPEG stream, most of the motion vectors in that frame
will point to future reference frame. The real-time algorithm operates directly on the compressed MPEG stream,
without complete decoding.
[TOC]

5.2 Global Video Shot Attributes
The global motion (i.e. background motion) of the dominant background scene is automatically estimated using the six
parameter affine model [Sawhney 95]. A hierarchical pixel-domain motion estimation method [Bierling 88] is used to
extract the optical flow. The affine model of the global motion is used to compensate the global motion component of
all objects in the scene . The six parameter model:
= ao +a1 x+a2 y
= a3 +a4 x+a5 y
where, ai are the affine parameters, x,y are the pixel coordinates, and
pixel.

,

are the pixel displacements at each

Classification of global camera motion into modes such as zooming or panning is based on the global affine estimation.
In order to detect panning, a global motion velocity histogram is computed along eight directions. If there is dominant
motion along a particular direction, then the shot is labeled as a panning shot along that direction.
In order to detect zooming, we need to first check if the average magnitude of the global motion velocity field and two
affine model scaling parameters (a1 and a5 ) satisfy certain threshold criteria.
When there is sufficient motion, and a1 and a5 are both positive, then the shot is labeled as a ``zoom-in'' shot and if
they are both negative then the shot is labeled as a ``zoom-out''.
[TOC]

5.3 Tracking Objects: Motion, Color and Edges
Our algorithm for segmentation and tracking of image regions based on the fusion of color, edge and motion
information in the video shot. The basic region segmentation and tracking procedure is shown in Figure 5. The
projection and segmentation module is the module where different features are fused for region segmentation and
tracking.

Figure 5: Region segmentation and
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tracking of frame n.

Color is chosen as the major segmentation feature because of its consistency under varying conditions. As boundaries
of color regions may not be accurate due to noise, each frame of the video shot is filtered before color region merging
is done. Edge information is also incorporated into the segmentation process to improve the accuracy. Optical flow is
utilized to project and track color regions through a video sequence.
The optical flow of current frame n is derived from frame n and n+1 in the motion estimation module using a
hierarchical block matching method [Bierling 88]. Given color regions and optical flow generated from above two
processes, a linear regression algorithm is used to estimate the affine motion for each region. Now, color regions with
affine motion parameters are generated for frame n, which will the be tracked in the segmentation process of frame
n+1.
[TOC]
5.3.1 Projection and Segmentation Module

Figure 6: Region projection and
segmentation of frame n
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Now we discuss the projection and segmentation module [Zhong 97] (see Figure 6). In the first step, the current frame
(i.e. frame n) is quantized in a perceptually uniform color space (e.g., CIE LUV space). Quantization palettes can be
obtained by a uniform quantizer or clustering algorithms (e.g., self-organization map). After quantization, non-linear
median filtering is used to eliminate insignificant details and outliers in the image while preserving edge information.
In the meanwhile, edge map of frame n is extracted using edge detectors (e.g. Canny edge detector).
For the first frame in the sequence, the system will go directly to intra-frame segmentation. For intermediate frames, as
region information is available from frame n-1, an interframe projection algorithm is used to track these regions. All
regions in frame n-1 are projected into frame n using their affine motion estimates. For every pixel in frame n that is
covered by regions projected from the previous frame, we label it as belonging to the region to which it is closest in
the CIE-LUV space. If a pixel is not covered by any projected region, then it remains unlabeled.
The tracked regions together with un-labeled pixels are further processed by an intra-frame segmentation algorithm.
An iterative clustering algorithm is adopted: two adjoining regions with the smallest color distance are continuously
merged until the difference is larger than a given threshold. Finally, small regions are merged to their neighbors by a
morphological open-close algorithm. Thus, the whole procedure generates homogeneous color regions in frame n
while tracking existing regions from frame n-1.
The edge map is used to enhance color segmentation accuracy [Zhong 97]. For example, regions clearly separated by
long edge lines will not be merged with each other. Short edge lines which are usually inside one color region will not
affect the region merging process.
Figure 7: Region segmentation on
QCIF sequences, using feature fusion.
The top rows show the original
sequence while the corresponding
bottom rows show the segmented
regions.

Figure 7 shows segmentation results with two sequences. In both cases, the top row shows original sequence and the
second row shows a subset of automatically segmented regions being tracked. Tracked regions are shown with their
representative (i.e. average) colors. Experiments show that our algorithm is robust for the tracking of salient color
regions under different circumstances, such as multiple objects, fast or slow motion and instances of regions being
covered and uncovered
[TOC]

6 Building the Visual Feature Library
Once each object in the video shot has been segmented and tracked, we then compute the different features of the
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object and store them in our feature library. For each object we store the following features:
Color
The representative color in the quantized CIE-LUV space. It is important to bear in mind that the quantization is
not static, and the quantization palette changes with each video shot. The quantization is calculated anew for
each sequence with the help of a self organizing map.
Texture
Three Tamura [Tamura 78] texture measures, coarseness, contrast and orientation, are computed as a measure of
the textural content of the object.
Motion
The motion of the video object is stored as a list of N-1 vectors (where the number of frames in the video is N).
Each vector is the average translation of the centroid of the object between successive frames after global
motion compensation [Sawhney 95]. Along with this information, we also store the frame rate of the video shot
sequence hence establishing the ``speed'' of the object as well as its duration.
Shape
For each object, we first determine the principal components of the shape by doing a simple eigenvalue analysis
[Saber 97a]. At the same time we generate first and second order moments of the region. Two other new
features, the normalized area , and the the percentage area are calculated. We then determine if the region
can be well approximated by an ellipse and label it so if that is indeed the case. We chose not to store the best fit
polygon to the object because of reasons of computational complexity. The computational complexity of
matching two arbitrary N vertex polygons is
[Arkin 91].
The resulting library is a simple database having a {attribute, value} pair for each object. Creating a relational database
will obviously allow for more complex queries to be performed over the system as well as decrease the overall search
time. The issue of the structure of the database is an important one, but was not a priority in the current
implementation of VideoQ.
[TOC]

7 Feature Space Metrics
The nature of the metric, plays a key role in any image or video retrieval system. Designing good metrics is a
challenging problem as it often involves a tradeoff between computational complexity of the metric and the quality of
the match. For it is not enough to be able to locate images or videos that are close under a metric, they must be
perceptually close to the query.
While we employ well accepted metrics for color, texture and shape, we have designed new metrics to exploit the
spatio-temporal information in the video.
[TOC]

7.1 Matching Motion Trails
A motion trail is defined to be the three dimensional trajectory of a video object. It is represented by a sequence
,the three dimensions comprising of the two spatial dimensions x,y and the temporal
dimension t (normalized to the frame number. The frame rate provides us with the true time information). Prior
techniques to match motion [Dimitrova 94], have used simple chain codes or a B-spline to represent the trajectory,
without completely capturing the spatio-temporal characteristic of the motion trail.
The user sketches out the trajectory as a sequence of vertices in the x-y plane. In order for him to specify motion trail
completely he must specify the duration of the object in the video shot. The duration is quantized (in terms of the
frame rate ) into three levels: long, medium and short. We compute the entire trail by uniformly sampling the motion
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trajectory based on the frame rate.
We develop two major modes of matching trails:
Spatial
In the spatial mode, we simply project the motion trail onto the x-y plane. This projection results in an ordered
contour. The metric is then measures distances between the query contour and the corresponding contour for
each object in the database. This kind of matching provides a ``time-scale invariance''. This is useful when the
user is unsure of the time taken by an object to execute the trajectory .
Spatio-Temporal
In the spatio-temporal mode, we simply use the entire motion trail to compute the distance. We use the
following distance metric:
(1)
where, the subscripts q and t refer to the query and the target trajectories respectively and the index i runs over the the
frame numbers . Since in general, the duration of the query object will differ from that of the objects in the database,
there are some further refinements possible.
When the durations differ, we could simply match the two trajectories up till the shorter of the two durations (i.e
the index i runs up til
and ignore the ``tail''). We could also
normalize the the two durations to a canonical duration and then perform the match.
[TOC]

7.2 Matching Other Features
Let us briefly describe the distance metrics used in computing the distances in the other feature spaces.
Color
The color of the query object is matched with the mean color of a candidate tracked object in the database as
follows:
(2)
where, Cd is the weighted Euclidean color distance in the CIE-LUV space and the subscripts q and t refer to the query
and the target respectively.
Texture
In our system, we compute three Tamura [Tamura 78] texture parameters (coarseness, contrast and orientation)
for each tracked object. The distance metric is simply the Euclidean distance weighted along each texture feature
with the variances along each channel:
(3)

and refer to the coarseness, contrast and the orientation respectively and the various
where,
variances in the corresponding features.
Shape
In the current implementation, the metric only involves the principal components of the shape:
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(4)
where,

and

are the eigenvalues along the principal axes of the object (their ratio is the aspect ratio).

Size
This is simply implemented as a distance on the area ratio

:
(5)

where, Aq,t refer to the percentage areas of the query and target respectively.
The total distance is simply the weighted sum of these distances, after the dynamic range of each metric has been
normalized to lie in [0,1]. i.e
(6)
where

is the weight assigned to the particular feature and Di is the distance in that feature space.

[TOC]

8 Query Resolution
Using these feature space metrics and the composite distance function, we compute the composite distance of each
object in the database with the each object in the query. Let us now examine how we generate candidate video shots,
given a single and multiple objects as queries. An example of an single object query along with the results (the
candidate result) is shown in Figure 1.
[TOC]

8.1 Single Object Query
The search along each feature of the video object produces a candidate list of matched objects and the associated video
shots. Each candidate list can be merged by a rank threshold or a feature distance threshold. Then, we merge the
candidate lists, keeping only those that appear on the candidate list for each feature. Next, we compute the global
weighted distance Dg , and then sort the merged list based on this distance. A global threshold is computed (based on
the individual thresholds and additionally modified by the weights) which is then used to prune the object list. This is
schematically shown is Figure 8. Since there is a video shot associated with each of the objects in the list, we return the
key-frames of the corresponding video shots to the user.
Figure 8: Generating the candidate video
shot list for a single object query. The
first column of features shows the
features of the query, while the second
column shows the features across all
objects in the database.
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[TOC]

8.2 Querying Multiple Objects
When the query contains multiple video objects, we need to merge the results of the individual video object queries.
The final result is simply an logical intersection of all the results of the individual query objects. When we perform a
multiple object query in the the present implementation, we do not use the relative ordering of the video objects in
space as well in time. These additional constraints could be imposed on the result by using the idea of 2D strings
[Chang 87], [Shearer 97], [Smith 96] (discussed in 10.3).
[TOC]

9 How does VideoQ perform?
Evaluating the performance of video retrieval systems is still very much an open research issue [Chang 97]. There
does not exist a standard video test set to measure retrieval performance nor standard benchmarks to measure system
performance. This is partly due to the emerging status of this field. To evaluate VideoQ, we use two different
approaches. First, we extend the standard precision-recall metrics in information retrieval. Although we acknowledge
several drawbacks of this classical metric, we include it here simply as a reference. Another type of metric measures
the effort and cost required to locate a particular video clip that a user has in mind or one that the user may have
previously browsed in the database.
[TOC]

9.1 Precision-Recall Type Metrics
In our experimental setup, we have a collection of 200 video shots, categorized into sports, science, nature, and
history. By applying object segmentation and tracking algorithms to the video shots, we generated a database of more
than 2000 salient video objects and their related visual features.
To evaluate our system, precision-recall metrics are computed. Precision-recall metrics characterize the retrieval
effectiveness of the system. While the VideoQ system is composed of many parts, such as scene cut detection, object
segmentation and tracking, and feature selection and matching, precision-recall metrics measure how well the system
as a whole performs. Performance is based solely on how close the returned results compare with the ground truth.
Before each sample query, the user establishes a ground truth by choosing a set of relevant or ``desired'' video shots
from the database. For each sample query shown in Figure 9, a ground truth is established by choosing all the relevant
video shots in the database that have corresponding features. The sample query returns a list of candidate video shots,
and precision-recall values are calculated according to equations 9, 10. A precision-recall curve is generated by
increasing the size of the return list and computing precision-recall values for each size.
Recall = Retrieved and Relavant/All Relavant in Database
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Precision = Retrieved and Relavant/Number Retrieved
where, the relevant video shots are predefined by the ground truth database.
Four sample queries were performed as shown Figure 9. The first sample query specifies a skin-colored, medium-sized
object that follows a motion trajectory arcing to the left. The ground truth consisted of nine video shots of various high
jumpers in action and brown horses in full gallop. The return size is increased from 1 to 20 video shots, and a
precision-recall curve is plotted in Figure 10 (a).
An overlay of the four precision-recall curves is plotted in Figure 10. For an ideal system, the precision-recall curve is
a horizontal line with precision value of 1.0 as recall ranges from 0.0 to 1.0. For normal systems, the precision-recall
curve remains relatively flat up to a certain recall value, after which the curve slopes downward. We note that a
breakpoint as the point where the number of retrieved video shots equals the number of relavant video shots. The
breakpoints of the four precision-recall curves are marked with a cross. The distance of the breakpoint from 1.0 (the
optimal recall point) indicates how effective that particular query was; the farther the distance of breakpoint, the less
optimal the performance.
Both sample queries (a) and (c) performed well in Figure 10. In both cases, the motion trajectories were well-defined,
not easily confused with camera motion. The sample query (b), however, did not perform as well. One reason is that,
in some video shots, the background objects were not properly compensated by the global motion compensation
algorithm and were treated as foreground objects. Since the video database contains many shots where the camera is
panning from right to left, those same background objects were indexed with left/right motion trajectories. The average
precision-recall curve is also calculated and plotted in Figure 11.

Figure 9: Four sample queries used in
the precision-recall experiments. (a-b)
Highlights motion, color and size. (c)
Highlights motion and size. (d)
Highlights multiple objects in addition
to motion and size.

Figure 10: The precision-recall
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curves corresponding to the sample
queries of Figure 9

Figure 11: The precision-recall
curve averaged over the four
precision-recall curves of Figure 10

[TOC]

9.2 Time and Cost to Find a Particular Video Shot
Two benchmarks are used to evaluate how efficiently the system uses its resources to find the correct video shot.
Query frequency measures how many separate queries are needed to get a particular video shot in the return list.
Bandwidth measures how many different false alarms are returned before obtaining the correct video shot in the return
list.
A randomly generated target video shot, shown in Figure 12 (b), is chosen from the database. In order to find this
video shot, we query the system, selecting a combination of objects, features, and feature weights. The total number of
queries to get this video shot is recorded. By varying the size of the return list, the query frequency curve is generated.
Each query returns a list of video shots from an HP 9000 server over the network to a client. The video shot is actually
represented by a 88x72 key frame. In many cases, a series of queries were needed to reach a particular video shot. The
number of key frames that were returned are totaled. Repeat frames are subtracted from this total since they are stored
in the cache and not retransmitted over the network. Conceptually bandwidth is proportional to the total number of key
frames transmitted. Therefore the bandwidth is recorded and by varying the size of the return list, the bandwidth curve
is generated.
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Twenty target video shots, similar to those in Figure 12, are randomly selected. For each target video shot, sample
queries are performed, and query frequency and bandwidth curves are generated by varying the return size from 3 to
18 video shots.
The query frequency curve in Figure 13 shows that a greater number of queries are needed for small return sizes. On
average for a return size of 14, only two queries are needed to reach the desired video shot.
In Figure 14, the bandwidth curve linearly decreases as return size decreases. For small return sizes, many times ten or
more queries failed to place the video shot within the return list. These ``failed'' videos, shown in Figure 15, were
simply discarded in this case. In Figure 16, we compensate for these failed queries by applying a heuristic to penalize
the returned videos. Once this was done, the average bandwidth was recalculated in Figure 16, which shows that a
medium return size requires the least amount of bandwidth.
The system performed better when it was provided with more information. Multiple object queries proved more
effective than single object queries. Also, objects with a greater number of features, such as color, motion, size, and
shape, performed better than those with just a few features. It is also important to emphasize that certain features
proved more effective than others. For example, motion was the most effective, followed by color, size, shape and
texture.

Figure 12: Three sample queries used
in system benchmarks. The left column
shows the final sketch to successfully
retrieve the video. (a) A Skier (b) Two
soccer players (c) A baseball query. In
the baseball video clip, the catcher
moves to the left. Also note the strong
match of the sky-like texture to the sky.

Figure 13: Average number of
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queries needed to reach a video shot
(accounting for successful cases
only).

Figure 14: Average bandwidth used
in reaching a video shot (accounting
for successful cases only).

Figure 15: Number of failed videos
for a particular return size.
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Figure 16: Average bandwidth used
including the failed videos.

[TOC]

10 Research Issues in VideoQ
While the results section (Section 9) demonstrates that VideoQ works well, there are other issues that need to be
addressed. This section contains a brief overview of the issues that we are currently working on.
[TOC]

10.1 Region Grouping
Automatic region grouping, is an open problem in computer vision, and in spite of decades of research, we are still far
from completely a automated technique that works well on unconstrained data. Nevertheless, the segmented results,
need to be further grouped in order for us to prune the search as well search at a higher semantic level. Also good
region grouping is needed avoid over-segmentation of the video shot.
[TOC]

10.2 Shape
One of the biggest challenges with using shape as a feature is to be able to represent the object while retaining a
computationally efficient metric to compare two shapes. The complexity of matching two arbitrary N point polygons is
[Arkin 91].
One approach is to use geometric invariants to represent shape [Mundy 92], [Karen 94], [Lei 95]. These are invariants
on the coefficients of the implicit polynomial used to represent the shape of the object. However, these coefficients
need to be very accurately calculated as the representation (that of implicit polynomials) is very sensitive to
perturbations. Additionally, generating these coefficients is a computationally intensive task.
[TOC]

10.3 Spatio-Temporal Search
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We are currently extending the work done on VisualSEEk [Smith 96] on 2-D strings [Chang 87] in order to
effectively constrain the query results. There has been work using modified 2-D strings as a spatial index into videos
[Arndt 89], [Shearer 97].
For video, 2-D strings can be extended to a sequence of 2D-strings or a 2D-string followed by a sequence of change
edits [Shearer 97]. Building on these observations we propose two efficient methods for indexing spatio-temporal
structures of segmented video objects.
In the first method, only frames with significant changes of spatial structures need to be explicitly indexed (by
2D strings of those image frames). Given such a representation, users will be able to search video objects or
events of interest (e.g., two objects swap locations, birth or death of objects) by specifying temporal instances or
changes of spatial structures. A simplified representation is to include the 2D strings at the beginning frame, the
ending frame, and several sampled frames in between.
The second method extends the 2D-string based query to 3D-strings. Video objects may be projected to x, y and
time dimensions to index their absolute centroid position, 3-dimensional support, and relative relationships.
More sophisticated variations of 3D strings can be used to handle complex relationships such as adjacency,
containment, overlap.
[TOC]

11 Conclusions
Video search in large archives is an emerging research area. Although integration of the diverse multimedia
components is essential in achieving a fully functional system, we focus on exploiting visual cues in this paper. Using
the visual paradigm, our experiments with VideoQ show considerable success in retrieving diverse video clips such as
soccer players, high jumpers and skiers. Annotating video objects with motion attributes and good spatio-temporal
metrics have been the key issues in this paradigm.
The other interesting and unique contributions include developing a fully automated video analysis algorithm for
object segmentation and feature extraction, a java-based interactive query interface for specifying multi-object queries,
and the content-based visual matching of spatio-temporal attributes.
Extensive content analysis is used to obtain accurate video object information. Global motion of the background scene
is estimated to classify the video shots as well as to obtain the local object motion. A comprehensive visual feature
library is built to incorporate most useful visual features such as color, texture, shape, size, and motion. To support the
on-line Web implementation, our prior results in compressed-domain video shot segmentation and editing are used.
Matched video clips are dynamically ``cut'' out from the MPEG stream containing the clip without full decoding of the
whole stream.
As described earlier, our current work includes region grouping, object classification, more accurate shape
representation, and support of relative spatio-temporal relationships. An orthogonal direction addresses the integration
of the video object library with the natural language features to fill the gap between low-level visual domain and the
high-level semantic classes.
[TOC]
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Footnotes
...backgrounds
Note, even if the background shows a crowd, due to aggressive region merging, they may be merged into one
single region.
...consistency
If two regions exhibit consistency in all features, then they will be merged into one region. Regions which
exhibit no consistency at all in any feature, would probably not belong to the same object
...scaling
This is the factor by which an object changes its size over its duration on the shot. This change could either be
induced by camera motion or by the objects intrinsic motion.
...scene
Global motion compensation is not needed if users prefer to search videos based on perceived motion.
...frames
We could have also stored the the successive affine transformations, but that would have increased the
complexity of the search. Also, it is worth keeping in mind that the users will not have ``exact'' idea of the
trajectory of the object that they wish to retrieve.
...area
the ratio of the area of the object to the area of the circumscribing circle. Note that this feature is invariant to
scale.
...area
this is the percentage of the area of the video shot that is occupied by the object
...trajectory
A immediate benefit of using this method is when one is matching against a database of sports shots, then
``slow-motion'' replays as well as ``normal-speed'' shots will be retrieved as they both execute the same xy
contour.
...numbers
Alternately, the index could run over the set of subsampled points
...rate
We quantify it in terms of (frame rate)/(unit distance). Where the distance refers to the length of the motion
trajectory in pixels. We assume a canonical frame rate of 30 frames/sec.
...ratio
This is the area of the object divided by the area of the entire shot.
[TOC]
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Abstract
The paper addresses how relevance feedback can be used to improve the performance of content-based image
retrieval. We present two supervised learning methods: learning the query and learning the metric . We combine the
learning methods with the recently proposed color correlograms for image indexing/retrieval. Our results on a large
image database of over 20,000 images suggest that these learning methods are quite effective for content-based image
retrieval.
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Abstract
The problem of determining the physical and semantic structure of an extended video sequence is essential for
providing appropriate processing, indexing and retrieval capabilities for video databases.
In this paper, we describe a novel technique which reduces a sequence of MPEG encoded video frames to a trail of
points in a low dimensional space. In this space, we can cluster frames, analyze transitions between clusters and
compute properties of the resulting trail. By classifying portions of the trail as either stationary or transitional, we are
able to detect gradual edits between shots. Furthermore, tracking the interaction of clusters over time, we lay the
groundwork for the complete analysis and representation of the video's physical and semantic structure.
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Introduction
Recent advances in digital storage technology and computer performance has led to the wide spread distribution of
video and has promoted video as a valuable information resource. We can now obtain near real-time coverage of
world events and have access to selected clips from archives of literally thousands of hours of video footage almost
instantaneously. The prospect of being able to access such resources is very exciting, yet the sheer volume of data that
we must deal with can make any retrieval task seem overwhelming and practical usage impossible. This is primarily
because there are still few efficient ways to provide access to the information these video sources contain, without
either viewing the entire video, or relying on manual annotation. Content based analysis, indexing, and retrieval of
video sequences are important missing components in today's video database systems.
Over the past 30 years a great deal of work has been done on the analysis, indexing and retrieval of electronic text, and
more recently on the analysis and retrieval of still images in image databases. Early work on indexing video extended
the same philosophies used for text and images by treating video sequences as collections of still images -- extracting
relevant key frames and indexing the key frames using tested image database techniques. Although reasonable results
can be expected on a frame by frame basis, one important component of the video sequence is often ignored - the
temporal structure. The temporal component of a video clip is arguably fundamental for everything from segmentation
to classification.
The video processing task which, in general, has received the most attention is video segmentation. Unfortunately,
specific segmentation tasks too require the analysis of temporal features, and have not been adequately addressed.
Temporal relationships between frames must be considered, for example, to detect shot changes which result from
extended edits such as fades and dissolves or from changes in scene content resulting from objects entering or exiting
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the field of view and camera motion. Most techniques presented previously consider only local relationships between
frames.
In this paper, we describe a technique which lays the ground work for efficient analysis and representation of the
temporal structure of a video. To demonstrate the technique, we address the problem of detecting gradual transitions
between clips in MPEG video, and discuss extensions to related problems.
We begin by providing a brief background survey of work on video representation in Section 1.1 and a summary of
related work in 1.2. In Section 2 we introduce the concept of VideoTrails and how they are generated. Section 3
explains the techniques used to segment VideoTrails and Section 4 describes their classification into transitional and
stationary components. In Section 5, we present a primary application of the VideoTrails representation -- gradual
transition detection. We present some results in Section 6 and some further applications in Section 7.

Background
Most video clips have a physical structure and are composed of shots concatenated using various physical edits.
Within each shot, there can be physical changes due to camera or object motion, changes in lighting or other scene
activity. The nature of these physical changes and how they are encoded ultimately affects how the transitions can be
detected and their detection is essential for the ultimate semantic representation of the video.
In this paper, we will present techniques to detect various physical events directly in the compressed domain in MPEG
encoded video [12]. By operating on features inherent in the representation, such as the type of each Macroblock
(MB), the Discrete Cosine Transform (DCT) coefficients of each MB, and the motion vector components for the
forward, backward, and bidirectionally predicted MBs, we reduce the need for decompression.
Detecting some physical changes such as cuts and camera motion is fairly easy and algorithms have appeared in many
recent papers [2, 8, 16, 19]. Detecting gradual transitions and special effect edits, on the other hand, is a tougher
problem in the compressed domain. We have developed a structural representation of a video clip that can be used to
tackle such problems.
<-- Introduction

Related Work
As mentioned earlier, a great deal of work has been done on segmentation of video, but much less work has been done
on the representation of structure in video. Early work by Cherfaoui and Bertin [4] provides a two-stage strategy for
segmenting a clip into shots, and then manually grouping these shots into sequences of shots and further into themes to
enable hierarchical browsing. More recently, a paper by Zhong et al. [20] describes a generalized top-down
hierarchical clustering process to build hierarchical representations of videos. Work has also been done in the field of
video data modeling in which defining objects and events in video is given importance [7].
The notion of using DCT information to cluster similar frames was employed in the paper by Ariki and Saito [1] for
the specific application of extracting news articles. Work by Yeung and Yeo [17] also deals with the characterization
of video content and its representation in a compact form using temporal events such as dialogues, actions, and story
units.
<-- Introduction
<-- Table of Contents
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VideoTrails
Our approach to analyzing a video clip involves first generating a trail of points in a low-dimensional space where
each point is derived from physical features of a single frame in the video clip. Intuitively, this leads to clusters of
points whose frames are similar in this reduced dimension feature space and correspond to parts of the video clip
where little or no change in content is present. Between these clusters, we find bridges or transitions which correspond
to changes in physical activity taking place in the video clip.
Our analysis involves determining regions of low and high activity, and using this information to develop a
representation of the structure of the video clip. Our approach is based on our previous work on compressed domain
analysis of video to extract low-dimensional spatial features from frames of an MPEG encoded video clip [9, 10].
Using the DC coefficients of I frames, we can estimate the DC coefficients of MBs of P and B frames with minimal
computation [15]. This results in a uniform representation of the spatial data of all types of frames of an MPEG clip.
We utilize the DC coefficients of the luminance and chrominance components of an MPEG frame as features and the
Euclidean distance between the feature vectors to test for similarity between frames. Using a technique called FastMap
[5], we perform dimensionality reduction to generate a low-dimensional vector for each frame. Since the feature
extraction has been described in previous work[9, 10], we continue with a description of the dimensionality reduction.

Dimensionality Reduction
The primary advantage of FastMap is that it runs in time linear in the number of objects in the database. FastMap
takes a distance function and a set of frames, outputs a point in an arbitrary lower-dimensional space for every frame.
A second characteristic of FastMap is that the output points approximate well the distance information of the original
frames while keeping the number of dimensions to a manageable level.
FastMap assumes the objects do indeed lie in a certain unknown, k-dimensional space. The goal is to recover the
values of each dimension, given only the distances between the `points'. This is achieved by successively projecting all
the points, first, onto a line joining two pivot points, and then onto the hyper-plane perpendicular to that line. The
pivots points are chosen using a simple linear time heuristic that approximately picks two points that are far apart as
follows. Starting with a point, pick the point that is farthest away from it. Then use this new point, and repeat this
heuristic a constant number of steps. The projection onto the line uses the relative distances of each point with respect
to the pivots, and these projected distances are used as the coordinates along that line (or axis). The second projection
onto the hyper-plane is an appropriate modification of the distance function that renders it applicable to the points in
this hyper-plane.
By successively applying the two projections, the requisite number of coordinates can be obtained in O(kn) time where
k is the target dimension and n is the number of points. The reader can refer to a paper on FastMap [5] for more
information, including the pseudo-code of the algorithm.
Finally, before we proceed further, we must clarify an important notion regarding FastMap. Individually, the points
themselves and their coordinates output by FastMap do not carry any special meaning as such, but in relation to other
output points, we can infer how ``similar" one point is to another, with respect to all other points by comparing relative
distances.
<-- VideoTrails
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VideoTrail Generation
The low dimensional features serve as a compact representation for each frame, and at the same time retain the
interrelationships between other frames. Consider a video clip with a 320 240 frame size. There are 20 15 MBs
yielding 1800 DC coefficients per frame since each MB contains six DC coefficients (four luminance and two
chrominance). These 1800 coefficients of each frame in the video clip represent the initial feature vector and are
passed to the FastMap routine along with a target dimension, yielding a vector (or point) for each frame of the clip in
that target dimensional space. Since FastMap generates points close to each other for similar inputs and points far
apart for dissimilar inputs, we obtain a detailed visual representation of a video clip accentuating the activity present in
the video clip.
Figure 1: VideoTrail example: (a) An example of a VideoTrail of a low activity clip of a news interview. (b) A
montage of the key frames (first frame in each shot) of the 9 shots present in the clip.
Figure 2: VideoTrail example: (a) An example of a VideoTrail of a high activity clip of a documentary footage. (b)
The sequence of frames comprising the ``fade-in" at the beginning of the clip. The corresponding trail of points in (a)
can be easily noted.
The temporal ordering of frames is an essential feature of a video clip so we order the points the same way as the
frames in the clip. We call this sequence of points in a low-dimensional space, the VideoTrail for the clip. Although
the target dimension of the dimensionality reduction technique can be arbitrarily specified, in this paper we present
examples in three dimensions to enable visualization of the results. In general, the larger the dimension of the FastMap
output space is, the better the distribution and clustering of the output points. This can be inferred from the significant
increase in retrieval percentage when FastMap points are used to index video clips [8, 10]. Most of the discussions that
follow in this paper are applicable to points with a dimension greater than three, albeit with a substantial increase in
computation. Again, we must note that the coordinates of the output points do not carry any special meaning.
Figures 1 (a) and 2 (a) show two examples of trails generated in three dimensions. Successive points are connected to
show the flow of the video clip. Sudden jumps from one cluster to another in Figure 1 (a) are due to cuts, whereas the
sparse trails in Figure 2 (a) are due to gradual transitions. Figure 1 (b) shows a montage of the key frames of the shots
that comprise the clip. Here, the key frame of a shot is just its first frame. Figure 2 (b) shows the frames of the ``fadein" sequence appearing at the start of the clip. The points that correspond to this sequence can easily be noted as the
trail of points that start from the lower right side in Figure 2 (a).
<-- VideoTrails
<-- Table of Contents

Trail Segmentation
The frames within a shot tend to have a temporal consistency associated with them, yet sudden changes between
frames which are not due to edits are rare. A measure of the activity of the shot, denoting the amount of change that
takes place in a shot or a clip, predicts these changes. In a clip or shot with high activity, the content changes often,
whereas in a clip with low activity, little change occurs between consecutive frames. Figure 1 (a) is a VideoTrail of a
low activity clip of a short news interview with three distinct shots, one of the interviewer, one of the interviewee, and
one where both are inset in a single frame, as is evident from the key frames of the shots in Figure 1 (b). Figure 2 (a)
is a VideoTrail of a high activity clip of a documentary feature containing a distinct fade-in sequence and a number of
dissolves.
Our aim is to analyze the sequence of points in a VideoTrail, and determine regions of high activity corresponding to
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transitions and low activity corresponding to individual shots. In effect, the problem of segmenting the video into
concrete sets of frames is transformed into the problem of splitting this sequence of points into smaller trails that
correspond to segments of video.

Splitting Algorithm
Our approach to splitting a VideoTrail involves identifying places in the sequence of points where sudden changes in
activity occur. We start by placing the first point in a new trail, and then considering each successive point in the
sequence in order, and performing a test for ``inclusion" of this point in the current trail. If the test passes, then we
include the point in the current trail and we move to the next point. If the test fails, we close the current trail with the
previous point as its last point, and we start a new trail with only the current point, and we proceed in our analysis by
considering successive points.
For the ``inclusion" test, we introduce the notion of marginal cost. At each stage, we determine the total cost per point
in the trail if the point is included in the current trail. We keep track of the previous marginal cost, and if the new
marginal cost is more than the previous value, then we say that the test of inclusion has failed.
Consider a clip with N frames. Performing dimensionality reduction using FastMap yields N 3-D points,

Assume that there are m points in the current trail,
, denoted by the set and let be the point being
considered for inclusion. Define
to be the minimum bounding rectangle of all the points in . Let d be the
dimensionality of the space in which the points lie. Thus

has a dimensionality of d. Let its individual

dimensions be denoted by,

If we denote the set of all points in the VideoTrail by the universal set

, then,

is the MBR of all points in

the VideoTrail. The individual dimensions of this MBR are denoted the same as above.
The marginal cost is then,

This cost function was previously used in the paper by Faloutsos et al. [6]. We compare

with the

previous marginal cost, and if the former is greater, then we identify a trail cut between the points

and

.

Intuitively, this technique keeps including successive points as long as the result of the inclusion does not increase the
size of the MBR of the current trail drastically. If it does, then the current trail is closed, and a new trail is started.
Even if the trail is elongated and sparse, successive points will be added as long as the VideoTrail maintains a fair
course, but the problem with this procedure is that if successive points are placed closer and closer to, or within the
MBR of the current trail then, the successive points will continue to be included. The number of points will increase
more rapidly than the size of the MBR, resulting in a very large cluster which could become immune to digressions of
the VideoTrail, strictly due to its size.
To rectify this, we run the splitting algorithm with the input points in reverse order, from last to first. If the points
were converging in the forward run, in the backward run, they would be divergent, and the algorithm would identify a
cut. We take the union of the two sets of cuts from the forward and backward run to obtain our final set of trail cuts.
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Figure 3: Trail Segmentation: (a) Shows the MBRs of some sparse and dense trails taken from a documentary video.
(b) Close-up of the three MBRs located at the left in (a). (c) The sequence of frames that yielded the sparse transition
between the two dense clusters in (b).
Figure 3 (a) shows a set of MBRs of trails after segmentation, which contains both sparse (high activity) and dense
(low activity) trails. The points have been left unconnected in the figure for display purposes. Close observation
reveals that the large sparse trail at the left of the plot is a transition between two very dense clusters. Figure 3 (b)
shows the close-up of these three trails alone. One of the dense trails contains 207 points and the other contains 112
points. The curved sparse trail contains 76 points and is actually a zoom-like computer generated special effect
occurring between the two low activity shots. Part of the clip containing this special effect transition is shown in Figure
3 (c). The video describes a physical feature map of a land, highlights a small portion of the land, and expands that
small portion into greater detail, while simultaneously fading out the previous map.
<-- Trail Segmentation
<-- Table of Contents

Trail Classification
After a VideoTrail has been segmented, we classify each of those segmented trails into one of two types -- stationary
or transitional, based on their activity. We ultimately define stationary trails as trails with low activity, and transitional
trails as those with high activity. The definitions might seem a little fuzzy at first, but later when we describe the
criteria used for classification, they will become clearer.
To discriminate, we observe that the low activity trails are termed stationary because the frames in its region will be
quite similar amongst themselves. They are usually small, dense, and tend to have more of a globular shape than an
elongated shape. The high activity transitional trails, on the other hand, tend to have a more elongated shape and are
often more sparse.

Classification Criteria
We first begin by defining four criteria for classification that we use in our analysis based on these observations -Monotonicity, Sparsity, Convex hull volume ratio, and MBR shape.
Monotonicity
The most salient criterion is the ``globularity'' of the trail, since it is independent of the behavior of other trails. The
globularity of a trail can be easily estimated by testing the monotonicity of the sequence of points in the trail. If a trail
is monotonic, or at least close to monotonic, in some direction, then it is likely transitional or elongated, since the
sequence of points has a particular direction of flow. We perform this analysis by adding the projections of individual
absolute distances between consecutive points along each of the dimensions of the MBR of the trail. We take the ratio
of this distance sum to the corresponding MBR dimension for each of the dimensions and we choose the minimum
over all the dimensions.
Define
of points,

to be the projection of the absolute distance between points
in a trail be denoted by

length of the MBR dimension

. Then,

is given by,
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Then, the minimum projected distance ratio,

is given by,

is used as the first criterion.
Sparsity
The second criterion which is used in distinguishing between high and low activity trails is the sparsity of the MBR of
the trail under consideration. We define sparsity of an MBR as the total MBR volume per point. Let us denote the
, the volume of the MBR as
, and the number of points in as
.
sparsity of an MBR of a trail as
Then,

The sparsity of an MBR of a trail alone is not sufficient to qualify it as one or the other, thus, we need to use the
sparsity of an MBR relative to some global measure. Using the sparsity of the MBR of the entire VideoTrail is also
inappropriate because we have observed that such an MBR is typically excessively sparse. We need to derive an
average sparsity from which we can determine if it is a transitional or stationary trail.
We define average sparsity as the ratio of the sum of all trail MBR volumes and the sum of the number of points in
each trail (which essentially is the total number of points in the entire VideoTrail).

From

, we derive the Sparsity Ratio of

as

Convex Hull Volume Ratio
The third criterion that we use is the ratio of the volume of the convex hull of points in a trail to the volume of MBR
of trail. If the points of a trail are arranged in a more globular shape, then this ratio will be higher than it would be for
a trail which is elongated. The drawback to this analysis is that the amount of computation required to find a convex
hull of a given set of points is inordinately high, especially in three or more dimensions.
Let us denote the volume of the convex hull of the set of points in a trail
. Then the convex hull volume ratio is given by,
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We used the qhull [3] program to calculate the volume of the convex hull of a given set of points for our analysis.
MBR Shape
The final criterion that we use is the shape of the MBR of the trail. Although it is neither a necessary nor a sufficient
condition, it helps to analyze it since the shape reflects the type of trail it can be. We have mentioned earlier that
transitional trails usually have an elongated shape. If this direction of elongation coincides with a dimension, then, the
shape of the MBR will be elongated along that dimension. Similarly, the elongation can exist in two dimensions
simultaneously. In 3-D for example, three distinct types of shapes are possible -- elongated, planar, and cuboidal .
See Figure 4.
Figure 4: MBR Shapes: (a) Cuboidal. (b) Planar. (c) Elongated.
If the MBR of a trail has an elongated shape, then it has a high probability of being a transitional trail, if the trail has a
cuboidal shape, a transition is less likely. It is necessary to point out here that the convex hull criterion and the shape
criterion are somewhat interdependent. A transitional trail in an elongated MBR would not have as low a convex hull
volume ratio as would a transitional trail whose MBR has a cuboidal shape.
<-- Trail Classification

Classification
Each of the criteria described above yields support for either a transitional or a stationary trail, but in general, neither
criteria alone is sufficient for classification. Therefore, we must have a means of combining evidence for each of the
criteria to obtain the final classification.
First, we employ a weighted averaging of the individual measures. We have derived the weights empirically for each
measure and refer to them as follows -- Monotonicity (
= 0.4), Sparsity (
= 0.3), Convex Hull Volume Ratio (
= 0.2), and MBR Shape (
= 0.1).
We then use these weights to derive a combined decision value. For each of the first three criteria, we map the
numerical values of the individual criteria to a ramp function from 0 to , with the output value of 0 being associated
with an ideal stationary trail, and the output value of being associated with an ideal transitional trail. Instead of
applying the mapping to the entire domain space, we apply it over a subset of the domain where we wish to achieve the
best discrimination and clamp the output at the extremes outside this domain.
For the monotonicity test, depending on the value of Eqn. 1, the value of the monotonicity criterion

where

and

is given by,

are clamping thresholds.

We use 2.0 for
suggesting that if the total distance traveled along the dimension is at least twice the length of the
dimension, then it has a high probability of being a stationary trail. We use 1.1 for
as it suggests it was a fairly
monotonic trail. Values in between are linearly interpolated.
For the sparsity test, depending on the value of Eqn. 2, the value of this criterion
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Note that the extreme values for this criterion are the opposite of the previous criterion. In this case, for
, we use
2.0 suggesting that if the sparsity of a trail is more than twice as sparse as the average sparsity of the clip, then it is
probably a transitional trail. We use 0.2 for
for clamping trails with low sparsity as high probability stationary
trails.
The formula for

, the value of the convex hull volume ratio test is similar to that for

value of Eqn. 1, we use the value of Eqn. 3. We use 0.05 and 0.2 for
test.

and

, where instead of using the

respectively for the convex hull ratio

For the MBR shape test, we do not apply a continuous mapping transformation, but just assign static values of 0,
and
for the cuboidal, planar, and elongated shapes respectively. Its value is given by,

After the individual values
sum of

We use
If

is 1,

have been determined, we need to obtain the normalized final measure,

. Since the

can easily be calculated as,

to decide if the trail is a stationary or transitional trail.
, then it is transitional trail, otherwise it is a stationary trail.

We have derived these thresholds by performing experiments with many types of trails and manually analyzing the
results with their ground truth information. Many of the values of actual transitional and stationary trails were at the
, or were much less than
. A greater ability to
extremes of the domains, i.e., were much greater than the
distinguish the values that occur in the middle of the domains was required. Our goal was to arrive at a set of
thresholds that could polarize the values of
so that the trails can be distinguished easily. If the thresholds were set
too far apart, more values for

would be found bunched up at the middle. On the other hand, if the thresholds were

set too close, then a lot more false classifications would occur.
The weights
,
,
and
were assigned the values 0.4, 0.3, 0.2 and 0.1 after following a few simple guidelines.
First, we did not wish to give a value greater than 0.5 to any criterion since if its corresponding value was 0 or 1, that
criterion alone would be sufficient to classify it one way or the other. Second, since the criteria were ordered from
most important to least important, the weights had to be assigned proportionately. Third, by analyzing the ground truth
information, we observed that the weights needed to be well spread out relatively instead of having values close to
each other, i.e, there was a lot of difference between first criterion and the last criterion. Finally, the weights needed to
be adding up to 1.
A final point that needs to be made here is that since the convex hull ratio test is dependent on the average sparsity,
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, the overall amount of activity present in the entire clip influences how the individual trails are classified. This could
be a drawback sometimes. For example, if the entire clip contains just four stationary shots having very little motion
within them. Then, these four trails could be very densely clustered yielding a very low average sparsity. If even one of
the individual MBRs has a sparsity slightly different from the average, then it could be misclassified. For this reason,
our system identifies these clips with very low overall activity, and changes the weights such that the sparsity criterion
is associated with a much lower weight. However, it is very rare that we find clips with such low activity over a large
duration. Even little amounts of object/camera motion yields to transitional trails that support the use of the sparsity
criterion.
<-- Trail Classification
<-- Table of Contents

Gradual Transition Detection
One of the basic applications of VideoTrails is in solving the gradual transition detection problem which has been
tackled by very few researchers, especially in the compressed domain. The problem is difficult because no obvious
features exist in the MPEG compressed domain that suggest that a gradual transition is taking place without looking
over large numbers of consecutive frames. Even so, other types of normal scene action begin to affect decisions. A
wide variety of gradual transitions are possible including dissolves, fades, and wipes. In a fade, the luminance
gradually decreases to, or increases from, zero. In a dissolve, two shots, one increasing in intensity, and the other
decreasing in intensity, are mixed. Wipes are generated by translating a line across the frame in some direction, where
the content on the two sides of the line belong to the two shots separated by the edit. Many other special effect edits
exist that may not be simple linear transformations like the ones described above.
Two techniques that are applicable in the DCT compressed domain have been suggested by researchers. The paper by
Yeo and Liu [16] suggests a method in which every frame is compared to the
frame following it. The separation
parameter k should be larger than the number of frames in the edit. If that is the case, by using the sum of the absolute
difference of the corresponding DC coefficients as the comparison metric, any ramp input should yield a symmetric
plateau output with sloping sides. Another technique suggested by Meng et al. [13] involves using the intensity
variance to detect dissolves. They measured frame variance by using the DC coefficients of the I and P frames, and
observed that during a dissolve the variance curve shows a parabolic shape. There have also been research done in this
area that require pixel data (uncompressed data) to work [14, 18, 19]. Most of these earlier work on gradual transition
detection perform well on linear transitions, but not on more general transitions. We look for shot consistency, to
detect transition.
The advantage of our technique is that transitions are detected irrespective of whether they are linear or not. Thus,
apart from the common gradual transition edits such as dissolves, fades, and wipes, many kinds of special effect edits
are also detected. Gradual transitions in FastMap space appear as sparsely threaded trails. Though it might not be
possible to distinguish between various types of special effect edits, it is definitely possible to detect the presence of
most kinds.
The difficulty with this approach is that, though it might not be obvious, sometimes, activity in the clip arising from
camera or large object motion also yields trails that are somewhat similar to trails resulting from gradual edits. Often,
changes that are due to slight movements are very small and are not detected as trails, but when fast camera motion
occurs over vastly varying scene content, it becomes indistinguishable from gradual transitions. This ambiguity can be
resolved by extracting the global motion directly from the temporal features present in the MPEG compression stream,
and tagging these transitions as motion transitions [9, 10]. Thus, the transitions not tagged as motion transitions are
detected as gradual transition edits.
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In the next section, we describe the global motion detection transition.

Global Motion Detection
Our approach involves using the motion vectors encoded in the MPEG format to determine the type of global or
camera motion that may be present, including zoom-in, zoom-out, pan left, pan right, tilt up, tilt down, and a
combination of zoom, pan and tilt [8, 11]. Since our goal is to filter out any kind of global motion leading to a
transitional trail, the analysis does not distinguish between camera motion and consistent motion of objects in the
scene that give the appearance of camera motion.
The analyses for pan and tilt involve testing to see if a majority of the motion vectors are aligned in a particular
direction. Each valid motion vector is compared to a unit vector in one of the eight directions, and the number of
motion vectors that fall along each of those directions is counted. If the direction receiving the highest number of
vectors receives more than twice as many vectors as the second highest does, then the frame is declared to have
motion along that direction. A zoom model has been developed for testing zoom-ins and zoom-outs. The zoom feature
detector tests for the existence of a Focus of Expansion (FOE) or a Focus of Contraction (FOC) in each frame in a
zoom sequence by using the motion vectors of each macroblock as flow data. A 2-D array of bins corresponding to the
array of MBs is taken, and for each motion vector, a vote is cast for each bin lying along the path of a line segment
along the motion vector. Thus, in the case of an FOC or an FOE, the bins in its vicinity would receive many votes. The
detector also checks that the motion vectors near the FOE or FOC are small and that the average of their magnitudes
over a constant radius around the FOC or FOE roughly increases with increasing radius.
Sequences of frames in a shot that fall under the same valid class of motion are grouped together into motion
transitions. Short similar motion transitions that are close, but separated due to noise, are grouped to yield longer
transitions.
<-- Gradual Transition Detection
<-- Table of Contents

Experiments and Results
We ran experiments for the gradual transition detection procedure over 13 clips containing many types of gradual
transitions such as dissolves, fades, wipes, and other special effect edits. There were a total of 28953 frames tested
containing 135 gradual transitions. These clips contained a wide variety of content including sporting events,
documentary clips of wild-life and natural habitats, and prime-time TV news magazines. Within the sports clips, there
were also many documentary-style features of athletes.
First, we generated the VideoTrail for each clip and split it into its constituent stationary and transitional trails. We
then ran the classification algorithm on each trail, and compared the ranges of each transitional trail with the motion
ranges detected by the global motion detector. Using a small tolerance (10 frames) at each end of the range, we
determined whether a transitional trail was due to motion or due to a gradual transition edit. Using the ground truth of
those clips, we were able to identify the number of false detections and missed detections. Apart from those two
standard errors, we also computed partial range matches where the ranges did not match within the prescribed
tolerances. The results of the experiments are summarized in Table 1.

file:///C|/Users/Bear/Desktop/new/MM97/koblaACM97.html[3/15/2010 6:34:47 PM]

VideoTrails: Representing and Visualizing Structure in Video Sequences

Table 1: Results of the Gradual Transition Detection Experiments
Most cases of false detections were due to the inability of the motion detector to detect a consistent motion pattern.
Our performance is therefore limited by factors such as the quality of motion estimation used during the encoding of
MPEG clip. A typical case leading to missed detections was when an edit combined similar shots due to which the trail
segmentation procedure was unable to split the VideoTrail at the edit points. This is the case, for example, when a
transition occurs between shots from two cameras focused on the same scene. Some missed detections were due to the
fact that one or both of the shots being combined with a special effect edit could be undergoing motion as the edit
occurs. In such cases, the motion detector misclassified gradual transitions as motion transitions. Most partial
detections resulted from the same ambiguity.
Tolerating the partial detections, the table shows that we obtained a recall rate of 90.4% (
precision of 89.1% (

), and a

), indicating that we were able to achieve good performance using this

technique. We are currently in the process of evaluating the performance of our algorithm with respect to existing
gradual transition detection algorithms, and we hope to present the results of our comparison in the future.
<-- Table of Contents

Additional Applications
In addition to the application to the gradual transition detection problem explained earlier, there are other areas where
the VideoTrails representation is of primary interest.
Inter-shot similarity:
Video sequences often contain different shots of the same content. This is typically the case when a scene is shot with
a small number of stationary cameras focused on particular objects. We explained earlier that similar frames in a video
clip are transformed into points close together in the low dimensional space. This is also true of frames taken from
different shots of the same content. Hence, two shots of the same content will yield clusters that overlap to a significant
degree in the VideoTrails representation. These overlaps can easily be detected by comparing the individual MBRs of
stationary trails and testing for their overlaps.

file:///C|/Users/Bear/Desktop/new/MM97/koblaACM97.html[3/15/2010 6:34:47 PM]

VideoTrails: Representing and Visualizing Structure in Video Sequences

Classification of action and conversational scenes:
A typical conversational scene between two persons has three distinct camera angles, one for each person, and a third
for a medium shot capturing both persons. A VideoTrail representation of these shots would contain three fairly large
stationary trails with transitions occurring frequently amongst them. On the other hand, action sequences typically
contain many transitional trails corresponding to shots with high activity. There would be little inter-shot similarity
amongst the action shots. Earlier work on this problem can be found in [17].
Key frame selection:
Judicious selection of key frames is important in many applications, especially in extracting features for indexing
video. An ideal key frame for a shot should be representative of all the frames of a shot. Applying simple heuristics
like always choosing the first frame of a shot might not be a good idea in certain cases. Instead, key frames can be
chosen from the clusters in the VideoTrail representation. For example, the point closest to the center of the MBR of
the cluster could be a better representative. Another choice could be the point closest to the center of mass or centroid
of the cluster.
Scene Transition Representation:
The key frame concept can also be extended in the following manner. We can use the points chosen for key frames to
represent the entire cluster, and if we create directed edges between these key frame points, we can develop a directed
graph representation of the entire video clip which can be used for performing analysis for extracting story units [17].
Video classification:
Certain types of video clips have a standard structure which can be used to classify other videos having the same
structure. For example, a typical half-hour local news report has one or two standard shots of news anchors
interspersed with shots of on-location news clippings. The weather and sports reports will have their own anchor
person shots occurring frequently mixed with sports sequences. Thus, the directed graph of such a program will have a
clique formed by a few prominent high degree nodes corresponding to these shots of anchor persons. There will also
be many non-overlapping self loops leaving and returning to these anchor person shots corresponding to news items.
The weather and sports anchor shots will have their own set of self loops. If the directed edges along these self loops
are collapsed to form a single self loop, distinct structure can be identified. Using graph matching techniques, it is
possible to classify videos of other news programs having the same structure. Figure 5 is an example of how a typical
news structure looks like.
Figure 5: Example of a news clip representation after directed edges in a self loop to a clique are collapsed. The black
dots represent news anchor shots.
<-- Table of Contents

Conclusion
We have presented a technique which can be used to provide a compact representation of a video sequences structure.
The technique reduces a sequence MPEG encoded video frames to a trail of points in a low dimensional space. In this
space, we can cluster frames, analyze transitions between clusters and compute properties of the resulting trail. By
classifying portions of the trail as either stationary or transitional, we are able to detect gradual edits between shots.
Furthermore, tracking the interaction of clusters over time, we lay the groundwork for the complete analysis and
representation of the video's physical and semantic structure.
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One primary observation of this work is that transitions are indicated as much by consistency and differences between
the content of the surrounding shots as they are by characteristics of the transitions themselves. By exploiting these
consistencies through clustering, we are able to analyize the higher level structure.
Our current work is concentrating on video classification and browsing.

End Notes
...coefficients
Of the 64 DCT coefficients, the coefficient with zero frequency in both dimensions is called the `DC coefficient',
while the remaining 63 are called the `AC coefficients'.
...cuboidal
The term cuboidal here does not necessarily mean that the three dimensions have to be equal.

<-- Table of Contents
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Abstract
Large scale video-on-demand systems require that the servers offering the video retrieval and playback services are
arranged as a distributed system in order to support a large number of concurrent streams. If such a system is
hierarchical, an end-node server handles the requests from a particular area, the next server in the hierarchy takes the
request over for several end-node servers if those can not answer the request and so on. This architecture provides for
cost efficiency, reliability and scalability of servers. The end-node servers store only a limited set of the overall
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available information which changes over time due to user interests. If a video is requested which is not available, this
server contacts the next server in the hierarchy.
To decide the size and location of the video servers and the location of videos in the hierarchy, the access behaviour of
users must be considered. Various models for the simulation of user behavior (and thus, of the load induced on the
video servers) have been presented in the literature. Only a few of these models are designed to take long-term effects
into account because the basis for most of the models are short-term influences on a single video server and the load
on this single machine.
In this paper we describe a new user behavior model and show that various assumptions made within other models are
unrealistic.
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Introduction
Video-on-Demand
Several definitions for the term `video-on-demand' can be found in the literature [Sam95, Litt94a, Ov94]. It is
sometimes considered as consisting of subcategories (defined, e.g., by [Litt94a]) such as `movies on demand',
`interactive video games', `interactive news television', `catalog browsing (interactive shopping)', distance learning
(edutainment)', and `interactive advertising'.
The terms interactive television [Hac96, Ov94, Hod95] and services on demand [Hod95, Hes94a, Hes94b] are often
used as synonyms for video-on-demand. The term interactive television is used to express that the new service is an
extension to the current practice of broadcast television. A minor interactivity exists already today in the form of payper-view channels and video recorders. In this paper, we use the term video-on-demand as `movies on demand', as it is
the case in various publications [Hod95, Hac96].
Further, `Video-on-Demand' is used with respect to the delivery of `movies on demand' with varying meanings. These
variations can be distinguished by the degree of interactivity they provide to the user [Litt94a, Sam95]. Broadcast, or
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No Video-on-Demand, is the term used for television as we know it today. It provides no means for user interactivity,
which makes the user a passive observer. Pay-Per-View is the service that allows the user to pay only for the movies
that he really consumes. An influence on the program of the sending station is not possible with this approach either.
In Quasi Video-on-Demand, the consumer can subscribe to channels that suit his personal preferences. The interaction
means are restricted to a change of the subscribed groups. In Near Video-on-Demand, the same movie is transmitted
over multiple channels with a temporal offset. By changing from one channel to another, the user can jump backward
and forward in the movie, and he can chose the starting time of a movie at a granularity of some minutes. True Videoon-Demand allows the consumer to prepare a program completely according to his own preferences. The functionality
provided to the user is that of a VCR control, with the possible exception of certain features such as fast forward and
fast backward. Within this paper we consider always true video-on-demand because this is the next achievable goal in
the interactive television business that provides a major change to user interaction.
We assume that true video-on-demand is not only possible in theory but in practice if the networking infrastructure is
sufficiently advanced. On this basis we consider ways to deliver individual video streams directly from a content
provider through a broadband network to a customer. We do not distinguish whether the network is shared with other
traffic (as might be the case with the Internet as a backbone of this system) or whether it is a network that is dedicated
to the video-on-demand system (as might be the case if current cable television infrastructure is recycled to this ends),
because we assume that in both cases the required resource capacities in the network are reserved for the transfer.
<-- Introduction

Video Server Hierarchies
Under the base assumption that large-area (e.g. nation-wide) video- on-demand systems will come into existence, at
least in the long term, it is important to investigate how these can be built in a cost- effective manner while ensuring
service quality necessary to retain user acceptance.
The radical approaches towards the establishment of video distribution systems are the server cost-optimizing approach
and the network cost-optimizing approach. The lowest server cost is achieved by installing a central server which
stores all available movies and requires redundant copies of a movie only because of its limited disk bandwidth. In
[Tetz94], it is mentioned as a side-note that this approach may finally prove applicable when sufficient user requests
are generated that the use of memory instead of disks is feasible. The lowest network cost is achieved by storing all
videos at the users' sites. This is obviously never feasible due to storage capacity constraints.
Tree-shaped structures as in Figure 1 connect various users to a central server through intermediate nodes. If these
intermediate nodes have the capability for storing or caching data, we call the tree a server hierarchy. Hierarchies that
involve caching are an approach that can be easily adopted in distribution networks as they are currently available for
cable TV networks and for other distribution networks of telecom operators that may form the basis of video-ondemand systems. Nussbaumer et al. present in [Nuss95] a cost calculation for distributing video data along caching
nodes in a distribution tree that connects the central site and the user sites. Their approach takes both storage and
networking cost in account and calculates the level of the hierarchy at which a movie, given its popularity, should be
stored in order to minimize the sum of these costs.
Graphs other than trees may be more appropriate as a solution to this problem. E.g., RedHi [Shah97] allows multiple
parent nodes in a tree-like structure, which allows load balancing and a stability increase, and [Sheu97] considers an
approach that builds queues of clients which serve other clients in order to reduce server load. However, the
hierarchical approach has the easiest mapping to existing CATV or Telecom infrastructures.
In order to evaluate the effectiveness of caching and distribution strategies in such hierarchies, we need to investigate
ways to reduce storage and networking costs, taking the behavior of the users into account. This implies that among the
topics that have to be considered are storage capacities, network and storage bandwidth, which are relevant to costs,
and delays or the probability for denial of service, which are relevant to acceptance, have to be considered.
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In a simulation model, hit rates of specific movies are relevant. For short-term considerations, the Zipf-distribution
[Nuss95] is the accepted model for hit probabilities. For the calculation of optimal results, a model based on this
assumes that each movie is magically moved onto the server that is at the optimal position for the current hit
probability of the movie, e.g., this is assumed to be done during off-peak hours.
We want to find viable approaches to video distribution and caching in a hierarchical system, which comprises the
travelling of movies and not only the optimal placement. Thus, we can not simply subscribe to the generic possibilities
for movie movement. Instead, we want to model long-term popularity of movies, which might allow for more efficient
travelling of movies. We call these changes of movie popularity in time the life-cycle of the movie.
This analysis requires that we model user interaction on the level of individual users requesting single movies in a
realistic order that is hardly smoothed by considering an abstract numbers base of users or by looking at a numbers
base that is too large to provide the necessary details in behavior. Making an analysis and checking the behavior of a
system model first on this level of detail may allow the replacement of the individual user and movie model to a more
general one in more complex systems. As a starting point, however, it is necessary to have an accurate model to find
inaccuracies in the considerations on the system model.
In order to understand this, we look at various sources of information including but not limited to earlier literature. In
extension of the earlier results, we give evidence that the day-to- day changes in rental probability of specific movies
results in major exchange of movie titles in a cache-based algorithm which assumes that low-load hours can be used
to update videos according to the findings of the previous high-load period. These changes are also presented in
section 4.1. Thus, we propose a simulation model which takes into account the hit rate changes of movies located in
systems with few customers, e.g. caching head-end servers.
<-- Introduction

Outline of the Paper
In the next section we discuss related work on user behavior models. In Sources of Data we consider data sources that
can be used for verification of video models, and introduce the data used for our study. In Verification and discussion
we verify that the information derived from our various data sources is both consistent and supports earlier results. We
present also the reasons why a long-term video development must be considered rather than a single-day model and
present our doubts that these earlier results can provide the basis for a simulation model of long-term video
development. In Simulation Model we present a new model for the simulation of movie life cycles including the
randomness by adding simple user modeling. Finally, we give a summary and an outlook on future work.
<-- Introduction
<-- Table of Contents

Related Work
Various approaches towards modeling the load of video servers have been proposed in the literature. Usually, there are
no simulation models which consider how much interaction might take place from the point of the user. Rather, an
analysis is performed to derive the worst case situation that a server (or network) can cope with. One approach is the
modeling of single video streams as they are accessed and played. This is generally done in order to understand how
the operation of a single machine or cluster of machines can be optimized. Little and Venkatesh take this approach in
[Litt94b] with the goal of optimizing disk I/O operations in a single system. Their approach is to build an analytical
model for access probabilities based on the work by Ramarao and Ramamoorthy [Ram91]. In [Tew95], Tewari et al.
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optimize the I/O utilization in a server cluster and use Poisson processes to model the user accesses to the server, with
the mean value chosen according to Little's Law [Litt61]. Golubchik et al. investigate in [Gol96] means for sharing
video streams in a video-on-demand systems that holds when VCR controls are permitted to the user. Their user model
is analytic and assumes a Poisson arrival process. Their analysis does not need long-term movie development.
These approaches are useful for optimizing playout, stacks or disk operations in a system, but neither take user
interaction into account once that a movie is playing nor do they try to model the play time of a single clip in any way.
The modeling of VCR commands requires a model that includes modeling of user habits in applying these VCR
operations. Dan and Sitaram analyze in [Dan95] the caching of data in a single server or server cluster under various
interactive workloads and models information such as access skew (the distribution of requests on stored clips), the
clip length distribution and the viewing time. While they do not consider the aging of individual movies, because they
still need a short-term model, they consider the distribution of hits on the available videos and chose the Zipf
distribution to model the video popularity. Nussbaumer, aiming at optimizing caching in a single server system or
cluster, also assumes the Zipf distribution [Chen92] to model video popularity [Nuss95]. The distribution of videos or
blocks of videos over multiple machines for load-levelling or availability purposes has been investigated in [Bern96].
Barnett et al. [Bar95] aim at minimizing the storage costs in a distributed system and apply caching mechanisms to do
this. This requires the kind of long-term analysis we also discuss in this paper. They base their considerations for longterm popularity (in the absence of freely available video-on-demand trial results) on numbers from CD sales. The
model they derive is a double exponential curve for the distribution of user accesses on videos and a movie popularity
development with only one raising and one declining side. They evaluate various caching strategies. From our findings
based on movie rentals, their approach is not able to model the user behavior in video-on-demand systems correctly.
Data derived from a video rental store and from video rental magazines which are compared in Figure 3 show that
such smoothness in popularity changes is only achieved for large user communities.
In [Dan93], Dan and Sitaram try to add to the Zipf distribution a long-term dynamic change in time. They take into
account that the distribution of movie rentals at a certain date can be approximated by the Zipf distribution but that the
ranking among the movies is changing each day. Their approach for taking this into account is the ordering of the
movies. The largest index of a movie is equivalent to the largest index in the Zipf distribution function and the largest
probability assignment to this movie. For each day, they apply a permutation function to this ordered list. We show in
section 4.3, that this approach is not useful to study caching in hierarchical distribution systems.
<-- Table of Contents

Sources of Data
In order to create a model of the user interest in movies, i.e. in order to model the movies' development, external
information is required. A number of sources have been considered:
Reports from trials: Unfortunately, there are no reports on video-on-demand field trials publicly available that we
know of.
Cinema Visitor Numbers: The numbers of cinema visitors pro- vide a source of information to model the initial
user interest in new movies. This initial user interest could not be derived from movie rentals (see below) in the
same quality because the number of copies for rental is limited. On the other hand the number of cinema visitors
are not suitable for long-term mod- eling, because only the most favorite movies remain in the cin- emas for a
long time, and because only a limited number of movies is shown in the cinemas at a certain time.
Literature: As described in Related Work, there are only few papers that consider the long-term development of
movies. Furthermore, we were sceptical about the validity of the base assumptions and figures in the existing
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ones. In Verification and discussion, we discuss the long-term models we found in the literature.
Movie Magazines: A couple of these magazines publish a weekly ranking, e.g. a top10 ranking of the last week's
TV, cinema or rental movies. Among the few that provide more information is in Germany the VideoWoche
[Vidw96], which publishes weekly the top 100 movie rentals based upon the Media Control Index. This index is
calculated from the rentals of about 1000 movie rental stores nationwide. In that way regional differences are
hidden and a broad data base is used. This index has a major disad- vantages: The ranking function is not
publicly known, there is no guarantee that two movies with the same index value have the same number of
rentals. Additionally, since only one data point per movie and week is available, smoothing effects take place.
While this information does not provide information on the user behavior, it is a good indication of movie
development. As an example, the development of the movie "Highlander 3" is given in Figure 2 (note that the
lowest rank is best in the right figure).
Movie Rental Store Numbers: Examining the rental numbers of a single rental store provides information about
the probability of access of few users (some thousand) to a large base of movies. It considers completely
unpopular movies as well as long-runners, single-day high- lights, and all of these mixed with brand new titles.
This accounts for a realistic mixture of movies in various states of their developments, and for a realistic pattern
of access to the individual titles as it may be the case in an on-demand system. The biggest problem with these
numbers is that only popular movies which are available in multiple copies are useful for understanding the user
behavior. Each copy of a movie on its own has a very unclear development of rentals/day.
As the basis of this study, information from the VideoWoche and from a single movie rental store were available (out
of a long list of shops who refused to release information). The data of the VideoWoche contained the index value of
the top100 movies as well as their ranking. The data from the movie rental store contained for every rental or return
transaction the date, time and movie name but no customer or price information. This allowed us to track the number
of copies as well as the age of each movie.
<-- Table of Contents

Verification and discussion
We integrate the knowledge derived from various data sources into our considerations, and verify the consistency of
this data first.

Large and Small User Population Data
We have to assume that the data from VideoWoche magazine and that from the movie rental store have an applicable
relation to each other. By the magazine's content, we are limited to the movies that are considered the top 100 countrywide. Figure 3 shows the comparison of the data from VideoWoche magazine (right) and the curves of the rental store
(left) for two movies (Highlander 3, Lion King). We have chosen these two movies as examples because they were the
ones that experienced the largest number of accesses to themselves of those movies that remained in the top 100 list of
VideoWoche for several weeks during the observation period. If movies with a lower number of accesses to them had
been chosen, the similarity in trends with the magazine could have been illustrated only by smoothing the rentals, e.g.
by showing the average rentals in three days. By selecting these movies, the similaries become visible without any
smoothing. We conclude from the qualitative similarity of such curves (smoothing taking place by adding the rental
numbers of 15 copies in one place versus the rental numbers of some 10000 copies in 1000 places) that the coconsideration of these two sources to build a single model would be acceptable.
<-- Verification and discussion
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Small Population Data and the Literature
Large and Small User Population Data demonstrates that the access patterns generated by small user populations can
differ widely from the average user's behavior. The following shows that this affects the usefulness of the Zipf
distribution for estimating hit probabilities. The Zipf distribution is defined as
In this formula, N is the number of available movie titles. i is the index of a movie title in the list of N movies that are
sorted in the order of decreasing popularity. It is noteworthy that this distribution, which is typically used as the basis
for investigations on video server operations, is completely independent of the number of users that access the set of
movies.
To verify the applicability of the distribution to our data, we compare all days of one month in the period covered by
the movie data and sort 250 representative movie titles by their popularity at these days. The resulting data is compared
with the Zipf distribution for N=250. Figure 4 shows the first 100 entries of the resulting curves. It presents the curves
for the two days with the lowest and highest hit rate on the top 10 movies in one month in comparison with the Zipf
distribution for the same number of movies.
It becomes visible that the Zipf distribution, although quite similar to the actual rental probabilities, is somewhat
optimistic for small user populations. The upper curve that was derived in this month may be restricted by the number
of copies available in the rental store. The lower curve is not affected by this but shows that the diversity in user
selection is wider than accounted for by the theoretical function. This implies that caching algorithms that are designed
under the assumption that the Zipf distribution provides a worst-case or at least an average-case boundary for movie
hit probability may underestimate the number of cache misses in a server at a low level of a distribution hierarchy.
<-- Verification and discussion

Day-to-Day Changes
The Zipf distribution is a static distribution that includes no model for the life cycle of movies. It has already been
shown by Barnett [Bar95] that the Zipf distribution in itself is not well suited to simulate real data. Because of this, it
is not applicable to investigations that consider temporal changes.
In order to compensate for this, Dan and Sitaram [Dan93] have created a model based on a modified rotation of movie
rental probabilities. Each individual movie title is given an index number, and its current popularity is calculated by the
Zipf distribution. After a fixed amount of time, new indices are calculated by rotating the indices. To reduce large
jumps in the relevance of a specific movie, the left half of the movie indices is swapped before and after the rotation.
By adding the rotation, they try to simulate dynamic changes in the rental probability of individual titles for the cache
of a single server. They did not try to create this model for long-term variations.
When movies are sorted according to their relevance, the graphs in Figure 5 display the size of relevance changes from
one measurement to the next. Graph 1 in Figure 5 shows this for the rotation model, assuming 150 movies. Obviously,
it does not provide sufficient realism for long-term considerations.
Another simple approach would be the permutation of movies' relevances between days. Graph 2 shows the relevance
changes for a system with 150 movies that assumes a daily permutation.
In comparison to these two models, graphs 3 and 4 provide two examples of relevance changes for real movies from a
movie rental store with a small user population. The comparison demonstrates that an algorithm which calculates the
location of movies' copies in a distribution tree with respect to relevance can not be verified with either of the two
models.
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<-- Verification and discussion
<-- Table of Contents

Simulation Model
Modeling the Life Cycle
The data that we have available restricts the realism of our model although we consider it much more realistic for longterm changes than previous models.
We can extract the long-term development of favored movies primarily from the data of the movie magazine, which is
based on a large, representative number of movie rental shops and on a large customer base. The raw numbers that we
have available from the single rental store provide a verification for these numbers. They can also be used to check the
credibility of the model for long-term development of the movies because the rental numbers are continuously
collected even after the movie has left the top 100 ranking list. These raw numbers are also the only basis on which we
can model the development of movies that never or only pointedly hit the top 100 list and old movies that have
reached the bottom line of their development and are still chosen quite frequently.
The access patterns of individual users to movies at their access point (the rental store) can on the other hand not be
derived from either of these sources. Rental movies are watched "off-line", i.e. not at the time when the movie is taken
away from the store. This is especially true because German rental shops that are the basis for these numbers are
usually closed on Sundays, on holidays and usually from midnight to mid-morning, but we assume that the tendency
of customers to pick more than one movie at the same time is similar in countries without these restrictions. The
television viewer would be a better basis to build this model on, but we have not found a useful data base to model
this.
We distinguish between movie modeling and user modeling. The behavior of users who want to see a movie and the
development of individual movies seem to be decoupled in reality. A user's decision to watch a movie is based mostly
on the time he has available rather than the existence of an interesting movie. If a relevant number of movies is
inserted into our model at the same time, no equally relevant increase in rentals will be visible. Although all new
movies are in the most popular phase of their life cycle the number of accesses to them remains low because the
number of users, respectively the time they have available for viewing, is limited.
The independent modeling is also more convenient for future modifications. This is important to us because we hope
to improve the user model in the future by collecting data on daily changes in user interests and viewing frequency.
Since we don't have this data yet, a simplification that is applied in our model is the independence of user behavior
from a time of day. Especially when video-on-demand is available, we assume that there is no reason for a user to
arrange his own schedules according to movie timetables. Thus, the time at which a movie is retrieved is completely
independent from the choice which is based on the movie's popularity at the time of retrieval.
<-- Simulation Model

Movie Life Cycle
Newly published movies exhibit typically, but not always, a steeply rising start peak of user interest. The observation
of the rental behavior shows that all movies share a general decrease of user interest in them, but this decrease is not
identical for all movies and it is frequently interrupted by increases of user interest. Once a movie has been inserted
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into the system, its rental probability will never return to zero. On the contrary, the relevance of old movies can be
quite high. We did not make a detailed category study, but marginal checks showed that, e.g., the start peak is less
relevant (although existent) for movies rated PG-18 but the sustained relevance remains generally high.
In our approaches to create a model that reflects the long-term behavior of real movies, we had experimented with
discrete models to integrate the rental behavior as reflected at a rental store. These models were discarded because they
needed too many parameters with no explanation for their necessity.
Splitting the available data into a an underlying curve for long- term behavior of a movie and a random effect that is
mainly dependent on the size of the user population led to a more appropriate model. We observed that the underlying
curve seems similar to a variation of the exponential curve that is used to describe, e.g., the spread of infectious
diseases. We used a parametrized version to take into account the quantitative difference in the number of rentals, the
steepness of the loss of interest and the remaining interest in a title. This function is
We found parameters applicable in the case of movie rentals by least square-fitting the function with the movie rental
data.
Figure 6 illustrates that the parameters calculated from the least-square fitting are typically small and show no obvious
correlation. The check verifies that the coefficient of correlation for each pair of parameters is tiny (the biggest is 0.01
for a and c, where a can be considered the decline of popularity and c as the remaining popularity).
Because of this observation, we select the parameters for movie modeling independently from each other. For the
individual draws that determine the parameters of a newly inserted movie, we use the exponential distribution. That
gives us the basic functionality of frequent small and rare big parameters until we have a larger numbers base that
allows a more educated decision in this matter.
In Figure 7 we show how daily hits according to our model are distributed and compare them to the real-world rental
probabilities that we used in Figure 4 before to illustrate the divergence from the Zipf distribution. From 50 draws, we
show the highest and the lowest curve. The behaviour of our life cycle function is yields a more wide-spread hit
distribution when compared with the real world data. It is definitely more pessimistic then the Zipf distribution. We
observed also that our model will typically generate curves closer to the lower curve, which implies that a distribution
of hits over multiple movies is the typical case, while the generation of higher curves, which implies the dominance of
a single movie, is a rare occurrence.
<-- Simulation Model

User Population Size
The size of the user population in a hierarchical system is not only relevant as an overall number. The observed
increase in the variation of movie popularities for small user groups can be relevant for distribution algorithms. It is not
reflected by the movie life cycle and must be modeled independently. Figure 8 demonstrates how the model recreates
the smoothing effects of increasing user population sizes on the rental probability of a single movie. The life cycle of
the example movie and all other movies used for the experiment (initially 150, 1 new movie each day) is defined as
presented in section 5.2. Each draw is a request for one movie, the number of hits indicates how many of these draws
select the example movie. In contrast to the simulation model that we develop, the number of hits per days was fixed
for this experiment.
<-- Simulation Model

Building the Model
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Figure 9 shows the simulation model that we are using. It is built with various applications in mind. It can be attached
to a multitude of simulations for distribution models, allows the simple addition of an enhanced user model, and
implements correctly the life cycle model that was derived from our recent studies. We have also taken care that the
addition of community-specific interests can be supported by adding alternative weighting functions to the movie base.
The list of movies that are available to the system is maintained by a component called movie base. The stored
information contains the age and the parameters of the specific movie title. From this information, the current
popularity of the movie with respect to the overall set of available movies is computed according to the life cycle
function RP(t). Since our current model has a temporal resolution of single days, and new movies are inserted at a rate
of one in 12 simulated hours, the movie popularities change only twice in a simulated day. We make use of this to
implement a faster movie selection by computing a second list of the movies weighted by their popularities. The
popularities are normalized so that 1 is the sum of all movie popularities.
A random process, this is a Poisson process until we have more information on same-day user behaviour, decides when
a user decides to view another movie. A random number in the interval ]0..1] is generated and sent to the movie base.
This random number identifies uniquely a movie in the list of movies weighted by their current popularity, and the
movie is returned to the user as the selection. This movie title is then used in the simulation as the movie that is
requested from the head-end server to which the user is connected.
We keep the global probability of one movie to be selected from a large number in line with the probability defined by
its life cycle by using a single generator function. This function selects randomly from a common database for all
movies. Otherwise, if we had a random selection mechanism built into the user model, probably with an independent
numbers generator in the user itself, bad random number generators could spoil the results.
Due to this approach, a movie has a probability of being selected by a user of the system which is in line with its life
cycle function. We assume a true on demand system in which all users are equally informed about the availability of a
movie, and the movie is equally advertised towards all users. Since the topology of the video-on-demand system is
assumed to be based on physical constraints and not based on user interests, the probability of a movie to be requested
is the same for all users. Consequently, the probability for a request to a certain movie is the same for each head-end
server that serves the same number of users.
The centralized approach has more advantages. A central movie base allows logging of the selected movie and crosschecking for viability of results. Statistics can be kept with the single movie to the end of the simulation rather than
evaluating raw data afterwards. The insertion of new movies is more easily modeled if only one database of movies is
maintained, and it reflects better the model of a single distributing source for the specific movie. The number of entries
in this movie base is increasing throughout the simulation once per interval (e.g. daily), to account for the number of
movies that are actually published.
The introduction of intervals is used for another simplification in our model. The rental probability of all movies is
updated after a fixed interval (in the current model after a day). In this way, the weighted list of popularities can be reused for the requests arriving in one interval instead of recalculating the exact probability value for each user request.
This simplification saves computing time and seems permissible because the user behavior is not modeled on a singleday scale.
The user model is based on the probability that a user will want to see a (any) movie. It defines the time at which a
user will see a movie. We expect to enhance this request for a movie later with certain additional information, like the
category of the movie requested. It will also be enhanced towards modeling time of day. Right now, this part of the
model is simple and open for enhancement in future versions of the simulation.
Users are modeled as individual entities that initiate the retrieval of a movie. We expect the number of customers of a
single video-on-demand server to be approximately constant, with a roughly constant interest in watching movies, i.e.
the total number of movies that are retrieved by the customers is fixed. Since there are no restrictions to retrieving any
video at any time in a true video-on-demand system, the model does not take any dependencies between various users
into account. The only way for users to exhibit similarities is because of inter-dependencies arising from the handling
of their requests by the on-demand system.
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<-- Simulation Model
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Conclusion
In this paper, we have presented a new approach to movie life cycle modeling. We have shown that the current models
for user requests in video-on-demand systems make assumptions that do not hold in the case of long-term
investigations on distributed on-demand systems such as large-scale video-on-demand systems.
We have compared data on user requests from various sources, and deduced that two main issues in user request
modeling have previously not been modeled adequately. These are the long-term life cycle of on-demand movies and
the effects that varying user population sizes have on the usefulness of considering this life cycle at individual access
points of the on-demand system.
Based on these observations, we have developed a model for request generation that is used as a component in
simulations of video-on-demand systems.
Among the issues to be solved is that we have no parameters for a time-out value that determines when a waiting user
will cancel a request. To reduce simulation time, we investigate simplifications for parts of a distribution system to
generate a useful background load on higher-level servers.
Our model is able to model the day-to-day changes, but we need additional information on changes of user behavior
throughout the day. It is convenient to assume that the popularity of a movie is changing slowly, but children's
interests dominate the TV viewing population in the afternoon, while adults' interests dominate at night. Since this may
render caches in a trivial caching server completely useless every few hours, we consider this a mandatory extension
to our model.
In the future, we will use this component for the evaluation of automated distribution mechanisms in networks of ondemand servers. We have already applied the model to evaluate some well- known caching algorithms in purely
hierarchical distribution networks, and we will extend our evaluations to cover both more caching algorithms and other
approaches like prefetching techniques and central decision making. We will also address topologies other than strict
hierarchies.
<-- Table of Contents
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Abstract
This paper presents an analytical (in contrast to commonly-used simulations) approach to program scheduling in near video-ondemand (NVoD) systems. NVoD servers batch customers' requests by sourcing the same material at certain intervals called
phase offsets. The proposed approach to analytical modeling integrates both customers' and service-provider's views to account
for the tradeoff between system throughput and customers' partial patience. We first determine the optimal scheduling of movies
of different popularities for maximum throughput and the lowest average phase offset. Next, we deal with quasi video-ondemand (QVoD) systems, in which programs are scheduled based on a threshold on the number of pending requests. The
throughput is found to be usually greater in QVoD than in NVoD, except for the extreme case of nonstationary request arrivals.
This observation is then used to improve throughput without compromising customers' QoS in terms of average phase offset and
the corresponding dispersion.

Keywords
Near video-on-demand (NVoD), quasi video-on-demand (QVoD), partially patient customers, batching, video server
throughput.
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Introduction
The need to batch requests for the same movie title together in a video-on-demand (VoD) system has long been recognized for
scalability and immediate deployment [10]. Reduction of per-customer system cost and improvement of system scalability can
both be achieved by delaying the VoD server's response to customers' requests made during the same batching interval and
hence enabling the server to multicast the requested video. In this paper we investigate a batching strategy which sources the
same material at equally-spaced intervals, called phase offsets. This kind of VoD service, in which subscribers who order a
particular movie to start within a specific time window are grouped together, is termed ``Near-VoD'' (NVoD) [2, 11].
As mentioned in [2], the main advantage of NVoD systems over other batching policies is that, by keeping the batching interval
nearly constant per movie title, it is possible to provide customers with limited and scalable VCR capability. It is usually
recognized that full support for continuous interactive functions in a multicast VoD system can only be achieved by dedicating a
channel per customer, thereby seriously limiting system scalability. In NVoD systems, on the other hand, limited continuity in
VCR actions can be provided by caching a small amount of video data (e.g., 5 minutes' worth of video) in a buffer located close
to the client, for instance, in the customers' premise equipment (CPE). This buffer can then be accessed without removing the
customer from the multicast group. Moreover, staggered phase offsets support for discontinuous VCR actions is provided in
NVoD by allowing customers to specify the length of video they want to skip, possibly in integer multiples of the phase offset
duration. In this case, the NVoD server will reassign the customer to the multicast group whose playout point is the closest to
that requested by the customer. Multicast group membership may also change in a quasi-continuous fashion when customers
attempt to access video data outside the CPE buffer as a result of a continuous VCR action; in such a case, the NVoD server
will assign customers to an adjacent multicast group. Support for intermittent VCR actions can thus be provided in NVoD
without limiting system scalability.
The number of concurrent channels supported by a VoD server is usually limited by the underlying storage capacity and
organization. This concurrent channel capacity has to be shared among different movie titles of heterogeneous popularities in the
system. We define a schedule of video programs in NVoD as the assignment of phase offsets to each movie title. For a
concurrent channel capacity of s, a schedule corresponds to a partition
such that the phase offsets are
given by

, where L is the movie length. The number of phase offsets allocated to each movie title depends on its

popularity. For instance, in the case of a rarely-requested movie, the NVoD server will probably allocate a very few channels to
it so that more channels may be allocated to popular titles, and therefore, more customers may be served. Customers' willingness
to wait for service will also impose constraints on the maximum acceptable phase offset, and hence on the channel allocation. In
this paper, we present heuristics to determine schedules that optimize NVoD server objectives, such as maximum throughput,
defined as the average number of customers served per movie transmission, and minimum phase offset, indicating customers'
QoS.
The paper is organized as follows. We first outline how NVoD can be implemented in practice. Next, we analytically derive
expressions for the throughput under general conditions of customers' patience and request rates. Based on our analysis, we then
present and compare various heuristics to determine optimal schedules. After relaxing the assumption of constant phase offsets,
we will show that the throughput of an NVoD server can be improved by using a threshold-based admission control of
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customers' requests. The cost for such an improvement is that the functionality of discontinuous VCR actions can only be
provided in an average sense. However, we will show that a dramatic improvement in throughput can be achieved for a
reasonably low dispersion of the phase offsets.
<-- Table of Contents

Implementation of NVoD
Multicast groups in NVoD can actually be formed by having multiple CPEs listen to the same channel. Assuming a frequency
division multiplexed system such as in the already-available CATV, a multicast group is identified by a particular channel, and
a customer can join the group by tuning to the appropriate frequency [14]. Thus, considering possible CATV support for
multimedia services delivery to subscribers, NVoD is a good candidate for future implementation. In order to source the same
material at equally-spaced intervals, the NVoD server needs to retrieve video data from a source device with multi-readout
capability, so that multiple requests may share the same buffer and read-write head. A technology particularly adapted to the
interleaved retrieval of videos in NVoD, is coarse-grained striping on disk arrays (e.g., RAID-5) [6, 13], which interleaves each
access to several disks, so one disk may be read while seeking others. This form of data striping reduces the access time and
results in a lower-cost VoD server compared to other forms of storage.
In order to understand how limited support for VCR actions is provided in NVoD, one can discriminate two levels of
interactivity according to the continuity experienced by customers [2]. Continuous interactive functions allow a customer to
fully control the duration of interaction, whereas discontinuous interactive functions can only be specified for durations that are
integer multiples of a predetermined time increment, which, in NVoD, corresponds to a phase offset. Support for continuous
interactive functions in NVoD is provided by caching a limited amount of video data close to the user, for instance, in a CPE
buffer, so that the user may access it with a very low latency during interaction [2]. Discontinuous actions happen in two
possible scenarios. First, customers may suddenly exceed CPE buffer capacity while performing a continuous action, e.g.,
rewinding for too long. In that case, the NVoD server will simply transfer the customer to the multicast group corresponding to
an adjacent phase offset. Second, customers may directly specify the length of video they want to skip, in which case the NVoD
server will determine the multicast group whose playout point is the closest to that requested by the customer. Note that support
for both continuous and discontinuous interactions in NVoD is independent. Continuous actions are taken care of by the CPE
buffer, while the general operation of the NVoD server is to assign the customer to another multicast group when needed.
Let's consider the general operation of a CPE buffer during a continuous VCR action. Video frames are received in a
synchronous fashion, and those frames already displayed (``past frames'') are kept within the buffer, for reverse search and
rewind capability. Initially, the playout point will correspond to the most recently-received video frame. Upon pause, stop, fast
reverse or rewind within the CPE buffer, the playout point will change. The CPE buffer manager can then attempt to keep the
playout point as close to the middle of the CPE buffer as possible, so there should always be past frames available for reverse
search and unplayed frames, available for pause or fast search. This would be a natural choice if ``backward'' interactions
(rewind and reverse search) are as likely as ``forward'' interactions (fast forward and fast search). If interactive access is
dominated by ``backward'' interactions, the playout point should rather correspond to the most recently-received video frame or
GOP. Note that the only mechanism available to the CPE buffer for controlling the playout point is to discard old frames at a
rate slower or faster than the arrival rate of frames from the server. Efficient CPE buffer management should ultimately discard
past frames in such a way that a large number of VCR actions can be satisfied without the NVoD server's support. Both
customers' interaction latency and load on the NVoD server will then be minimized. Efficient CPE buffer management is still an
open issue, as it is highly dependent on customers' behavior.
In general, the size of the CPE buffer will be subject to affordability constraints. As an example, 5 minutes of MPEG-1
compressed video at 1.5 Mbps represent approximately 56.25 MB, which, stored in DRAM for fast access, should cost around
in 1997. On the other hand, the phase offset is adjusted by the NVoD server depending on the movie popularities, so more
channels are allocated to the most frequently-requested movie titles. Thus, an important distinction has to be made between
movie titles, depending on the relative size of the CPE buffer compared to the phase offset. The NVoD server will probably
allocate a very few channels (e.g., 2-3) to a rarely-requested movie, and the phase offset will be much larger than what the CPE
buffer can hold. In this case, support for both continuous and discontinuous VCR actions will be extremely limited, and it is safe
to assume that group changes will not occur unless expressly requested by customers. For more popular movies, the CPE buffer
should be large enough to hold a phase offset's worth of frames so that a group change can possibly be performed in a
continuous fashion. Even in this case, the CPE buffer cannot always guarantee a smooth transition between adjacent multicast
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groups. To illustrate this fact, let's consider a viewer who initiates a fast search shortly after the beginning of a movie. As no
future frame will be available in the CPE buffer, the multicast group change will cause the viewer to experience a jump in phase
offset. If the CPE buffer attempts to keep the playout point in the middle of the buffer, whereas the play function can be
resumed as soon as the the first frame from the new multicast group is fetched, other interactions such as reverse search, pause,
stop and slow motion will become fully functional again only once half a phase offset has been fetched. In summary, whether
the phase offset is larger or smaller than the CPE buffer capacity, continuous VCR actions can only be provided intermittently
and without any guarantee on the discontinuities experienced by customers (even with proper CPE buffer management). Thus,
the assumption of a constant phase offset need not hold to guarantee QoS in VCR actions. We will use this observation in
Section ``QVoD-Enhanced'' NVoD to show that it is possible to provide the same granularity of discontinuity in VCR actions,
as measured by the average phase offset, while increasing the NVoD server throughput by serving more customers.
<-- Table of Contents

Performance Analysis of NVoD
Analytical modeling of batching systems should capture the tradeoffs generally observed in resource sharing systems between
customers' and service provider's point of views and conflicting objectives. In this section, we derive the NVoD throughput for a
single movie title as a function of the length of a phase offset. As we shall see, the throughput is also a measure of the
customers' defection rate.

Stationary arrivals
We assume that a total of s concurrent channels is available to the NVoD server, and that these s channels have to be partitioned
among N movie titles available to the customers. Thus, channels will be allocated to movie m and the corresponding phase
offset is
, where L is the movie length (assumed the same for all movie titles). Popularities can be expressed as a vector of
access probabilities

, where N is the number of different movie titles [11]. If the total request

arrivals are a Poisson process with parameter , the request arrivals at movie title m are Poisson with parameter

. To

be realistic, we also consider partially patient customers, who agree to wait time units or more with the probability
, where is the average time customers agree to wait. In general, the patience rate
can be assumed
independent of the requested movie title. The NVoD service is depicted in Figure 1.

Figure 1: NVoD service for

.

A similar system was studied by the authors of [8], under the assumption that the number of requests ``accumulated'' between
units of time. In other words,
two consecutive starts of the service is the number of customers who agreed to wait exactly
upon arrival, customers are asked if they are willing to wait

, and admitted into the system only if they agreed; had they been

admitted, they would have actually waited much less, depending on the time they arrived within the reservation interval before
the service phase offset. Our formulation is less restrictive and more realistic than that of [8], in that customers are allowed to
make reservations and renege spontaneously. Another way to look at our system is that upon arrival, customers are asked if they
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are willing to wait for the exact amount of time which separates them from the service interval, and they accept with a
probability
.

Figure 2: Transition diagram for the patience birth-death process.
For the calculation of the number of customers waiting between two consecutive services, we consider the transient analysis of
the
``self-service'' queueing system in Figure 2, with arrival rate
and self-service with a negative exponential
distribution at rate

. This system is analyzed in [4], deriving (i) the probability,

customers in the

system at time t given there were i customers at time 0,

in Eq. (1), that there are n

and (ii) the mean number in the system at time t (Eq. (2)):

The server throughput for movie m per L time units -- the average number of service requests granted during L time units -- is
then obtained by applying Eq. (2) to each of phase offsets of movie title m:

Let

denote the traffic intensity. Then, the throughput variations are linear in for a fixed

. The average loss rate

of customers for movie title m due to lack of patience is given by the difference between the average number of arrivals and the
time units:
number of customers served within

Note that minimizing the average loss rate maximizes the system throughput. Also, the average defection rate

-- the ratio of

reneging customers to the total number of customers -- depends only on the customers' reneging behavior expressed by , not on
the traffic intensity.
Once admitted, customers move from one multicast group to the next when they request VCR actions that can only be satisfied
in a discontinuous fashion. Even though it is possible that no new service requests for a particular time slot were placed in the
previous
time units, requests for that particular time slot may be made later on. Thus, the VoD server has to be workconserving, by restarting service every

units of time. We want to evaluate the cost of providing work-conserving service, and

hence, discontinuous VCR actions capability, or utilization of the NVoD server. This can be done by comparing a workconserving NVoD server with a non-work-conserving one in which, if no new requests for movie m are placed within this
interval preceding a particular channel, that channel will be idle for time of duration L. Note that the average throughput is the
same in both systems if all parameters are kept the same. The reason for this is that the throughput indicates the number of new
requests granted every L time units. When no request was made in the previous
time units, the throughput is unaffected by
restarting a channel. Let a cycle be the time between two consecutive service starts of a channel, then the cycle in a workfile:///C|/Users/Bear/Desktop/new/MM97/NVoD_article_ACM.html[3/15/2010 6:34:52 PM]
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conserving NVoD system is simply the length L of a movie. The cost of providing work-conserving service can be calculated by
comparing the cycle lengths of work-conserving and non-work-conserving systems. If they are about the same, then the
utilization of the work-conserving NVoD server is very high. On the other hand, a much shorter cycle in the NVoD system
supporting discontinuous VCR actions implies that, for the same number of channels, more bandwidth is used to achieve the
same throughput as in the non-work-conserving system, thus resulting in a low utilization. An indicator of the extra cost due to
low utilization is

where

is the average cycle in the non-work-conserving system.

Now, let's calculate

for the non-work-conserving NVoD system. If we consider one channel for movie m in isolation, the
service restarts if at least one request survived during the last
segment. Hence, with probability
the

service restarts, and with probability
is replaced by

The cost

the system becomes idle. If

, we have:

in Eq. (5) is now fully determined, and

converges to 1 as the arrival rate of requests increases and as the

patience factor increases. This observation is consistent with the fact that in both cases, the likelihood of requests' survival from
one phase offset to the next increases, thus reducing the number of idle periods.
<-- Performance Analysis of NVoD

Nonstationary arrivals
In real NVoD systems, request arrivals are usually nonstationary. Variations in the request rate can be observed on a daily basis,
between ``prime time'' (e.g., circa 8 p.m.) and ``off-hours'' (e.g., early morning). On a larger time scale (e.g., one week), changes
in movie popularities due, for example, to new releases, or to loss of customers' interest in current titles over time, may also
cause changes in request rates. To account for nonstationary request rates, the
patience queue in Section Stationary
arrivals must be replaced by the

system, analyzed in [5, 7].

Fortunately, if we choose an arrival rate function carefully, it is possible to analytically determine the number of surviving
customers at the end of a phase offset, which in fact corresponds to the number of busy servers of
at the end of a
phase offset. We assume that the aggregated total request rate for all movie titles (and correspondingly for each movie title m) is
sinusoidal:

where

is the daily average arrival rate, A (;SPMgt; 0) is the amplitude,
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popularity of movie title m. More general arbitrary models of nonstationarity have been proposed in [3]. Most of these models
usually comprise successive intervals with approximately constant request arrival rates over an extended period of time (e.g., 1
hour). To the best of our knowledge, there are no published realistic (or empirically verified as such) models of customers
generating nonstationary requests in a VoD system. Thus, we had to choose an arbitrary model which should, ideally, reproduce
a realistic demand on the NVoD server while being computationally tractable. The sinusoidal rate is a convenient and
representative model that captures the customers' cyclic behavior; most of the approximations presented below can also be
generalized to a wide range of periodic functions.
As in Section Stationary arrivals, the main idea in the calculation of NVoD throughput is to model successive phase offsets for
queueing system that gets reset and restarted every
time units. Eq. (17) of Appendix A
one movie title m with an
shows how to calculate the number of surviving requests

at the end of a reservation interval of length

starting at time . In order to express the NVoD throughput, we have to consider all phase offsets during a 24-hour period, or
more generally, during a period equal to
if the number of phase offsets within T is not integer (i.e., a day is not
divisible by the movie length). The NVoD throughput for movie title m is therefore:

where

. Finally, we can express the average loss rate of customers for movie title m as given in Eq. (8). As

noticed in [7], if

is a general, not necessarily periodic, function, the analysis of the

the sinusoidal case by combining periodic overlap and Fourier decomposition of

system can be inferred from

. These techniques and their restrictions are

elaborated on in [7]. Our formulation of throughput and loss rate can thus be adapted easily to a wide range of nonstationary
arrival rate.

Similarly to Section Stationary arrivals, in order to evaluate the cost of providing discontinuous VCR actions,

given in

Eq. (5), we need to calculate the average cycle in the non-work-conserving NVoD system. The calculation of the average cycle
is simplified by the fact that the number of customers surviving at the end of a phase offset is known to have Poisson
distribution. But the average of this distribution varies from epoch to epoch. If we consider a particular phase offset
for movie m, service will restart with probability
. Hence,
for this particular phase offset, the cycle specific to that particular phase offset can be calculated by the following recursive
formula:

with

if k=i. We found empirically that the product terms beyond the first few terms of the summation are

insignificant, and

's between adjacent phase offsets are similar. After approximations and calculations similar to those

leading to Eq. (6), we obtain:
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The average cycle length can finally be approximated by:

<-- Performance Analysis of NVoD
<-- Table of Contents

Optimal Scheduling in NVoD
Problem statement
We now use the throughput calculations in Section Performance Analysis of NVoD to determine partitions of the NVoD
channel capacity s so that the throughput of the server averaged over all movie titles may be maximized.
Problem NVoD T-OPT:

Given s concurrent channels,

titles, the aggregated request rate,
arrival rate, and

partition of the channels among the N different movie

the constant service rate,

the movie popularity vector,

the

the throughput corresponding to movie title m,

and

Problem NVoD T-OPT can be further refined. For instance, field studies can determine a range of phase offsets ``acceptable'' or
tolerable to customers, in terms of service latency, discontinuity of VCR actions, and affordability of the CPE buffer. In this
case, the objective of the NVoD server is to achieve maximum throughput while satisfying constraints on the maximum and
minimum allowable phase offsets for each movie title, in order to provide a service that is ``appealing'' to the customer. Another
objective could be to operate under the lowest
possible. In this case, the objective function can be replaced by
.
Since the objective function of Problem NVoD T-OPT is convex, and the first constraint is linear, NVoD T-OPT is a discrete
convex separable resource allocation problem, and the optimal partition
, denoted by T-OPT, can be found by using
integer programming techniques in at most s steps, based on a method initially presented in [12]. In the special case of infinitely
), all customers get served within a phase offset. In this case, the NVoD throughput is constant for any
patient customers (
partition , and one can use another criterion to determine the partition, such as minimizing the average phase offset. The
average phase offset is an indicator of the average waiting time experienced by customers. In the general case of
,
however, minimizing the average phase offset
allocation vector

conflicts with maximization of throughput, yielding a separate

(denoted by EW-OPT) whose determination can be done in s steps similarly to that of T-OPT.

The following four allocation policies are considered to evaluate the T-OPT performance while varying the number of channels,
traffic intensities and patience factors.
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1. The heuristic NVoD T-OPT which determines the partition T-OPT by maximizing the throughput of the NVoD server.
2. A proportional allocation policy, which assigns each movie the number of channels in proportion to its popularity
determining a partition T-PROP.
3. The heuristic which allocates the number of channels proportional to the square root of popularity, because it was found in
[1] that batching customers' requests according to the maximum factored queue length (MFQL)[2] leads to minimal
customers' latency in case of infinitely patient customers. In case of discrete pre-determined phase offsets, even though TSQRT may not be optimal, it might offer an interesting tradeoff between throughput and average phase offset. The
corresponding partition is denoted by T-SQRT.
4. The allocation policy which minimizes the average phase offset. The resulting partition is denoted by EW-OPT.
<-- Optimal Scheduling in NVoD

Simulation results
We chose to compare the throughput (given by Eq. (3)), the average phase offset
, and the dispersion D -- defined as the
coefficient of variation of the phase offsets -- of the various above-mentioned policies:

with

. Lower values of the dispersion D indicate more homogeneous allocation policies which lessen

variations in the customers' waiting times. We adopt the Zipf's law [1, 6, 15] as the stationary model of movie popularity. In a
Zipf-like distribution, we have:

where

, and is added to specify the skew. A value of

is known to closely match the

popularities generally observed by video store rentals [1].

Figure 3: Normalized throughput for
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Figure 4: Average phase offset for

.

The throughput given by Eq. (3) in the stationary case, and that by Eq. (7) in the nonstationary case, are quasi-linear in traffic
intensity. An important consequence of this property, confirmed by our simulations, is that once an optimum allocation for TOPT or EW-OPT has been determined for an arbitrary traffic intensity, it will not change for any other value of traffic intensity,
under the condition that the total number of channels s and the patience factor, defined as
, are kept constant. By
combining both throughput linearity and allocation invariance with traffic intensity, one can now observe that the ratio of
throughputs of any two partitions chosen among T-OPT, EW-OPT, T-PROP and T-SQRT is independent of traffic intensity.
Consequently, in order to evaluate different allocation policies for an arbitrary channel capacity s and patience factor , it is
enough to simply assume an arbitrary traffic intensity. Then, different partitions can be compared with respect to their relative
throughputs, normalized with the throughput corresponding to an arbitrary partition. For this effect, we selected EW-OPT to be
the normalizing partition, since it corresponds to the lowest throughput, as we shall see. Note that the allocation invariance
property also implies that the average phase offsets and the corresponding dispersions of each partition are independent of traffic
intensity.
We measured the variations of the normalized throughput, the average phase offset and the corresponding dispersion in various
cases of channel capacities shared among 10 movie titles. Two values of the patience factor are considered: (i)
corresponding to customers who are willing to wait 1 minute on average, thus very impatient; (ii)

corresponding to

moderately patient customers, willing to wait for 10 minutes on average. (Note that this definition of customers' behavior is
arbitrary and used only for an illustrative purpose.)
T-OPT provides an upper bound on the maximum achievable throughput, and EW-OPT a lower bound on the minimum average
phase offset, and the corresponding dispersion. Intuitively, for very impatient customers, T-OPT will tend to allocate all
channels to the most popular movie title, thereby increasing dispersion and average phase offset. Figures 3, 4 and 5 clearly
demonstrate this pronounced tradeoff between throughput and dispersion for very impatient customers. In such situations, TPROP appears to be a good compromise.

Figure 5: Dispersion for
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.

Figure 6: Normalized throughput for
For more patient customers (

), Figures 6, 7 and 8 indicate that the throughput is less sensitive to the choice of an

allocation policy, as the distinction between policies is less clearcut. T-SQRT then represents a good tradeoff among throughput,
average phase offset and dispersion. To summarize our simulation results, the choice of a allocation heuristic by the NVoD
server will depend on the number of channels available, customers' behavior expressed by , and finally, on such performance
parameters as throughput, average phase offset, dispersion, or a tradeoff among all of them. We found that the latter case can be
achieved with simple heuristics such as T-PROP for impatient customers, and T-SQRT for moderately to very patient
customers.

Figure 7: Average phase offset for

Figure 8: Dispersion for
Finally, we compare T-OPT, T-PROP, T-SQRT and EW-OPT with respect to
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the additional bandwidth needed to provide work-conserving service and discontinuous VCR actions support. A low

value

represents allocations for which work-conserving scheduling of channels is less costly than non-work-conserving scheduling.
. (Consistent results were obtained in other experiments
Figure 9 shows the simulation results for a request arrival rate
with different arrival rates.) For very impatient customers (
), T-OPT exhibits the highest system utilization, since it
assigns most of the channel capacity to the most popular movie, which accounts for most of

. The difference between

work-conserving and non-work-conserving cycle length is then reduced. For similar reasons, EW-OPT performs worst as it
tends to assign channels uniformly. As we kept increasing the patience factor (
), T-PROP yielded the best utilization,
followed by T-SQRT. This serendipitous result indicates that it is a sensible decision to choose the heuristics that provide a good
tradeoff among throughput, average phase offset and dispersion.

Figure 9: Comparison of

for

.

<-- Optimal Scheduling in NVoD
<-- Table of Contents

Threshold-Based NVoD
We present in this section an intuitively-appealing alternative to fixed-length phase offsets. Suppose service is provided only
when no less than
requests are ``accumulated'' for movie title m and a channel is available. If a request is placed while all
servers are busy, the customer has to wait for a server to become available, and also until the desired number of requests is
accumulated. If, by the end of the movie length L, there are at least
customers waiting then the service restarts; else the
service is delayed until the number of requests reaches exactly

. We call such class of VoD systems threshold-based NVoD,

or Quasi-VoD (QVoD). We want to compare the performance of QVoD to that of NVoD.

Performance analysis
Similarly to the approach taken in Section Performance Analysis of NVoD, our first analytical step is to study the throughput
of a QVoD server by focusing on the channels allocated to one particular movie title. For tractability, we will restrict our
analysis to the case where a single stream is allocated to a particular movie title m, i.e.,
, and then generalize the results
to any number of servers.
Assuming partially patient customers and stationary arrivals, at the end of the service interval L, the service resumes with
probability
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where

is given by Eq. (1). With probability

number of waiting customers reaches

the system becomes idle, waiting until the

. As noticed in [8], if the number of surviving customers at the end of the service

interval is k, the length of the idle interval will be the first-passage time of the patience birth-death process in Figure 2 from
:
state k to state

where

is the mean first-passage time from state

to state

, given by the following recursive formula [8, 9]:

The mean idle time can now be computed as:

Having expressed the mean idle time, the average cycle duration is

and the average number of requests served

per cycle is (with

):

and

Finally, the throughput for movie title m, defined as the ratio of

to

, can be expressed as in Eq. (14). The average loss

rate, due to impatient customers who leave the queue without receiving service, is simply given by

For an arbitrary traffic intensity, small threshold values
requests, while large values of
an optimal value of the threshold

.

lead to a sub-optimal throughput due to under-collected service

may cause losses of customers due to long waits. Thus, in the general case of

, there is

which maximizes the QVoD server throughput for movie title m. Figure 10 illustrates this

phenomenon for 100 channels allocated to movie title m. Our simulation results also indicate that

plays a critical role in

achieving the lowest request defection rate. This observation is particularly important if the traffic intensity and customers'
patience vary with time (e.g., in a 24-hour cycle). In such situations, the QVoD server may have to change the value of
dynamically. In the next subsection we evaluate the effectiveness of such an adaptive approach in a nonstationary environment.
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Figure 10: QVoD throughput for 100 channels and

.

<-- Threshold-Based NVoD

Throughput comparison QVoD vs. NVoD
Relaxing the constant-phase-offset constraint in NVoD by using QVoD is justifiable if the resulting throughput gain is
significant. Thus, we now compare the throughput for one movie title in both NVoD and QVoD systems. A complete
comparison requires evaluation of both stationary and nonstationary traffic intensities. In the stationary case, Figure 11
represents the ratio of the QVoD throughput to that of NVoD, for four different combinations of the channel capacity
allocated to movie m, and of the patience factor . For each traffic-intensity value, the QVoD throughput corresponds to the
optimal threshold

. Our results indicate a higher throughput in QVoD systems, although the difference between NVoD and

QVoD diminishes as both customers' patience and channel capacity increase. This trend can be explained by the fact that, when
the average customers' patience is comparable to, or greater than, half an NVoD phase offset (e.g., 1 minute for 50 channels), the
NVoD throughput will be pretty high, hence lessening any relative improvement from using QVoD.

Figure 11: Throughput ratio for stationary arrival rates.
QVoD appears superior to NVoD if the optimum
QVoD performance when non-optimal values of

is used. However, our simulation results indicate a sharp decrease in
are used for a particular traffic intensity. This raises questions regarding the

applicability of QVoD in case of nonstationary request arrivals. We also noticed that the defection rate in QVoD is very
sensitive to variations of traffic intensity, the patience factor and
. In the NVoD system, on the other hand, defection rates
depend only on the customers' patience.
There are two policies that a QVoD server can adopt in a nonstationary environment. First, the threshold
adapted by choosing

can be dynamically

for the instantaneous arrival rate. Alternatively, the QVoD server can choose the fixed threshold which

maximizes the throughput averaged over a 24-hour period. We used simulations to evaluate the ratio of the QVoD throughput in
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each approach to that of NVoD, for different values of the patience factor. We assumed sinusoidal arrival rates of relative
amplitude RA = 0.9, which represent an extreme case of nonstationarity. The NVoD throughput was calculated from Eq. (7),
show
whereas the QVoD throughput was obtained through recursive simulations. The simulation results in Figure 12 for
that, as the number of channels and the patience factor increase, QVoD becomes less attractive for both choices of the threshold,
adaptive or fixed. This conclusion confirms that NVoD should not, in general, be dismissed in favor of QVoD for nonstationary
arrival rates. Also, the similarity of performance between adaptive and fixed threshold QVoD policies indicates that thresholdbased scheduling of videos is not well adapted to continuously-changing load conditions. Finally, until a closed-form equation is
found for key QVoD performance variables such as throughput or average latency as functions of
and , recursive
simulations must be used to determine

.

Figure 12: Throughput ratio for nonstationary arrival rates, 50 channels, and RA = 0.9.
<-- Threshold-Based NVoD
<-- Table of Contents

``QVoD-Enhanced'' NVoD
As seen in Section Implementation of NVoD, even with proper CPE buffer management and constant phase offsets, continuity
in VCR actions can only be provided intermittently and without any guarantee on the discontinuities experienced by customers.
Thus, it is intuitively appealing to relax the assumption of constant phase offsets in NVoD for a higher throughput, as long as the
same average granularity of discontinuity in VCR actions, as measured by the average phase offset, is provided to customers.
We show in this section that by using QVoD over a partition
of the capacity s among the N movie titles initially
determined for NVoD, one can achieve a much higher throughput while providing support for discontinuous VCR actions
comparable to that of NVoD in an average sense. We will restrict our analysis to stationary request rates, although it is valid in
most nonstationary cases.
Suppose the NVoD server will initially determine a partition

by optimizing an arbitrary pre-determined objective.

This objective may be to maximize throughput, minimize the average phase offset, or to make a tradeoff between throughput
and average phase offset. We examine how NVoD performance will be affected by switching to QVoD based on the same
, and the corresponding vector of optimal thresholds
. According to the results obtained thus
far, we can make performance improvement for moderately stationary arrival rates, impatient customers and a relatively small
number of channels allocated to each movie title.
We approach the problem by using QVoD in conjunction with NVoD in three experimental steps: (1) First, we have to select
arbitrary NVoD partitions
. Since we are interested in customers' QoS, we choose NVoD EW-OPT for minimization
of the phase offset, and NVoD PROP or NVoD SQRT for the tradeoff between throughput and phase offset, depending on the
value of the patience factor. These partitions were presented in Section Problem statement; (2) Next, we evaluate performance
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by switching from NVoD to QVoD; (3) Finally, we compare the performance of QVoD with that of NVoD whose partition
corresponds to NVoD T-OPT, presented in Section Problem statement. NVoD T-OPT is used as an indicator of
the maximum throughput achievable with a NVoD server.
In summary, we compared the following five systems.
1. An NVoD server with

minimizing the average NVoD phase offset; this configuration is called NVoD EW-

OPT.
2. A QVoD server with the same channel allocation vector

defined by NVoD EW-OPT, used in conjunction with

; this configuration is called QVoD EW-OPT.
3. An NVoD server with the partition

making an acceptable tradeoff among throughput, phase offset and

fairness. In Section Simulation results, allocating channels proportionally to the popularities (NVoD T-PROP) is shown
to be a good candidate for very impatient customers. For moderately to very patient customers, allocation in proportion to
the square root of the popularities (NVoD T-SQRT) is preferable. Thus, we consider the NVoD T-PROP partition for
and NVoD T-SQRT for
.
4. A QVoD server with the same partition
, used in conjunction with
5. An NVoD server with

determined by NVoD T-PROP for

and NVoD T-SQRT for

. These configurations are called QVoD T-PROP and QVoD T-SQRT.
maximizing the NVoD throughput; this configuration is called NVoD T-OPT.

Figure 13: Comparison of NVoD and ``QVoD-enhanced'' NVoD: throughput for

.

Figures 13, 14 and 15 show the simulation results for 100 channels partitioned among 10 movie titles of 100 minutes each, and
). We measured throughput, average phase offset and dispersion. The
accessed by very impatient customers (
improvement in throughput by using a QVoD server (configurations QVoD T-PROP and QVoD EW-OPT) is dramatic, with a
relatively minor effect on the average phase offset and the corresponding dispersion. This is particularly noticeable for large
traffic intensities. For very low traffic intensities (
), QVoD EW-OPT is preferable to QVoD T-PROP, since it achieves
a comparable throughput for lower phase offsets and dispersion. In summary, for very impatient customers, the configuration
QVoD EW-OPT is the best choice, as it improves upon the maximum throughput achievable with NVoD (configuration NVoD
T-OPT), for an average phase offset comparable to that of the NVoD configuration NVoD T-PROP, and the corresponding
dispersion comparable to that of NVoD EW-OPT. For more patient customers (
) though, we found in separate
experiments that the marginal improvement in throughput by replacing NVoD by QVoD is not worth the significant increase in
the average phase offset and dispersion. Finally, similar conclusions were made in the case of nonstationary arrival rates, for
which QVoD can be used for very impatient customers.
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.

Figure 14: Comparison of NVoD and ``QVoD-enhanced'' NVoD: average phase offset for

Figure 15: Comparison of NVoD and ``QVoD-enhanced'' NVoD: dispersion for

.

<-- Table of Contents

Conclusion
In this paper, we presented an analytical (as opposed to commonly-used simulation) approach to program scheduling in NVoD
systems. Both customers' and service provider's points of views are integrated in the approach in order to account for the
tradeoff between system throughput and customers' partial patience. We first derived a closed-form expression for the NVoD
server throughput, defined as the number of customers' requests served within two consecutive offerings of a movie over one
channel. Our analysis of NVoD extends the work in [8], in which customers' requests are granted only if they agree to wait for
exactly one phase offset. We then determined the optimal schedule of movies of different popularities for maximum throughput
and the lowest average phase offset. We extended these results to the case of nonstationary request arrivals. In practice, the
choice of a scheduling algorithm will depend only on the number of channels available, customers' patience, and on the
performance variable which is most valued by the NVoD service provider, i.e., throughput, average phase offset, fairness, or a
tradeoff among all of these. We found that in the latter case, simple heuristics such as the allocation of channels in proportion to
movie popularities yield good results. Next, we analyzed a QVoD system, which schedules channels based on a threshold of
requests. The throughput is found to be usually greater in QVoD than in NVoD, except for the extreme case of nonstationary
request arrivals. This last observation is used to improve throughput without compromising customers' QoS, by using QVoD in
conjunction with NVoD.
<-- Table of Contents
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Analysis of the

Patience Queue

Here we calculate the average number of customers waiting for service at the end of a reservation period, which corresponds to
the phase offset before receiving service. The main
result, of which
is a special case, is thanks to Palm and
Khintchine. This result, presented in [7], states that the number of busy servers at time t, which is, in the patience queue, the
actual number of customers waiting for service, has a Poisson distribution, and is therefore fully specified by its average. In our
case of exponential patience (or service rate), the average number of busy servers in
can be found from the following
differential equation:

where

We added Eq. (16) to represent the initial conditions of the

system in case of NVoD, which states that the patience

queue restarts empty at the beginning of each phase offset. After some calculations, we find that for the sinusoidal arrival rate of
Section Nonstationary arrivals, the general solution of Eq. (15) is given by:

<-- Table of Contents

End Notes
[1] The work reported in this paper was supported in part by the National Science Foundation under Grant MIP-9203895 and
the Office of Naval Research under Grant N00014-94-1-0229.
[2] for a particular movie title, the queue length divided by the square root of the title popularity.
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An Integrated Metric for Video QoS

Abstract:
In this paper, we address the issues in designing metrics that are important in evaluating the Quality of Service(QoS)
of video transmission. We propose a new metric for video QoS called the weighted cost-satisfaction ratio based on
requirements from two perspectives: the user and the service provider. To understand real video workload
environments and user behavioral patterns, we obtained and analyzed empirical results from the VOSAIC (video-overthe-Web) system, a hierarchical video-on-demand (VOD) system and a remote VCR system. Based on these results,
we define parameters of resource consumption (storage and network bandwidth etc.) and user satisfaction (jitter,
synchronization skew) and derive analytical interrelationships among the metric parameters. We also draw an
economic relationship between the user-satisfaction and resource consumption factors to solve metric optimization
relations. Keywords: QoS, video, resource consumption, user satisfaction, workload.
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Abstract
In this paper we examine the developed techniques and lessons learned in an operational multimedia exploitation system, Broadcast News Editor
(BNE) and Broadcast News Navigator (BNN). BNE captures, analyzes, annotates, segments, summarizes, and stores broadcast news audio, video
and textual data within the context of multimedia database system. BNN provides web based retrieval tools from the multimedia database system.
The key innovation of this system is the detection and segmentation of story segments from the multimedia broadcast stream. This paper discusses:

The utility of using story segments to discover broadcast news stories of interest
The textual, video, and audio cues used for story segment detection
Techniques developed for identifying story segments
Details of the operational BNE and BNN system

BNE and BNN are currently used every evening at MITRE’s Multimedia Research Lab and to this point have automatically processed over 6011
news stories from over 349 broadcasts of CNN Prime News TM .
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Story Segmentation Techniques
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Conclusion
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Apendix
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1. Introduction

As massive amounts of multimedia data (e.g., interactive web pages, television broadcasts, surveillance videos) is created, more effective
multimedia data search and retrieval exploitation are necessary. Multimedia data analysts must search, annotate and segment multimedia data for a
subject of interest or discovery of trends. Costly manual approaches are currently in use at many facilities (e.g., government agencies, film studios,
broadcast agencies). The BNE and BNN systems were created to assist the internationally located multimedia data analyst to view broadcast news
stories and trends.

This project exploits the parallel signals found in a multimedia data source to enable story segmentation and summarization of broadcast new
[MANI]. Our initial investigation looked for discourse cues in domestic broadcast news such as hand-offs from "Anchor to Reporter" (e.g., "to our
senior correspondent in Washington Britt Hume") and "Reporter to Anchor" (e.g., "This is Britt Hume, CNN, Washington"). Using the cues
embedded within a broadcast’s closed-caption transcript, story segments (distinct portions of a news broadcast where one story is discussed) were
discovered. This initial technique proved inadequate. Many segments were missed or misidentified. Also, the technique was not robust. If a
particular cue was given in a slightly different manner than anticipated, the cue and the story segment would not be detected.

To improve the segmentation accuracy and make the technique more robust, other cues were added. In the closed-caption transcript, detection of
cues such as ‘>>’ (speaker change) and blank lines introduced in the captioning process improved story segmentation. A Natural Language
Processing (NLP) text tagging tool [ABERDEEN], Alembic, provided named entity detection (i.e., people, organization, location). This paper
discusses our latest textual, video, and audio cues used and our developed techniques for correlating the cues to improve broadcast, commercial
and story segmentation.

2. Efficacy of Story Segmentation

Breaking a news broadcast into reported news stories provides effective browsing that requires the data analyst to review less material than through
linear browsing unsegmented content. To demonstrate the efficiency of a story segment search, we gathered metrics in a task based retrieval
experiment. Before describing our experiment, we will motivate the utility of the story segment technique through some discussion.

To search for a particular news story in a given program, a linear search is performed by searching in a sequential fashion through video until the
story is found. This is obviously a time consuming technique but it provides a useful baseline for comparison. A keyword search through the
associated time stamped video transcript provides a time-indexed pointer into the video stream for each instance where the keyword occurred. For
example, if the user did a keyword search on Peru, the result would provide a pointer to the video for each location where the word Peru was
spoken. Because a keyword search may provide multiple pointer references to the same story, it is intuitive that a story segment search is superior
to a keyword search. To confirm our intuition, we performed the following experiment.

In our experiment, a user was requested to find a story on three topics over a one-month time period. The user was asked to find these stories by
using the three techniques mentioned above: linear search, keyword search and story segment search. The linear search was performed with a
shuttle-control VCR. The keyword search was performed by searching the multimedia database for dates and times when the news program
referenced the given keyword. For each date and time retrieved, the user manually searched through the videotape using the VCR shuttle control.
The story segment search was performed using our BNN system. The data set was the nightly half-hour CNN Prime NewsTM programs from
12/14/96 - 1/13/97.

Linear
Search
Story

Actual

Time

Keyword
# of

Time

BNN
# of

Time
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Stories
Topic

Stories
hh:mm

Stories
hh:mm

Stories
hh:mm

Peru

17

3:10

16

2:40

18

0:02

22

Middle
East

16

3:16

16

2:53

17

0:02

25

Gulf War 3
Chemicals

4:30

3

0:33

3

0:02

4

Average

3:39

2:02

0:02

Table 1. Search Comparisons

As seen in Table 1, the manual search took 80% longer than the keyword search and 10,850% longer than the BNN search. There were three
anomalies discovered with the test. First, in the manual process, when a story was discovered in a news program, the searcher stopped for the
remainder of that news program with the assumption that the story would not reoccur. Second, in the keyword search, keywords detected in the
first minute of a broadcast were ignored because they pointed to the highlights of the news. This method had better recall and retrieved more of the
relevant stories because the stories that re-occurred in the news broadcast were detected. Third, in the BNN search, the system over-generated
story segments, which increased the number of stories that were found. In three cases of over segmentation, a story crossed a commercial boundary
and was broken into two individual stories. In one case, a story consisted of two sub-stories, the Peruvian Army and the Peruvian Economy.

3. Story Segmentation Techniques

The technique we created to detect story segments is a multi-source technique that correlates various video, audio and closed-caption cues to
detect when a story segment occurs. Because each broadcast news program tends to follow a general format across the entire program and within a
story segment, the broadcast can be broken down into a series of "states", such as "start of broadcast", "advertising", "new story" and "end of
broadcast". The multi-source cues, including time, are then used to detect when a state transition occurred.

Consider our observations of CNN’s PrimeNews half-hour program as an example. The CNN broadcast typically follows the following format:

1. Before Start of Broadcast – This state lasts an unknown period of time before the start of a broadcast. This state is necessary because BNE
must analyze videotapes and other sources where the broadcast does not start at a set time.
2. Start of Broadcast – Transition state immediately before the start of the broadcast. The CNN logo is displayed with James Earl Jones
saying, "This is CNN". There is a fade from black to the logo.
3. Highlights – This state lasts 30-90 seconds. During this state, the CNN anchors introduce the top stories that will be covered in the full
broadcast with 5-15 second story teasers. An audible jingle is heard in the background.
4. End of Highlights –Transition state where the anchors typically introduce themselves and the date.
5. Start of Story – At the start of a story, one anchor is speaking, typically in the anchor booth. Stories can last anywhere from 15-360
seconds. The anchor may transition to a reporter or a topic expert, who typically continues the same story. A graphic will often accompany
the anchor at the start of a story.
6. End of Story – Transition state where the reporter or topic expert will transition back to the anchor in the anchor booth. In addition, the
anchor that is speaking will often transition to the other anchor.
7. Within Broadcast Highlights – Typically about 15 minutes into the broadcast, another highlight section occurs for the stories remaining in
the broadcast. This preview segment lasts 15-45 seconds long and the individual story teasers are 5-15 seconds long. An advertising
segment always follows this state.
8. Advertising – The advertising state lasts 90-240 seconds and consists of a series of 15-, 30- or 60-second commercials. The advertiser
always records the commercials, they are never delivered by an anchor.
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9. Before End of Broadcast – The transition state where the Anchors sign off from the program and inform the audience of upcoming
programs on CNN.
10. End of Broadcast – This state lasts an unknown period of time after the broadcast has finished until the next broadcast begins. There is
usually a fade to a black frame within this state.

3.1 Textual, Video, and Audio Segment Cues

To detect when a state transition occurs, cues from the video, audio and text (closed-caption) stream are used, as well as time. We will describe
each cue that is used and how it is generated. Automated analysis programs have been written to detect each of these cues. When an analysis
program detects a cue, the discovery is loaded into an integrated relational table by broadcast, cue type and time stamp. This integrated relational
table allows rapid and efficient story segmentation and will be described in more detail later in the paper. Within this section, we show the latest
analysis from ten months of broadcast news of which 96% is CNN Prime News.

3.1.1 Text (Closed-Caption) Cues

In the closed-caption channel, we have found highly frequent word patterns that can be used as text cues. The first pattern is in the anchor
introduction. Typically, the anchors introduce themselves with {"I’m" the anchor’s name}. We use MITRE’s text tagging tool, Alembic, to
automatically detect a person, location and organization. With these detections, a search for the phrase pattern {"I’m" <Person>} is performed. As
seen in figure 1, we also exploit the fact that the anchor introductions occur 90 seconds from the start of the news and 30 seconds from the end of
the news program. Figure 1 plots only occurrences over specified minutes of the broadcast.

Figure 1. Occurrences of "I’M <Person>"

From our database query, analysis of word frequencies and their temporal locations, we have identified introductory phrases that occur in many
different news sources. Our current domain specific list of terms can be seen in figure 2. Again, using figure 3, we can use the knowledge that a
program introduction occurs within 90 seconds from the start of the news.
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HELLO AND WELCOME
HELLO FROM
WELCOME TO
THANKS FOR WATCHING
THANKS FOR JOINING US
HERE ON PRIMENEWS
TONIGHT ON PRIMENEWS
PRIMENEWS

Figure 2. Introductory CNN Prime News TM Anchor Terms

Figure 3. Occurrences of introductions

Also from our analysis, we have identified terms that occur during story segments pertaining to the weather. Our current list of expanding weather
terms can be seen in Figure 4. Again, using the figure 5, it can be seen that a weather report occurs on average at 22 minutes and 30 seconds and
ends on average at 25 minutes and 15 seconds. Using this information, we can modify our detection program to tag a story as weather if it falls
within these time periods and uses the listed terms.

WEATHER
FORECAST
FRONTAL SYSTEM
LOW PRESSURE
HIGH PRESSURE
RAIN
SNOW
ICE
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HAIL
STORM
CLOUD
PRECIPITATION
TORNADO
HURRICANE
LIGHTNING
THUNDER

Figure 4. Weather Story Segment Terms

Figure 5. Occurrences of Weather Terms

As reported in previous work, story segments can be detected by looking at anchor to reporter and reporter to anchor hand-offs. For anchor to
reporter detections, we use the phrases illustrated in figure 6 where the person and locations are tagged by Alembic. For reporter to anchor handoff detections, we use the phrases illustrated in figure 7 where again the person and locations are tagged using Alembic.

<varying phrase> "CNN’S" <Person> (e.g., "HERE'S CNN'S GARY TUCHMAN")

<Person> "JOINS US" (e.g., SENIOR WHITE HOUSE CORRESPONDENT WOLF BLITZER JOINS US")

<Person> "REPORTS" (e.g., "CNN'S JOHN HOLLIMAN REPORTS")

Figure 6. Anchor to Reporter Phrases

<Person> "CNN," <Location> (e.g., "BRENT SADLER, CNN, GAZA")
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"BACK TO YOU" (e.g., "BACK TO YOU IN ATLANTA")

"THANK YOU" <Person> (e.g., "THANK YOU, MARTIN")

Figure 7. Reporter to Anchor Phrases

On the closed-caption channel, there are instances in the program when the anchor or reporter gives highlights of upcoming news stories. These
teasers can be found by looking for the phrases found in figure 8.

COMING UP ON PRIMENEWS
NEXT ON PRIMENEWS
AHEAD ON PRIMENEWS
WHEN PRIMENEWS RETURNS
ALSO AHEAD

Figure 8. Story Previews

Certain anchor booth phrases are used to provide a detection cue for the end of a broadcast. As seen in figure 9, these phrases are mostly sign off
phrases heard throughout various broadcast news programs. These phrases occur in 97% of the news programs we have analyzed.

'THAT WRAPS UP'
'THAT IS ALL'
'THAT''S ALL'
'THAT''S PRIMENEWS'
'THANKS FOR WATCHING'
'THANKS FOR JOINING US’

Figure 9. Story Previews
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Figure 10. Occurrences of Sign off Terms

Finally, in the closed-caption stream, the operator frequently inserts three very useful closed-caption cues. These cues are:

">>" - This cue indicated that the primary speaker has changed
">>>" - This cue indicates that a topic shift has occurred
<Person>: (e.g.,"Linden:") – This cue indicates who is currently speaking

3.1.2 Audio
While analyzing the audio channel, we have discovered that there are detectable periods of silence at least .7 seconds long at the beginning and end
of commercial boundaries. Although there may be other periods of silence at the maximal noise energy level, the knowledge of these data points
will be shown to be useful.

3.1.3 Video
Currently, we have a program that discovers the location of black frames, logos and single (i.e., one anchor is visible) and double anchor (i.e., two
anchors are visible) booth scenes from an MPEG file. Black frames can be used to detect commercials and logos can be used to detect the
beginning and the end of a broadcast. With the single and double anchor booth recognitions, story segmentation boundaries can start to be
established from the video.

3.1.4 Cue Correlation
Commercial and story boundaries are detected through the correlation of the cues discussed in the previous sections. Looking at figure 3.1.4-1,
broadcast boundaries are primarily found by correlating audio silence, video logo, and black frame cues along with closed-caption tokens. The
commercials, which occur within the Ad brackets, are primarily found by correlating audio silence, black frame, and closed-caption blank line
cues. Finally, story segments are primarily found by correlating closed-caption symbols (>>>, >>, <person>:), anchor to reporter and reporter to
anchor cues.
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Figure 3.1.4-1. Cue Correlation Chart
3.1.5 Identifying Story Segment

To detect story segments, the cue correlation technique must predict each time a new "Start of Story" state has occurred. When deciding on the
technique used for prediction, there were two requirements. First, the technique must be flexible enough to allow the quick addition of new cues
into the system. Second, the technique must be able to handle cues that are highly correlated with each other (e.g., Black Frame and Silence). The
technique we use is a finite state automaton (FSA) enhanced with time transitions. The states and transitions of the FSA are represented in a
relational database. Each detected cue and token is represented by a state that is instantiated by a record in the state table. The time transition
attribute of each state allows state changes based on the amount of time the FSA has been in a certain state. For example, since we know the
highlights section never lasts longer than 90 seconds, a time transition is created to move the FSA from the "Highlights" state to the "Start of
Story" state whenever the FSA has been in the "Highlights" state for more than 90 seconds. The time transitions are a nice buffer against the
possibility that no cues used to detect the transition to another state are seen in the amount of time the system expects them to occur.

A story segment is detected each time there is a transition into the "Start of Story" state. Commercials are detected when the current segment is in
the FSA "Advertising" state. Below, we list the cues that are primarily used to determine each state. A picture of the FSA can be seen in figure
3.1.5-1. A full map of all FSA states and transitions are listed in Appendix A and B.

1. Start_of_Broadcast The CNN logo.
2. Start_of_Highlights A Black_Frame or any closed-caption cue (>>>,>>, <person>:).
3. End_of_Highlights A Sign_On cue (e.g., "Hello and Welcome"). If still in Start_of_Highlights after 90 seconds, the FSA automatically
moves into this state.
4. Start_of_Story A >>> (topic shift) closed-caption cue will nearly always generate a start of story state. A <person>: cue will generate a
Start_of_Story if 30 seconds have elapsed or a reporter to anchor transition has occurred.
5. Advertising A Black_Frame along with Silence or several blank closed-caption lines. Also, a preview cue (e.g., "Ahead on PrimeNews")
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followed by a Black_Frame or Silence.
6. End_of_Broadcast Sign_Off cue (e.g., "That’s PrimeNews") followed by a Black_Frame, Silence or several blank closed-caption line cues.

Figure 3.1.5-1. FSA for CNN Prime News (See Appendix A and B for detailed State-Transition Map)

The cues highlighted here are the primary ones used for detecting each state. The system is robust enough to detect state transitions even if the
major cues are not present.
How well does our segmentation technique perform? We looked at 5 news broadcasts from 3/12/97-3/16/97 to gather metrics of segmentation
performance. We measured both the precision (% of detected segments that were actual segments) and recall (% of actual segments that were
detected).

Precision Precision Recall

Recall

Truth

Truth

Date

# stories

# stories

# stories # stories

3/16/97

24

19

19

19

3/15/97

22

16

16

16

3/14/97

27

21

21

22

3/13/97

26

16

16

17

3/12/97

22

18

18

19

Total

121

90

90

93

Percent 0.74

0.97

Table 3.1.5-1. Precision and Recall of Story Segments
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Recall is the area of our primary concern and as you can tell from the table, our technique excels in this area. Recall is more important because an
over-segmented story is still very easy to navigate using our tool. This is because in BNN stories are displayed in temporal order and the video is
played back from the full video file at the story starting point until the user stops the playback.

4. BNE and BNN System

BNE and BNN are the two subsystems that comprise our system. BNE consists of the detection, correlation and segmentation algorithms described
above. The BNE system operates automatically every evening according to a pre-programmed news broadcast. BNN consists of dynamically built
web pages used to browse the broadcast news.

4.1 System Architecture

The system consists of a PC, used to capture a news source, and a Sun server, used to process and serve the data. As shown in diagram 4.1-1, the
conceptual system is broken up into the processing subsystem (BNE) and the dissemination subsystem (BNN). The PC is used in the BNE portion
and the Sun server is used in both subsystems. After the PC captures the imagery (MPEG), audio (MPA) and closed-caption information, it passes
the created files to the UNIX Server for processing. With the MPG file, scene change detection and video classification (i.e., black frame, logo,
anchor booth and reporter scene detection) is performed. Periods of silence are detected from the MPA file. With the closed caption file, named
entity tagging and token detection is performed. With all of this information, the previously mentioned correlation process is performed to detect
stories. With each detected story segment, a theme, gist and key frame is automatically generated and stored in the multimedia database (Oracle
Relational Database Management System 7.3, Oracle Video Server 2.1). Once the information is available in the database, the end user queries the
system through web pages served by Oracle’s 2.0 Web Server.

Figure 4.1-1. BNE and BNN Architecture
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The underlying data in the system is stored in a relational database management system. The conceptual level of the database can be seen in figure
4.1-2. The key to relating the textual data to the video is through a video file pointer and time codes. Within the video table there is a reference to
the MPEG video file. Within each Video’s child table, there is a time stamp. With the pointer to the video file name and a time stamp, the BNN
system gets direct access to the point of interest on the video. Note: Due to the 2-4 second delay in the closed-caption stream, the video is started
five seconds before the desired time stamp start time.

Figure 4.1-2Conceptual Video and Metadata Model

4.2 Sample Session

BNN enables a user to search and browse the original video by program, date, person, organization, location or topic of interest. One popular query
is to search for news stories that have occurred in the last week. Figure 4.2-1 illustrates such a response to a user query. Notice that there were
many references to the "FAA", "GINGRICH" and "ZAIRE".

Figure 4.2-1. Named Entity Frequencies for a One Month Time Period
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With the frequency screen displayed, the user can view the stories for one of the values by selecting a value, for example "ZAIRE". Upon selection
of the value, BNN searches through the multimedia database to display the related stories seen in Figure 4.2-2. The returned stories are sorted in
descending order of key word occurrence. Each returned story contains the key frame, the date, the source, the six most frequent tags, a summary
and the ability to view the closed-caption, video and all of the tags found for the story. The summary is currently the first significant closed-caption
line of the segment. In the future, the system will extract the sentence that is most relevant to the query.

While viewing the story segment, the user has the ability to access the digitized video from the full source, typically 30 minutes. Thus, if the story
segment starts at six minutes and twelve seconds into the news broadcast, the streaming of the video to the user will start at that point. While
viewing the streaming video, the user can scroll through the video with VCR like controls.

Figure 4.2-2. BNN Story Browse Window

4.3 System Direction

In the future, we will be integrating an English and foreign language speech transcription system into BNE to supplement the multimedia sources
where the closed-caption is incomplete or not existent. We will also decrease the execution time of the system such that the news will be ready
within an hour as compared to 1½ hours currently. Also, due to the time required to process audio files with speech transcription algorithms, we
will use video and audio segmentation techniques to detect the broadcast and commercial boundaries in an initial pass of the multimedia source.
With these detected boundaries, we will be able to process the smaller broadcast segments (three to eight minute segments) simultaneously as
opposed to processing the complete broadcast (typically 30 minutes) serially.

The following cues will also be added to BNE:
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Speaker change detection (audio)
Jingle detection (audio)
Speaker id (audio)
Anchor booth recognition (video)
Face recognition (video)
Text extraction (video)
Object recognition (video)
Speaker identification (video and audio)
We will also be adding the following to BNN:

User profiles for specialized queries, views and streaming options
Text, audio and video download capabilities
News Alerter

4. Conclusion

In this paper we discuss how we correlate cues detected from the video, audio and closed-caption streams to improve broadcast,
commercial and story segmentation. By using the three streams, we demonstrate how we have increased the accuracy of the segmentation
from previous one-stream evaluation techniques. With these current techniques, we are planning on annotating and segmenting other
domestic broadcast news sources. The challenges for different captioned news sources will be creating the new FSM and creating new
video models for the video classification programs. With the addition of speech transcription, foreign language sources will be annotated
and segmented using the same techniques. Although our current techniques were created for a structured multimedia source (i.e., domestic
broadcast news), it is believed that these techniques can be applied to other multimedia sources. (e.g., usability study video, documentaries,
films, surveillance video).
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Appendix A
State_ID

Description

1

Start

2

Wait for Broadcast Start

3

Highlights Begin

4

Highlights are ending

5

Story Segment Detected

6

Start of Story

7

Near end of Story

8

Advert Story Segment

9

Wait for Advert End

10

Broadcast End Story Segment

11

Broadcast Over

12

Story Buffer

13

Possible Advertisement

14

Very Possible Advertisement

15

Prime Possible Advertisement

16

Prime Highlight

17

Very Near Start

18

Possible end of Broadcast

19

Very Possible End

20

End Story Segment

21

End Broadcast

22

Reporter Segment

Appendix B

Start
State

End
State

Transition Cue

1

2

CNN Prime News

2

3

Anchor to Weather

2

3

Triple_Greater

2

3

Name Colon

2

3

PRIMENEWS

2

3

Signon

2

3

Anchor to Reporter
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2

3

Reporter to Anchor

2

3

Weather to Anchor

2

3

Story Preview

2

3

Story Preview

2

3

Im Start

2

3

Double_Greater

2

17

LogoBegin

3

4

TIME

3

4

Signon

3

4

Im Start

3

4

PRIMENEWS

3

5

Reporter to Anchor

3

5

Anchor to Reporter

4

5

Triple_Greater

4

5

PRIMENEWS

4

5

Signon

4

5

Im Start

4

5

Reporter to Anchor

4

5

Anchor to Reporter

4

5

Double_Greater

5

12

DEFAULT

6

5

Triple_Greater

6

7

TIME

6

7

Reporter to Anchor

6

7

Weather to Anchor

Start
State

End
State

Transition Cue

6

13

SILENCE_START

6

13

BlackScreen

6

13

BLANK_LINE

6

15

PRIMENEWS

6

15

Story Preview

6

18

Im End

6

18

Signoff

6

22

Anchor to Reporter

7

5

Triple_Greater

7

5

Name Colon

7

13

SILENCE_START
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7

13

BLANK_LINE

7

13

BlackScreen

7

15

PRIMENEWS

7

15

Story Preview

7

18

Im End

7

18

Signoff

7

22

Anchor to Reporter

8

9

DEFAULT

9

12

Triple_Greater

9

12

Name Colon

9

12

Story Preview

9

12

Anchor to Reporter

9

12

Anchor to Weather

9

12

Weather to Anchor

9

12

Reporter to Anchor

9

12

Double_Greater

9

12

PRIMENEWS

9

18

Im End

9

18

Signoff

9

21

TIME

10

11

DEFAULT

12

6

TIME

13

5

Triple_Greater

13

5

Name Colon

13

6

Anchor to Reporter

13

7

Double_Greater

13

7

TIME

13

8

SILENCE_START

13

8

BlackScreen

13

14

BLANK_LINE

13

15

PRIMENEWS

13

15

Story Preview

13

19

Im End

13

19

Signoff

14

5

Triple_Greater

14

5

Name Colon

14

6

Anchor to Reporter

14

7

Double_Greater
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14

8

SILENCE_START

14

8

BLANK_LINE

14

13

TIME

14

15

PRIMENEWS

14

15

Story Preview

14

19

Im End

14

19

Signoff

15

5

Triple_Greater

15

6

Anchor to Reporter

15

7

TIME

15

8

SILENCE_START

Start
State

End
State

Transition Cue

15

8

BLANK_LINE

15

8

BlackScreen

15

19

Im End

15

19

Signoff

17

3

BlackScreen

17

3

Triple_Greater

17

3

Im Start

17

3

Story Preview

17

3

Anchor to Weather

17

3

Story Preview

17

3

Weather to Anchor

17

3

Anchor to Reporter

17

3

Signon

17

3

Double_Greater

17

3

PRIMENEWS

Start
State

End
State

Transition Cue

17

3

Name Colon

18

5

Triple_Greater

18

5

Name Colon

18
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Abstract
Spotting by Association method for video analysis is a novel method to detect video segments with typical semantics.
Video data contains various kinds of information through continuous images, natural language, and sound. For videos
to be stored and retrieved in a Digital Library, it is essential to segment the video data into meaningful pieces. To
detect meaningful segments, we need to identify the segment in each modality (video, language, and sound) that
corresponds to the same story. For this purpose, we propose a new method for making correspondences between image
clue detected by image analysis and language clue detected by natural language analysis. As a result, relevant video
segments with sufficient information from every modality are obtained. We applied our method to closed-captioned
CNN Headline News. Video segments with important events, such as a public speech, meeting, or visit, are detected
fairly well.
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Introduction
Digital Libraries gather a large amount of video data for public or commercial use. The Informedia project [WKSS96]
is one of the Digital Libraries, in which news and documentary videos are stored. Its experimental system provides
news and documentary video retrieval by user queries from text or speech input.
Since the amount of data stored in the libraries is enormous, in addition to efficient retrieval, data presentation
techniques are also required to show large amounts of data to the users. Suppose a user is looking for video portions in
which the U.S. president gave a talk about Ireland peace at some location. Then, if the user simply asks video
segments related to ``Mr.Clinton'' and/or ``Ireland'' from news data in 1995 or 1996, hundreds of video segments may
be retrieved. It may take a considerable amount of time to find the right data from that set. In this sense, we need two
kinds of data management. One is semantical organization and tagging of the data, and the other is data presentation
that is structural and clearly understandable.
For this purpose, it is effective to detect a topic essence in terms of one to several representative pairs of image and
language data, for example, three pairs of a picture and a sentence. Image and language data corresponding to the same
portion of a story should be chosen in this selection. These segments are the portions which the film/TV producers
want to report, and are the portions which are easily understandable even when they are shown independently.
Therefore, to detect those segments and to organize video archives based on them will be an essential technique for
digital video libraries.
So far few researches have dealt with this problem. It is common to give a topic explanation by using the first
frame/image of the first cut/shot and the first sentence in a transcript. This representative pair is often a poor topic
explanation, for example, an anchor person's close-up with a too much general description. To cope with image
selection problem, Zhang, et.al, proposed a method for key-frame selection by using several image features such as
colors, textures, and temporal features including camera operations [ZLSW95]. Smith and Kanade proposed video
skimming by selecting video segments based on TFIDF, camera motion, human face, captions on video, and so on
[SK97]. By joining the selected segments, a new video which gives a rough idea about the topic is obtained. They are
good techniques which are broadly applicable, since they do not require deep content analysis.
There are, however, still open problems to tackle. One is the semantic classification of each segment. For effective
topic indexing or explanation, we need to know what a segment describes. Another is the correspondence problem
between image and language. As mentioned above, we need to detect image and language data corresponding to the
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same portion of a story. If they are taken from different portions, the pair may become misleading to the users[1].
To handle these problems, we introduce the Spotting by Association method, which detects relevant video segments by
associating image data and language data. This method is aimed to make the retrieval process more efficient and to
allow for more sophisticated queries. First, we define language clue and image clue which are common in news
videos, and introduce the basic idea of situation detection. Then, we describe inter-modal association between images
and language. By this method, relevant video segments with sufficient information from every modality are obtained.
We applied our method to closed-captioned CNN Headline News, from which segments with typical important
situations, such as public speeches, meetings, or visits are detected fairly well.
[1] For example, a close-up of a victim's face and the name of the criminal.

Video Content Spotting by Association
Necessity of Multiple Modalities
When we see a news video, we can understand topics at least partially, even if either images or audio is missing. For
example, when we see an image as shown in Figure 1(a), we guess that someone's speech is the focus. A facial closeup and changes in lip shape is the basis of this assumption. Similarly, Figure 1(b) suggests the news reports a car
accident and the extent of damage[2].

(a)

(b)
(c)
Figure 1. Example of images in news videos

(d)

However, video content extraction from only language or image data is not reliable. Suppose that we are trying to
detect a speech or lecture scene. Figure 1(c) is a face close-up; it is a criminal's face, and the video portion is devoted
to a crime report. The same can be said about the language portion. Suppose that we need to detect someone's opinion
from a news video. A human can do this perfectly if he reads the transcript and considers the contexts. However,
current natural language processing techniques are far from human ability. Considering a sentence which starts with
``They say'', it is difficult to determine, without deep knowledge, whether the sentence mentions a rumor or is really
spoken as an opinion.
[2]Actually, the car was exploded by a missile attack, not by a car accident.

Situation Spotting by Association
From the above discussion, it is clear that the association between language and image is an important key to video
content detection. Moreover, we believe that an important video segment must have mutually consistent image and
language data. Based on this idea, we propose the ``Spotting by Association'' method for detecting important clues
from each modality and associating them across modalities. This method has two advantages: the detection can be
reliable by utilizing both images and language; the data explained by both modalities can be clearly understandable to
the users.
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For the above clues, we introduce several categories which are common in news videos. They are, for language,
SPEECH/OPINION, MEETING/CONFERENCE, CROWD, VISIT/TRAVEL, and LOCATION; for image, FACE,
PEOPLE, and OUTDOOR SCENE. They are shown in Table 1.
Inter-modal coincidence among those clues expresses important situations. Examples are shown in Figure 2. A pair of
SPEECH/OPINION and FACE shows one of the most typical situation, in which someone talk about his opinion, or
reports something. A pair of MEETING/CONFERENCE and PEOPLE show a conventional situation such as the
Congress.

Figure 2. Typical situations
A brief overview of the spotting for a speech or lecture situation is shown in Figure 3. The language clue can be
characterized by typical phrases such as ``He says'' or ``I think'', while image clue can be characterized by face closeups. By finding and associating these images and sentences, we can expect to obtain speech or lecture situations.
Table 1. Clues from language and image
language clue
SPEECH/OPINION

speech, lecture, opinion, etc.

MEETING/CONFERENCE

conference, congress, etc.

CROWD/PEOPLE

gathering people, demonstration, etc.

VISIT/TRAVEL

VIP's visit, etc.

LOCATION

explanation for location, city, country, or natural phenomena
image clue

FACE

human face close-up (not too small)

PEOPLE

more than one person, faces or human figures

OUTDOORSCENE

outdoor scene regardless of natural or artificial.
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Figure 3. Basic idea of Spotting by Association

Language Clue Detection
The transcripts of news videos are automatically taken from a NTSC signal, and stored as text. The simplest way to
detect language clue is keyword spotting from the texts. However, since keyword spotting picks many unnecessary
words, we apply additional screening by parsing and lexical meaning check.

Simple Keyword Spotting
In a speech or lecture situation, the following words frequently appear as shown in 3].
indirect narration: say, talk, tell, claim, acknowledge, agree, express, etc.
direct narration: I, my, me, we, our, us, think, believe, etc.
The first group is a set of words expressing indirect narration in which a reporter or an anchor-person mentions
someone's speech. The second group is a set of words expressing direct narration which is often live video portions in
news videos. In those portions, people are usually talking about their opinions.
The actual statistics on those words are shown in Table 3. Each row shows the number of word occurrences in speech
portions or other portions[4]. This means if we detect ``say'' from an affirmative sentence in the present or past tense,
we can get a speech or lecture scene at a rate of 92%. Some words suggesting meeting/conference, crowd, visit/travel
situations are shown in Table 4. Similarly, a location name often appears with outdoor scenes that are the actual scenes
of that location.
Table 2. Example of speech sentences
MR. CLINTON SAYS THE TIME IS RIGHT FOR PEACE IN BOSNIA.
TOMORROW, MR. CLINTON TALKS PEACE IN ANOTHER PART OF EUROPE.
I THINK IT'S FOR PUBLICITY, FOR HIMSELF TO GET THE IRISH VOTE IN THE U.S., TO BE
HONEST.
I WAS ON THE EDGE AND DIDN'T KNOW IT.
Table 3. Keyword usage for speech
Indirect Narration
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word speech not speech rate

word

speech not speech rate

say

118

11

92%

I (my, me)

132

16

89%

tell

28

3

90%

we (our, us)

109

37

75%

claim

12

6

67%

think

74

15

84%

talk

15

37

29%

believe

12

10

55%

Table 4. Keyword usage for meeting and visiting
word human meet others rate

word human visit others rate

meet

31

9

78%

visit

21

1

95%

see

15

59

20%

come

30

62

32%

[3]Since they are taken from closed-caption, they are all in upper case.
[4]In this statistics, words in a sentence of future tense or a negative sentence are not counted, since real scenes rarely
appear with them.

Screening Keywords
As we can see in Table 3, some words such as ``talk'' are not sufficient keys. One of the reasons is that ``talk'' is often
used as a noun, such as ``peace talk''. In such a case, it sometimes mentions only the topic of the speech, not the
speech action itself. Moreover, negative sentences and those in future tense are rarely accompanied by the real images
which show the mentioned content. Consequently, keyword spotting may cause a large amount of false detections
which can not be recovered by the association with image data.
To cope with this problem, we parse a sentence in transcripts, check the role of each keyword, and check the
semantics of the subject, the verb, and the objects. Also, each word is checked for expression of a location.
1. Part-of-speech of each word can be used for the keyword evaluation. For example, ``talk'' may be better
evaluated when it is used as a verb.
2. If the keyword is used as a verb, the subject or the object can be semantically checked. For example, the subject
must be a human(s) or a representative of a social organization in the case of SPEECH/OPINION clues. For this
semantic check, we use the Hypernym relation in the WordNet [Mil90]: Word A is a hypernym of word B if
word A is a superset or generalization of word B; Therefore, if one of the hypernyms of the subject word is
``human'' or ``person'', etc., the subject can be considered as a human(s).
3. Negative sentences or those in future tense can be ignored.
4. A location name which follows several kinds of prepositions such as ``in'', ``to'' is considered as a language clue.

Process
In key-sentence detection, keywords are detected from transcripts. Separately, transcripts are parsed by the Link Parser
[ST93]. Keywords are syntactically and semantically checked and evaluated by using the parsing results. Since the
transcripts of CNN Headline News are rather complicated, less than one third of the sentences are perfectly parsed.
However, if we focus only on subjects and verbs, results are more acceptable. In our experiments, subjects and verbs
are correctly detected at a rate close to 80%.
By using these results, part of speech of each keyword, and lexical meanings of the subject, verb, and object in a
sentence are checked. The words to be checked and the conditions are listed in Table 5. A sentence including one or
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more words which satisfy these conditions is considered a key-sentence.
The results are shown in Table 6. The figure (X/Y/Z) in each table shows the numbers of detected key-sentence: X is
the number of sentences which include keywords; Y is the sentences removed by the above keyword screening; Z is
the number of sentences incorrectly removed[5].
Table 5. Conditions for key-sentence detection
type
SPEECH/OPINION

condition
active voice and affirmative, not future tense, subject as a human or a social group, not
``it''

MEETING/CONFERENCE affirmative, not future tense
CROWD

affirmative, not future tense

VISIT/TRAVEL

affirmative, not future tense, subject as human, at least one location name in a sentence

LOCATION

preposition (in, at, on, to, etc.) + location name
Table 6. Key-sentence detection result
video

speech meeting crowd

visit

location

Video1 40/3/1

20/1/0

33/4/0 41/33/0 89/59/5

Video2 28/3/0

22/6/0

24/3/0 39/34/1 65/39/2

Video3 34/5/1

15/2/1

22/2/0 39/33/0 70/50/4

[5]In this evaluation, difficult and implicit expressions which do not include words implying the clues. Therefore, we
assume the keyword spotting results include all of the needed language clue.

Image Clue Detection
A dominant portion of a news video is occupied by human activities. Consequently, human images, especially faces
and human figures, have important roles. In the case of human visits or, movement outdoor scenes carry important
information: who went where, how was the place, etc. We consider this a unit of image clue, and we call it a key
image.

Key-image
In this research, three types of images, face close-ups, people, and outdoor scenes are considered as image clue.
Although these image clue are not strong enough for classifying a topic, there usage has a strong bias to several typical
situations. Therefore, by associating the key images and key-sentences, the topic of an image can be clarified, and the
focus of the news segment can be detected.
The actual usage of the three kinds of images are shown in Table 7, 8 and 9. Among them, the predominant usage of
face close-ups is for speech, though a human face close-up has the role of identifying the subject of other acts: a
visitor of a ceremony; a criminal for a crime report, etc. Similarly, an image with small faces or small human figures
suggests a meeting, conference, crowd, demonstration, etc. Among them, the predominant usage is the expression for a
meeting or conference. In such a case, the name of a conference such as ``Senate'' is mentioned, while the people
attending the conference are not always mentioned. Another usage of people images is the description about crowds,
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such as people in a demonstration.
In the case of outdoor scenes, images describe the place, the degree of a disasters, etc. Since the clear distinction of the
roles is difficult, only the number of images with outdoor scenes is shown in Table 9.
Table 7. Usage of face close-up
video

speech

others

total

Video1

59

10

69

Video2

80

12

92

Other usages are personal introduction(4), action(2), audience/attendee(3), movie(2), anonymous(2), exercising(2),
sports(1), and singing(4).
Table 8. Usage of people images
video

meeting crowd total

Video1

16

16

32

Video2

9

43

52

(a)
(b)
Figure 4. Example of people images
Table 9. Usage of outdoor scenes
video

outdoor scenes

Video1

34

Video2

39

(a)
(b)
Figure 5. Example of outdoor scenes

Key-image Detection
First, the videos are segmented into cuts by histogram based scene change detection [HS95], [SH95]; The tenth
frame[6] of each cut is regarded as the representative frame for the cut. Next, the following feature extractions are
performed for each representative frame.
[6]The first few frames are skipped because they often have scene change effects.
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Face Close-up Detection
In this research, human faces are detected by the neural-network based face detection program [RBK96]. Most face
close-ups are easily detected because they are large and frontal. Therefore, most frontal faces[7], less than half of the
small faces and profiles are detected.
[7]As described in [RBK96], the face detection accuracy for frontal face close-up is nearly satisfactory.

People Image and Outdoor Scene Detection
As for images with many people, the problem becomes difficult because small faces and human figures are more
difficult to detect. The same can be said of outdoor scene detection.
Automatic face and outdoor scene detection is still under development. For the experiments in this paper, we manually
pick them. Since the representative image of each cut is automatically detected, it takes only a few minutes for us to
pick those images from a 30-minute news video.

Association by DP
The sequence of key-sentences and that of key images are associated by Dynamic Programming.

Basic Idea
The detected data is the sequence of key images and that of key-sentences to which starting and ending time is given.
If a key image duration and a key-sentence duration have enough overlap (or close to each other) and the suggested
situations are compatible, they should be associated.
In addition to that, we impose a basic assumption that the order of a key image sequence and that of a key-sentence
sequence are the same. In other words, there is no reverse order correspondence. Consequently, dynamic programming
can be used to find the correspondence.
The basic idea is to minimize the following penalty value P.
P = Sum j \in Sn Skips (j) + Sum k \in In Skipi(k) + Sum j \in S, k \in I Match(j, k)
where S and I are the key-sentences and key images which have corresponding clues in the other modality, Sn and I n
are those without corresponding clues. Skips is the penalty value for a key-sentence without inter-modal
correspondence, Skipi is for a key image without inter-modal correspondence, and Match(j,k) is the penalty for the
correspondence between the j-th key-sentence and the k-th key image.
In DP path calculation, we allow any inter-modal correspondence unless the duration of a key image and that of a keysentence are mutually too far to be matched[8]. Any key-sentence or key image may be skipped (warped), that is left
unmatched.
[8]In our experiments, the threshold value is 20 seconds.

Cost Evaluation
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Skipping Cost (Skip)
Basically, the penalty values are determined by the importance of the data, that is the possibility of each data having
the inter-modal correspondence. In this research, importance evaluation of each clues is calculated by the following
formula. The skip penalty Skip is considered as -E.
E = EtypeEdata
where the Etype is the type of evaluation, for example, the evaluation of a type ``face close-up''. Edata is that of each
clue, for example, the face size evaluation for a face close-up. The importance value used for each type in our
experiments is shown in Table 10. The calculation of Edata is based on how each clue fits the category. In the case of
face close-up, the importance evaluation is the weighted sum of the pixels which are occupied by a face close-up.
Currently, Edata for each people image or outdoor scene image is 1.0, since those images are manually detected.
Similarly, Edata for key-sentences is calculated based on a keyword's part-of-speech, lexical meaning of subject, etc.
An example of this coefficient is shown in Table 11.
Table 10 Example of cost definition
key-sentence: speech 1.0, meeting 0.6, crowd 0.6, travel/visit 0.6, location 0.6
key image: face 1.0, people 0.6, scene 0.6
Table 11 Example of sentence cost definition
1. SPEECH/OPINION
keyword's part-of-speech: verb 1.0, noun 0.6
subject type: a proper noun suggesting a human or a social group 1.0, a common noun suggesting a human or a
social group 0.8, other nouns 0.3
2. MEETING
keyword's part-of-speech: verb 1.0, noun 0.6
subject type: a proper noun suggesting a human or a social group 1.0, a common noun suggesting a human or a
social group 0.8, other nouns 0.3
verb semantics: verbs suggesting attendance 1.0, the other verbs 0.8

Matching Cost (Match)
The evaluation of correspondences is calculated by the following formula.
Match(i,j) = M time (i, j) M type(i, j)
where M time is the duration compatibility between an image and a sentence. The more their durations overlap, the less
the penalty becomes.
A key image's duration (di) is the duration of the cut from which the key image is taken; the starting and ending time
of a sentence in the speech is used for key-sentence duration (ds ). In the case where the exact speech time is difficult
to obtain, it is substituted by the time when closed-caption appears.
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The actual values for M type are shown in Table 12. They are roughly determined by the number of correspondences in
our sample videos.
Table 12. Matching evaluation for type combinations
type

speech meeting crowd visit location

face

1.0

0.25

0.25

0.25

0.0

people

0.75

1.0

1.0

0.5

0.5

outdoor scene

0.0

0.25

0.25

1.0

1.0

Experiments
We chose 6 CNN Headline News videos from the Informedia testbed. Each video is 30 minutes in length. They are
segmented into cuts by scene change detection, then each poster frame, i.e. representative image for each cut is
detected. Next, the face detection, people detection, and outdoor scene detection are applied to each poster frame.
Currently, only the face close-up detection is automated, the rest are created manually. Each data is registered as a key
image, then the importance is evaluated.
Transcripts are automatically obtained by closed-caption. They are segmented into sentences, and parsed by Link
Parser. Then, through keyword detection and screening by checking semantics, key-sentences are detected. All
transcript processing is done without human assistance, since the key-sentence detection results are satisfactory. For
each key-sentence, importance is calculated similarly to the key image evaluation. Finally, inter-modal
correspondences between obtained key images and key-sentences are calculated by DP.

Results
Figure 6 shows the association results by DP. The columns show the key-sentences and the rows show key images.
The correspondences are calculated from the paths' cost. In this example, 167 key images, 122 key-sentences are
detected; 69 correspondence cases are successfully obtained.
Total numbers of matched and unmatched key-data in 6 news videos are shown in Table 13. Details are in Table 14.
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Figure 6 Correspondence between sentences and images
Table 13 Spotting result 1 (six 30-minute videos)
A is the total number of key-data, B is the number of key-data for which inter-modal correspondences are found, C1 is
the number of key-data associated with correct correspondences, D is the number of missing association, that is clues
for which association is failed in spite of having real correspondences, E is the number of wrong association, i.e.
mismatching.
all matched correct miss wrong
A

B

C

D

E

speech 292

226

178

40

48

meeting 47

26

19

18

7

crowd

63

35

26

19

9

travel

15

8

7

6

1

location 76

34

27

32

7

472

217

173

0

44

people 220

84

63

0

21

scene

25

21

0

4

face

168

Table 14. Spotting result 2
Each figure (X/Y) in the following table shows, the number of found correspondences (X) and the number of correct
correspondences (Y).
face

people scene

speech 199/165 24/12

2/1

meeting

9/6

15/12

1/1

crowd

5/1

28/25

1/0
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visit

1/0

location

3/1

4/4

3/3

13/10 18/16

As shown in the above example, the accuracy of the association process is good enough to assist manual tagging.
About 70 segments are spotted for each video, and around 50 of them are correct. Although there are many unmatched
key images, most unmatched key images are taken from commercial messages for which corresponding key-sentences
do not exist. However, there are still a considerable number of association failures. They are mainly caused by the
following factors:
key image or key-sentence detection errors
Time lag between closed-caption and actual speech
Irregular usage of clues. For example, an audience's face close-up rather than the speaker's in a speech or talk
situation.

Usage of the Results
Given the spotting results, the following usage can be considered.
1. Summarization and presentation tool:
Around 70 segments are spotted for each 30-minute news video. This means an average of 3 segments in a
minute. If a topic is not too long, we can place all of the segments in one topic into one window. This view
could be a good presentation of a topic as well as a good summarization tool.
An example is shown in Figure 7 and Figure 8. Each pair of a picture and a sentence is an associated pair. The
picture is a key image, and the sentence is a key-sentence. The position of the pair is determined by the
situations defined in the previous section: segments for VISIT/TRAVEL or LOCATION are placed in the top
row; the MEETING or CROWD segments are in the second row; SPEECH/OPINION segments are in the
bottom row. Thus, the first row shows Mr.Clinton's visit to Ireland and the preparation for him in Belfast; the
second row explains the politicians and people in that country; the third row shows each speech or opinion about
Ireland peace.
In this view, the time order of segments is kept only inside each row. This is mainly for saving the space. If we
keep the order across the row, i.e. if all the segments are placed in the order of their presented time, we get the
view shown in Figure 9. This view enables us to overlook how the topic is organized. Visit and place
information is given first, meeting information is given second, then a few public speeches and opinions are
given. As we can see in this example, we can grasp the rough structure of the topic by taking a brief look at the
explainer.
2. Data tagging to video segments:
As mentioned before, the situations such as ``speech scene'' situation can be a good tag for video segments.
Currently, we are trying to extract additional information from transcripts. The name of a speaker, attendants in a
meeting/conference, a visitor and location of visit, etc. With these data, video segment retrieval can be much
more efficient.
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Figure 7.News video TOPIC EXPLAINER (Category)

Figure 8.News video TOPIC EXPLAINER (Category + Time Order)

Figure 9. Details in TOPIC EXPLAINER

Conclusion
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We described the idea of the Spotting by Association in news video. By this method, video segments with typical
semantics are detected by associating language clue and image clue.
Our experiments have shown that many correct segments can be detected with our method. Most of the detected
segments fit the typical situations we introduced in this paper. We also proposed new applications by using detected
news segments.
There are many areas for future work. One of the most important areas is the improvement of key image and keysentence detection. Another is to check the effectiveness of this method with other kinds of videos.
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Abstract:
To address the emerging needs of applications that require access to and retrieval of multimedia objects, we are
developing the Multimedia Analysis and Retrieval System (MARS) in our group at the University of Illinois
[HMR96]. In this paper, we concentrate on the retrieval subsystem of MARS and its support for content-based queries
over image databases. Content-based retrieval techniques have been extensively studied for textual documents in the
area of automatic information retrieval [SM83,CCH92]. This paper describes how these techniques can be adapted for
ranked retrieval over image databases. Specifically, we discuss the ranking and retrieval algorithms developed in
MARS based on the Boolean retrieval model and describe the results of our experiments that demonstrate the
effectiveness of the developed model for image retrieval.
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MARS, Content based retrieval, Image database
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Introduction
While advances in technology allow us to generate, transmit, and store large amounts of digital images, and video,
research in content based retrieval over multimedia databases is still at its infancy. Due to the difficulty in capturing
the content of multimedia objects using textual annotations and the non-scalability of the approach to large data sets
(due to a high degree of manual effort required in defining the annotations), the approach based on supporting contentbased retrieval over visual features has become a promising research direction. This is evidenced by several
prototypes[SC94,PPS94,MM95,MCO 97] and commercial systems[F 95,BFG ] that have been built recently. Such an
approach can be summarized as follows:
1. Computer vision techniques are used to extract visual features from multimedia objects. For example, color,
texture, shape features for images, and motion parameters for video.

file:///C|/Users/Bear/Desktop/new/MM97/paper-4.html[3/15/2010 6:35:06 PM]

Supporting Similarity Queries in MARS

2. For a given feature, a representation of the feature and a notion of similarity measure are determined. For
example, color histogram is used to represent color feature, and intersection distance is used for similarity
measure.
3. Objects are represented as a collection of features and retrieval of objects is performed based on computing
similarity in the feature space. The results are ranked on the similarity values computed.
Since automatically extracted visual features (e.g., color, texture etc.) are too low level to be useful to the users in
specifying their information needs directly, content-based retrieval using visual features requires development of
effective techniques to map higher-level user queries (e.g., retrieve images containing field of yellow flowers) to visual
features. Mapping a user's information need to a set of features extracted from textual documents have been
extensively studied in the information retrieval literature [SM83]. This paper describes how we have generalized these
approaches for content-based retrieval over image features in the Multimedia Analysis and Retrieval System (MARS)
being developed in our group at the University of Illinois.

Information Retrieval Models
Before we describe the retrieval approach used in MARS, we briefly review the retrieval process in modern
information retrieval (IR) systems [SM83]. In an IR system, a document is represented as a collection of features (also
referred to as terms). Examples of features include words in a document, citations, bibliographic references, etc. A
user specifies his information needs to the system in the form of a query. Given a representation of the user's
information need and a document collection, the IR system estimates the likelihood that a given document matches the
users information needs. The representation of documents and queries, and the mechanism used to compare their
similarity forms the retrieval model of the system. Existing retrieval models can be broadly classified into the
following categories:
Boolean Models
Let

be the set of terms in a collection. Each document is represented as a binary-valued vector of

length k where the
element of the vector is assigned true if is assigned to the document. All elements
corresponding to features/terms not assigned to a document are set to false. A query is a Boolean expression in
which operands are terms. A document whose set of terms satisfies the Boolean expression is deemed to be
relevant to the user and all other documents are considered not relevant.
Vector-based Models
Let

be the set of terms in a collection. Both documents and queries are represented as a vector of

k dimensions where each element in the vector corresponds to a real-valued weight assigned to a term. Several
techniques have been proposed to compute these weights, the most common being tf.idf weights [SM83], where
tf refers to the term frequency in the document, and idf is a measure proportional to the inverse of its frequency
in the collection. Similarly, many similarity measures have been proposed between the document and the query
[SM83] the most common being the cosine of the angle between the document and the query vectors.
Probabilistic Retrieval Models
In these models the system estimates the probability of relevance of a document to the user's information need
specified as a query. Documents are ranked in decreasing order of the relevance estimate.
Given a document and a query, the system computes

which represents the probability that the

document d will be deemed relevant to query q. Using Bayes' theorem and a set of independence assumptions
about the distribution of terms in documents these probabilities are computed and the documents are ranked
based on these probabilities.
Traditionally, commercial IR systems have used the Boolean model. Systems based on Boolean retrieval partition the
set of documents into either being relevant or not relevant and do not provide any
estimate as to the relevance of any document in a partition to the users information need. To overcome this problem,
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many variations of the term-weighting models and probabilistic retrieval models that provide ranked retrieval have
been developed. The boolean model has also been extended to allow for ranking in the text domain ( p-norm model
[SFV83]). Vector-based models and probabilistic retrieval models are in a sense related and provide similar
performance. The primary difference being that while the vector models are ad hoc and based on intuitive reasoning,
probability based models have a more rigorous theoretical base.

Overview of the Retrieval Approach used in MARS

With a large number of retrieval models in the information retrieval literature, MARS attempts to exploit this research
for content-based retrieval over images. In MARS, an image is represented as a collection of low-level image features
(e.g., color features, texture features, shape and layout features extracted automatically) as well as a manual text
description of the image. A user graphically constructs a query by selecting certain images from the collection. A user
may choose specific features from the selected images. For example, using a point-and-click interface a user can
specify a query to retrieve images similar to an image A in color and similar to an image B in texture. A user's query
is interpreted as a Boolean expression over image features and a Boolean retrieval model (adapted for retrieval over
images) is used to retrieve a set of images ranked based on the degree of match. Boolean queries provide a natural
interface for the user to formulate and refine conceptual queries to the system using lower-level image features. For
example, high level concepts like fields of yellow flowers or a sunset by a lake can be expressed as a boolean
combination of lower level features. Such a mapping of high to low level concepts can be provided explicitly by the
user or alternatively learned via user interaction by a relevance feedback mechanism.
Being able to support such conceptual queries is critical for the versatility of large image databases.
To see how MARS adapts the Boolean model for image retrieval, consider first a query Q over a single feature
color represented as a color histogram). Let
specified in the query and

be the color histogram of image I and

(say

be the color histogram

be the distance between the two histograms. The simplest way to adapt the

Boolean model for image retrieval is to associate a degree of tolerance

Given the above interpretation of a match based on a single feature
satisfies the Boolean expression associated with Q. For example, let

with each feature

such that:

, an image I matches a given query Q if it
, where

is some color histogram, and

is a texture representation. Image I matches Q if its color and texture representations are within the specified
tolerances of and .
While the above straightforward adaptation of Boolean retrieval can be used, it suffers from many potential problems.
First, it is not clear how the degree of tolerance , for a given feature , should be determined. If an a priori value is
set for , it may result in poor performance -- two images
where

and

at the distance of

and

, are essentially very similar will be considered as very different by the system. While

considered relevant to the query,

from a query q,
will be

will be considered as not relevant. This problem may be alleviated if instead of

fixed a priori values for tolerance for a given feature,

was computed dynamically for each query based on the image

collection. However, the approach would still suffer from the fundamental restriction of the basic Boolean retrieval in
that it produces a unranked set of answers.
To overcome the above discussed problems, in developing MARS, we have adopted the following two extensions to
the basic Boolean model that produce ranked list of answers.
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Fuzzy Boolean Retrieval
distance between the image and the query feature is considered to be the degree of membership of the image to
the fuzzy set of images that match the query feature. Fuzzy set theory is used to interpret the Boolean query and
the images are ranked based on the their degree of membership in the set.
Probabilistic Boolean Retrieval
distance between the image and the query feature is considered to be a measure of probability that the image
matches the user's information need. Feature independence is exploited to compute the probability of an image
satisfying the query which is used to rank the images.
Unlike the basic Boolean model, both the fuzzy and probabilistic Boolean models provide a ranked retrieval over the
image sets. Furthermore, as one expects from Boolean models, both the fuzzy and the probabilistic Boolean models
rank images based on queries corresponding to semantically equivalent Boolean expressions in the same order.
The rest of the paper is developed as follows. In Section 2, we describe the set of basic image features used in MARS
including technique used to measure similarity between images based on a single feature. Section 3 is devoted to
defining the Boolean retrieval models used in MARS and discussing the issues related to their efficient
implementation. Section 4 discusses normalization of the low level features necessary to combine with each other.
Experimental results that show the retrieval effectiveness of the developed models are discussed in Section 5 and
finally Section 6 offers concluding remarks including a discussion of the work we are pursuing in the future.
Table of contents

Image Features Used in MARS
The retrieval performance of an image database is inherently limited by the nature and the quality of the features used
to represent the image content. In this section, we briefly describe the image features used in MARS and the
corresponding distance functions used for comparing similarity of images based on the features. The discussion is kept
short since the purpose of this section is only to provide a background for discussing issues related to normalization
and ranked retrieval based on Boolean queries. Detailed discussion on the rationale and the quality of the chosen
features can be found in references [FFN 93,T 78,MCO 97,M 88,RSH96].
Color Features: To represent color, we choose the HSV space due to its de-correlated and uniform coordinates. The
color feature is represented using a color histogram. Since V coordinate is easily affected by the lighting condition, we
use only HS coordinates to form an
two-dimensional histogram. To measure distance between two color
histograms, we compute the amount of non-overlap between the two histograms which is defined as follows:

where

and

are the two histograms and N is the number of bins used in the histogram. The above intersection

based measure of distance provides an accurate and efficient measure of (dis)similarity between two images based on
their color [SC94].
Texture Features: To represent texture of an image, a CCD ( coarseness, contrast, and directionality) texture feature
representation has developed in [T 78,FFN 93]. Coarseness is a measure of granularity of the texture, i.e. fine vs
coarse. Contrast represents the distribution of luminance of the image and is defined as

where

. Here

and

are the standard deviation and the fourth central moment of the luminance,
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respectively. Directionality is a measure of how ``directional'' the image is. Using the above definitions of CCD,
texture is represented as a set of three numbers. A problem with the above described CCD features is that it is sensitive
to noise. We have developed and implemented an enhanced version of CCD by using histogram-base features [MCO
97]. Experimental results show that our enhanced version is much more robust and accurate than the original definition
of CCD [MCO 97].
Shape Features: Shape of an object in an image is represented by its boundary. A technique for storing the boundary
of an object using modified Fourier descriptor (MFD) is described in [RSH96]. To measure similarity between two
shapes, the Euclidean distance between two shape features can be used. In [RSH96], however, we proposed a standard
deviation based similarity measure that performs significantly better compared to the simple Euclidean distance. The
proposed representation and similarity measure provide invariance to translation, rotation, and scaling of shapes, as
well as the starting point used in defining the boundary sequence.
Layout Features: The features discussed so far only describe the global properties of the image. Besides these global
properties, MARS also supports features that describe the layout of color and texture in an image. To extract the layout
features, the whole image is first split into
sub-images. Then color and texture features are extracted from each
sub-image and stored in the database. For color layout, a two-dimensional HS histogram is constructed for each subimage, similar to the procedure described earlier.
Since the enhanced CCD representation uses a histogram based measure, it is not suitable for texture layout. This is
because the small sub-images may not produce good histograms. Instead, a wavelet-based representation is used, in
which the mean and the standard deviation at 10 sub bands are used to represent the texture of each sub-image.
The Euclidean distance is used to compute the texture similarity distance for the corresponding sub-images. A
weighted sum is then used to form the texture layout distance.
Table of contents

Retrieval Models Used In MARS
This section will discuss how to support the Boolean query based on the simple feature distances. MARS supports two
mechanisms for generating the ranking of Boolean queries -- the first is based on the fuzzy interpretation of the
distance and the second is based on a probabilistic interpretation. In the discussion below, we will use the following
notation. Images in the collection are represented as
. Features over the images are represented as
, where

is used to represent both the name of the feature as well as the domain of values that the feature

can take. For example, say
case,
where

is the color feature which is represented in the database using an HS histogram. In that

is also used to represent the set of all the color histograms. A query is a Boolean expression
are variables. Each variable
may be a query where

takes its value from some domain

,

. For example, a query,

has a value equal to the color histogram associated with image

and

has a value of the texture feature associated with . The query Q then represents a desire to retrieve images whose
color matches that of image

and whose texture matches that of image .

Fuzzy Boolean Model
Let

be a query and I be an image. In the fuzzy retrieval model, a query variable

a fuzzy set of images I such that the distance between the variable
compute the degree of membership of I in the fuzzy set. That is:
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where

represents the distance measure between

and the corresponding feature in the image I. With the

above interpretation of the distance measure between the image feature and the feature specified in the query, a
Boolean query Q is interpreted as an expression in fuzzy logic and fuzzy set theory is used to compute the degree of
membership of an image to the fuzzy set represented by the query Q. Specifically, the degree of membership for a
query Q is computed as follows:
And:
Or:
Not:

Consider for example a queryQ:

The membership of an image I in the fuzzy set corresponding to Q can be determined as follows:

The value

in the above formula is determined using the equation (3). Once the membership value of the image in

the fuzzy set associated with the query have been determined, these values are used to rank the images, where a higher
value of
represents a better match of the image I to the query Q. We refer to the fuzzy Boolean model as model
F1.

Probabilistic Boolean Model

Let

be a query and I be an image. In the probabilistic Boolean model, the distance

between

the query variable and the corresponding feature in the image is used to compute the probability of the image I
matching the query variable , denoted by
. These probability measures are then used to compute the
probability that I satisfies the query

(denoted by

the images. To be able to compute
assume that for all variables

) which is in turn used to rank

, an assumption of feature independence is made. That is, we

such that the domain of

is not the same as the domain of

, the following holds:

Before the probabilistic Boolean model can be used, however, we need to map the distance measure between a query
variable and the image into a measure of probability that the image matches the query variable. There are many ways
in which such a mapping can be achieved. Three such mechanisms (depicted in Figure 1) implemented in MARS are
described below.
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Figure 1: Distance to probability transformation functions.

It is easy to verify that for each of the above interpretations of probability, the range of
when

equals 0 (best match),

a monotonic decreasing function of

; when

is [0, 1]. In addition,

equals 1 (worst match),

. Also,

, which fits the physical meanings of

and

is

.

The choice of the mapping has an impact on the image ranking and as a result on the retrieval performance. We will
discuss this further in the section on experimental results. We will refer to the three different probabilistic Boolean
models resulting from the above equations as models P1, P2, and P3 respectively.
Once distance between image and the query variable has been converted to a probability measure, we next need to
estimate the probability that the image satisfies the Boolean query
, denoted by
. If Q is a
disjunction

, following the laws of probability,

can be estimated as follows:

Since all probabilities are conditioned on the image I, we will omit this for brevity from now on. Similarly,

can

be computed as follows:

To compute conjunction queries, i.e.

it is desirable that

and

are independent so that

. However even though features are independent, the sub queries
independent. To see this consider for example, a query
a case since

and

are not independent,

, where

and

may not be

and

cannot be replaced by the product of

. In such
and

.

The above motivates us to convert the query into a disjunctive normal form (DNF) in which a query is represented as
a disjunction of conjuncts . Once the query has been converted to a DNF expression, we can compute the
probability of an image satisfying the query based on the probability that the image satisfies query feature variables.
We illustrate how computation is done using an example. Consider a query
.
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: Example Derivation
In the derivation shown in figure 2, we have made the assumption that each pair of variables
are over independent
features. For example, may be a color histogram and may be the shape feature. Notice that, in general, the two
variables may be over the same feature space. For example, in a query
, and may correspond to two
color histograms. Our retrieval results (see Section 5) show that even if these variables are considered as independent,
the resulting retrieval performance is quite good. Developing a feature dependence model and incorporating it in the
system may improve retrieval performance further and is an important extension to our current work.

Finding the Best N Matches
While the above developed Boolean retrieval models provide a mechanism for ranking the given images based on the
query, for the approach to be useful, techniques must be developed to retrieve the best N matches efficiently without
having to rank each image. Such a technique consists of two steps:
retrieve images in a rank order based on each feature variable in the query.
combine the results of the single feature variable queries to generate ranked retrieval for the entire query.
The images can be efficiently retrieved ranked based on a single feature by maintaining an index based on that feature.
Since all features in MARS are represented as feature vectors with multiple feature elements, retrieval of images
ranked based on a single feature requires search using the values of all the elements in the feature vector. For example,
the color feature in MARS is a 64-element vector (8 8 histogram). An alternative is to use several single-attribute
indexes, one for each feature element of the feature vector. This is extremely inefficient in terms of the number of I/O
accesses needed for the search. The other alternative is to use one or more of the existing multidimensional data
structures [N 84,Gut84,D.90]. However, these data structures do not scale to the high dimensionality of the feature
vectors used in MARS. Moreover, since these data structures can only be used to index Euclidean feature vectors, they
cannot be used for features defined over non-Euclidean distance measures (e.g. color histograms for which the
intersection distance metric is used). Instead MARS uses an incremental clustering approach described in [RCM 97].
Once efficient ranked retrieval based on a single feature has been achieved, the ranked lists are normalized and then
the normalized ranked lists are merged into a ranked set of images corresponding to a query. The normalization process
used in MARS is described in the following section. To merge the normalized ranked lists, a query
is
viewed as a query tree whose leaves correspond to single feature variable queries. Internal nodes of the tree correspond
to the Boolean operators. Specifically, nodes are of either of the three forms:
which is a conjunction
of positive literal;
literals; and

, which is a conjunction consisting of both positive and negative
which is a disjunction of positive literals. The query tree is evaluated as a pipeline from

the leaf to the root. Each node in the tree provides to its parent a ranked list of images, where the ranking corresponds
to the degree of membership (in the fuzzy model), or the measure of probability (in the probabilistic model). For
example, in the fuzzy model, a node n in a tree provides to its parent a ranked list
, where
corresponds to the query associated with the node n.
The algorithms used to combine the ranked lists of images from the child to generate a list for parents depend upon the
retrieval model used. The algorithms for the fuzzy model are discussed in the Appendix. The corresponding algorithms
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for the probabilistic model are more complex and not included due to space restrictions. They can be found in
[OMR+97].
Table of contents

Feature Sequence Normalization
The normalization process serves two purposes:
1. It puts an equal emphasis on each feature element within a feature vector. To see the importance of this, notice
that in texture layout representation, the feature elements may be totally different physical quantities. For
example, one feature can be a mean while the other can be a standard deviation. Their magnitudes can vary
drastically, thereby biasing the Euclidean distance measure. This is overcome by the process of intra-feature
normalization.
2. It maps the distance values of the query from each atomic feature into the range [0,1] so that they can be
interpreted as the degree of membership in the fuzzy model or relevance probability in the probability model.
While some similarity functions return a value in the range of [0, 1], e.g. the color histogram intersection, others
do not, e.g. the Euclidean distance used in texture layout. In the latter case the distances need to be converted to
the range of [0, 1] before they can be used. This is referred to as inter-feature normalization.

Intra-feature Normalization
This normalization process is only needed for vector based feature representation, as in the case of wavelet texture
feature representation. In other cases, such as color histogram intersection, where all the feature elements are defined
over the same physical domain, no intra-feature normalization is needed.
For the vector based feature representation, let
feature elements in the feature vector and
F as

be the feature vector, where N is the number of
be the images. For image , we refer the corresponding feature

.

Since there are M images in the database, we can form a
element in feature vector

feature matrix

, where

is the jth feature

. Now, each column of F is a length-M sequence of the jth feature element, represented as

. Our goal is to normalize the entries in each column to the same range so as to ensure that each individual feature
element receives equal weight in determining the Euclidean distance between the two vectors. One way of normalizing
the sequence is to find the maximum and minimum values of and normalize the sequence to [0, 1] as follows:

where

and

refer to the smallest and the biggest value of

,

. Although simple, this is not a

desirable normalization. Considering the sequence {1.0, 1.1, 1.2, 1.3, 100}, if we use (8) to normalize the sequence,
most of the [0, 1] range will be taken away by a single element 100, and most of the useful information in {1.0, 1.1,
1.2, 1.3} will be warped into a very narrow range.
A better approach is to use the Gaussian normalization. Assuming the feature sequence
we compute the mean
and standard deviation
N(0,1) sequence as follows:

to be a Gaussian sequence,

of the sequence. We then normalize the original sequence to a
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It is easy to prove that after the normalization according to (9), the probability of a feature element value being in the
range of [-1, 1] is 68%. If we use
in the denominator, according to the 3- rule, the probability of a feature element
value being in the range of [-1, 1] is approximately 99%. In practice, we can consider all of the feature element values
are within the range of [-1,1] by mapping the out-of-range values to either -1 or 1. The advantage of this normalization
process over (8) is that the presence of a few abnormally large or small values does not bias the importance of the
feature element in computing the distance between feature vectors.

Inter-feature Normalization
Intra-feature normalization ensures equal emphasis of each feature element within a feature. On the other hand, interfeature normalization ensures equal emphasis of each feature within a composite query.
The feature representations used in MARS are of various forms, such as vector based (wavelet texture representation),
histogram based (histogram color representation), irregular (MFD shape representation).
To map the distance computations of the heterogeneous features to the same scale and into the range [0,1] the
following inter-feature normalization process is used for each feature .
1. For any pair of images

where
2. For the

and

and , compute the similarity distance

are the feature representations of images

between them:

and .

possible distance values between any pair of images, treat them as a value sequence and

find the mean m and standard deviation of the sequence. Store m and in the database to be used in later
normalization.
3. After a query Q is presented, compute the raw (un-normalized) similarity value between Q and the images in
the database. Let
denote the raw similarity values.
4. Normalize the raw similarity values as follows:

As explained in the intra-feature normalization section, this Gaussian normalization will ensure 99% of

to be

within the range of [-1,1]. An additional shift will guarantee that 99% of similarity values are within [0,1]:

After this shift, in practice, we can consider all the values are within the range of [0,1], since an image whose
distance from the query is greater than 1 is very dissimilar and can be considered to be at a distance of 1 without
affecting retrieval.

Weights for feature and feature elements
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After the intra- and inter-feature normalization processes discussed above, the feature elements within a feature as well
as the features within a composite query are of equal weights. This objective equality allows us to further associate
subjective unequal intra- and inter-feature weights for a particular query.
Inter-feature weights associated with the composite query reflect the user's different emphasis of the atomic feature in
the composite query. For example, for a composite query based on color and texture, a user may put the weight for
color equals 90% and weight for texture equals 10%. The support of different inter-feature weights enables the user to
specify his/her information need more precisely.
Intra-feature weights associated with each feature vector reflect the different contributions of the feature elements to
the feature vector. For example, in the wavelet texture representation, we know that the mean of a sub-band may be
corrupted by the lighting condition, while the standard deviation of a sub-band is independent of the lighting
condition. Therefore the user may want to put more weight on the standard deviation feature element, and less weight
on the mean feature element. The support of the different intra-feature weights enables the system to have more
reliable feature representation and thus better retrieval performance.
In MARS, we have explored many techniques to associate subjective weights with feature elements and feature
vectors. Associating subjective weights improves the retrieval performance considerably. Due to page limitations we
do not discuss this any further. Instead we refer the readers to [RHMO97b,RHMO97a].
Table of contents

Experimental Evaluation
For our experiments we used a collection of images of ancient African artifacts from the Fowler Museum of Cultural
History. We used a total of 286 images of such artifacts. A sample of our collection is shown as the result of a query
in figure 3.
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: Screen shot of the query ``texture or shape'' with a stool image as parameter
To demonstrate the retrieval quality of our system, we chose 13 typical conceptual queries, three examples of which
are ``all stools'', ``stone masks'' or ``golden pots''. Sample images satisfying these three concept queries are shown in
figure 4.

Figure 4: Three sample images used in conjunction with known relevant sets to evaluate precision and recall
To determine the relevant answer sets for each of the conceptual queries, we browsed through the collection and
marked those images relevant to a concept. The concept queries were then mapped into a Boolean formulation that best
represents them (e.g. stone masks are expressed as `texture=image X and shape=image Y').
As in the text based retrieval systems, the retrieval performance is defined based on precision and recall
[SM83,CCH92].
Precision
is the ratio of the number of relevant images retrieved to the total number of images retrieved.

Perfect precision (100%) means that all retrieved images are relevant.
Recall
is the ratio of the number of relevant images retrieved to the total number of relevant images.

Perfect recall (100%) can be obtained by retrieving the entire collection, but the precision will be poor.
We have conducted experiments in which we calculate precision at various levels of recall. These results are reported
in figure 5.

Figure 5: Precision for various levels of recall averaged over 13 queries
As we can see from the figure, the probability models consistently outperform the fuzzy model at equal recall or
precision points. An interpretation of this is that the fuzzy model includes only partial information. For and (or)
queries, the fuzzy model uses the min (max) operation that selects an image based on the worst (best) degree of
membership in both operand sets. This ignores any contribution of the other operand set in computing the final degree
of membership of an image. The probability model instead combines the information provided by both terms in a
better way. This allows for an improved ranking as more information about an image is captured.
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We can also see that P1 is the best among the three probability models. This relates to figure 1 where P1 < P2 < P3 at
the same distance. Model P1 has a sharper drop in probability for distance less than 0.414. This has the effect of
``warping'' space close to the optimum match (Pr = 1) which results in slight ranking differences in the and and or
operations. By this effect, good matches are drawn closer by a larger factor which has the effect of increasing
precision. P1 gives more importance to images ranking good in any of the operand sets while models P2 and P3 give
progressively less importance to good rankings, trying to equate them to worse rankings in the hope that the
combination might be better. A faster decreasing function will negatively impact recall. In the limiting case (
) precision will be 1, but recall very low since even small distance reductions between a feature
and the query feature will result in a large probability drop. As a result, similar images (unless they match perfectly)
would rank lower and thus not be returned.
Table of contents

Related Work
Content-based retrieval of images is an active area of research being pursued independently by many research teams.
Similar to MARS, most existing content-based image retrieval systems also extract low-level image features like
color, texture, shape, and structure [FFN 93,T 78,MCO 97,F 95,M 88,MM95,PPS94,SC94]. However, compared to
MARS the retrieval techniques supported in some of these systems are quite primitive. Many of these systems support
queries only on single features separately. Certain other systems allow queries over multiple feature sets by associating
a degree of tolerance with each feature. An image is deemed similar to the query if it is within the specified tolerance
on all the query features. As discussed in section 1.2, this approach has many drawbacks.
Some commercial systems have been developed. QBIC [F 95], standing for Query By Image Content, is the first
commercial content-based Image Retrieval system. Its system framework and techniques had profound effects on later
Image Retrieval systems. QBIC supports queries based on example images, user-constructed sketches and drawings
and selected color and texture patterns, etc. The color features used in QBIC are the average (R,G,B), (Y,i,q),(L,a,b)
and MTM (Mathematical Transform to Munsell) coordinates, and a k element Color Histogram. Its texture feature is
an improved version of the Tamura texture representation [T 78], i.e. combinations of coarseness, contrast and
directionality. Its shape feature consists of shape area, circularity, eccentricity, major axis orientation and a set of
algebraic moments invariants. QBIC is one of the few systems which take into account high dimensional feature
indexing. In its indexing subsystem, the KL transform is first used to perform dimension reduction and then -tree is
used as the multi-dimensional indexing structure.
Virage is a content-based image search engine developed at Virage Inc. Similar to QBIC, Virage [BFG ] supports
visual queries based on color, composition (color layout), texture, and structure (object boundary information). But
Virage goes one step further than QBIC. It also supports arbitrary combinations of the above four atomic queries.
Users can adjust the weights associated with the atomic features according to their own emphasis. In [BFG ], Jeffrey
et al. further proposed an open framework for image management. They classified the visual features (``primitive'') as
general (such as color, shape, or texture) and domain specific (face recognition, cancer cell detection, etc.). Various
useful ``primitives'' can be added to the open structure depending on the domain requirements. To go beyond the
query-by-example mode, Gupta and Jain proposed a nine-component query language framework in [GJ97].
Photobook [PPS94] is a set of interactive tools for browsing and searching images developed at the MIT Media Lab.
Photobook consists of three sub-books, from which shape, texture, and face features are extracted respectively. Users
can then query based on corresponding features in each of the three sub-books. In its more recent version of
Photobook, FourEyes, Picard et al. proposed to include human in the image annotation and retrieval loop [MP96]. The
motivation of this was based on the observation that there was no single feature which can best model images from
each and every domain. Furthermore, human perception is subjective. They proposed a ``society of models'' approach
to incorporate the human factor. Experimental results show that this approach is very effective in interactive image
annotation.
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In [JV96] the authors propose an image retrieval system based on color and shape.
Their color measure is based on the RGB color space and euclidean and histogram intersection measures are used. For
shape, they use a polygonal description that is resilient to scaling, translation and rotation.
The proposed integration uses a weighted sum of shape and color to arrive at the final result. They address high
dimensional feature indexing with a clustering approach, where clusters are build upon database creation time.
To date, no systematic approach to answering content based queries based on image features has emerged. To address
this challenge, similar to the approaches taken in information retrieval system, the approach we have taken in
developing MARS is to support an ``intelligent retrieval'' model using which a user can specify their information need
to the image database and the database provides a ranked retrieval of images to user's request. The retrieval model
supported is a variation of the Boolean model based on probabilistic and fuzzy interpretation of distances between the
image and the query.
Recently, in parallel to our work, the problem of processing boolean queries over multimedia repositories has also been
studied in [Fag96] and [CG96]. These approaches have, however, restricted themselves to a boolean model based on a
fuzzy interpretation of boolean operators. Our experimental results illustrate that the probabilistic model outperforms
the fuzzy model in terms of retrieval performance (see figure 5). Furthermore, the query evaluation approach used in
MARS differs significantly from the approaches developed in [Fag96,CG96]. As will become clear in the appendix,
MARS follows a demand-driven data flow approach [Gra96]; i.e., data items are never produced before they are
needed. So the wait in a temporary file or buffer between operators in the query tree for each item is minimized. This
model is efficient in its time-space-product memory costs [Gra96]. In this model, the operators are implemented as
iterators which can be effectively combined with parallel query processing. On the other hand, the strategy presented
in [Fag96] requires intermediate storage of data items at internal nodes of the query tree to evaluate the best N
answers. This is also true for the approach followed in [CG96].
Table of contents

Conclusions
To address the emerging needs of applications that require access to and retrieval of multimedia objects, we are
developing the Multimedia Analysis and Retrieval System (MARS) in our group at the University of Illinois [MCO
97]. In this paper, we described the retrieval subsystem of MARS and its support for content-based queries over image
databases. To support content-based retrieval, in MARS many visual features are extracted from images-- color,
texture, shape, color and texture layout. Information retrieval (IR) techniques, modified to work over visual features,
are then used to map user's queries to a collection of relevant images. Specifically, extended boolean models based on
a probabilistic and fuzzy interpretation of boolean operators are used to support ranked retrieval. Our results show that
using IR techniques for content-based retrieval in image databases is a promising approach.
The work reported in this paper is being extended in many important directions. In our current system, we have
concentrated on adapting the boolean retrieval model for content-based retrieval of images. Many other retrieval
models that have a better retrieval performance compared to the boolean approach have been developed in the IR
literature for textual databases [SM83,CCH92,VR79]. We are currently exploring how these models can be adapted
for content-based image retrieval. Furthermore, our current work has concentrated on image databases. We are also
generalizing our approach to content-based retrieval in multimedia databases. Finally, we are also exploring the use of
relevance feedback techniques in our extended boolean model.
Table of contents
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Fuzzy model evaluation algorithms
In this appendix, we present the algorithms used to compute the nodes in the query tree in the case of the fuzzy
Boolean retrieval model. For simplicity we restrict ourselves to compute only binary nodes. That is, we assume that the
query node Q has exactly two children, A, and B. Algorithms are presented for the following three cases:
,
and

. Notice that we do not present an algorithm for only an unguarded negation (i.e.,

or a negation in the disjunction (i.e.,

)

). Presence of an unguarded negation or negation in a disjunction

does not make much intuitive sense. Typically, a very large number of images will satisfy the query and if such a
negation is present in the query, it is best to rank each image and sort the answer set based on this ranking. We
therefore only consider a restricted notion of negation when it appears within a conjunctive query.
In describing the algorithms the following notation is used.
An image I is represented by two components, a key (

) and a degree of membership (

). The key

identifies the image and the degree of membership describes the match between the query feature and the
database entries.
A and B are assumed to be image streams from the child nodes. Each of these streams support the operations
Peek and GetNext which look at and extract the next best element based on the degree of membership (i.e. they
are retrieved in sorted order by degree of membership).
Associated with each query node Q are three sets

,

and

. Initially each of these sets are empty. The

query node Q extracts images from the child streams (that is, A and B) and may buffer them into
set

and

. The

acts as a buffer of the images for the query node Q. Once a query node Q is able to estimate the degree

of membership of image I for Q (that is,
membership of I according to Q, where

), it places I in

. Thus,

refers to the degree of

.

In describing the algorithms below we omit some critical error and boundary checking for clarity purposes, which have
been addressed in the implementation.

Conjunctive Query with Positive Sub queries

The following algorithm computes the set of images ranked on their degree of membership to the query
given input streams A and B which are ranked based on the degree of membership of images in A and B. In the
algorithm, at each stage, the best image out of the sources A and B is chosen and added to a set of images and
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which function as buffers of images already observed from the corresponding stream. When an image is found that
was already observed in the other stream, the loop is terminated since this is the next best image according to the query
node Q. The resulting image is returned (that is, placed in the set
) with the degree equal to the minimum degree of
the image in both streams.
Algorithm GetNextAnd_Fuzzy(A , B )
;returns: next best image in A and B \
while (TRUE)
= Peek (A ),
= Peek (B )
if
&nb

then
= GetNext(A )

&nb
&nbif
&nb

then ;image already seen in B
= image

[

]

&nbexit loop
&nbend if
else
if
&nb

then

= GetNext(B )

&nb
&nbif
&nb

then ;image already seen in A
= image

[

]

&nbexit loop
&nbend if
end if
end while
; reached upon finding a common image in

and

return I

Conjunctive Query with Negative Sub query
We next develop the algorithm for computing the query

. The algorithm is different

compared to the one developed for the conjunctive query with no negative sub query. Unlike the
algorithm discussed earlier, only the stream for the node A is used in computing the degree of
membership of images according to
. Images are retrieved from the input stream A in ranked
order.
For a given image I its degree of membership in the set associated with
the following function:

is evaluated using

Probe(I, query): the Probe function returns the degree of membership of the image
identified by
in the fuzzy set associated with the query.
Let I be the image in

with the highest degree according to Q and let

be the next best

image in rank order in stream A. An image is the next best match if either of the two conditions
hold:
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1. If

then I is the next best match according to Q since all other images to

follow will have the degree of membership according to Q less than
2. If

but

then

since the membership of

.

is the next best match according to Q

is better than all the images already in

, and is also higher

than all other images that will be produced in the future.
To find the next best match according to Q, As stream is traversed until one of the two
conditions become true.
Algorithm GetNextAnd_Not_Fuzzy(A , B )
;returns: next best image in A and not B \
while (TRUE)
= Peek (A )
if

MaximumDegree(

&nbI = image from

) then

with maximum degree

&nb
&nbexit loop
else
&nb
= GetNext(A ) ; consume from A
&nb
&nb

Probe( ,

&nbif

)
then

&nb
&nbexit loop
&nbelse
&nb
&nbend if
end if
end while
return I

Disjunctive Query

The following algorithm computes the set of images ranked on their degree of membership to the
query
, given input streams A and B which are ranked based on the degree of membership
of images in A and B. The algorithm essentially consists of a merge but makes sure that an image
that was already retrieved is ignored. This accomplishes the desired max behavior of the degree
function associated with the disjunction in the fuzzy model.
Algorithm GetNextOr_Fuzzy(A , B )
;returns: next best image in A or B \
flag = TRUE
while (flag)
= Peek (A ),
= Peek (B )
if

then

&nbI = GetNext(A )
else
&nbI = GetNext(B )
end if
flag = FALSE
if
then
&nbflag = TRUE
end if
end while
return I
Table of contents
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Abstract:
Current Internet multicast conferencing tools treat all sources with equal importance in that they either statically
allocate a fixed bandwidth to each source in a session, or they automatically adapt each source's transmission rate
independently of all other sources. But not all sources are of equal interest to all receivers. We believe that to
effectively support human to human communication, this disparity in receiver interest should be reflected in the rateadaptation process. To this end, we propose a protocol called ``SCUBA'' that enables media sources to intelligently
account for receiver interest in their rate-adjustment algorithms. SCUBA is orthogonal to and complements existing
rate-adaptation schemes and can interoperate with either sender- or receiver-directed control systems. To scale the
SCUBA protocol with multicast session size, we decouple the receiver-feedback process from the session size through
sampling. This approach introduces a ``tunable'' tradeoff between convergence time and sampling accuracy that for
large sessions is solely dependent on the control traffic bandwidth. In addition to its applicability in video
conferencing, our control scheme can be combined with media transcoders to intelligently manage a bottleneck link at
a well-known and fixed location in the network. We implemented SCUBA within our video conferencing tool vic and
our media gateway rtpgw and feedback from their preliminary deployment indicates that the efficacy of the overall
multimedia communication system has been greatly enhanced.
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Abstract
Browsing is a fundamental function in multimedia systems. This paper presents PanoramaExcerpts -- a video browsing
interface that shows a catalogue of two types of video icons: panoramic and keyframe icons. A panoramic icon is
synthesized from a video segment taken with camera pan or tilt, and extracted using a camera operation estimation
technique. A keyframe icon is extracted to supplement the panoramic icons; a shot-change detection algorithm is used.
A panoramic icon represents the entire visible contents of a scene extended with camera pan or tilt, which is difficult
to summarize using a single keyframe. For the automatic generation of PanoramaExcerpts, we propose an approach to
integrate the following: (a) a shot-change detection method that detects instantaneous cuts as well as dissolves, with
adaptive control over the sampling rate for efficient processing; (b) a method for locating segments that contain smooth
camera pans or tilts, from which the panoramic icons can be synthesized; and (c) a layout method for packing icons in
a space-efficient manner. We also describe the experimental results of the above three methods and the potential
applications of PanoramaExcerpts.

Keywords
Camera parameter estimation, Key-frame extraction, Layout, Packing problem, Panoramic image, Scene change
detection, Shot-change detection, User interface, Video analysis, Video browsing
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1 Introduction
Techniques for synthesizing panoramic images from an image sequence are attracting great attention. A panoramic
image can be automatically created from multiple images by aligning and overlapping them using an image
registration technique[Brown]. Panoramic image synthesis has many applications, including virtual
reality[Teodosio93b], model-based video compression[Anandan], and video re-purposing[Massey] (e.g. creation of
high-resolution images for publishing). Panoramic images have also been investigated as an intermediate
representation for 3-D scene recovery and moving object recognition[Szeliski]. In addition, panoramic images can be
used as a synoptic view of a scene[Anandan].
In this paper, we focus on the application of panoramic image synthesis to video browsing interfaces, which facilitates
tasks to find a specific scene in a large collection of video data and is an important component in many multimedia
systems. This application area has not been fully investigated yet, though there has been some work[Tonomura93].
The panoramic image synthesized from a scene is an efficient representation of the scene, and is useful for video
browsing.
The difference between previous work and ours comes from the fact that we deal with long edited videos composed of
multiple shots, while most previous papers assumed a contiguous image sequence as input. Here, a shot refers to a
contiguous video sequence taken with a single camera, while a scene is defined as a semantic unit composed of
shot(s). To deal with long edited videos, video analysis techniques must be efficient, and more importantly, additional
processing is required for segmenting the video into individual shots, and for locating segments that contain smooth
camera operations from which visually good panoramas can be synthesized. Previous work has not addressed such
problems.
This paper presents PanoramaExcerpts, a video browsing interface that shows a catalogue of panoramic and keyframe
icons. We propose a set of techniques to automate the generation of PanoramaExcerpts. The remainder of this paper is
organized as follows: In section 2, we describe related previous research on video browsing interfaces and panoramic
image synthesis. In section 3, the process of generating PanoramaExcerpts is outlined. In section 4, a method is
proposed for detecting shot changes, such as cuts and dissolves, with adaptive control over the sampling rate. Section 5
describes a method for estimating camera parameters, and proposes a method for enumerating segments from which
visually good panoramic icons can be synthesized. In section 6, a layout method is presented for packing icons in a
space-efficient manner. In section 7, the effectiveness and some potential applications of PanoramaExcerpts are
discussed. Section 8 concludes the paper.
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<-- Table of Contents

2 Related Work: Keyframe Catalogues for Video Browsing
It is time-consuming to scan a long video to find a specific scene and to grasp the entire contents of the video.
Browsing interfaces facilitating such tasks are crucial in video applications.
One approach is to construct and display a catalogue of keyframes, as shown in Figure 1, which are representative
images extracted from video sequences[Aigrain94],[Tonomura94]. This static representation of video data, which is
inherently dynamic, is useful as a visual index or a storyboard for video editing. This conversion also makes it possible
for videos to be printed and to be put into other forms, such as HTML documents[Shahraray].

Figure 1. A video browsing interface using keyframe extraction approach. The first frame for each shot is selected as a
keyframe.

2.1 Keyframe Extraction
The issue is how to extract a set of keyframes that well represent the contents of a video. One common approach is to
segment the video into shots and to select one or a few keyframes from each shot. A trivial method is to select the first
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frame of a shot as its keyframe. For automatically selecting more representative keyframes, some researchers proposed
to use motion analysis[Pentland], and color features[Zhang95].

Figure 2. A limitation of keyframe extraction approach: (a) original sequence, (b) the first frame, (c) the first, middle,
and last frame, and (d) the panoramic image synthesized from the sequence. The panoramic image (d) is an efficient
representation of image sequence (a).
A limitation of this keyframe extraction approach is that it is not always possible to select keyframes that well
represent the entire image contents. To explain this limitation, consider the sequence shown in Figure 2(a), where the
camera tilts up from 1 to 5. The first frame in the sequence(Figure 2(b)) is obviously inappropriate as its keyframe,
because it shows only a part (the foot of a sculpture), and it is difficult even to tell that the object in the image is a
sculpture. The first, middle, and last frames 1, 3, 5 shown in Figure2(c) could be keyframes, and they better represent
the shot contents. The problem is, however, that one cannot easily recognize how these frames relate each other.
The solution we propose is to synthesize the panoramic image by compositing the sequence, as shown in Figure 2(d). It
represents the entire contents of the sequence in an intuitive manner.
The use of panoramic images for video browsing has been mentioned in [Aigrain96],[Teodosio93a], [Sawhney], and
[Tonomura93]. Massey and Bender[Massey] applied panoramic images, what they called salient stills, to the
generation of a comic book from a video. Their tools allow an artist to create a comic book by laying out salient stills
as pages. However, the artist has to manually select segments for constructing salient stills, and this selection task is
time-consuming. Although human intervention is inevitable and preferable for their application, it is impractical for
other applications, such as video database browsing. To our knowledge, no implemented system fully automates the
process of enumerating and synthesizing panoramic images from a video.
The integration of panoramic icons with video browsing interfaces causes another problem: panoramic icons have
irregular shapes according to the camera operations, while keyframe icons are all rectangular and of the same size;
and, this requires a sophisticated method for efficiently laying out irregular panoramic icons to create a compact
catalogue view.
<-- Related Work: Keyframe Catalogues for Video Browsing

file:///C|/Users/Bear/Desktop/new/MM97/tani.html[3/15/2010 6:35:10 PM]

PanoramaExcerpts: Extracting and Packing Panoramas for Video Browsing

2.2 Panoramic Image Synthesis
The process of synthesizing the panoramic image from an image sequence involves two steps: (1) camera parameter
estimation, and (2) image composition.
The first step is to align two consecutive images in the sequence, that is to estimate how the camera was operated
between the two images. A class of image coordinate transformation is assumed to align the two images; it can be
translation, affine, quadratic, or projective transformation[Mann]. We call the transformation parameters camera
parameters here. To estimate the camera parameters, various methods can be used, including the least square method,
the M-estimation method[Sawhney], a method based on motion vectors[Teodosio93a], and a method based on
projected gradient maps, called video X-ray[Akutsu].
The second step is to composite the images into a single panoramic image by warping the images with the estimated
camera parameters. The overlapping pixels are blended with a median or mean operation, or can be just replaced by
the last one[Teodosio93a]
Most of the previous work aimed to improve the quality of panoramic images, and the robustness to object motion. In
contrast, we aim to construct panoramic icons, and thus quality is less important. What is important for our purpose is
to reliably and efficiently process long edited videos. Note that it is not always possible to synthesize visually good
panoramic icons for all shots, because camera parameter estimation is unreliable in the presence of significant object
motion. To avoid this problem, we propose in section 5 a method for enumerating segments from which visually good
panoramic icons can be constructed.
<-- Related Work: Keyframe Catalogues for Video Browsing
<-- Table of Contents

3 PanoramaExcerpts Generation Process
Figure 3 shows the outline of the PanoramaExcerpts generation process, which consists of the following steps:
1. Shot-change detection: An input video is segmented into shots by detecting shot changes, such as cuts and
dissolves.
2. Camera parameter estimation: For each shot, the camera parameters are estimated.
3. Locating pan-tilt segments: Using the estimated camera parameters, we locate segments from which panoramic
icons can be constructed; these segments contain stable camera pan or tilt operations, and are called pan-tilt
segments.
4. Panoramic icon synthesis: For each pan-tilt segment, a panoramic icon is constructed by compositing the image
sequence in the pan-tilt segment.
5. Keyframe extraction: For each shot with no pan-tilt segment, a keyframe icon is extracted -- currently the first
frame of the shot.
6. Icon packing: The panoramic and keyframe icons are laid out in a window so that the screen space is efficiently
utilized while maintaining the icon order.
The following three sections detail steps 1, 3, and 5 in this order.
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Figure 3. Overview of the PanoramaExcerpts generation process.
<-- Table of Contents

4 Shot-Change Detection
Segmenting a video into shots is the first step in generating a PanoramaExcerpts interface. This section proposes a new
method for detecting shot changes, such as cuts and dissolves.

4.1 Previous Work
A simple way to detect shot changes is to count the number of pixels that change in pixel value by more than a
specified amount, and to decide that a shot change is present if the total number of changed pixels exceeds a threshold.
This method is called pixel-wise difference method. The problem is that it is sensitive to camera and object motions.
To make shot-change detection robust to motion, a number of methods have been proposed. There are four basic
approaches.
The first approach is a straightforward one that employs motion analysis. Zhang et al.[Zhang93] used optical flow
analysis to discriminate motion from dissolves. Zabih et al.[Zabih95] compensated global motion before computing the
edge change fraction. However, this approach tends to be computationally expensive.
The second approach is to use some difference measures insensitive to motion, such as intensity histogram
difference[Tonomura90] and color histogram difference[Nagasaka]. This approach is quite efficient, but it sometimes
misses changes between shots whose background is similar in intensity or color.
The third approach is to exploit a spatial property; a cut induces a significant change spreading almost all over the
frame, while motion yields a local change. Nagasaka and Tanaka[Nagasaka] divide a frame into 16 blocks, and
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compute a

difference measure for each block; the total of the 8 smallest measures are thresholded to detect a cut.

Hampapur et al. also used a similar idea[Hampapur].
The last approach is to rely on the assumption that camera and object motion is smooth over time. Otsuji and
Tonomura[Otsuji] proposed a temporal filter to eliminate motion-induced change based on this assumption. One
problem is that their filter also eliminates change induced by gradual transitions.
<-- Shot-Change Detection

4.2 Proposed Method
Figure 4 shows the process flow of our proposed method. The method: (1) successively samples a sequence of M
frames from a video at a sampling rate, (2) labels the sequence for each pixel based on the temporal variation, and (3)
decides if a shot change is present in the sequence or not; (4) after the labeling step, the sampling rate is checked and
adjusted if not appropriate. We describe steps (2) and (4) in the following sections.

Figure 4. Process flow of the proposed shot-change detection method.
<-- Shot-Change Detection

4.2.1 Pixel-Wise Labeling
To distinguish motion from shot changes, we use the observation that the variation induced by shot changes is
``systematic'' or ``artificial'', while that induced by motion is rather ``random''. A cut induces ``systematic'' variation in
that pixel values tend to instantaneously change at a cut point, as illustrated in Figure 5. Similarly, during a dissolve,
pixel values tend to linearly increase/decrease. In contrast, in the presence of motion, pixel values tend to vary
randomly.
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Figure 5. A step-like edge at a cut point.
Based on this observation, we classify the temporal variation of each pixel into four types: CONSTANT , STEP , LINEAR,
and NO-LABEL , as listed in Table 1. We use simple thresholding for the classification in our current implementation.
Label CONSTANT is defined by
where

is the pixel value at a pixel point in the i-th frame, and

equals b; specifically, when the difference between

, i.e.,

means that pixel value a nearly
, is less than a threshold, the pixel

point is marked as CONSTANT . Similarly, STEP and LINEAR labels are assigned to the pixel point if it satisfies the
conditions listed in Table 1 ( STEP and LINEAR labels have parameters, i and j, to specify the characteristic positions).
Otherwise, the pixel point is marked as NO-LABEL . For example, at the pixel point depicted in Figure 5, STEP(3) is
assigned. This labeling procedure is repeated for all pixel points.

Table 1. Label types and labeling conditions.
The number of assigned labels for each type indicates what kind of change is present in the sequence. For example, the
number of STEP(i) labels increases when a cut is present at the i-th frame in the sequence. Our method declares that a
cut is present at the center of the sequence if
where N is the number of pixels in a frame, #STEP denotes the number of STEP labels, and the left-hand side is called
the cut measure. Similarly, it declares that a dissolve is present if

Figure 6 shows an example of the cut and dissolve measures.
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Figure 6. An example of cut and dissolve measures.
This labeling method can be seen as an extension of the pixel-wise difference method described above. Our method
classifies the temporal variation in pixel value based on M frames into four types; on the other hand, the pixel-wise
difference method classifies the variation based on two frames into two: changed or not.
<-- Shot-Change Detection

4.2.2 Step-Size Control
The above procedure takes as input M frames sampled from a video at a certain intervals. We call this sampling
interval the step size. The larger the step size, the more efficient the processing. However, when the step size is too
large, detection performance is degraded due to rapid motion.
We propose a step-size control mechanism for efficient processing while maintaining the detection performance. The
step-size is adaptively controlled based on the labeling results so that the step size is set to small in the presence of
motion. The number of NO-LABEL indicates the degree of motion, and if #NO-LABEL is larger than a threshold, the step
size is halved. On the other hand, if #CONSTANT is larger than a threshold, the step size is doubled. The most timeconsuming step in detecting shot changes is in general to read images from external devices such as hard discs and
remote file servers; the adaptive step-size control mechanism reduces the number of images to be read and results in
faster processing.
<-- Shot-Change Detection

4.3 Experimental Results
We tested our method on various videos, including news programs, sports programs, and travelogues. To evaluate its
performance, we use the recall and precision measures[Boreczky] defined by

where
,
respectively.

, and

are the numbers of correctly detected shot changes, missed ones, and false positives,

The experimental results are tabulated in Table 2. Though it is difficult to compare the performance of the previous
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methods to ours because they were evaluated on different videos, the recall and precision measures are comparable to
or better than the reported ones in [Boreczky]. Our method gave false alarms in the presence of significant motion, for
example, in a scene in which a car quickly passed through the frame. Shot changes before and after a significant
motion are sometimes missed, because #NO-LABEL increases in such a scene. The ``Soccer'' video gave the worst
results in the tested videos. The video contains rapid camera operation and quick object motion. To make matters
worse, most shots had a large common background in the green field.

Table 2. Experimental results of the proposed shot-change detection method. M, F, D refer to the numbers of missed,
falsely detected, and detected shot changes, respectively. The recall(R) and precision(P) measures are calculated by
recall=(D-F)/(D-F+M) and precision=(D-F)/D.
The step-size control mechanism made it possible to efficiently process video data while maintaining good
performance. In the ``Greece'' video, the average step size was 5.9, i.e., the average sampling rate was 5.2 frames per
second. When we processed the entire video with the fixed step size of 6, the number of missed detections increased by
11, while the number of false alarms did not change.
Note that the step-size control mechanism helps not only to accelerate processing but also to improve the performance
of dissolve detection. The slower the dissolve, the more difficult it is to detect it, because the difference between
closely sampled frames (e.g. 1/30 second interval) in a slow dissolve is too slight to be stably detected. The step-size
control mechanism allows our method to use as large step size as possible, and this helps to reliably detect slow
dissolves.
With a large step size, quick dissolves were sometimes classified into cuts. To prevent this error, the method can be
modified to closely examine detected segments with a smaller step size.
To compare our method with previous ones, we tested our method on three of the image sequences, ``Clapton'',
``Energizer'', and ``Spacewalk'', used by Zabih et al. [Zabih95b]. This experiment found that our method tends to miss
shot changes in the presence of motion, instead of giving false alarms. In the ``Energizer'' sequence, one shot change
was missed because there was a significant object motion just before the shot change; Zabih et al. reported that their
method also gave a false alarm at this point. The ``Spacewalk'' sequence contains camera-gain effects, which are
caused by the change of the camera gain and result in instantaneous changes in overall area of images. While Zabih's
method gave false alarms due to the camera-gain effects, our method successfully avoided the false alarms. This is
because our method classifies the camera-gain effects as NO-LABEL as different from STEP and LINEAR. The ``Clapton''
sequence contains two dissolves which Zabih's method successfully detected. Our method missed both of them.
Perhaps, this is partly because the outgoing shot contains object motion.
<-- Shot-Change Detection
<-- Table of Contents

5 Camera Parameter Estimation and Validation
To construct visually good panoramic icons, we need to locate segments with stable camera operations. This process is
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divided into three: (1) estimating camera parameters, (2) validating the estimated parameters, that is checking if the
estimated camera parameters are reliable, and (3) classifying the parameters into pan, tilt, or a mixture of these. This
section describes a method for estimating camera parameters, and proposes a criterion to validate the estimated
parameters.

5.1 Camera Parameter Estimation
The issue is to estimate the image coordinate transformation that aligns two consecutive frames f and f'. For
computational efficiency, we use the simple translation model defined by
where (x,y) is a point in f, (x',y') is the corresponding point in f', and

is the camera parameter that needs to

be estimated. This approximately models camera pans and tilts when the focal length is large. For estimating the
camera parameters, we use the least square method, that is to say, mean square error
defined by

is minimized, where N denotes the number of corresponding pixels, and the summation is calculated over all the
corresponding pixels between f and f'. The coarse-to-fine strategy[Anandan] is used to minimize
.
<-- Camera Parameter Estimation and Validation

5.2 Validation
This section proposes a criterion for validating the estimated parameters. When all the following conditions are
satisfied, the camera parameters in a segment I=[s, e] are judged to be valid.
1. Duration: A camera operation lasts for more than a specified period of time, i.e., e - s > D.
2. Smoothness: The camera operation is smooth, i.e., for all
, where denotes the estimated
camera parameter at t-th frame.
3. Goodness-of-fit:
minimized by the estimated parameter is sufficiently smaller than that without
minimization. Specifically, for all
,

The valid segments should contain only stable camera pans and tilts, because we use the translation model; once valid
segments are extracted, it is easy to classify the camera operations into pan, tilt, and a mixture of these.
The third condition is important to distinguish camera motion from object motion. You might think that it is possible
to modify this condition like
, but this is not successful. We found that
increases with the amount
of texture in a scene. This makes it difficult to set a fixed threshold. From a theoretical point of view, this condition is
equivalent to the likelihood ratio test, provided that residual f(x,y)-f'(x',y') is assumed to be normally distributed with
mean zero.
The validation procedure itself is not computationally expensive, since
camera estimation process.
<-- Camera Parameter Estimation and Validation

5.3 Experimental Results
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We tested the above methods on three videos. We compared the pan-tilt segments detected by our method with
manually extracted ones. When a detected segment contained a camera zoom, it was scored as a false positive. The
experimental results are summarized in Table 3. The results demonstrate that 71% to 94% of pan-tilt segments were
successfully detected. The main cause of missed detection was significant object motion in the segments. This is
preferable for us because the panoramic icons synthesized from such segments are not visually useful. The false
positives were caused by scenes containing significant object motion on a defocused background.
The above third condition, goodness-of-fit, was found important for preventing false positives. When we omitted the
condition, 8 additional false positives arose in the ``Greece'' sequence.

Table 3. Experimental results on the proposed method for validating camera parameters. The recall and precision is
used to measure how accurately our method detect segments taken with camera pans and tilts.
<-- Camera Parameter Estimation and Validation
<-- Table of Contents

6 Icon Packing
In this section, we propose a method for packing icons within a two dimensional region (e.g. in a window) in a spaceefficient manner. Panoramic icons have different shapes and sizes depending on the camera operations, and this makes
it difficult to lay icons out. It is possible to use a variety of layouts for packing icons; for example, icons can be
resized or removed if not important. Here, we do not deal with layouts that allow resize and removal.
A naive layout method that places icons left to right into multiple lines produces large dead spaces as shown in Figure
7(a). This means that the amount of information packed in a page or a window becomes less. A method is required for
efficiently packing icons within a two dimensional region. Intuitively speaking, our proposed method allows a line to
be subdivided into multiple rows, as illustrated in Figure 7(b), for efficient space utilization.

Figure 7. Layouts produced by (a) a naive method, and (b) our proposed heuristic. Our proposed method subdivides a
line into multiple rows for efficient space utilization.
The packing problem in general is a well studied problem in the operational research field[Dowsland]. A typical
problem is, given a set of rectangular pieces and a container of given width and undetermined height, to minimize the
height required to fit all the pieces. The problem is known to be NP complete, and a number of heuristic methods have
been developed.

file:///C|/Users/Bear/Desktop/new/MM97/tani.html[3/15/2010 6:35:10 PM]

PanoramaExcerpts: Extracting and Packing Panoramas for Video Browsing

These methods were primarily developed for non-interactive applications, such as VLSI design, and are not suited for
our purpose, because the following requirements have to be met:
1. Preserving the temporal order of icons: It is important to make it easy for users to recognize the temporal order
of icons, because they are extracted from a video;
2. Sequential processing: Sequential means that the method packs icons one by one without knowing the extent of
the subsequent icons so that we can progressively build and display icons;
3. Fast processing: The method should be fast enough to be used in interactive applications. In our prototype
system, the packing procedure is invoked every time the window is resized.
<-- Icon Packing

6.1 Proposed Method
Let us consider rectangular pieces
preserve the ordering of
where

, each of which corresponds to the bounding box of an icon. To

, we impose the following constraint

denotes the area northwest to piece

pieces

from overlapping region

as depicted in Figure 8. Constraint (1) prohibits the subsequent

.

Figure 8. Constraint imposed to preserve the order of pieces. The hatched region
subsequent pieces

is the region in which

are prohibited from overlapping.

The proposed heuristic method successively places each piece in such a way that the dead space produced by the
placement is minimized under the above constraint. Our proposed heuristic method is as follows:
1. Initialize occupied region

, i.e.,

, and

. Occupied region O has step-like shape as

shown in Figure 9, and thus can be specified by its step corners;
2. For each piece

.

:

1. For each step corner
Let

,

:

be the dead space region produced by placing

justified at the j-th step corner

, as depicted

in Figure 9.
consists of two separate regions, where the subsequent pieces are prohibited from
overlapping due to constraint (1). If there is not enough space to place , i.e, if
, then let
, where

denotes the width of

2. Find the placement that minimizes
region
3. Place

;
justified at the

, i.e.,

, and W is the width of container;
, where

denotes the area of dead space

-th corner;

4. Update occupied region
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Figure 9. Placement of i-th piece

justified at j-th step corner

be specified by the step corners

,

of occupied region O. Occupied region O can
, where

is the number of steps.

<-- Icon Packing

6.2 Experimental Results
To compare our method with the naive method, we define packing ratio PR as
where

and

denote the height of the layout generated by our proposed method and the

naive one, respectively. Packing ratios under 1 indicate that our method is better than the naive one. Note that our
method is not assured of yielding the optimal results; our method may provide worse layout than the naive method.
First, we tested our method on randomly generated datasets. We generated 100 datasets of 500 pieces, whose width
and height were randomly selected from 0 to 100; The packing ratio was measured for each dataset by varying
container width from 100 to 1200. The experimental results are shown in Figure 10(a). Our method gave better results
than the naive methods for all the datasets regardless of the width of container.
Next, we tested our method on a real dataset, containing 143 keyframe icons, 80 by 60 pixels in size, and 30 panoramic
icons of different extent. The packing ratio was measured by varying container window width. The results are shown in
Figure 10(b). As the window width increased, the packing ratio decreased to about 0.85. This means that about 15% of
the screen space was saved.
The computational cost for packing was small compared to that needed to redraw images. The time complexity is
.
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Figure 10. Packing ratio measured on (a) randomly generated datasets (500 pieces), and (b) a real dataset (143
keyframe icons and 30 panoramic icons). Experiments were performed by varying container width. Packing ratios
under one indicate that our method more efficiently packs icons than the naive method.
<-- Icon Packing
<-- Table of Contents

7 Discussion
Figure 11 shows an example of PanoramaExcerpts generated from a travelogue on Greece. First, the panoramic icons
efficiently represent the shot contents by providing coherent images, e.g. the buildings (144), (146) and the sculpture
(159). Compare them to the corresponding keyframe images shown in Figure 1. Second, the contour of a panoramic
icon indicates the camera operation in the corresponding shot; for example, a shot with camera pan is represented by a
wide panoramic icon , e.g. (135) and (153). Finally, the succession of the representative images shows the global
structure of the video, what kinds of scenes appear in the video in what order.
The effectiveness of the PanoramaExcerpts interface depends on the category of target videos. We generated
PanoramaExcerpts from a variety of videos. For categories of video that contain a lot of camera operations, such as
travelogues, PanoramaExcerpts seems to make sense. On the other hand, for videos with few camera operations, such
as news programs, PanoramaExcerpts is almost equivalent to the conventional catalogue of only keyframe icons.
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The temporal order of icons was easily recognized in most cases. However, when there were a lot of camera pans and
tilts in the sequence, some difficulty might occur. We could resize or eliminate some of keyframe icons for a more
efficient and readable layout.
Functions assigned to icons in our prototype system include playing the corresponding video segment on a monitor
window, deleting a redundant icon, inserting ``carriage return'' after an icon, and copying an icon image to the system
clipboard. These functions allow users to edit the automatically generated PanoramaExcerpts interface to match their
needs.
The time needed for generating the PanoramaExcerpts was about the same as the duration of the input video, when
images of 160 by 120 in pixel are processed at the rate of about 10 frames per second. The most time-consuming step
was estimating the camera parameters.
We discuss some potential applications of PanoramaExcerpts below.
A straightforward application of PanoramaExcerpts is to video browsing interfaces for video database systems, such as
VOD systems; it can be used for browsing video retrieval results, for logging stocked videos in printed and electric
forms, and for browsing video footages in editing videos.
As described in the introduction, techniques for panoramic image synthesis can be applied for video re-purposing,
such as for publication or web content production. Software for creating high-resolution panoramas from a video will
benefit from the PanoramaExcerpts. Video tapes usually contain a lot of scenes, and this makes it time-consuming to
find a segment for creating a panoramic image. With the PanoramaExcerpts, the only thing the user has to do is to
select an icon in the catalogue.
The information derived during the generation process, such as shot-change positions, camera operation types, and
resultant panoramic images are useful as indices for video databases. The information can then be used for retrieval
and browsing.
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Figure 11. An example of PanoramaExcerpts. Only a part (4 minutes) is shown.
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<-- Table of Contents

8 Conclusion
This paper presented PanoramaExcerpts, an advanced technique that combines panoramic and keyframe icons to
facilitate the browsing of videos. For automatically generating PanoramaExcerpts, we have developed a shot-change
detection method, a method for camera operation estimation and validation, and an icon layout method.
Further research topics include: subjective evaluation of PanoramaExcerpts interfaces, extension to the shot-change
detection algorithm to cope with wipes and other transition effects, refinement of the camera parameter estimation
method to deal with camera zoom operations, and developing techniques for more efficient processing.
<-- Table of Contents
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produced on a high-resolution output device on 8 1/2" x 11" paper (authors from
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bottom of the first (left) column on the first page for ACM to fill in the copyright
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The full ACM Copyright policy, revised as of November 15, 1995, is available at:
http://www.acm.org/pubs/copyright_policy.html
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Authors should understand that consistent with ACM's policy of
encouraging
dissemination of information each published paper will appear with
the
following notice:
"Permission to make digital or hard copies of part or all of this
work for
personal or classroom use is granted without fee provided that
copies are
not made or distributed for profit or commercial advantage and that
copies
bear this notice and the full citation on the first page.
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Date Signed______________________________
C. WHERE TO RETURN THIS FORM
For Proceedings papers, please return the signed form in hardcopy
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FROM: ACM Director of Publications
SUBJECT: ACM Copyright Procedures
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for reprinting, republishing, redistributing, digitizing, posting to
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United States Copyright Law requires that the transfer of copyright
of each
contribution from the Author to ACM be confirmed in writing. It is
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return it with the manuscript to the address on the Form (see
Revised ACM
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For jointly authored papers, an original signature is required from
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(assumed senior) Author only. However, we assume all Authors have
been
advised and have consented to the terms of this Form.
Authors who are U.S. government employees and/or whose papers are
not
copyrightable as part of certain Government contract work, are not
required
to sign Part A, but all co-authors outside the Government contract
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Part B of the Form is to be used instead of Part A only if any or
all
Authors are U.S. Government employees and they prepared the paper
as part of
their job, or the work is an uncopyrightable product of a
Government
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ACM Authors have all the rights scientific authors have
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enjoyed, including the right to present orally the submitted or
similar
material in any form; the right to reuse in future works of the
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of media
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MM 97 Homepage
SIGMM Homepage
Authors of accepted papers are requested to use a common format for their
electronic version of the paper. This format must not be changed. If you have any
problems please contact the chair of the electronic proceedings or the webmaster
of ACM MM97.
You should send the electronic version of your paper via e-mail to:
acm-mm97@kom.th-darmstadt.de
The title of your paper should comprise the subject line of the message. The title
of the paper should be repeated, along with the author name(s), as the first part of
the body of the message. The paper itself (text in HTML, figures in GIF) should
then follow as one or more attachment(s). It would help us a lot if you could pack
all parts of the paper into a single file by using the "tar" command (available on
every UNIX platform and on many Windows, OS/2 and Mac systems as well). If
"tar" is unavailable just add the various parts of the paper as individual
attachments, one after the other. If your mail program does not allow you to add
attachments to your e-mail then you may send the "tar" file (or the individual
files) in "uuencode" format (the "uuencode" program is available on UNIX and on
many other platforms as well). If none of these options works for you, please
contact the Electronic Proceedings Chair at the address above for help.
Stephan Fischer
Last modified: Thu Jul 17 11:19:32 MET DST
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ACM MM97
MM 97 Homepage
SIGMM Homepage

Airline Links
Check out Sea-Tac International Airport.
Find an airline home page using the yahoo search engine.
Birkmaryer Travel has arranged deeply discounted airfares on US Airways
for attendees flying to Seattle from the east coast. You can save up to 65%
and more off of the full-fare and a Saturday night stay is NOT required.
Please note that space is limited at these low prices, that fares are
guaranteed only after tickets are actually purchased, and that some
restrictions apply. For more information and reservations, please call
Birkmayer Travel directly during normal east coast business hours:
Birkmayer Travel, Inc.
2 Third Street
Troy, NY 12180
Tel. (800) 338 5735 (continental U.S. and Canada)
(518) 272 2650 (New York State and international)
(518) 272 7257 (fax)
You can also call US Airways directly at (800) 334 8644 and refer to Gold
File #79670355 for ACM MULTIMEDIA'97.
If your flight to Seattle does not originate on the east coast, you may be able
to take advantage of special reduced fares on Continental Airlines. To take
advantage of this special offer, please call Continental Airlines
MeetingWorks Reservations at (800) 468-7022 and refer to reference
number IYLQYH. If you prefer to use a travel agency, simply ask them to
call Continental for the specific pricing offer filed with the above reference
number, then put the code ZUPM in the "ticket designator" box on your
ticket. Following these instructions will ensure you receive the best possible
price on your ticket and your organization receives the maximum group
productivity benefit from Continental.

file:///C|/Users/Bear/Desktop/new/MM97/airline.html[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_1.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_2.gif[3/15/2010 6:35:15 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_3.gif[3/15/2010 6:35:16 PM]

file:///C|/Users/Bear/Desktop/new/MM97/eq_1.gif[3/15/2010 6:35:16 PM]

file:///C|/Users/Bear/Desktop/new/MM97/eq_2.gif[3/15/2010 6:35:16 PM]

file:///C|/Users/Bear/Desktop/new/MM97/eq_3.gif[3/15/2010 6:35:17 PM]

file:///C|/Users/Bear/Desktop/new/MM97/eq_4.gif[3/15/2010 6:35:17 PM]

file:///C|/Users/Bear/Desktop/new/MM97/eq_5.gif[3/15/2010 6:35:17 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_4.gif[3/15/2010 6:35:17 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_5.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_6.gif[3/15/2010 6:35:18 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_7.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_8.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_9.gif[3/15/2010 6:35:19 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_10.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_11.gif[3/15/2010 6:35:20 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_12.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_13.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_14.gif[3/15/2010 6:35:21 PM]

file:///C|/Users/Bear/Desktop/new/MM97/fig_15.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure5.gif[3/15/2010 6:35:22 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure1a.gif[3/15/2010 6:35:23 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure1b.gif[3/15/2010 6:35:23 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure2a.gif[3/15/2010 6:35:23 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure2b.gif[3/15/2010 6:35:24 PM]

file:///C|/Users/Bear/Desktop/new/MM97/figure3-1.gif[3/15/2010 6:35:24 PM]

Four Snapshots of a Quadrilateral Demo

Figure 4 -- Four Snapshots of a Quadrilateral Demonstration
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VideoTrails: Representing and Visualizing Structure in Video Sequences

Figure 1: VideoTrail example: (a) An example of a VideoTrail of a low activity clip of a news interview. (b) A
montage of the key frames (first frame in each shot) of the 9 shots present in the clip.
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VideoTrails: Representing and Visualizing Structure in Video Sequences

Figure 2: VideoTrail example: (a) An example of a VideoTrail of a high activity clip of a documentary footage. (b)
The sequence of frames comprising the ``fade-in" at the beginning of the clip. The corresponding trail of points in (a)
can be easily noted.
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VideoTrails: Representing and Visualizing Structure in Video Sequences
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VideoTrails: Representing and Visualizing Structure in Video Sequences
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VideoTrails: Representing and Visualizing Structure in Video Sequences

Figure 3: Trail Segmentation: (a) Shows the MBRs of some sparse and dense trails taken from a documentary video.
(b) Close-up of the three MBRs located at the left in (a). (c) The sequence of frames that yielded the sparse transition
between the two dense clusters in (b).
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Figure 4: MBR Shapes: (a) Cuboidal. (b) Planar. (c) Elongated.
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VideoTrails: Representing and Visualizing Structure in Video Sequences

Figure 5: Example of a news clip representation after directed edges in a self loop to a clique are collapsed. The black
dots represent news anchor shots.
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Figure 1

Figure 1. Hierarchical video-on-demand system
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Figure 3

Figure 3. Comparison of rental store (left) and magazine numbers (right)
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Figure 2

Figure 2. Data from the VideoWoche
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Figure 4

Figure 4. Rental probabilities compared with the Zipf distribution
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Figure 5

Figure 5. Day-to-day relevance change measurements

Graph 1 for the rotation model

Graph 2 for a permutation model

Graph 3 for a real world example
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Figure 5

Graph 4 for another real world example
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Figure 6

Figure 6. Parameters derived from data

Graph 1 for 50 draws per day

Graph 2 for 500 draws per day

Graph 3 for 5000 draws per day
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Figure 6

Graph 4 for 50000 draws per day
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Figure 7

Figure 7. Rental probabilities compared with RP curves
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Figure 8

Figure 8. Smoothing effects of growing user populations
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Figure 9

Figure 9. Selecting a movie
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Introduction
Current Web based systems are designed for the static class of document based information. In the next generation of
information systems, digital video will form an important class of traffic. Emerging systems will need to handle
multimedia applications that possess varying traffic characteristics and have Quality-of-Service(QoS) requirements in
terms of bounded delay, jitter, loss rate, synchronization skew etc. [14]. In order to design and deploy these complex
and evolving systems with proper cost/performance ratios, we must understand their expected behaviors and
workloads. Large scale video service applications that are currently being deployed have some significant problems:
(1) User dissatisfaction due to poor QoS. (2) Poor cost-performance ratios due to inefficient management of system
resources, especially when guaranteed service is desired. In order to resolve these issues, we will initially need to
identify bottlenecks in the system that are responsible for poor response times. We can then determine suitable
mechanisms to obtain cost-effective QoS.
In this paper, we address the issues in designing metrics that are important in evaluating the QoS of video
transmission. There has been little work in determining effective metrics of QoS for video transmission that
characterize both cost (revenue generated or service demand) and guaranteed service. The metrics of analysis and
comparison for video transmission must be determined as an end-to-end measure of QoS from video server to enduser(s). By developing these metrics, we hope to enhance the client, server and networking components of a system
with monitoring capabilities to measure and evaluate video characterizations. This paper is organized as follows. In
Section 2, we discuss a workload model for developing and understanding QoS metrics. Section 3 presents empirical
studies and experimental justification for the metric selection based on the three systems - VOSAIC, hierarchical VOD
and the remote VCR systems. Section 4 proposes a new integrated metric for measuring video QoS and the analytical
framework to express the tradeoffs. We also propose a metric-based QoS architecture along with negotiation and
reward protocols. In Section 5 we discuss related work and conclude with future research directions in Section 6.
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User Access Analysis
The data collected in the VOSAIC user access log files provides information on user access statistics and general user
information such as IP address, access-time, access filename, total connection time and playback information. Since
the workload is representative of an exclusive video storage repository, accuracy of data in predicting future access
patterns is enhanced. However, in the VOSAIC logs, there is little information on jitter, response latencies to a user
request and low level resource utilization. The study of the access logs indicates a large variation in request accesses.
The study set consists of 150 video objects in the video server with 126 clients accessing these video objects over the
20 day period.
The graphs in Figure 2 depict some of the variations in user requests and connections in the sample VOSAIC data.
From Figure 2, it is evident that while the system can support a limited number of concurrent sessions (approximately
8), the typical operating point is lower (about 4-5 concurrent requests). This may be caused by typical access patterns
or by admission control techniques that limit the number of concurrent sessions based on the resource utilization of
each session. Traditional HTTP servers do not require admission control due to short bursty transfers, but this is not
true for continuous media requests. The admission controller component in the VOSAIC server estimates the resource
requirement of an incoming request and admits the request only if sufficient resources are available. The ascending
section of the graph indicates that the utilization of the system is based on the availability of requests. The descending
section of the graph depicts the resource bottleneck, i.e. as the number of overlapping requests increase, resource
utilizations are heavy leading to either a larger number of rejects or longer response times. The graphs in Figure 2
indicate variations in client accesses (few clients request very frequent accesses) and variation in the number of
requests per day over the period observed.
Based on the variations and results obtained from the VOSAIC empirical studies, we classify video workloads into
multiple classes. We classify video objects into long(L), medium(M) and short(S) objects based on the size of the video
and the amount of storage occupied. Another level of classification is based on the degree of access to a video object.
We define frequently accessed video objects to be hot(H), moderately accessed video objects to be warm(W) and
infrequently accessed videos to be cold(C). Ensuring video QoS requires guarantees that cannot be supported with
best-effort traffic. Hence, we classify service requests as guaranteed(G) vs. best-effort(B) requests and apply the
results from the empirical studies to determine the guaranteed class. This categorization can be summarized into a few
QoS classes that represent the degree(quality) of service that can be expected. The choice of values that determines
boundaries among individual classes is based on empirical parameters, for example, those obtained from the VOSAIC
system analysis. In the sample logs, out of 150 video objects, 8 have over 50 requests, giving a 5 percent ratio of hot
videos in the system. Similarly, from the study conducted, we consider short videos to be those that last less than a
minute and long videos to be ones that last longer than a minute. In general, the choice of boundary values for any
system is dependent on the workload, user class and other parameters. Therefore, empirical studies of the system will
indicate values for separation into QoS classes.

Next: System Overhead Analysis Up: Empirical Workload Measurements and Previous: Empirical Workload
Measurements and
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System Overhead Analysis
We obtained detailed performance measurements of two VOD systems (the hierarchical VOD system and the remote VCR system) to analyze system
overheads and resource consumption dependencies. We use these results to model resource consumption and relations between user satisfaction and
resource consumption.
From the hierarchical VOD system we gathered measurements of video jitter and frame loss rate. From the remote VCR system we gathered
measurements of synchronization skews between MPEG-compressed audio and video streams. We first describe the experimental workload and then
present the results and their conclusion on both systems. With the hierarchical VOD system two major experiments were conducted. The
experimental setup was as follows: The experimental LAN was a 10 Mbps Ethernet, the video files were JPEG compressed (320x240), recorded at a
rate of 30 fps and displayed at a rate of 30 fps or less using the Parallax JPEG boards. Audio data were in SUN au format of telephone quality. In
Experiment 1, we measured video jitter at the VOD client side when there was only one CS on the LAN and the CS served a video stream to a single
VOD client. This experiment represented a very light workload. The resulting video jitters are shown in Figure 3.

Figure 3: Jitter of Displaying Video Frames
The CPU resource consumption of the individual threads at the VOD client and CS are shown in Table 1.
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Table 1: CPU Consumption
The results indicate that this system is capable of providing very high quality video streams for a single VOD client with a short connection setup
delay, no out-of-sync errors, no frame losses, low video display jitter and low CPU utilization on the CS. The low CPU consumption on CS indicates
the ability of the CS to serve many VOD clients. Higher CPU resource consumption at the VOD client side is largely due to the JPEG decoding
thread.
The second experiment (Experiment 2) with the hierarchical VOD system consisted of supporting multiple VOD client streams from a single CS
maintained at CA to
server. In this experimental setup, the network bandwidth was managed by the CA. We set the maximum bandwidth
7Mbps and 10Mbps. When CA assumes

10Mbps, it allowed CS's (using an admission control mechanism) to send data up to 10Mbps. Since

it is difficult for a 10Mbps Ethernet to provide 100% bandwidth in practice, congestion was observed when the CS tried to send traffic at
approximately 10Mbps. The experiment allocated 6 clients requesting the same 30 fps video stream which is already downloaded in CS. The results
of this experiment concentrated on measuring the frame loss rate due to increased workloads on the CS. The results of the experiments measuring
frame losses are shown in Table 2.

Table 2: Frame Losses in Experiment 2
Table 2 shows that when the network is not congested, i.e., the total available bandwidth is bounded by 7 Mbps, then the configuration performs well
with low frame loss rates. There are almost no video frame losses. However, the negotiated frame rate delivered to some clients is changed during the
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admission control process because the CS cannot deliver the requested 30fps to each client. In the case where the available bandwidth is set at 10
Mbps, representing a fully congested network, many video frames are lost. Due to the burst losses, perceptual viewing quality of the video is
unacceptably low in this configuration. This implies that the upper bounds for bandwidth resource allocation and consumption are important
indicators of user satisfaction.
The third system, the remote VCR system, was analyzed for synchronization skew performance using the available adaptive synchronization
protocol. In order to guarantee user satisfaction, the desired synchronization skew between the audio and video streams was required to be 80ms or
lower. Perceptual studies [26] indicate that the skews within this boundary are acceptable to the user. Skews in the range between 80 and 160 ms are
tolerable by the user. Skews larger than 160 ms are unacceptable and undesirable by the user. Experiments using the adaptive synchronization
protocol within the remote VCR system and the corresponding results, shown in Figure 4, indicate that user acceptable or tolerable synchronization
.
performance can be achieved

Figure 4: Synchronization Skew. The characteristics of the video clip are MPEG compressed video with Pattern:IBPBPBI, size 320x240, rate 7fps,
MPEG compressed audio with layer II encoding and rate 44.1 kHz.
In summary, the hierarchical VOD system and the remote VCR system show that if sufficient resources are reserved, and/or adaptive mechanisms
are enforced, user satisfaction can be provided. Based on the experimental results presented here, we see that a weighted correlation between
resource consumption and user satisfaction exists; this relationship is modeled in the next section.
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An Economic Framework for Metric-based QoS Management

Figure 5: A Metric Based QoS Architecture
We can use the analysis discussed in the previous section to design a QoS architecture based on economic principles.
Figure 5 shows this architecture which consists of users and service providers that establish and provide QoS-based
transactions. The components at the service provider(SP) are: (1) Negotiation Module: that interfaces with the user to
execute negotiation protocols to decide pricing and resource usage for a session. (2) Trading Module: that encodes
functions to calculate trading profiles that choose trade-offs between resources at the SP to achieve the desired QoS. It
is useful when generating resource requirements for a new level of QoS that may be negotiated with a user. (3)
Reward Generation Module: that determines for given system conditions and resource usage, the reward to be given to
the user for cooperating with the system. System conditions and user behavior are monitored by the Service Monitoring
Unit.
Negotiation Module
Trading and Reward Modules

Klara Nahrstedt
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Negotiation Module
User level negotiation protocols allow the SP a possible negotiation mechanism for price/quality tradeoffs. ResourcePrice negotiation protocols may be (a) user initiated by users interested in compromising quality for cost or (b) SP
initiated, where the system calculates service alternatives, possibly to admit more requests.
In Figure 6, we describe a simple SP initiated negotiation protocol. The protocol is SP initiated since the service
options that represent possible trading choices are sent to the user by the SP. In a user initiated protocol, the user would
present the SP with a list of possible service request options. Modifications of this simple protocol for more complex
conditions are currently being studied.

Figure 6: A User-level Negotiation Protocol
Note that there is a concurrency issue in the simple protocol. The availability of the resource-price structure promised
in the service-choice list must be ensured till the user returns with a choice. This implies that sufficient resources must
be made available for any of the options to be executed. There are two factors of non-determinism that affect the
timing: (i) the communication delay between the SP and user to communicate choices; (ii) the time taken by the user
to respond to the choice. This can affect the availability of resources for other requests that arrive at the SP in the
meantime. A simple solution would reserve the maximum amount of each resource required under any service choice
for a specified period of time The user response is expected to arrive back to the SP within this specified interval.
Klara Nahrstedt
Fri Oct 3 16:05:57 CDT 1997
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Trading and Reward Modules

Figure 7: A Reward Algorithm
Trading involves user-level negotiation protocols that promise reward levels for users who agree to resource tradeoffs
and maintain resource behavior during a session. Rewards and penalties are mechanisms used to encourage and ensure
good behavior from users. Penalties are assessed if a user violates the terms of a negotiated contract. The definition of
maintaining good behavior depends on the degree of flexibility the user has to alter the service provided once it has
started. There are two possible approaches, static service negotiation and dynamic service alternation. With static
service negotiation, the user and SP negotiate the terms of the contract at the start of the session. Rewards and
penalties are assessed at the beginning of the session. Once the session has been initiated, the user has no scope to alter
service except through re-negotiation with SP. With dynamic service alteration, the user and SP negotiate the terms
(i.e. trading rules) of the session. The user is expected to adhere to the terms of the negotiated contract, but may
change conditions if desired and receive a penalty. In this case, rewards and penalties can be assessed only at the end
of the session. A level-based reward algorithm (Figure 7) calculates the reward that a user obtains for maintaining a
given level of service and the penalties assessed for violation of service constraints.
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Introduction
Over the last several years, IP Multicast has been incrementally deployed in the Internet by building a virtual
network, embedded in the unicast Internet, called the Multicast Backbone or ``MBone''. In parallel with the
deployment of this new multicast network, the MBone research community developed a number of applications for
multimedia conferencing [23, 8, 19, 16, 13, 12] that each exploit the simple, efficient, and elegant IP multicast service
model and its underlying routing mechanism. These tools, collectively known as the ``MBone tools,'' encapsulate realtime, digital media streams into packets using the Real-time Transport Protocol (RTP) and multicast these packets on
the network by simply sending them to a multicast group address. Receivers interested in a particular transmission
simply ``tune in'' by subscribing to the multicast group in question. This loosely coupled, light-weight, real-time
multimedia communication model is known as the Light-weight Sessions architecture [11].
Although the MBone tools can be used for a variety of communication styles (e.g., point-to-point internet phone calls,
small group design collaborations or research meetings, or seminar distribution to large groups with tightly coupled
feedback from the remote audience), a non-interactive, passive style of communication has emerged as the dominant
model for MBone sessions. Here a single source ``broadcasts'' a signal to the MBone in a one-to-many distribution
where interaction or feedback from the session participants rarely, if ever, occurs. For example, the regular, ongoing
MBone broadcasts of university seminars, conference talks, and the NASA shuttle missions almost never entail
multimedia flows from any but the primary source. While this style of transmission is adequate for much of the
MBone content, it does not meet the requirements of close-knit collaboration, where the focus of interest may shift
rapidly from site to site as the discussion moves about the distributed conference.
We believe this phenomenon -- the rarity of large-scale interactive MBone sessions -- is due not to the inherent nature
of the MBone and the audio/video conferencing tools, but instead results from the lack of adequate tools and control
protocols to make tightly knit collaborations effective across the wide area. In this paper, we focus on one particularly
critical barrier to richer collaborations: because session bandwidth is currently allocated in a fixed and inflexible
fashion, and because users must manually configure, enable, and disable transmission of their video signals,
collaborations using the MBone tools tend to be comprised of a small number of video streams running at a constant
transmission rate (typically the full amount of advertised session bandwidth). This is exactly the wrong model for
effective human-to-human communication -- people interact by shifting their focus from individual to individual not
by simultaneously listening to and looking at a large number of other individuals. We believe that applications should
reflect this model by automatically and dynamically shifting the allocation of bandwidth among session participants as
the focus in a distributed conference moves about. This dynamic model not only supports effective collaboration, but it
also saves network resources since every source need not generate and transmit a continuous video stream.
In essence, we propose that media sources adapt their transmission rates to meet the collective preferences of the
receivers in a multicast session. But this style of adaptation is only one piece of the rate adaptation problem; another
important goal of adaptation is to accommodate and avoid network congestion by controlling the aggregate rate of
traffic injected into the network across all senders . While several solutions for rate-adaptive audio/video have been
proposed [3, 4, 17, 5, 24], none explicitly account for receiver interest in the adaptation process. In fact, existing
algorithms adjust the rate of each media source independently and model the impact of competing flows on a given
flow's control algorithm simply as background measurement noise.
We claim that these existing adaptation schemes can be greatly improved by augmenting them with receiver feedback
to constrain the media adaptation process. To this end, we decompose the media rate control process as two
complementary and orthogonal mechanisms:
(a)
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the core adaptation process that adjusts the media delivery rate at each source, and
(b)
the receiver feedback protocol that disseminates receiver interest throughout the session to constrain the
adaptation process.
A number of existing schemes address part (a) and each approach can be further classified as either sender- or
receiver-based. Sender-based schemes like those in ivs [3] and NeVit [4] adjust the rate of a source using explicit
receiver feedback, while receiver-based schemes like Receiver-driven Layered Multicast (RLM) [17], Destination Set
Grouping [5], and Thin Streams [24], tune the delivery rate at each receiver individually. In this latter case, each
receiver tunes its inbound reception rate by adjusting its ``level of subscription'' to a set of hierarchical signal layers
that are striped across multiple multicast groups.
Although the research community has proposed a wide variety of rate-adaptation mechanisms, to our knowledge, no
scheme for reflecting receiver interest has yet been proposed, and thus only part (a) of our two part problem has been
solved. To address part (b), we have developed a scalable, light-weight, and tunable feedback protocol that reflects
receiver interest back to the media sources. We deem the combination of rate-adaptation with receiver interest
``intelligent adaptation'' and we call our overall scheme Scalable ConsensUs-based Bandwidth Allocation or SCUBA
because, roughly speaking, it employs receiver ``consensus'' to allocate session bandwidth among sources.
We created two variants of SCUBA -- a ``flat delivery'' variant to complement sender-based adaptation and a ``layered
delivery'' variant to complement receiver-based adaptation. In the flat delivery model, we use receiver feedback to
constrain the rate chosen by the sender-based adaptation algorithm, while in the layered delivery model, we use the
feedback to control the manner in which source signal layers are mapped onto network channels. Since the layers in a
hierarchical distribution are ordered according to their relative importance, we can prioritize the ensemble of sources
by controlling where each source falls within the hierarchy. In both the flat and layered delivery models, the feedback
signal is identical and thus a single protocol can be shared across the two schemes. Even in the simple case where
applications do not adapt (as is commonly the case for MBone broadcasts), SCUBA is still useful -- its flat-delivery
variant will effectively manage the session's fixed bandwidth by dynamically adjusting each source's rate to reflect
receiver interest.
One of the key advantages of receiver-based multicast over its sender-based counterpart is that the burden of
adaptation is moved from the source to the receivers thus enhancing the scalability of the system. One could argue that
we could apply this same technique to the receiver-interest problem and eliminate SCUBA altogether. That is,
receivers could explicitly tell the network which sources they are interested in (via multiple multicast groups or sourcebased prunes ) and the network would automatically eliminate unwanted flows from the corresponding regions of the
network. If no receiver expressed interest in a given source, the flow would be pruned back all the way to the
originating host. While simple and elegant, this approach suffers from two drawbacks. First, the level of interest must
be binary (i.e., a receiver must say either they want a source at full quality or not at all). And second, the scheme
would share bandwidth inefficiently because it could not account for the constraints of shared paths. SCUBA instead
enables sources to share bandwidth intelligently because the receivers convey their interest back to the source and thus
effectively agree upon the best way to share the limited bottleneck capacities. We therefore believe a protocol like
SCUBA is a necessary and important mechanism for rate-adaptive multimedia applications.
The rest of this paper describes SCUBA in detail, presents analysis to show that the protocol is viable and scalable,
and demonstrates the utility of SCUBA in the context of several real applications. In the next section, we introduce
and describe the basic operation of the SCUBA protocol. We then analyze the scalability of SCUBA and, in particular,
derive confidence bounds on the algorithm's convergence time. Next we describe the deployment of SCUBA in the
context of several applications. Finally, we summarize the status of SCUBA, present our plans for future work, and
conclude.

Next: The SCUBA Protocol Up: Receiver-driven Bandwidth Adaptation Previous: Receiver-driven Bandwidth
Adaptation
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Figure 1: Static bandwidth allocation: sources send at a fixed rate and apportion the link bandwidth equally.

Figure 2: Dynamic bandwidth allocation: sources dynamically adjust their transmission rate in response to
receiver interest and apportion the link bandwidth accordingly.

The SCUBA Protocol
The basic premise of SCUBA is to reflect receiver interest back to the sources in a multicast session using a scalable
control protocol. Figures 1 and 2 illustrate the core problem and its high-level solution. In current MBone sessions,
bandwidth is allocated in a fixed fashion as shown in Figure 1. Each sender transmits at some fixed rate, where the
rates are chosen either manually or through sender-based adaptation. In either case, an equal amount of bandwidth is
typically allocated to each source. Clearly, this outcome is undesirable if the sources are not equally important across
all the receivers. But, by integrating receiver feedback into the adaptation process, we can weight each source's
transmission rate in proportion to receiver interest. This approach is illustrated in Figure 2, where receivers generate
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feedback that controls each source's sending rate. In this case, source S0 transmits at a higher rate than source S1
because more receivers express interest in receiving the flow. Likewise, because there is no interest in source S2 , its
transmission is disabled entirely.
However, in a large multicast session composed of heterogeneous receivers with different capabilities, configurations,
and preferences, how can we determine a single bandwidth partition that simultaneously satisfies all receivers? As
above, one receiver might deem a source S0 most important while another prefers source S1 . In light of conflicting
feedback like this, we adopt a simple solution: participants reach consensus through voting. If half of the receivers
wish to view source A and half wish to view source B, then a reasonable policy is to partition the available session
bandwidth equally across the two sources. Now the problem becomes how to poll the receivers, assess the vote, and
convey the outcome to each individual source.
Unfortunately, receivers cannot immediately generate notification messages when there is a state change or event in the
session that would cause a shift in focus since uncontrolled control traffic like this could cause large, transient traffic
loads. Instead, we scale back the rate at which receivers vote based on the multicast session size, much as the RTP [20]
control protocol, RTCP, adjusts the rate of its control messages to maintain a constant control traffic load independent
of session size. However, a lower messaging rate increases the response time and circumvents our fundamental goal of
supporting effective human-to-human interaction (i.e., because slow convergence will prevent users from shifting their
focus on a natural human time scale).
To alleviate this problem, we model SCUBA on the ``exit poll'' principle. In a large vote we can very accurately and
with high confidence predict the outcome from only a small (unbiased) sample of the population. In SCUBA,
therefore, we derive the source bandwidth partition from a relatively small sample of the receiver population.

Feedback Algorithm
Flat Delivery
Layered Delivery

Next: Feedback Algorithm Up: Receiver-driven Bandwidth Adaptation Previous: Introduction
Elan Amir
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Feedback Algorithm
To conduct the distributed polling process, each receiver associates a weight with every active media source.
Qualitatively, the weights define the relative priorities of each source with respect to a given receiver. These weights
might be explicitly specified by the user, but more likely (and more naturally), they would be inferred through the
user-interface (e.g., when the user manipulates the application to display a given source, the application would
automatically instruct SCUBA to give maximum weight to that source).
Each receiver periodically advertises a source weight report, which is simply a vector of sources and their
corresponding weights with respect to that receiver. Report intervals are dynamically sized to limit the control
bandwidth to a fixed percentage of the session bandwidth. This scaling mechanism is employed by several
announce/listen control protocols [18], including RTCP control traffic in RTP, Scalable Reliable Multicast (SRM) [7]
session messages, and the Session Announcement Protocol (SAP) [9]. We analyze the scalability of the
announce/listen metaphor with respect to SCUBA in Section 3.
As each receiver announces its source weight report by multicasting it to the session, each source listens for these
reports, collects them up, and combines them into an aggregate metric, which we call the average source weight.
Ideally, this metric would be the arithmetic mean across all reported values for that source, but in practice, we can only
approximate the exact mean because maintaining a globally consistent view of every receiver's preference for every
source would entail costly if not outright unrealistic overhead. Consequently, we approximate the average source
weight as the mean of a sample of reported values taken from the last M reports received by the source. Let S0 ,...,SN-1
be the set of senders, and R0 ,...,RM-1 be the set of receivers. The average source weight for Sk , or wk , is then
computed as follows:
wk = 1/M * SUM i=0 to M-1 (wk,i /SUM j=0 to N-1 (wj,i ))
where M is the size of the sample of reporting receivers, wk is the weight for source wj,i reported by receiver Sj, and N
is the number of sources weighted in each report.
To simplify the calculation and reduce the amount of state maintained at the source, we constrain the sum of weights
in a report to be 1, i.e.,
SUM j=0 to N-1 (wj,i ) = 1 forall i
Now the expression for wk is simply:
wk = 1/M * SUM i=0 to M-1 (wk,i )
To enhance SCUBA's robustness, we deliberately designed the protocol using only soft state [6]. Sources and receivers
can join and leave the session at will without impacting other session members. None of the state maintained at any
source alone is critical to the correct execution of the algorithm since all state eventually times out and is refreshed by
receiver reports. Hence, failure recovery is built into the protocol; we need no further mechanism to handle network
partitions, host failures, and so forth. Finally, SCUBA control messages are idempotent -- each message supersedes all
previously sent messages -- further enhancing the protocol's scalability and its resilience to packet loss.
Not only is the SCUBA protocol robust and scalable, but it is also quite simple. The algorithm run at each source can
be implemented in just a few lines of code. The following pseudo-code implements the weight calculation algorithm:
foreach src in active_source_list {
w = 0
foreach rcvr in sample_receiver_list {
w = w + last_reported_weight(rcvr,src)
}
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avg_weights[src] = w/nsamples
update_rate_controller(avg_weights)
}

The first stage here computes a weight for each reported source, including the local source. In the second stage, the
rate controller is invoked to carry out the consequent action. While the method of computing the source weight is
identical for both the flat and layered delivery models, the rate-control action in the second stage is not. In the
following two subsections, we detail how the average source weight or weights are translated into the sender's ratecontrol decision in each of the two delivery models.

Next: Flat Delivery Up: The SCUBA Protocol Previous: The SCUBA Protocol
Elan Amir
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Flat Delivery
In the flat delivery model, all sources transmit their media over a single network channel that has a uniform aggregate
rate. We assume either that the multicast session has a fixed bandwidth allocation or that a sender-based rateadaptation algorithm computes a rate limit for a given source. In either case, we call this overall bandwidth limit the
session bandwidth.
The flat delivery adjustment decision maps the transmission weight directly to the source transmission bandwidth, i.e.,
if is the transmission rate for source R0 ...RM-1 , then we set
Bk = w k B
where B is the session bandwidth, and wk is the average source weight for Sk .
More generally, the mechanism that maps the receiver interest vector into a source-rate control decision is arbitrary
and can be customized for the application or environment at hand. Having recognized this, we adopt the following rule
(assumed for the remainder of the paper): 95% of the session bandwidth is allocated across sources that each have at
least one interested receiver (i.e., those whose average weight is non-zero) while the remaining 5% is equally
apportioned over the remaining sources (i.e., those whose average weight is zero). As a result, each active source
multicasts its signal continuously, though perhaps at a very low rate. Each receiver can then build a thumbnail display
of all the active sources, thereby enhancing the ``sense of presence'' of a multimedia collaboration. The following
pseudo-code segment implements this policy:
if (avg_weight > 0) {
share = 0.95 * avg_weight
} else {
share = 0.05 / zero_weight_src_num
}
tx_rate = session_bandwidth * share

To further illustrate the flat delivery variant of SCUBA, we present the following example. Let S0 and S1 be senders
and let R0 , R1 and R2 be receivers. Assume that at a certain time, the source weights of {S0 ,S1 } advertised by each
receiver are:
R0 : {0.8, 0.2}
R1 : {0.8, 0.2}
R2 : {0.5, 0.5}
Upon receipt of these reports (for simplicity we assume the sample set includes all three receivers), the average source
weights computed by S0 and S1 become 0.7 and 0.3, respectively. Assuming the session bandwidth, B, is 128 kb/s,
proportional bandwidth allocation results in S0 transmitting at 128 * 0.95 * 0.7 = 85.12 kb/s and S1 at 36.48 kb/s.
To better illustrate the dynamics of this distributed algorithm, we implemented it in the ns network simulator [15] and
ran a simple experiment consisting of four sources and three receivers across a single bottleneck link. All sources were
placed on one side of the link while the receivers were placed on the other. The session bandwidth was set to 400 kb/s.
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Figure 3: Simulation of the flat-delivery variant of SCUBA
Figure 3 shows the resulting sample paths. The sources join the session at times 1.4, 1.7, 2.0 and 2.3, respectively.
Before time 3, no receivers report interest, and thus the sources equally share the 5% reserve. Then, at times 3.0, 3.2,
and 3.3, receivers R0 R2 and R3 each respectively announce interest in source S1 . In response, S1 . transmits at the full
95% allocation (i.e., 380 kb/s). Finally, at time 3.4, R2 shifts its interest from S1 to S3 and from that point on S1 and S3
share the 95% allocation in proper proportion.

Next: Layered Delivery Up: The SCUBA Protocol Previous: Feedback Algorithm
Elan Amir
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Layered Delivery
Although SCUBA and sender-based rate adaptation work in concert to effectively incorporate receiver interest into
the adaptation process, the sender-based approach is fundamentally limited because it cannot accommodate receiver
heterogeneity. More precisely, a particular source's data rate is the same at all receivers, but in a session with
heterogeneous qualities of receiver connectivity, congestion-free operation requires the source to set its bandwidth to
that of the most constrained link. Running each source at the rate of the slowest link is clearly undesirable and prevents
well-connected receivers from fully exploiting their available bandwidth.
This limitation can be overcome with a layered transmission scheme [1, 17, 21, 22]. In this model each source
generates a layered media stream that is striped across multiple network channels. The layers are typically cumulative,
i.e., if a receiver wishes to decode layer n, it must also receive layer 1 through layer n-1, and each additional layer
enhances the quality of the reconstructed signal. Thus, to maximize quality, a receiver subscribes to as many network
channels as is possible without congesting the network. One approach, known as Receiver-driven Layered Multicast
(RLM), is detailed in [17].

Figure 4: Simple Layered Delivery
In [17], each source stripes its data in the most straightforward manner possible -- a signal layer k is mapped to the
corresponding network layer k as depicted in Figure 4. But this arrangement treats each source equally; in SCUBA, we
want to distinguish more important sources from less important ones and reflect this into the transmission algorithm.
Fortunately, we can achieve this goal with a novel assignment of signal layers to network channels based on the source
weights computed by SCUBA. Given a weight, each source determines its signal layer mapping, i.e., the assignment
of each of its signal layers to the corresponding network channel. The source then transmits each of its signal layers on
the network channel defined by the mapping.
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Figure 5: Prioritized Layered Delivery
Figure 5 illustrates how signal layers are manipulated by SCUBA. The figure shows how two sources each with four
signal layers are mapped onto eight possible network channels. The left-hand side of the figure shows a layer mapping
that corresponds to a prioritization of source S1 over S0 , while the right-hand configuration corresponds to a
prioritization of S0 over S1 . Thus, if SCUBA control messages indicate that source S1 has a larger average weight (i.e.,
higher priority) over source S0 , then the layer mapping on the left would be collectively enforced by the sources.
Likewise, in the reverse case, the right-hand configuration would be automatically selected.
We can further illustrate the natural fit between SCUBA and receiver-driven bandwidth adaptation by considering the
process whereby an individual receiver incrementally adds network channels to its overall subscription. Suppose a
receiver in the context of Figure 5(a) has initially subscribed to just one network channel. At this point, that receiver
not only receives a stream of adequately low bandwidth, but this particular stream is guaranteed to originate from the
session's highest priority source, in this case, S1 . As the receiver subsequently increases its channel subscription, it not
only increases the quality of its current flows, but also receives additional sources in priority order. Thus, when the
receiver increases its subscription to two network channels, it additionally receives the low quality layer of source S1 .
Upon adding the third channel, it receives equivalent qualities of both sources. The fourth channel then increases the
quality of the high priority stream, S1 . In this way we complement a raw bandwidth adaptation mechanism like RLM
with a mechanism that explicitly accounts for the relative importance of media flows across the session.

B

the session bandwidth (e.g., as computed by RLM)

N

the number of active sources

Sk

media source k

wk

the average weight for Sk computed across the session via SCUBA

M

the number of signal layers
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Rk

the bit-rate of signal layer k

C

number of network channels

Lk

target bandwidth limit for the k'th network channel

Aj,n

the network channel assigned to signal layer n at source Sj

Table 1: Summary of notation.
We now formalize the algorithm for determining the signal layer mappings from the set of average weights. In
addition to the notation defined earlier, we define the following quantities:
Let Rj be the transmission rate for signal layer j. Note that we assume that the rate hierarchies induced by all the media
sources are homogeneous and further that each layer generates a constant bit-rate flow. Modifying our algorithm to
account for heterogeneous and dynamic sources is a topic of future research. Let C be the total number of network
channels available for transmission and let Lk be the bandwidth limit on the k'th network channel. We assume that:
SUM k=0 to C-1 (L k ) = B
Let Aj,n be the network channel assigned to signal layer n at source Sj.
Our notation is summarized in Table 1.
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Figure 6: Signal Layer Mapping Algorithm
The goal of the algorithm is to compute Aj,n -- i.e., to map signal layers onto network channels -- according to the
SCUBA weights ( w1 , ..., wN ) while adhering to the bit-rate constraints ( L1 ,..., LC). In addition, the algorithm should
have the property that a network channel number assigned to layer k for some source is less than or equal to any
channel assigned to a layer k of any other source with equal or lower priority. In summary, we impose the following
constraints on our algorithm:
The network channel limits are observed.
No source Sk transmits more than its total share, wk B.
wk >= wj implies that Ak,n <= Aj,n forall n
One algorithm that obeys these constraints is given in Figure 6. We assume that all values for Aj,n are initially
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undefined and that a reference to an undefined value (line 10) is interpreted as 0 (including negative index values). t k
is a ``temporary variable'' that represents the next unprocessed signal layer of source Sk . Upon completion, Aj,n
contains a feasible layer mapping. A proof that our algorithm adheres to the stated constraints is given in the appendix.

Next: Scaling Analysis Up: The SCUBA Protocol Previous: Flat Delivery
Elan Amir
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Scaling Analysis
Any multicast protocol that makes decisions at a source on behalf of all the receivers in the network is fundamentally
prone to scaling problems. There is simply no scalable mechanism to keep a tightly consistent view of every receiver
in the network at each source. We explicitly address this scaling problem in SCUBA by sacrificing absolute
consistency in favor of scalability through the use of sampling. In this section, we examine this tradeoff in detail,
outline the parameters that we can adjust to tune SCUBA's scalability, and identify the fundamental limitations of our
scheme.
There are two principal protocol parameters that limit the scalability of SCUBA with respect to session size:
the control message size, and
the expected source weight convergence time.
The size of each control message depends on the number of reported sources. If each receiver includes a weight for
every active source, then the report size scales linearly with the number of active sources. In a large session with large
numbers of active sources, the resulting message size will quickly exceed a reasonable limit, but we can avoid this
problem by simply imposing a fixed limit on the message size. If we limit the number of sources for which each
receiver reports to a small constant, then the control packet size is bounded. We claim that this limit is reasonable
since human attention can realistically encompass only a handful of sources simultaneously.
The scalability analysis of the average source weight calculation time is more involved and we present it in the
following section.

Convergence Time

Elan Amir
Sun Aug 17 23:48:24 PDT 1997
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Convergence Time
As control messages are received, each source incrementally calculates its average source weight and adapts accordingly. But
because reports arrive only intermittently (not immediately upon a state change) and because the source uses a fixed sample
of the receiver population, some amount of time passes before a (perhaps abrupt) change in receiver interest is reflected back
to the sources. For example, the active ``speaker'' in a conferencing application might change and thus cause each receiver to
shift its interest to the new source; only after some amount of time of monitoring SCUBA control messages do the active
sources learn of the change in interest. We call this latency the average source weight convergence time (ASCT). More
precisely, the ASCT is the expected time between a change in receiver interest and the point at which a source learns an
accurate estimate of its average source weight within the session.
As described in Section 1, the aggregate set of source weights can be viewed as a ``consensus'' on the allocation of bandwidth
to sources across the session. The ASCT -- i.e., the time to reach this consensus -- should be small. If too large, the computed
source weight can become stale. The ``usability threshold'' is the point where fluctuations in average source weights occur
faster than the sources can calculate them. In this case, the weights become invalid even before they have been established.
Thus, given that the time-scale of fluctuations in receiver interests is determined by actual users, the average source weights
must be computed on the time scale of seconds. In addition, we require that this time bound remain fixed as the number of
receivers and/or sources increases.
To limit the report bandwidth and decouple it from the session size, we allocate a fixed share of the overall session bandwidth
for this purpose. But to constrain the bandwidth in this fashion, each receiver's individual messaging rate must decrease in
proportion to the session population. Consequently, the convergence time scales linearly with the number of receivers.
Assume we have n receivers, and for simplicity assume a fixed report size S. Then, if B is the bandwidth of the control
channel, the ASCT, t conv , is given by t conv = nS/B. This O(n) growth implies that in conferences with large numbers of
receivers the ASCT will exceed the ``usability threshold.''
In order to combat the linear time growth of ASCT, we turn to sampling. Rather than relying upon a control message from
every receiver to correctly compute receiver interest, we instead use a sample of receiver reports to determine the average
source weight. Specifically, we construct a sample of size N from the last N reports received by the source. Our analysis
below indicates that a source can compute its average weight within a small confidence interval with high probability using a
relatively small number of receiver report samples. This means that a source can calculate its average source weight, within
tight probabilistic bounds, in a relatively short amount of time, in particular, within the ``usability threshold.''
We now derive the number of sample receiver reports, N, that a source requires to calculate its average weight within error
and confidence
. is known as the confidence interval while
is known as the confidence level where

.

More formally, we want to find the smallest N that satisfies:
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is the distribution mean, i.e., the actual average source weight, and
is the sample mean, i.e.,
= 1/N * SUM k=1 to N (Xk )
where Xk is a random variable whose value is the weight for this source reported by the k'th sampled receiver report. Since
the receivers generate reports from independently randomized timers, we can assume that X 1 , X2 ,... XN are independent and
identically distributed (when receiver interest is stationary).
A consequence of the Central Limit Theorem is that

where is the standard deviation of the weight distribution, and Z is the p-quantile of the unit normal variate [14]. Using this
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result, we can compute the number of samples required to establish the desired confidence level for a given confidence
interval. Equation 1 shows that for given confidence bounds the number of samples is a linear function of the variance of the
weight distribution which does not depend on the size of the sample space. This is a key result: we have decoupled the
convergence time of the algorithm from the session size and thus SCUBA can scale to arbitrarily large sessions. Moreover,
we can fine tune the accuracy of the sample mean by trading off convergence time -- larger sample sizes are more accurate
but converge more slowly, while small sample sizes converge quickly by sacrificing accuracy.

(a) Number of samples vs. Confidence interval for

.

(b) Number of samples vs. variance for = 0.07.

Figure 7: Number of SCUBA reports required to determine the average weight within given confidence bounds. The time
values assume a control traffic bandwidth of 6.4 kb/s which is 5% of a 128 kb/s session bandwidth.
Figure 7(a) shows a plot of the number of samples required to determine the average weight versus the confidence interval,
for the highest possible variance in a [0,1] distribution
. which occurs in a strictly bimodal {0,1}-valued
distribution. The plot shows a family of curves, each of which corresponds to a different confidence level, varying from 0.9
to 0.99. As a particular example, Figure 7(b) shows the number of samples required to determine the average weight for a
confidence interval of 7%, i.e., = 0.07. Once again, each line in the figure shows the number of samples required for
different confidence intervals ranging from 0.9 to 0.99.
To convert these values to an actual convergence time, we must assume an average report packet size. If we assume that each
receiver source weight report is 6 bytes (4 bytes for the source id + 2 bytes for the weight) and constrain the number of
sources per report to some number, say 5, then including the 28 byte UDP header and an 8 byte SCUBA header we get an
average report size of 66 bytes.
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Figure 8: Time to accumulate N samples vs. Control traffic bandwidth
The right-hand y-axes in Figures 7(a) and (b) show the the amount of time needed to accumulate the corresponding number
of samples assuming a session bandwidth of 128 kb/s with 5% of this bandwidth allocated to the SCUBA control traffic.
We see that for given confidence bounds the amount of time required by a source to calculate its average weight varies
widely depending on several factors, most significantly the variance of the weight distribution and amount of control traffic.
In the figures we assumed a relatively conservative session bandwidth and within it a relatively conservative allocation to
report messages. Increasing the control traffic bandwidth leads to a corresponding linear decrease in the convergence time.
We illustrate this dependency in Figure 8 which shows a plot of the amount of time needed to accumulate N samples vs.
control bandwidth for various values of N. The horizontal line marks a somewhat arbitrary ``usability threshold'' (10 seconds)
that we would like to achieve. Thus, according to the desired confidence bounds, we must choose an appropriate control
bandwidth. Comparing these results to Figures 7(a) and (b) we see that allocating 20-25 kb/s to control traffic suffices for
very tight confidence bounds on the average weight convergence within the 10 second threshold.
These results imply that it is advantageous to modulate the control bandwidth based on event changes to speed up
convergence and then slow down the report announcements when the system is idle. For example, a receiver could increase
the control bandwidth for 15 seconds after it changes its source weight report allowing this information to be more quickly
assimilated by the sources, thereby lowering the convergence time while maintaining an acceptable level of control traffic.
An alternative interpretation of this bandwidth/delay tradeoff is that the delay represents the width of a moving average filter
applied to the incoming samples that is required to achieve the desired confidence bounds. In this interpretation, the window
size represents a design tradeoff. As the above analysis has shown, setting the window too small reduces our confidence
bounds. On the other hand too large a window causes samples to become widely separated in time decreasing the accuracy of
the source weight estimation.
In summary, our analysis shows that the use of report sampling combats the linear growth of the ASCT. The set of feasible
confidence bounds that conform to our ``usability threshold'' of 10 seconds are independent of the session size but are directly
dependent on the amount of control traffic that is allocated to the SCUBA reports. Fortunately, we found that very tight
confidence bounds are attained with only 20-25kb/s of control traffic. While this level of control traffic is acceptable in some
environments, it is unrealistic for environments like the current MBone where the entire session bandwidth often comprises
only 128 kb/s. A more reasonable control bandwidth would be 5 kb/s or so, and in this case, SCUBA is limited to session
sizes on the order of 200 to 250 receivers, which in practice, accounts for almost all of the current MBone content. But to
scale beyond this, we must resort to an alternative mechanism. Section 5 describes one promising scheme, currently under
development, that utilizes hierarchy to enhance SCUBA's scalability.
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Applications
Though SCUBA defines a generic mechanism that complements existing rate-adaptation protocols, our original
design goal was much more application specific. We initially set out to develop a robust, distributed protocol for the
control of application-level media gateways [2], but as the protocol was refined and tuned for this specific application,
it became apparent that SCUBA constituted a robust and useful building block in its own right.
This section details three applications that show how side-information generated by SCUBA can improve their
performance. We first describe the integration of SCUBA in our video conferencing tool vic [16]. We then detail the
application of SCUBA to media gateway control. Finally, we show how a floor control application can leverage
SCUBA in its design as well as how SCUBA can exploit floor control knowledge to determine its weight allocation.

Video Conferencing
Media Gateway Control
Floor Control

Elan Amir
Sun Aug 17 23:48:24 PDT 1997
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Video Conferencing
One important application of SCUBA is to control a simple video conference. In this case, receivers can determine
the source weights required by SCUBA via the user interface. In our implementation embedded in vic, we infer the set
of sources that the user is interested in from the disposition of the user interface, and weight them accordingly with
some simple heuristics.
In addition to the disposition of the vic user interface, SCUBA can utilize cues from cross-media activity. For
example, video windows can be configured to automatically switch to the remote user that is currently active on the
audio channel. Thus, SCUBA can utilize activity on the audio channel to configure its receiver-interest report on the
video channel. Similarly, pen input to a shared whiteboard tool can be used to raise priority of media streams
originating from the same source.
Some multimedia conferencing tools, e.g., vic [16] and vat [13], use a common control channel (called a
``coordination bus'') to exchange cross-media control information. For example, when vat receives the first packet of a
``talk spurt'' it announces the event over the coordination bus. Any tool listening to the bus can then react accordingly.
For example, vic could use the audio channel activity notification to allocate more computational resources to decoding
and displaying the corresponding participant's video stream as opposed to those from other inactive participants.
While receivers can utilize cross-media cues to control their behavior, the coordination bus model does not directly
extend across the network from receivers to sources. Not only do we want the receiver to allocate more computational
resources to decoding the active participant's media, but we also want those media to be transmitted at higher quality.
Rather than build an ad hoc protocol for this purpose, SCUBA provides all the requisite functionality. In effect,
SCUBA provides a level of indirection that captures cross-media events at the receivers and reflects the desired
dependencies back to the sources via receiver interest reports.
Figure 9 illustrates an example sequence of events between a source and a receiver, each of which has an audio and
video component. When the audio receiver detects data from the source, it notifies the video receiver via a
coordination bus message. In response, the video receiver expresses interest in that source via SCUBA control
messages. In turn, the video source increases its transmission rate precisely as desired. Thus, there is no need to build a
special-purpose voiced-switched video network protocol since SCUBA completely subsumes this functionality with a
clean and uniform mechanism.

Figure 9: Cross-media bandwidth allocation using SCUBA. Data and control messages are designated with solid
and dashed arrow, respectively.
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Figure 10: SCUBA in the ``media gateway architecture.''

Media Gateway Control
A common configuration for multimedia conferences entails one or more users participating across a slow, bottleneck
link with the primary set of users participating across a higher performance ``well connected'' region of the network.
For example, a user might tap into an MBone conference via ISDN or a high-speed modem; alternatively, multiple
receivers might share a low-speed wireless link.
Media gateways [2] are one approach for managing network bandwidth in these environments. In this model, a
gateway sits on the ``well-connected'' portion of the network and manages the bottleneck link by limiting the rate of
incoming media streams through transcoding. In earlier work, we designed a gateway ``application programming
interface'' (API) that enables fine-grained control of the rate of transmission on a per-source basis. We are now
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developing a comprehensive architecture for launching, configuring, and controlling gateways in arbitrary
environments, including the constrained-link example mentioned above.
One of the difficult challenges in realizing our media gateway architecture was the design of the control protocol that
runs between the low-bandwidth receivers and a gateway. The receivers must somehow interact with the gateway API
to establish the bandwidth allocations across active sources. One obvious approach is to simply centralize the
mechanism and force all network agents to rendezvous at a well known location. But this would introduce a central
point of failure. A much better approach is to decentralize control through a distributed mechanism like SCUBA.
Integrating SCUBA with the media gateway architecture is relatively straightforward because each active transcoder
embedded in the gateway can be modeled simply as a SCUBA source. From a receiver's point of view, there is no
difference between a rate-controlled output on the original source or a rate-controlled output of a transcoder within a
gateway. Therefore, we can run SCUBA locally among the receivers and the transcoders in the media gateways over a
managed subset of the session. Again, the SCUBA protocol subsumes the functionality that would otherwise be
implemented by a special-purpose protocol for managing the bandwidth of a locally-administered bottleneck link.
Figure 10 illustrates how SCUBA operates in tandem with a media gateway. Media streams from MBone sources S0 ,
S1 , and S2 . are received by the gateway and are transcoded by per-source transcoders T0 , T1 , and T2 . Each transcoder
performs format and/or rate conversion on the input media stream and transmits the resulting output stream across the
bottleneck link where it is received on the other side of the link by the receivers ( R0 ,...,R3 ). The original high-rate
streams are not forwarded across the link.
By running SCUBA between the low bandwidth linked receivers and the gateway, scarce bottleneck bandwidth can be
dynamically apportioned in an intelligent manner among the transcoders. In this way SCUBA provides a robust and
distributed control mechanism for the gateway free from the vulnerabilities of centralized control.
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Floor Control
Traditionally, floor control protocols orchestrate access to the constituent media channels of a distributed conference.
A potential benefit of the exclusivity of channel access is efficient network utilization because only the sources that are
``granted the floor'' are allowed to transmit media and consume network bandwidth. SCUBA can further enhance
existing floor control protocols by providing the mechanism for throttling media sources in response to floor control
activity. For example, if the floor control protocol determines that some source has been granted the floor, then all the
receivers could simply register interest in that source via SCUBA. As a result, the active source would increase its
transmission rate as is desired. This approach obviates the need to intertwine the floor control protocol directly with
source's rate adjustment algorithm. In addition, the method by which the floor configuration is mapped onto sending
rates is not fixed at each source, but rather can be tuned at each individual receiver.
Alternatively, a floor control tool might directly control the source's sending rate. For example, once the floor control
tool ``grants the floor'' to a particular source, that source could begin transmitting at the rate appropriate to the ``holder
of the floor'' and all other sources would immediately limit their rate. Once this transition has occurred, the sources
continue adjusting their transmission rates according to the SCUBA reports. Since the holder of the floor will in
general be the source of interest, SCUBA reports will only confirm what has already occurred in the session: that the
floor holder should receive the highest bandwidth share. Thus, through the use of the floor protocol, we have
decreased the convergence time by using the floor control directive to ``guess'' the next bandwidth partition. Between
floor control actions, SCUBA could continue to adapt dynamically to fine-grained changes in receiver interest. In
short, SCUBA can effectively augment floor control protocols through the integration of receiver interest.
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Status and Future Work
To demonstrate a proof of concept of our design work, we implemented SCUBA in both our video conferencing tool,
vic [16], and our our media gateway, rtpgw [2]. These implementations follow the algorithms detailed in Section 2.2
and illustrated in Figure 3. In conjunction with our SCUBA-enhanced vic, we deployed and controlled these gateways
in the manner described in Section 4.2. In future work we plan to extend our vic and rtpgw implementations for
layered transmission and RLM [17] using the signal mapping algorithm detailed in Section 2.3.
Section 3 detailed the limitations of the sampling approach to calculating the average source weight in low-bandwidth
sessions with large numbers of receivers. We are currently developing an alternative approach to sampling that
employs a spatial network hierarchical to enhance the scalability of the announce/listen receiver interest protocol. Each
level of the hierarchy corresponds to a ``report region'' and within each region, a representative is elected. The
representative aggregates the reports within that region, summarizes the aggregate information into a single report, and
forwards that report up the hierarchy. In this way we greatly enhance the scalability of the protocol since the average
weight convergence time is approximately proportional to the number of sources in local regions rather than in the
entire session.

Elan Amir
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Summary
In this paper we presented a novel protocol called SCUBA that complements existing rate-adaptation algorithms with
a mechanism for discovering and exploiting receiver interest. As with RTCP and SRM, SCUBA embraces the
announce/listen metaphor and uses periodic and robust receiver reports to explicitly rank active sources. When
combined with layered transmission, SCUBA enables a source to infer an arrangement of signal layers onto network
channels that best suits a heterogeneous set of layered receivers. We formalized a model for mapping signal layers
onto network channels and presented an algorithm that satisfies a number of important and natural constraints.
By exploiting sampling, we overcame the linear growth in the convergence time of a naive version of the distributed
SCUBA algorithm. Each source uses sampling to determine its share of the session bandwidth in a reasonable time
with a high level of confidence independent of the session size. We pointed out the shortcomings of this approach and
are currently developing new versions of the protocol that we believe will surmount these problems.
Finally, we outlined how SCUBA could be integrated into and exploited by several important applications such as
traditional video conferencing, media gateways, and floor control.
We believe that reflecting receiver interest back to the sources in a multimedia conference is a key mechanism for
future collaboration technologies. SCUBA achieves this goal in a light-weight, robust, and scalable manner. By
dynamically accounting for receiver interest in the allocation policy, sources can share the available session bandwidth
in a way that best reflects the natural model for human-to-human communication.
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Introduction (this is <Heading2>)
This is a document that illustrates the general format for the electronic version of the ACM Multimedia 97
Proceedings.
You will observe that this is a single document, rather than a collection of linked documents. In our experience, many
readers print their electronic documents, rather than reading them on the computer monitor. Therefore, putting all the
information in one document helps such readers.
<-- Table of Contents

Document Structure (this is <Heading2>)
You can think of the structure of this HTML document as a tree. You can access each section and subsection of the
document from the table of contents. When you get to the end of a Section, you should place a backlink to the table of
contents. At the end of each subsection you should place a link to the parent section. Likewise, if you have a subsubsection, you may place at the end of it a back link to the parent subsection, etc. You do not have to create all these
links, especially if the subsection is short - just ask yourself whether it would be of benefit for the reader to have such
a link.

Example (this is <Heading3>)
In this subsection we elaborate on the structure of the document. We do it using the picture we include here.
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Figure 1. The structure of an electronic paper.
There is a link from each entry of the Table of Contents to the the corresponding document Section, Subsection, etc.
Main sections (including bibliography, and acknowledgements) point back to the beginning of the Table of Contents.
Each subsection (or sub-subsection) points back to the section (or subsection) in which it is contained, as follows.
<-- Document Structure

Captions and cross links (this is <Heading3>)
Instead of including the picture, you can establish a link to it, in which case the caption will look like this.
Figure 1.The structure of an electronic paper.
To find more on this, you can refer to the Section Where to Find More Information. This is an example of a cross
link: when you refer to another section you can also establish a link to it.
<-- Document Structure

More information about structure (this is <Heading3>)
Use appropriate tags to structure your document, e.g.. similar to this document. The headings for sections should be
tagged as <Heading2>, subsections as <Heading3>, and so on, thus, nearly in the same way as you do it for hardcopy
papers.

'Sub-subsection' (this is <Heading4>)
Some text describing the details of your system/application/...
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<-- Document Structure

Figures
As shown above, figures can be included in the text flow or be separated. In either case, you should prepare them as
GIF files and make them available as part of the electronic version of your ACM Multimedia 97 contribution.
<-- Document Structure

More on links
Make sure that internal links to parts of your paper do not include host names, and are relative to the current directory.
This is essential for making your document portable and accessible for others. External links to other documents on the
WWW, should be limited to the references and to the author's home page.
<-- Document Structure
<-- Table of Contents

More about Specific Article Components
Making footnotes
As footnotes are an odd concepts when documents do not have pages, [1] and therefore do not have identifiable "feet,"
you should use endnotes rather than footnotes. In the previous sentence, you found the only endnote in this sample
document: a number surrounded by brackets. Make each endnote reference a link to the corresponding endnote in the
endnotes section. See how this works by clicking on the "1" above.
<-- More about Specific Article Components

Writing bibliographies
HTML and the WWW provide new opportunities for bibliography usage and we strongly encourage authors to make
the references in the body of their text links to the bibliography. In addition, any references to online documents in the
bibliography should be links to those documents. We recommend against using numbers for these links, as they are
hard to distinguish from endnotes.
Check examples of a book entry [Book95], of an article [Art94], and of two Web documents [Cru95,Reb95].
<-- More about Specific Article Components
<-- Table of Contents
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Where to Find More Information
There exist many sources for more information, e.g., about the usage of HTML, style guides, etc. The bibliography
references just a few documents, e.g.,
an HTML Primer [HTMLPrimer96]
the complete overview about the World Wide Web with many links to useful information [WWW97]
and an archive at the same site with an overview about various tools [WWW+HTML97].
<-- Table of Contents

End Notes
[1] Some people even suggest that footnotes should be avoided in page-formatted documents... However, if you have
footnotes in the hardcopy version of your paper, this is the way to deal with them in the electronic version of your
paper. You can use "Back" (or something similar) in your document viewer to go back to where you were.
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QoS Metric Selection
QoS is defined as a set of perceivable attributes expressed in user-friendly language with parameters that may be
subjective or objective. Objective values are parameters related to a particular service and are measurable and
verifiable. Subjective values are based on the opinions of the end-users. The specification and enforcement of QoS
presents interesting challenges in multimedia systems development.
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Empirical Workload Measurements and Analysis

Figure 2: VOSAIC Data
Our study is based on an understanding of real video workload environments, user behavioral patterns and system
responses to changes in workload. We start by identifying a baseline class of workload components and a simplified
characterization of the workload. For instance, we expect the video workloads to be largely I/O bound and not CPU
bound
.
Our metrics and measurements are derived from different Video-on-Demand (VOD) systems implemented at the
University of Illinois, Urbana-Champaign. The first VOD system considered is the VOSAIC web system and we will
observe the user access log characteristics obtained over a 20 day observation period of the VOSAIC (video-over-theinternet) system [4]. The user access logs allow us to analyze the user access statistics and general user information
important for modeling of user satisfaction (see section 4.1). The second system considered is a hierarchical VOD
system with a hierarchical set of video servers [15]. In this system, we observe performance characteristics such as
jitter and frame loss rate. The third system is a simple remote VCR system with a single VOD server and client that
we use to observe synchronization skew performance characteristics. The jitter, loss rate and skew characteristics allow
us to analyze the system access and resource dependencies important for modeling of resource consumption (see
section 4.2). Before we discuss performance analysis results, we briefly present the main architectural features of the
three VOD systems.
VOSAIC is essentially a framework for the integration of audio-visual information into a standard hypertext
document and Web environment. It transmits information on-demand in real-time over the current Internet.
While traditional VOD systems are designed to operate in a constrained environment, VOSAIC is designed to
operate in unconstrained environments. VOSAIC is currently designed as a client-server video playback system.
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The session protocol used in VOSAIC is VDP (Video Datagram Protocol), which uses a combination of TCP
and UDP: the playback command and request from client to server are sent over TCP connections and actual
video and audio data transmission from server to client are carried out over UDP connections. VDP uses a
feedback scheme to detect network congestion and automatically delete frames in response to the congestion.
The HTTP protocol is used for text/data communications between the client and server while MPEG video/audio
uses VDP.
The hierarchical client-server VOD system utilizes a distributed server approach. The VOD system consists of a
set of Cache Servers(CS) being on the same LAN with VOD Clients, a Cache Agent running on the CSs, and a
Primary Server (PS) that is on an external network. The CS downloads the requested video streams from PS in
non-realtime (using a best effort service) and provides real-time services to VOD clients. Although there is an
initial startup delay while CS downloads the data for the first time, the VOD client does not have to cache the
whole video as is the case with WWW applications. Once the video is cached on the CS, streaming for display
and real-time services such as fast forward and rewind are available. The CA controls resources of the set of
CSs on the same LAN to achieve good load balancing and better performance. The hierarchical VOD system
consists of two protocols: (1) Hierarchical Media Management Protocol(HMMP) used by the CA, and (2)
Multimedia Stream Session Protocol(MSSP). HMMP uses TCP/IP for management communication among the
CSs. MSSP uses TCP/IP for (1) command control communication during connection setup and transmission, (2)
downloading of a new video from PS to CS and (3) audio streaming from CS to VOD client. MSSP uses
UDP/IP for video streaming from the CS to the VOD client. The CA with HMMP provides resource reservation
during the connection setup, hence there is no adaptation activity during transmission over an admitted
connection. In contrast, VOSAIC does not employ resource reservation during the connection setup, but supports
feedback-oriented adaptation during video transmission.
The remote VCR system consists of a single VOD client and VOD server utilizing an adaptive synchronization
protocol [19]. The adaptive synchronization protocol synchronizes MPEG compressed videos. The connection
setup and command control are performed over TCP/IP. The transmission component is built on top of the
UDP/IP protocol stack. This protocol does not have any resource reservation, but it enforces adaptive
synchronization to keep synchronization skews within acceptable bounds.

User Access Analysis
System Overhead Analysis

Next: User Access Analysis Up: An Integrated Metric for Previous: The Workload Model
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A New Unified Metric of Video QoS
From the empirical study and the workload model obtained, we learn that there are two kinds of factors that a QoS
metric must represent. These are (1) resource consumption factors and (2) user satisfaction factors. Resource
consumption factors are a measure of the cost incurred due to resource utilization in the system and include CPU,
storage and network related parameters. User satisfaction factors quantify the QoS guarantees met and factors that
affect the delivery of the desired response quality. Application QoS related parameters such as frame rate, frame width,
frame height, color resolution, compression ratio, jitter for video and synchronization skew are good measures to
determine the achieved quality and the deviation between the actual response and the desired quality.
We propose a new metric for measuring the effectiveness of video transmission in dynamic situations based on
aggregate resource and response factors [20]. We call this metric the weighted resource cost- user-satisfaction ratio
and it includes parameters that specify the various objectives of QoS.
To quantify levels of service, we assign weights to user satisfaction (US) and the cost incurred due to resource
consumption (RC) and construct a benefit function from the composition of the weighted objectives. Let the QoS
metric that represents service to user i be denoted as
.

where

represents the weight of the user satisfaction component and

represents the weight of the resources

consumed component. In the following subsections we elaborate further on each factor.

An Economic Framework for Metric-based QoS Management
Negotiation Module
Trading and Reward Modules
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...bound
This might change if video applications start to use image pattern recognition, face recognition, scene
recognition and other CPU intensive image processing tasks.
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...achieved
We present in this paper only results from one experimental setup. More experimental results are presented in
[19].
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The Economic Relationship between US and RC
The relation

(Equation 1) between the resource consumption and user satisfaction factors can be complex and

interdependent due to resource sharing. For instance, the user satisfaction component is dependent on the jitter
encountered by the receiving client, which may be a result of insufficient resources in the pipeline from the disk to the
client buffer. Examples of user satisfaction functions: (1)
(2)
where x
represents the resource utilization. A QoS metric must capture how far we are from an optimal resource allocation. In
the presence of conflicting requirements, we use an economic (pricing)framework to represent the near-optimal
resource allocation. An economic paradigm is essential when quality must be ensured in a system with shared
resources. The metric (weighted cost-satisfaction ratio) is a function that determines the degree of equilibrium of the
system, for example the supply-demand equilibrium in economics. The cost-satisfaction ratio can be used to generate
the desired trading profile to satisfy the service provider goal of operating in an equilibrium region.
Users of a multimedia system view QoS differently. Without proper pricing mechanisms, users will always request the
best available quality and this will result in misuse of the shared resources. In the presence of pricing, the user
satisfaction depends not only on QoS parameters, such as EED, jitter or synchronization skew, but also on pricing
structures for QoS. Pricing models can be simple and completely static (as with telephone pricing) where a service
does not adapt to variations in demand and a user cannot specify multiple levels of QoS. Such models have no
incentive for proper usage and hence are inappropriate for our purposes. Complex models of pricing include bidding
mechanisms where a server constantly and continuously negotiates for the best price. Studies indicate that fixed-rate
pricing policies perform substantially worse than volume-based pricing policies for Internet traffic [9]. Economic
models for network provisioning have been studied in [21]. A market-system approach to improve QoS on the
Internet involves negotiating and establishing price and quality contracts based on economic principles [9]. Pricing
schemes that charge more for peak time usage discourage non-critical requests when the system and network are
overloaded. Scaling video applications that permit degradation in picture quality, frame loss coupled with monetary
incentives [10], indicate increased user benefit and lower request blocking.
The objective of the billing process that draws a relationship between US and RC is to improve QoS and performance
by integrating economic issues with technical issues. Following the results of the empirical study, we would like to
design our billing model based on the class of service; i.e., the QoS level. For each QoS class described in the
workload model, we try to determine a relation between price and resource usage that in turn determines a billing
mechanism for that class. Let
be the ordered set of available QoS levels,
. This set partitions the users into QoS equivalence classes according to quality, price and
resource requirements. Hence, each QoS class has 3 attributes (
and quantifies the price that user i must pay for access. (2)
(3)

) where: (1)

represents the price range,

represents the QoS desired by the user;

.

represents the system resource consumption for user i's requests, i.e.,the resource share attributed to the request

by user i. The billing mechanism determines the price (

) of service based on

(quality desired) and

consumed). Note that these factors incorporate the two components of the QoS metric,
satisfaction(US) and

(resource

representing the user

representing the resource consumption(RC).

The billing model must accommodate two optimizing criteria from two perspectives: maximizing profit to the service
provider while supplying the negotiated QoS to the user. This can be translated as a need to provide a balance between
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price

and QoS

of information, represented as a benefit function,

to maximize benefit (

. The user i specifies resource requirements

), i.e. the best QoS for the least price. The user goal is stated as:

The service provider specifies resource requirements and availability to maximize profit. The service provider goal is
stated as:

where

could be a constraint vector that specifies the resources assigned and price charged.

The pricing model adopted is critical to solving this optimization problem. In general, a pricing model, that determines
, must include: (1) the cost of resource consumption, (2) a static startup cost (L), i.e. that of admission control,
negotiation, resource reservation and connection setup and (3) a profit factor (K) that quantifies the surcharge
introduced by the service provider. Hence, Price is expressed as follows:

where

determines the resource consumption needed to satisfy the user satisfaction criteria.

In the case of video, the resource consumption(
of factors such as: (a) Quality of Service Level(
Request (

) for the service is a function and is likely to depend on a number
), (b) Resource Availability (

), (c) Duration of the

), and (d) demand for information (Dem) based on popularity of data and time of request.
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Related Work
Majority of QoS research has concentrated on analyzing network resource consumption and translations between
network service demands and network service parameters, For example, [16] illustrates similarly how to design an
architecture to provide end-to-end QoS for applications distributed across a network. In the Omega architecture, QoS
parameters are translated between application and network by a QoS broker [16]. [11] presents an ODP view of QoS
and proposes an environment contract to specify QoS characteristics of computational objects. The authors also
provide a translation of these specifications to ATM related QoS parameters. These network parameters incorporate
time related characteristics that record time delay (cell interarrival time, cell delay variation, cell transfer delay),and
capacity related characteristics that record communication throughput (for e.g. cell transfer capability, mean cell rate),
guarantee levels, channel availability(priority level, cell loss probability) and accuracy (for e.g. cell sequence integrity,
cell loss ratio, cell error ratio, cell misinsertion rate, severely-errored cell block ratio, cell insertion rate, bit error
probability). The TENET project [1, 8] classifies services into deterministic service, statistical service, predicted
service and feedback based schemes to deal with tradeoffs in QoS, network utilization and overload. In [18], a method
for modifying the HTML protocol to reduce communication latencies is proposed. In collaboration with SANDIA
national labs, the work characterizes video-conferencing applications (trying to understand network support for such
applications) and determines QoS parameters for MM networking. [2] describes protocols for connection
establishment for supporting real-time multiparty applications like video conferencing with guaranteed QoS. [13]
addresses issues of distribution and duration of metrics like call-completion rate in the telecommunication world.
Many approaches for QoS support refer to an existing infrastructure or environment. For example, systems that focus
on QoS management and its mapping on to the transport system include the Heidelberg High Speed Transport System
[28], and the Lancaster QoS architecture [5]. The approach presented in [6] deals with QoS support in a
heterogeneous environment with diverse communication requirements, varying levels of QoS in terms of latency,
bandwidth, jitter etc. The need for maintaining a uniform view of the entire system to account for heterogeneity in the
network model, request model etc. is emphasized. Mechanisms discussed include the scaling of media streams in terms
of picturesize, content,picture rate, cost etc. as an effective technique to deliver acceptable perceptive QoS and avoid
overloading a system with unnecessary information.
However, there is less research in the area of determining user-satisfaction. [12] discusses the multilevel specification
of QoS factors like synchronization, interactivity, availability that are applicable to a range of applications. The quality
function presented in [25], is a comparable effort in providing parameters of user-satisfaction. The approach focuses
on preserving fidelity of presentation and hence formalizes presentation features that correspond to parameters in the
US function such as jitter and end-to-end delay. An explicitly defined presentation error model serves to assign
consistent values to quality parameters that can be used to define the weights represented in the metric we propose in
this paper. While the approach proposed by [23, 24] is device and implementation independent, the weighted costsatisfaction ratio adds (a) a notion of devices and resource consumption and (b)an attributed cost to a service request.
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We assume the network provides only best effort service and that applications are thus adaptive. Furthermore,
we view the development of real-time network services as a complementary optimization: our protocols will
work effectively in concert with real-time services if and when they become widely available.
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...prunes
Source-based pruning is not part of the current IP Multicast specification but is included in the next version,
IGMP-3, which is under review by the IETF.
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Appendix
We present a proof of correctness of the signal mapping algorithm detailed in Section 2.3. We use the same notation
introduced in Section 2.3.
Claim: This signal layer mapping meets the following constraints:
1. The network channel limits are observed.
2. No source Sk transmits more than its total share, wk B.
3. wk >= wj implies that Ak,n <= Aj,n forall n
Proof: In the proof we refer to line numbers in the algorithm detailed in Figure 6.
1.

represents the unused bandwidth available in network channel c. Thus, the check in line 15 guarantees that no

2.

source will cause the rate limit of a network channel to be exceeded
represents the portion of the bandwidth share of source Sl that has not been utilized by the source. Thus, the
decrementing of

in line 21, along with the check in line 12, guarantees that no source will transmit more that

its total share, which is wlB.
3. The algorithm iterates through the average weight list looking for the largest remaining weight,

. Now assume

that for the two sources in question Sk , and Sj, all signal layers 1,..., n-1 have been mapped to network channels.
Next assume that the result of the algorithm's output for layer n is such that muk,n > muj,n
This along with line 9 imply that

Line 21 of the algorithm implies that in order for (1) to hold the following must also be true:

which implies that
wk < wl
Finally, the arg max directive in line 9 furnishes us with the bootstrap for the induction in the first iteration
which completes the proof of statement 3 of the claim. QED

Elan Amir
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QoS specification and enforcement
Typical application QoS parameters for images and video include image size, frame rate, startup delay, reliability etc.
The application QoS profile can also include subjective factors such as the degree of importance of the information to
the user and the overall cost-quality metric that the user desires. Network QoS parameters include bandwidth, delay,
jitter and loss rate. End-system parameters include CPU load, utilization, buffering mechanisms and storage related
parameters. Users express dynamic preferences for media quality through benefit functions, [22], for e.g.
1. frame rate benefit function which indicates that beyond a threshold frame rate, there is no additional benefit,
2. synchronization benefit function which indicates that the benefit is high only when the audio/video
synchronization skew is low.
There are several challenges in delivering the specified QoS to video applications. The mapping between different sets
of parameters at different levels in the system, the QoS translation process is one of the challenges in meeting end-toend performance bounds. QoS parameters at the user level must be translated to quantitative parameters at the network
and system level. This translation is required during the admission control process where resource availability at
different levels must be queried and negotiated for. The admission control process represents a second challenge and
consists of a variety of tests such as EED(end-to-end delay), buffer allocation and schedulability tests [17].
Since network and system conditions are likely to be dynamic, the optimal operating point is not constant and this
represents yet another challenge in QoS enforcement. Several QoS parameters such as deadlines and packet losses [7,
3] must dynamically adapt during processing and communication. Violation of the QoS bounds portrays itself as
flickering video, distorted audio, blanks and frozen images.
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The Workload Model

Figure 1: Architectural View : Components of a QoS Based Architecture
Selection criteria for video QoS metrics come from two perspectives - the end-user and the service provider. With a
VOD application, the end-user requirements are dominant and stringent, the QoS is prespecified and is expected to be
met accurately. In an unconstrained environment such as the Internet, both user and service-provider factors are
variable. The end-user desires that the best approximation to the QoS criteria be satisfied while the service provider
wants to ensure cost-effective utilization of resources. In order to satisfy the dual requirements of user-satisfaction and
cost effectiveness, we need integrated metrics for determining the best possible QoS.
To determine measures of cost-effectiveness and user satisfaction, we must define a workload model. Our workload
model consists of three elements (see Figure 1 )
Customer description: description of expected workloads and classes of customer requests and the
correspondence of the workload components to customer classes. This information is typically obtained from
empirical studies by observing customer request patterns and analyzing them.
Service demands: description of interaction b/w customers and service (resource) centers (e.g. QoS
requirements). This involves the translation of abstract customer descriptions obtained from empirical studies
into more tangible parameters in an analytical model.
Service Center description: a baseline description of the set of services that serve user requests and the
correspondence of resources to service centers.
From the workload model it follows that selecting a unified metric will involve a choice of multiple parameters. This
choice is based on empirical and statistical data which provides a base for analytical models with user requirements
and resource allocations.
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User Satisfaction (US)
The user-satisfaction (US) is related to a number of parameters (success Suc, jitter
synchronization skew , startup latency sL and loss-rate lR).

, price P, end-to-end delay EED,

In each QoS class, the success of a request, Suc, is defined differently, since, for example deterministic services must
meet stricter performance requirements (e.g. throughput and delay) than best-effort traffic. For example, in a system
with admission control, success of a request Suc could be determined by whether the request has been admitted. With
best effort traffic, a request is always admitted and hence success could be used to measure whether the request
successfully ran to completion. For our study, we assume the presence of an admission control process, and focus on
representing and measuring the QoS of a request once it has been admitted, hence Suc is a constant. While the startup
latency sL impacts user-satisfaction, it is a non-continuous one-time factor, i.e., it is measured once per session or
request and does not impact inter-frame displays. To simplify Equation 2, the parameters loss rate (lR) and end-toend delay (EED) can be subsumed by the jitter parameter ( ). We will come back to the issue of price (P) in Section
0.2. The simplified relation is:

where

is a function that represents the relationship between jitter, price and synchronization skew. Furthermore,

there exists a strong relationship between the jitter (
(1) Jitter

).

between two consecutive packet pairs is defined as follows:

The objective is to minimize
(2) Delay

) and the synchronization skew (

and achieve

at the destination d if possible.

of a link: consists of a sum of propagation delay (DPROP), queueing delay (DQUEUE), and switching

delay (DSWITCH).

The propagation delay and switching delay are constant, hence the only variable is the queueing delay. The queueing
delay can be calculated according to Little's formula
. The arrival rate at node i depends on jitter
built up from the source till node i-1, (i.e.
hence delay on link
(3) Skew : Let
same time interval.

), therefore queueing delay depends on jitter,

,

depends on jitter,
and

be time points of two packets from different media which should be synchronized in the
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Let us assume

as arrival times at the destination with

as departure times at the source:

This equation shows the dependency between jitter parameter and the synchronization skew.
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Resource Consumption (RC)
The new metric for video QoS, specified in Equation 1, also depends on the resource consumption (RC), as illustrated
in Section 3.2. We consider four factors in determining the resource overhead, i.e., CPU utilization (cpu), network
bandwidth utilization (
), buffer utilization (Buf) and storage bandwidth overhead (
). Benefit functions for
each parameter can be used to indicate which resources may be more critical based on the design of the system.

An interesting observation is that the resource cost must consider the current set of available resources. As resources
get used up to service requests, they become more critical and resource cost becomes more dependent on the fraction
of the available resources utilized. When resource availability is low, admission control mechanisms must allocate
resources to the high priority tasks.
We characterize the resource consumption of a server

due to a request

resources, similar to the load-factor measure in [27].

where

is the resource needed by request

and

by a ratio that captures the utilization of

is proportional to:

is the resource available on server

. Different requests have

different resource requirements and the RC factor may vary from one request to another. Lower the RC value, greater
is the capacity of the system to service additional requests. Hence, the resource cost component of the QoS metric is
essentially the cost of the bottleneck resource, since this constraining resource measures the degree of QoS delivered.
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Conclusions and Future Directions
In this paper, we have developed, based on empirical results from 3 systems (the VOSAIC system, the hierarchical
VOD system and the remote VCR system) an integrated video QoS metric - the weighted cost-satisfaction ratio. We
discussed in detail the economic relation between the user satisfaction and resource consumption as well as the
advantages of providing unified metrics for multimedia services within an economic framework. Due to the close tie
between the empirical results in Section 3 and the modeling of the QoS metric in Section 4, the design of our metricbased QoS architecture implies enhanced performance and cost-effectiveness for the user and SP.
We are exploring the use of the proposed metric in the design of admission control policies and resource management
algorithms for multimedia systems. Specifically, we are interested in developing adaptive policies that use the metric to
measure performance upgrades and degradations, determine the sources of bottlenecks, apply trade-off techniques and
possibly adapt parameters of service. We also continue to investigate the formalization of the economic framework,
the optimization relations and its implications in the design of effective metrics for multimedia systems. Our current
work focuses on extending the proposed metric to more generalized Internet and Web server environments by
exploring any additional parameters such as signal fidelity, locality, cache size and security that may be needed in
these environments.
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